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Response Message Status Lines 

When a server receives a request message from a client, it evaluates the request method 
and might or might not perform an action on the requested resource as a result. Regard­
less of whether or not the action is performed, the server must respond to the request­
ing client. The response is sent in the form of a status line, with the following syntax: 

Status Line <space> HTTP version <space> Status code <space> Reason phrase <CRLF> 

Status codes are organized into classes, which identify the generic response type. Table 
19-2 lists the classes and meanings of status codes defined in HTTP /1.1. 

Table 19-2. HTTP /1.1 Status Code Classes and Meanings 

Number Class 

lxx Informational 

2xx Successful 

3xx Redirection 

4xx Client Error 

5xx Server Error 

Indication 

This indicates a provisional response and returns only a status 
line indicating status and optional headers. Essentially, this is the 

--'"1-.-.-1 -C .. t-. · -· · ·· ···· .... ·· ·--o···-··· 
The server understands and accepts the client's request. 

The requestor needs to take further action to retrieve the re­
quested resource. If the method used in the subsequent request 
message is GET or HEAD, the redirect can occur without any 
user intervention. 

The server believes that the client has performed an error. The 
server should provide an explanation of the error, and indicate 
whether this is a permanent or temporary error. Additionally, the 
server should wait for TCP acknowledgment of client receipt of 
the error message so it doesn't close the connection prematurely. 

The server is incapable of performing the request, the client isn't 
allowed access to the resource, or a server error has occurred. 
The server should include an explanation of the error and indi­
cate whether the error is temporary or permanent. 

Each class of status response has codes that the server returns to the client indicating 
specific information. Table 19-3 summarizes the individual codes that a server can return 
to a requesting client as defined in RFC 2616. The messages listed are merely recommen­
dations and can be customized without affecting the protocol. 

Table 19-3. HTTP /1.1 Status Codes 

Code 

100 

101 

(continued) 

Message 

Continue 

Switching 
Protocols 

Meaning 

The client should continue sending the remainder of the 
request; if the entire request has already been sent, the 
message is ignored by the client upon receipt. 

The client has requested to switch to another application pro­
tocol by issuing an Upgrade message header; the server will 
switch to that protocol immediately following this status line. 
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Table 19-3. (continued) 

Code 

200 

201 

202 

203 

205 

206 

300 

301 

302 

303 

304 

305 

306 

Message 

OK 

Created 

Accepted 

Non­
Authoritative 
Information 

No Content 

Reset 
Content 

Partial 
Content 

Multiple 
Choices 

Moved 
Permanently 

Found 

See Other 

Not 
Modified 

Use Proxy 

Unused 

(continued) 

Meaning 

The client's request has been successfully processed; remaining infor­
mation returned will vary according to the type of client request. 

A new resource has been successfully created at the client's request. 

The client's request has been accepted, but not yet processed. The 
server should indicate to the client when the request might be 
fulfilled or provide a pointer to a status monitor for the request. 

The server would normally issue a 200 (OK) response, but the 
server isn't authoritative for the information returned in the 
message. This indicates that the information was gathered 
from another source, and therefore this server can't verify it. 

The server has fulfilled the client request, but doesn't need to 
return a new object. The server can, however, return 
information that causes the user interface to be updated. 

The server has· fulfilled the client request and is instructing the 
·user agent (client software) to reset the current document 
view. This is commonly used to allow a user to input form 
data, then clear the form so that more data can be entered. 

The client has issued a partial GET request, and the server has 
fulfilled that request. The server must indicate what portion of 
the requested data it has fulfilled for this particular GET. 

The requested resource exists in multiple locations, and the 
server is providing a list of these locations to the client. The 
server can indicate preference for a specific location, but the 
client chooses what it deems the appropriate location. 

The requested resource has been moved permanently and future 
requests for the resource should be directed to the location 
the server returns. 

The requested resource exists elsewhere, but its location might 
change and the client should therefore continue to use the 
same request URI. ·Most browsers don't implement this cor­
rectly, and treat a 302 response in the same manner as a 301. 

The response to the request exists under a different URI and 
should be retrieved via a GET method. The 303 response 
shouldn't be cached, although the response received from the 
redirection location can potentially be cached. 

The client has performed a conditional GET, but the 
document hasn't been modified. 

This response must be issued only by the server, and indicates 
that the requested resource must be accessed via the proxy 
provided in the response. 

This status code was used in previous implementations of 
HTTP, has no function in HTTP /1.1, and is reserved. 
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Table 19-3. (continued) 

Code 

307 

400 

401 

402 

I.A? 

404 

405 

406 

407 

408 

409 

410 

411 

412 

Message 

Temporary 
Redirect 

Bad Request 

Unauthorized 

Payment 
Required 
.,., __ t-..:--1--1-~ 
... .._, .... ,.....,, ................. _ ........ 

Not Found 

Method 
Not Allowed 

Not 
Acceptable 

Proxy 
Authentication 
Required 

Request 
Timeout 

Conflict 

Gone 

Length 
Required 

Precondition 
Failed 

(continued) 

Meaning 

The requested resource temporarily exists under a different URI, 
which should be provided to the client as a hyperlink to the new 
URI (for pre-HTTP/1.1 clients that don't understand the 307 code). 
Automatic redirection without user input should occur only if the 
client issued a GET or HEAD request that triggered this message. 

The client issued a malformed request that the server couldn't 
interpret and one that shouldn't be issued again without modification. 

The requested resource requires authentication; the server must 
issue a WWW-Authenticate challenge. If the client has already res­
ponded to a challenge response, this message indicates that the 
credentials presented don't have permission to access the resource. 

Reserved for future use. 

"'T1t....,.... ,....,,....~.,.,.... ...... ,_,....C .... ,....,,......,.... ..__....... C .... lC.:11 .._t._,...... ,_,....,,...., .... ,......,...,+- ~ ............ ,...],......, t....~ ... +-l-,......, ....... 1.: ........ -. ..... '"T"1t-..,.... ,....,,......,_ 
• ••~ u~• • ~• • ~• ~u~u •~ • ~.,.,, •u~ • ~'1 ~~u• u•~~~ ~ J •u~ ~"~"'' • u~ u~• 

ver can indicate why the refusal has been generated with this mes­
sage, or can disguise the reason by issuing a 404 message instead. 

The requested URI wasn't found on the server; the server isn't 
required to give an indication as to whether this condition is 
temporary or permanent. This message is typically used when 
the server doesn't wish to reveal or doesn't know why the 
resource is unavailable. 

The request method isn't permitted on this URI. A list of valid 
methods for the URI must be returned as part of the response. 

The resource identified in the request is capable of generating 
responses only to the accept headers that it returns to the 
client, and not to the accept header that the client originally sent. 

Similar to a 401, but indicates that the client must authenticate 
with the proxy that forwarded the request. 

The server didn't receive a request from the client within the time 
that the server was prepared to wait. The client can reissue the 
request later. 

The request made by the client couldn't be fulfilled because it con­
flicts with the current state of the resource. Information can be re­
turned that allows the user to correct the condition causing the con­
flict and resubmit the request. This message is seen most often in 
response to PUT requests that can cause version conflicts in a resource. 

The requested resource is no longer available and its new 
location is unknown. 

The server will not accept the request unless the client reissues the 
request with the addition of a valid Content-Length header field. 

The client issued a request containing precondition header 
fields and one or more of the fields evaluated to false. This 
allows the client to perform conditional requests. 
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Table 19-3. (continued) 

Code Message 

413 Request Entity 
Too Large 

414 Request URI 
Too Long 

415 Unsupported 
Media Type 

416 Requested Range 
Not Satisfiable 

417 Expectation 
Failed 

500 Internal 
Server Error 

501 Not 
Implemented 

502 Bad Gateway 

503 Service 
Unavailable 

504 Gateway 
Timeout 

505 HTTP Version 
Not Supported 

Meaning 

The request is larger than the server is capable of processing, 
and is being refused. The server is permitted to close the con­
nection with the client so that the request can't be resubmitted. 

The request URI is longer than the server is capable of 
accepting. This typically occurs when the user has input too 
much data into a form that's sent using a GET request. 

The client issued a request method that isn't supported for the 
resource in question. 

The request included a Range Request header field that doesn't 
overlap with any of the values for the requested resource. 

The request included an Expect Request header that the 
server can't fulfill. 

The server can't fulfill the request because of an 
unexpected error. 

The server doesn't recognize the request method and is 
incapable of fulfilling it. 

The server is acting as a gateway and received an invalid 
response from the requested server. 

The server is experiencing a temporary condition that causes 
it to be unable to fulfill the request, such as overloading or 
maintenance being performed. 

The server is acting as . a gateway or proxy and didn't receive 
a response from the upstream server in time to process the 
request. Some proxies return this as a result of Domain Name 
System (DNS) time-out errors. 

This server doesn't support the HTTP version specified in the 
request message. 

More Info HTIP/1.1 status codes are defined in RFC 2616, which can be found 
in the \RFC folder on the companion CD-ROM. 

A typical server response line might appear as follows: 

HTTP: Response (to client using port 1036) 
HTTP: Protocol Version = HTTP/1.1 
HTTP: Status Code = OK 
HTTP: Reason = OK 

Note that this data doesn't appear to list the actual code number returned by the server 
to the client. However, analysis of the raw data sent _shows that the following informa­
tion was actually sent: 

HTTP /1.1 200 OK 



Chapter 1.9 Internet Information Server (llS) and the Internet Protocols I 451 

Status codes are extensible, meaning that server implementations can issue codes not listed 
in the preceding tables. Because the client might nor might not understand the meaning 
of a particular extended status code, the code must be issued as an extension of an existing 
class. If the specific code number is unrecognized, the client responds as if it received a 
generic code from that class. For example, if the server issues error code 509 and the client 
doesn't recognize this code, it treats the error as a 500 error. A table of IIS 5.0 error codes 
and descriptions can be found in the \Appendix folder on the companion CD-ROM. 

Header Fields 

A client can generate request headers to query parameters regarding a resource, or to 
negotiate content with the server.- A server can issue response headers to provide infor­
mation that can't be included in the status line. Both request and response headers can 
indicate the presence of an entity to be transferred by including entity header fields and 
possible entity data. While these field names can't be universally extended without an 
accomoanving change in the orotocol version. extension headers can he used. orovided 

- - - - -
both the client and the server understand them to be header fields. Any header that's not 
recognized by the recipient is ignored. 

Headers are also said to be end-to-end headers or hop-by-hop headers. End-to-end 
headers are transmitted to the final message recipient, and must be stored as part of a 
cached entry. Proxies are forbidden to modify many end-to-end headers, cautioned against 
modifying others, and might or might not be permitted to add headers to a message. Hop­
by-hop headers are useful only to the next recipient on a path, and proxies neither cache 
nor forward these headers. 

RFC 2616-defined headers are summarized in Tables 19-4, 19-5, 19-6, and 19-7. Sender 
and recipient can refer to either the client or the server in these tables, as both can send 
messages containing header fields during the transaction. 

Table 19-4. Request Header Fields 

Header Name 

Accept 

(continued) 

Type 

End­
to-end 

Interpretation 

Used to specify which media 
types are considered acceptable 
for the response. These might be 
limited to specific types of media, 
or might list groups of acceptable 
media. If no Accept header is 
present, it's assumed that all media 
types are acceptable. If the client 
issues an Accept header that the 
server isn't capable of fulfilling, the 
server issues a 406 (Not Acceptable) 
response. 

Example 

Accept: image/ gif; 
image/x-xbitmap; 
image/jpeg; image/ 
pjpeg; */*. 
Gifs, bitmaps, and jpegs 
are acceptable media 
types; "*/*" indicates 
that all media are 
acceptable. "Image/*" 
would indicate that 
all image types are 
acceptable. 
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Table 19-4. (continued) 

Header Name Type Interpretation Example 

Accept- End- Indicates acceptable-response Accept-Charset: 
Chars et to-end character sets. If no Accept-Charset iso-8859-5, Unicode-

header is present, it's assumed that 1-l;q=0.8. 
all character sets are acceptable. Indicates that this client 
Character sets can be given an accepts both character 
associated quality value, representing sets listed, with a prefer-
user preference for a given ence as indicated by 
character set. codes assigned 

to the q value. 

Accept- End- Used to designate acceptable content Accept-Encoding: gzip, 
Encoding to-end codings, such as compress or gzip. compress. 

Content coding is discussed fater Indicates that both gzip 
in this chapter. and compress codings 

are acceptable. 

Accept- End- Defines acceptable languages, such Accept-Language: en-us 
Language to-end· as English, German, and Japanese. U.S. English will be 

accepted. 

Authorization End- Clients attempting to authenticate Authorization: Basic 
to-end with a server will issue their bWNOOTg6bWNOND-

credentials in the Authorization MyPQ==. 
header. Results can be cached. 

Expect End- The client expects specific behavior Expect: 100-continue. 
to-end from the server; if the server doesn't Indicates that the client 

understand the Expect header, it expects the server to 
must return a 417 (Expectation continue the message 
Failed) error. exchange. 

From End- Used to identify the user that From: 
to-end initiated this sequence of messages. owner@microsoft.com. 

Typically, this is utilized by robots 
that gather information on behalf of 
a human being; by providing the 
e-mail address of the robot's owner, 
the user can be contacted if the 
robot causes server problems. 

Host End- Identifies the host name and port Host: 
to-end number of the owner of the technet.microsoft.com. 

requested resource. If no port 
number is specified, port 80 is 
assumed. This header is used to 
allow the server to distinguish 
between multiple sites responding 
to the same IP and TCP port. 

(continued) 
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Table 19-4. (continued) 

Header Name Type Interpretation Example 

If-Match End- Used to make the request message If-Match: *. 
to-end conditional; generally, this is used Indicates that this allows 

to verify that the client's resource a match with any current 
is current. version of the resource, 

rather than a specific 
entity tag. 

If-Modified- End- Used to make a method conditional If-Modified-Since: Sat, 11 
Since to-end upon whether the specified resource Sept 1999 12:26:31 GMT. 

has been modified since a particular 
date. Used by the browser to 
determine if a specific resource has 
been updated since it was last cached. 

If-None- End- Used to facilitate efficient caching by If-None-Match: 
Match to-end verifying that there's no match on the "a0cde3e0c444be 1: 18e2." 

server ror Ine specmea resource; a1so mrncaies mis vame coma 
used by clients to ensure that a PUT be followed with a PUT 
method doesn't inadvertently replace method to place the 
a resource. resource on the server. 

If-Range End- A client can use this tag to determine If-Range: 
to-end whether a resource it has a partial "a0cde3e0c444be 1: 18e2." 

copy of has changed. If the resource 
hasn't changed, the client might then 
be able to request the remainder of the 
entity range to obtain the complete 
resource. 

If- End- Used to make a method conditional; If-Unmodified-Since: 
Unmodified- to-end the converse of the If-Modified-Since Sat, 11 Sept 1999 
Since header field. 12:26:31 GMT. 

Max- End- Used in conjunction with the Trace Max Forwards: 3. 
Forwards to-end and Options headers to limit the 

number of proxies that can forward 
the request message. This is generally 
used to troubleshoot paths that are 
suspected to be looping back upon 
themselves. 

Proxy- Hop- Used by a client to identify itself to a Proxy Authorization: 
Authorization by-hop proxy that requires authentication, Basic 

which has usually been indicated by bQROOTg6b-
the return of a 407 (Proxy Authenti- WNONDMyNP==. 
cation Required) message to the client. 

Range End- Used to specify the portion of a Range: 
to-end resource that the client wants to "a0cde3e0c444be 1: 18e2." 

retrieve. In some cases, this header 
can be used in conjunction with the 
If-Range header. 

(continued) 
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· Table 19-4. (continued) 

Header Name Type Interpretation Example 

Ref erer [sic] End- A client uses the Referer header Referer: http:/ I 
to-end (misspelled throughout the HTTP partnering.microsoft. com/ 

RFCs as well as in actual implemen- exchange/ pf/ root. asp. 
tation) to inform a server as to where 
the client received the reference that 
directed it to the server for the 
Request URI message. 

TE Hop- Indicates the extension transfer TE: trailers, deflate. 
by-hop codings that the client is willing to Indicates the client's 

accept in a response message. If willingness to accept 
accompanied by a trailers keyword, resources in chunks 
the client will accept the resource in that are deflate-encoded. 
chunked transfer coding, which means 
means that it will accept the response 
as a series of pieces of the requested 
entity. This header applies only to 
the current connection and must be 
reissued as necessary. 

User-Agent End- Used to pass information regarding User-Agent: Mozilla/4.0 
to-end the software that the client is using (compatible; MSIE 5.0; 

to send its requests. Servers can then Microsoft Windows NT; 
tailor their responses to the limitations DigExt). 
or capabilities of this software. Indicates that the 

browser software being 
used is Internet Explorer 
5, and lists its capabilities. 

Vary End- Used to specify header fields that Vary: *. 
to-end dictate whether a future response to Can be issued by a server 

a request for this resource can be to dictate that a proxy 
issued from cache, rather than being can't issue a response 
re-retrieved from a server. from its cache, as the 

server wishes to negotiate 
all content itself. 

Table 19-5. Response Header Fields 

Header Type Interpretation Example 

Accept- End- Allows the server to specify whether Accept-Ranges: bytes. 
Ranges to-end it will accept range requests from a Indicates that the server 

client, and in what format. will accept range requests 
that are specified in bytes. 

Age End- The sender's estimate of the amount Age: 86,400. 
to-end of time elapsed since it cached the Indicates that the 

named resource received from an resource was cached 
origin server. Essentially, how old a 86,400 seconds 
cached entity is. previously. 

(continued) 
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Table 19-5. (continued) 

Header Name 

Etag 

Location 

Proxy­
Authenticate 

Retry-After 

Server 

WWW­
Authenticate 

Type 

End-
to-end 

End-
to-end 

Hop­
by-hop 

End­
to-end 

End­
to-end 
End­
to-end 

Interpretation 

The entity tag identifier; might be 
used to compare against other 
entities received from this source. 
Used to redirect a client to another 
location for a requested resource, 
or, if it is part of a 201 (Created) 
response, to indicate where the new 
resource is located. 
Must be included as part of a 407 
(Proxy Authentication Required) res­
ponse, and includes the authentica­
tion scheme for the requested URI. 
This header isn't passed farther down 
the path, as the authentication is to 

~ 4 ~ • ~ 

occur oeL ween u1e cneru anu 
the proxy. 

Used by a server to inform a client 
as to how long a service is expected 
to be unavailable. Usually part of a 
503 (Service Unavailable) response 
message or a 3xx (Redirection) 
response in order to direct the client 
to wait a specified amount of time 
before attempting to retrieve the 
requested entity. 

Used by the server to indicate what 
software it uses to service HTIP requests. 
Issued always as part of a 401 
(Unauthorized) message to indicate 
the authorization scheme that the 
server requires the client to pass. 

Table 19-6. Entity Header Fields 

Header Name 

Allow 

(continued) 

Type 

End­
to-end 

Interpretation 

List of methods allowed for the 
resource identified by the Request­
URI message. This doesn't prevent a 
client from requesting a disallowed 
method. If a client requests a method 
that's not allowed for a resource, the 
server will issue a 405 (Method Not 
Allowed) error and must include an 
Allow header in the response so that 
the client can adjust its request. 

Example 

ETag: 
"077d777c8flbe1:189e." 

Location: /exchange/pf/ 
root.asp. 

Proxy-Authenticate: 
Basic realm="Enterprise 
Server." 
RFC 2617, "HTIP 
Authentication: Basic 
and Digest Access 
1\.uu1enucauon, exLen­
sively describes authen­
tication mechanisms. 
Retry-After: Fri, 31 Dec 
1999 23:59:59 GMT. 
Tells the client to wait 
until a specified date 
before attempting to 
retrieve the resource, 
while the following 
example specifies a wait 
time in seconds: 
Retry-After: 240. 
Server: Microsoft-IIS/5.0. 

WWW-Authenticate: 
Basic realm="partnering. 
microsoft.com." 

Example 

Allow: GET, HEAD, PUT, 
POST. 
Specifies that the GET, 
HEAD, PUT, and POST 
methods are acceptable 
for the identified 
resource. 
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Table 19-6. (continued) 

Header Name Type Interpretation 

Content- End- Specifies encoding methods applied 
Encoding to-end to the resource specified in the 

Request-URI message so that the 
message recipient knows which 
decoding mechanisms to apply. 

Content- End- Defines the natural language of the 
Language to-end entity being transferred. 

Content- End- Specifies the length of the entity 
Length to-end body in a decimal number of octets. 

Content- End- A server can use this to specify 
Location to-end resource location that the client 

requested, particularly if the 
resource is accessible from a 
separate location than was 
originally requested in the client 
message. This value is also used 
to set the base-URI. 

Content- End- When a server returns a partial entity-
Range to-end body in its response, it uses content-

range to specify the range of the full 
entity that's covered by this partial 
entity. Essentially, this is a marker 
to identify the portion of the resource 
being sent. Servers returning status 
codes 206 (Partial Content) or 416 
(Requested Range Not Satisfiable) will 
utilize the Content-Range header field. 

Content- End- Identifies the media type of the 
Type to-end entity being sent. 

Expires End- The resource specified is considered 
to-end stale at its expiration date and 

shouldn't be returned from cache at 
that point; rather, the resource should 
again be retrieved from the server. 

Last- End- Indicates the date that the server 
Modified to-end believes to be the last modification 

date for the resource in question. 

Example 

Content-Encoding: gzip. 
Specifies the type of 
encoding used to 
compress the requested 
resource. 

Content-Language: en-us. 
Language content is U.S. 
English. 

Content-Length: 4110. 
Indicates a length of 
4110 octets. 

Content-Location: http:// 
192.168.0.1/Default.htm. 
Specifies Default.htm at 
the listed IP address as 
the base-URI for the 
requested resource. 

Content-Range: bytes 
500-999/1500. 
Informs the client 
that the range 
encompasses bytes 
500-999 of a 
1500-byte resource. 

Content-Type: text/html. 
Indicates the message 
being sent consists of 
HTML text. 

Expires: Mon, Nov 16 
1999 17:38:01 GMT. 

Last-Modified: Sun, 29 
Aug 1999 02:44:51 GMT. 

I, 

! 
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Table 19-7. General Header Fields 

Header Name Type Interpretation Example 

Cache- End- Issues directives regarding cache- Cache-Control: private. 
Control to-end ability of this information that must Indicates that the server 

be obeyed by all points along the is issuing a message that 
request chain. HTIP /1.0 caches that can't be cached by any 
don't implement cache-control can intermediary points, as 
simply assume the entity isn't the content is privately 
cacheable. cacheable only by the 

client that requested it. 

Connection Hop- Used to specify options for a single Connection: keepalive. 
by-hop connection along the path; mustn't Indicates that the 

be propagated farther along the path. connection between 
Any headers included in the these two points is to be 
connection header mustn't include kept open after this 
end-to-end headers. message is forwarded. 

A - U'TvrO /1 f'\ -CJ.~.; ........ .;.ci.._t-
·-·· --- -- , -·~ ·--···-··-
might not be capable of 
interpreting a keepalive, 
and therefore might 
remove and ignore the 
header fields pertaining 
to the keepalive. 

Date End- Indicates the date and time that this Date: Fri, 03 Sep 1999 
to-end message originated. 00:58:28 GMT. 

Pragma End- Used to provide instructions to Pragma: no-cache. 
to-end each recipient of the message along Specifies that a proxy is 

the path. These directives are expected to pass the 
implementation-specific, and there- request message on to a 
fore might be ignored by proxies server even though the 
that don't understand their meaning. proxy might already 
However, the proxy is required to have the requested item 
forward the header whether or not in its own cache. 
it understands its directives. 

Trailer Hop- Used to inform a client that there Trailer: Range. 
by-hop are header fields in this message Indicates the presence 

pertaining to chunked transfer- of a Range header in 
encoding, so that the client can this message. 
know that it needs to use these for 
decoding and reassembly. 

Transfer- Hop- Used to indicate what type of Transfer-Encoding: 
Encoding by-gop encoding has been applied to the Chunked, deflate. 

body of the message, so that the Indicates the encoding 
recipient can determine how to applied to this message, 
decode it. in the order it was 

applied. 

(continued) 
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Table 19-7. (continued) 

Header Name 

Upgrade 

Via 

Warning 

HTTP Codings 

Content Codings 

Type 

Hop­
by-hop 

End­
to-end 

End­
to-end 

Interpretation 

Frequently issued by a server as 
part of a 101 (Switching Protocols) 
message to indicate additional 
communication protocols that it 
supports. The client can also use 
this header for negotiating the 
protocols to be used. Because this 
header applies only to the current 
connection, it must be supplied 
as part of a Connection header. 

Must be used by proxies and gate­
ways to indicate the protocols and 
intermediate recipients between the 
requesting client and the issuing 
server. This is used for purposes of 
tracking the path of a request/ 
response transaction. 

Used to issue warnings regarding 
message content. These warnings 
are issued in human-readable 
language. 

Example 

Upgrade: HTTP /1.2, 
. SHTTP/1.3, IRC/7.0. 

Via: 1.0 microsoft.com, 1.1 
technet. microsoft. com 
(Microsoft-HS/ 5. 0). 
Specifies the order of 
the hops made and the 
HTTP server program 
running at those hops, 
in this case, IIS 5.0. 

Warning: 110 Response 
is stale. 
Indicates that the 
message has exceeded 
its freshness lifetime, or 
the indicator of how 
long the entity can be 
considered accurate. 

HTIP uses content codings to specify data-transformation mechanisms, such as compres­
sion, that have been applied to an entity. By specifying the coding method in header fields, 
client and server applications can determine how to decode the entity to make it legible. 
Content-codings are registered with the Internet Assigned Numbers Authority (IANA), arid 
include the following: 

• GNU's Not Unix (GNU) Zip ( Gzip) A file compression format defined in 
RFC 1952 

• Compress A UNIX compression-encoding format 

• Deflate A combination of the zlib and deflate encoding and compression 
mechanisms defined in RFCs 1950 and 1951 

• Identity The default encoding mechanism, which indicates that there's no 
encoding performed on the entity 
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Transfer Codings 

Transfer codings are used to ensure safe passage of an entity through the request/response 
path. Transfer coding isn't an entity property, as is content coding. Rather, transfer cod­
ing is applied to the entire entity message body. Transfer-coding values indicate whether 
encoding has been or can be applied to the message. If transfer coding is applied to a 
message, the values must indicate whether the data has been chunked, or broken into 
more manageable pieces. This coding mustn't be applied more than once to the mes­
sage body so that a client can accurately determine message-transfer length. Any server 
that receives transfer-coding values it doesn't understand should return a 501 (Not Imple­
mented) response so that the client can request or apply a different encoding mechanism. 
The encoding formats used for transfer encoding are the same as those listed for con­
tent coding, with the addition of the chunked value. 

Chunked Transfer Coding 

l.hnnkt=>rl tr~nsfpr co<lin~ is used to modifv the bodv of a message so that it can be sent 
as a series of smaller pieces. Each chunk is sent with its own size information and, pos­
sibly, entity headers, so that the recipient can accurately determine whether it has received 
all the chunks that comprise the message. HTTP/1.1-compliant applications are required 
to be capable of receipt and decoding of chunked transfer coding, and must ignore any 
extensions to transfer-coding values that they don't understand. 

HTTP Content Negotiation 
Content negotiation is the process by which communicating parties in HTTP transactions 
determine the preferred representation for a response. Client software might be able to 
interpret only specific entity media types, as might also be the case at the server. Addi­
tionally, user preferences for parameters, such as language and file format, affect the 
negotiation process. Content negotiation can be said to be agent-driven, wherein the client 
chooses the best media representation after receiving a response from a server; server­
driven, meaning that the server will specify preferred representations; or transparent, 
which is a combination of both agent-driven and server-driven negotiation. 

Agent-Driven Content Negotiation 

In agent-driven negotiation, the client software, called a user agent, issues a request 
message to a server that indicates its own capabilities by means of header fields, such as 
Accept, Accept-Charset, and Accept-Language. When the server receives this request, it 
responds with a message indicating its own capabilities, and the user agent then responds 
with its own choice of representation from the list provided by the server. 

Agent-driven negotiation is advantageous in situations when the user wants to dictate certain 
content parameters, such as the language used to display a Web page, or when the server 
can't ascertain the client's capabilities by analyzing its request message. Additionally, load­
balancing for heavily trafficked servers can be provided via public caches (additional servers 
or proxies that maintain cached copies of the information on the origin server), and agent-
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driven negotiation can be used to determine message parameters with the computers pro­
viding these caches. However, agent-driven negotiation has the disadvantage of requiring 
additional message transfer between client and server, because ~he client must first request 
a listing of the server's capabilities before choosing a message format. 

Server-Driven Content Negotiation 

In server-driven content negotiation, the server uses an algorithm to select what it con­
siders to be the best format for messages between itself and the client. The server can 
base its determination on parameters it receives in the client's request message, as well 
as on its own capabilities, and even parameters, such as the requesting client's network 
address. Server-driven negotiation allows the server to send the requested entity in its 
initial response package, as determined by its best guess as to which media type the client 
prefers (based on header fields such as Accept, Accept-Charset, and Accept-Language), 
rather than waiting for another request after the client has received a response and cho­
sen from the list of available formats. 

Server-driven negotiation provides advantages in reducing the number of messages that need 
to be transferred to determine acceptable media types, but also has several disadvantages. 
First, this type of negotiation requires the server to guess as to what is the preferred for­
mat on the client's end, which might or might not match what the user prefers. Second, 
because this negotiation type requires the user agent to describe its capabilities in each 
request it makes to the server, it might be inefficient and might also violate the user's pri­
vacy. Third, the server must perform additional processing for each response to determine 
the optimal format for that response. Last, servers that are providing public caches to fa­
cilitate load balancing for another server might not be able to service requests for differ­
ent users from their caches, because each user agent might provide different parameters. 

Transparent Content Negotiation 

Transparent content negotiation provides a combination of both agent-driven and server­
driven negotiation mechanisms. When a cache receives a client request containing param­
eters that it's capable of fulfilling, it can negotiate the content format itself, rather than 
forwarding the request parameters to the origin server. In this case, the cache is acting as 
the server would in server-driven negotiation, thus saving work at the server that originally 
provides a resource. HTIP/1.1 doesn't provide any guidelines for transparent negotiation, 
although many implementations provide their own mechanisms as extensions of HTIP /1.1. 

HTTP Caching 
To make HTTP as efficient as possible, clients, servers, proxies, and gateways can cache 
content retrieved as part of the request/response process. Caching in HTTP/1.1 is server­
specified, meaning that the originating server for any resource decides whether or not a 
message can be cached by other machines along the path. Servers might specify that a 
message can't be cached by any computer, must be cached by these computers, or can be 
cached based on variables, such as the age of the message. Originating servers don't, how-
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ever, always assign dictates as to whether or not, or for how long a message can be cached, 
so caches also use a mechanism called heuristic expiration. In heuristic expiration, a cache 
uses information contained in message headers to estimate the point at which the message 
can be considered stale, and thus would need to be re-retrieved, should it be requested. 
Because this is inherently unreliable in providing accurate gauges as to message freshness, 
HTTP /1.1 strongly encourages servers to provide explicit expiration on any responses they 
send. RFC 2616 outlines implementation details for caching and content expiration. 

Introduction and Terminology 
While HTTP is perhaps the most well-known protocol in use on the Internet today, it isn't 
the only available mechanism for data transfer. IIS 5.0 also utilizes FTP, as defined, pri­
marily, in RFC 959. While additions to FTP have been proposed in several RFCs and drafts, 
ltS Core tUnCtlOnailty remains mUCll 1lle same. lfllS Cilapltl UUt~ll·l }-JIUViUc: iu~uuuivu 

in how to use FTP, but instead defines the protocol itself. 

More Info User documentation and instructions for using FTP may be found in 
RFCs 412, 959, and 1635, which can be found in the \RFC folder on the com­
panion CD-ROM. 

FTP is used to share and transfer files between computers, as well as use other comput­
ers for remote storage purposes. As is the case in HTTP, FTP is an Application Layer pro­
tocol that relies on TCP to ensure guaranteed delivery of datagrams. While the RFC 
definition of FTP doesn't provide any true method for recovering a lost connection and 
picking up file transfer where it left off, IIS 5.0 implements a process called FTP restart to 
add this functionality. FTP is an inherently non-secure protocol because it transmits pass­
words used in transactions as clear text. To help provide secure mechanisms to be used 
in FTP transmissions, security extensions to the FTP protocol are defined in RFC 2228. 

As. with HTTP, FTP has its own unique terminology, some of which is defined below: 

• FTP commands Commands issued between two computers in an FTP ses­
sion to control the flow of information from one computer to the other. 

• Control connection A connection established between client and server 
components for the exchange of FTP commands and replies. 

• Reply An acknowledgment sent by the server over the control connection in 
response to client commands. 

• Data connection A full-duplex connection established for the purpose of 
transferring data between two computers, whether they're made up of a client 
and a server or two servers. 

• Data Transfer Process (DTP) The entity that establishes data connections, 
as well as managing connections once they've been opened. A DTP can be 
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active, meaning that it is listening for connections between client and server, or 
passive, meaning that data is currently being passed and the DTP is idle. 

• Protocol Interpreter (PI) On the client side of an FTP session, the user-PI 
initiates a control connection from the client port to the server FTP process, as 
well as issuing commands from client to server. On the server side of an FTP 
session, the server-PI listens for a user-PI connection and commands, and gov­
erns the issuing of responses and the server DTP. The server-PI and server-DTP 
comprise the server FTP process. 

• Logical byte size The defined byte size of data that's internally stored on a 
computer. One operating system can store its on-disk data in a different byte 
size than another. 

• Transfer byte size The byte size used in transferring data from one com­
puter to another, which might or might not be the same byte size used to store 
the data on-disk. In FTP transfers, all data, regardless of logical byte size, is 
sent in 8-bit increments. 

FTP Operation 
FTP connections can be established between either a client and a server, or between two 
servers. Unless otherwise specified, this chapter focuses on client-server FTP sessions. 
An FTP session between client and server can be initiated either by a user, through an 
FTP client interface, or programmatically. In any case, the actual connection is initiated 
by the user-Pl. The user-PI is responsible for sending a command to the server-Pl requesr­
ing that a connection be opened between them. The server-Pl listens for connection 
requests over port 21 by default, and upon receiving a connection request from a user­
PI, begins the process of establishing a control connection. 

Every FTP session actually consists of two separate connections-a control connection 
and a data connection. The control connection follows telnet specifications, and is used 
to negotiate communication parameters, issue commands and responses, and monitor 
the status of any data connection that's opened between the two computers. The task of 
opening and monitoring the data connection is handled by components on both client 
and server called DTPs. The data connection is the actual mechanism over which data 
transfer occurs. While a data connection can be dynamically opened and closed in a single 
session between the two computers, the control connection always remains open. 

A user can initiate an FTP session between a client and server, or between two servers. 
In a client-server session, the user can use FTP software, consisting of an interface to the 
user-PI and user-DTP, to initiate a control connection between the client and the server 
FTP process (comprised of the server-PI and server-DTP). In Microsoft Windows 2000, 
client software can be a browser, such as Internet Explorer, or the connection can be 
initiated from the command prompt simply by typing FTP <hostname or IP address 
of an FTP server>. After the control connection has been established between client 
and server, the user can issue commands to the server that cause the server to open a 
data connection between the two computers. Data is then passed bi-directionally (full-
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duplexed) over this connection. When the data transfer is complete, the data connection 
can be closed, although the control connection remains open until the user initiates its 
disconnection and the server performs the actual process of closing the connection. Figure 
19-1 diagrams this process. 

User FTP 

program (user­
Pl and user-DTP) 

Control connection 
Server FTP 

(server-Pl and 

server-DTP) 
Data connection 

·Initiates control connection request • Listens for control connection request and 
establishes control connection • Issues commands that may cause 

data connection to be opened 

• Issues commands that request 
closing of control connection 

• Receives commands that may cause data con­
nection to be opened and opens data connection 

·Receives commands that request closing of 
control connection and closes control connection 

Figure 19-1. A client-server FTP session. 

Because the control and data connections are separate entities, a user can also initiate data 
transfer between two servers by establishing control connections with each of the servers, 
and issuing commands that cause the servers to open a data connection between them. 
The control connections must remain open while the data transfer is in progress because 
these connections are used to define the parameters of the data transfer, but the data con­
nection does not need to be established with the client computer at all. If the control con­
nection between either of the servers and the client is closed while the data transfer between 
the two servers is still in progress, the server whose control connection was lost will close 
the data connection between itself and the other server. Figure 19-2 illustrates this process. 

Server FTP 
(server-Pl and 
server-DTP) 

• Listens for control con­
nection request and 
establishes control con­
nection between itself and 
user FTP 

• Receives commands that 
may cause data con­
nection to be opened 
between the two servers 
and opens data connection 

• Receives commands that 
request closing of control 
connection and closes 
control connection 

Data connection 
Server FTP 

(server-Pl and 
server-DTP) User FTP 

program (user-Pl 
and user-DTP) ~~-----~ 

·Initiates control 
connection request to 
each server 

·Issues commands that 
may cause data 
connection to be opened 
between the two servers 

• Issues commands that 
request closing of control 
connections between 
user FTP and server FTP 
processes 

Control Connections 

~ • Listens for control 
connection request and 
establishes control 
connection between itself 
and user FTP 

• Receives commands that 
may cause data 
connection to be opened 
between the two servers 
and opens data connection 

• Receives commands that 
request closing of control 
connection and closes 
control connection 

Figure 19-2. A user-initiated server-to-server FTP session. 
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FTP Data 

Data Transfer 

FTP data transfer always occurs over the data connection between the two computers; 
the control connection is reserved for passing and receiving FTP commands that control 
the session, as well as the data-transfer parameters. Sender and receiver in any FTP ses­
sion must negotiate data-transfer format to ensure that the receiving end can correctly 
reconstruct the data that is sent. Because each computer can store its data in its own 
specific logical byte sizes (the number of bits that comprise a data byte on the disk), 
mechanisms must be in place to ensure that the data sent to the receiving computer is 
transmitted in an agreed-upon format. The FTP specification provides for specific data 
structures and data-type representations. 

Data Structures 

FTP classifies three different data structures, or characteristics, of a file stored on the 
computer. Some systems store data as a series of fixed-length records, while other com­
puters store data as a series of characters and separators. Because of the disparity in storage 
formats, transfers of data must be made in a format that the sending and receiving com­
puters can reconstruct and write appropriately to their own disks. In FTP, these structures 
are defined as file structure, record structure, and page structure, as listed below: 

• File structure This data is stored as a continuous series of bytes that have 
no internal structure, such as record markers. File structure is the default data 
structure used in FTP transfers, and is assumed by both parties unless a com­
mand is issued specifying one of the other structures. 

• Record structure This data is stored on-disk as a series of sequential 
records. All FTP implementations are required to accept record structures for 
text files, whether the text is in ASCII or EBCDIC format. 

• Page structure These files can be discontinuous data, containing sections of 
file data interspersed with descriptors of that data. FTP refers to these file sec­
tions as pages. 

When page-structure data is sent between two hosts via FTP, each page must be sent with 
a page header comprised of 1-byte fields that provide informational parameters. Each 
header begins with a Header Length field that defines the number of bytes comprising 
the header. Following this is a page index, or number, that identifies this page's place in 
the overall file, and a Data Length field that specifies the length of the page data itself. 
The next field in the header identifies the page type, which can be a normal data page; 
a descriptor page that defines properties for the file; an access-controlled page, which 
provides information about access control to the file; or the last page in the file. There 
might also be optional header fields that define properties, such as access control to the 
individual page. 
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Data Types 

Within each of the data structures defined in FTP, data can be stored as different data types. 
These data types define the on-disk byte size of the file data. Some data types provide 
explicit definition of data byte size, while others provide implicit definition by using logical 
byte size. Acceptable data types in IIS FTP transfers are defined below: 

• ASCII type Default data type used in FTP transfers, which must be accepted 
by all compliant implementations of FTP. ASCII is most often used for the 
transmission of text files. In an ASCII transfer, the sending computer retrieves 
the requested file from its ow_n disk in whatever format was used to store it. 
The file is then converted to ASCII, which dictates 8-bit character bytes, and 
transmitted in 8-bit increments (transfer byte size is always 8 bits, regardless of 
data type). The receiving computer reassembles the 8-bit ASCII text and stores 
it to disk in its own native format. 

• Image type Sent as a continuous stream of bits that the receiving computer 
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end of each file or record (depending on its own internal storage mechanisms) 
with Os that are stripped off when the file is retrieved. This data type is most 
efficient for files that need to be stored in binary format, as opposed to ASCII 
text (executable files versus text documents, for example). 

Connections and Transmission Modes 
In order to transmit data between a client and server using FTP, both a control connec­
tion and a data connection must be established. The control connection is used both to 
set parameters for the data connection and to monitor the passage of data over the data 
connection. While the control connection remains open during the entire client-server 
FTP session, the data connection may be dynamically opened and closed. 

Data Connection Establishment and Management 

FTP connections between client and server are initiated by the user-PI. FTP server-Pis 
listen on port 21 (by default) for connection requests. When the server-PI hears a con­
nection request from a user-PI, it opens a control connection. The use of non-default ports 
for connections can only be initiated by the user-PI, and not the server-PI. When the client 
issues a command that initiates data transfer, the server DTP opens a data connection and 
data transfer begins. Both user-DTP and server-DTP monitor the connection to determine 
which computer might be sending or receiving at any given time. When an active trans­
fer is occurring, the DTP on the receiving computer is passive and the DTP on the send­
ing computer is actively controlling data transfer. Because the data connection is 
automatically closed upon completion of a data transfer, a data connection can be kept 
open either by negotiating a non-default port before beginning transfer, or by switching 
to a different transfer mode for the file(s) in question. FTP defines the following three 
transfer modes. 
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Stream Mode 
In stream mode data transfer, the data is sent as a series of bytes, with little to no pro­
cessing performed on the data before it is sent. Data that's sent in stream mode can be 
of any representation type (file, record, or image). If file structure data is sent, the end 
of the file is indicated by the sending computer closing the data connection. If the data 
being sent is record structure, each record is followed by a two-character control code 
that indicates the end of the record; the end of the file itself is indicated by a similar control 
code. 

Block Mode 
Block-mode data is sent as a series of data blocks with no filler bits, preceded by header 
bytes that contain a Count field and possible descriptor code. The Count field indicates 
each block's length in bytes. The descriptor code indicates whether this is the last block 
in either the record or the file, whether the data is suspected to contain errors (possibly 
because of bad media), or to identify a restart marker, which will be described later in 
this section. Any data-representation type can be used in block mode, and record struc­
tures are permitted. 

Compressed Mode 
Compressed:..mode data is sent as three types of information: regular data, compressed 
data, and control information. Regular data is sent as a simple byte string. Compressed 
data uses an algorithm to compress filler bytes and represent them with a single filler byte, 
thus decreasing the actual number of bytes that need to be sent. Control information is 
sent as a 2-byte escape sequence and descriptor code, which are the same codes used 
in block-mode data transfer, including a possible restart marker. 

FTP Restart 

FTP restart is implemented in Windows 2000, and provides a mechanism for resuming 
file transfers that were interrupted before completion. FTP itself provides little in terms 
of recovery mechanisms, but does provide for the insertion of restart markers in both block 
and compressed data modes. When an FTP server implements FTP restart, it periodically 
sends a restart marker (essentially a place marker) in the data being transferred to the 
receiving computer. 

The receiver collects these restart markers, and if the data connection is lost, it can use 
them to resume the file transfer where it was left off. Upon resuming the connection 
between itself and the server, the client will first query the server to determine if the file 
has changed since the interruption of the transfer. If the file hasn't changed, the client 
issues the last restart marker value to the server and requests that the transfer be resumed 
at that point. If the file has changed since the data transfer interruption, the client requests 
that the entire file be transmitted from the beginning. 

While the server inserts restart markers only in transmission of block or compressed data, 
stream data can also be recovered if the connection is lost. Because stream data is sent 
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simply as a series of bytes, the client need only calculate the byte offset of the last data 
it received, and request the server to resume the file transfer at that offset point. 

FTP restart commands aren't used only when a connection has been broken; many FTP 
clients send the command REST 0 before downloading a new file from a serv'er. This 
command is used to ensure that the data transfer will begin with the first byte of the 
requested file. 

FTP Commands and Responses 
FTP communication between a client and server is transmitted as a series of commands 
that the client needs fulfilled, and responses from the server in response to those com­
mands. This process is similar to the HTTP request/response functionality in HTTP com­
munication. 

FTP Commands 
.. 1 • r 
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commands can be commands that verify the user's identity with the FTP server, such as 
USER, ACCT, and PASS; commands that navigate the file system on the remote host, such 
as CDUP, XCUP, and CWD; session origination and termination commands, such as QUIT, 
BYE, and REIN; or commands that control the parameters of file transfer as well as the 
transfer itself, such as PORT, TYPE, MODE, GET, PUT, RETR, and STOR. Client commands 
and Windows 2000 FTP server-recognized commands can be found in the \Appendix fol­
der of the companion CD-ROM. 

FTP Replies 

FTP servers issue reply codes in response to client commands. These reply codes are sent 
in the form of a three-digit number, with the value of the first and second digits indicat­
ing the type of response. These codes are extensible, and a listing of specific codes and 
their meanings may be found in the \Appendix folder of the companion CD-ROM. 

The first digit in an FTP response code indicates the general type of response the server 
wants to pass to the client. The second digit is used to provide a more specific indica­
tion as to the meaning of the response. Values for the third digit in a response code are 
extensible, meaning that they can be customized for specific implementations. Tables 19-
8 and 19-9 below describe the representations of the first and second digits in response 
codes. As an example of response-code meanings, a server issuing code 250 would in­
dicate that the requested file-system action was successfully completed; the "2" indicates 
success, and the "5" indicates a file-system operation. 
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Table 19-8. FTP Response Codes-First Digit 

First Digit Value 

lyz 

2yz 

3yz 

4yz 

Syz 

Indicator 

Positive 
Preliminary 
Reply 
Positive Comp­
letion Reply 
Positive 
Intermediate 
Reply 

Transient 
Negative 
Completion Reply 

Permanent 
Negative 
Completion 
Reply 

Description 

The requested action is being processed; another 
command can't be sent until another reply is 
received from the server. 
The requested action has been completed and a 
new command can now be sent. 
The requested action is accepted, and will 
continue, processing pending further 
information from the client, which should 
now be issued. 
A temporary error has occurred that prevented pro­
cessing of the command, and the command (or 
command sequence) should now be issued by 
the user. 
An error has occurred that prevented processing of 
the command; the command shouldn't be reissued 
without modification. This modification might be 
as simple as correcting a misspelling, or this error 
might indicate a non-transient server error. 

Table 19-9. FTP Response Codes-Second Digit 

Second Digit Value 

xOz 

xlz 
x2z 

x3z 

x4z 

xSz 

SMTP 

Indicator 

Syntax 

Information 
Connections 
Authentication 
and Accounting 
Unspecified 
File System 

Introduction and Terminology 

Description 

There is a syntax error, the issued command is 
unimplemented by the server, or the server 
doesn't recognize the command category. 
Replies to information requests, such as help. 
Refers to control and data connections. 
Replies to user login or accounting procedures. 

Unspecified. 
File system status as it relates to the requested 
transfer or command. 

SMTP is designed to do exactly what its name implies-provide reliable, efficient mecha­
nisms for the transfer of electronic mail. SMTP transfers messages from the client to a server 
and between servers, but it isn't responsible for managing mailboxes or for allowing a 
client to download incoming mail. RFC 821 defines SMTP, although features and refine­
ments have been added in numerous subsequent RFCs. While SMTP uses familiar termi­
nology, a few terms might be unknown and are defined below: 



Chapter 1.9 Internet Information Server (llS) and the Internet Protocols I 469 

• Sender-SMTP Process The process that initiates an SMTP connection to a 
receiver-SMTP process to send mail. The sender-SMTP process controls the 
transfer of mail between itself and the receiver-SMTP, issues commands, and 
receives replies from the receiver-SMTP. 

• Receiver-SMTP Process The process that waits for a sender-SMTP process to 
establish a connection, then receives commands from the sender-SMTP and 
carries out the operations specified in those commands. 

• Transmission Channel The full-duplex channel opened between sender­
and receiver-SMTP processes for the purposes of command/reply sequences 
and mail transfer. 

• Reverse-Path Specifies the mail's sender. The reverse-path can be simply the 
name of the user who is sending the mail, or can include a list of hosts that 
relayed this mail from its original sender-SMTP. The first host listed is the most 
recent relay, and the last host listed is the first relay. 
~ .. _ ,,,. ..-. ·r· .. . 11 1 ,... 1 1 
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can specify a list of relays to be used to route the mail to its intended 
recipient(s), with the current receiving-SMTP being the first relay in the list and 
the final destination being the last. 

• Reverse-Path Buffer Used to hold the list of reverse-path parameters for a 
transaction, possibly including a list of hosts who relayed the mail. This can be 
cleared as a result of various commands being issued. 

• Forward-Path Buffer Used to hold the list of forward-path parameters for a 
transaction, possibly including a list of relay hosts to whom the mail is to be 
routed. This can also be cleared as a result of various commands. 

More Info SMTP is defined in RFC 821, which can be found in the \RFC folder 
on the companion CD-ROM. 

SMTP Operation 
While numerous enhancements have been added to SMTP since RFC 821, it remains a 
fairly simple protocol. SMTP, like HTTP and FTP, is an Application Layer protocol that 
relies on underlying protocols to ensure data delivery. Although SMTP can utilize other 
protocols, TCP can be assumed to be the underlying protocol throughout this section. 

SMTP communication is initiated by a user's mail system, referred to herein as the client 
or the sender-SMTP. The client establishes a full-duplex transmission channel to a SMTP 
server, or receiver-SMTP, by issuing either an HELO or EHLO command to begin a ses­
sion. Extended implementations of SMTP, such as that included with IIS 5.0, might re­
quire the client to provide authentication credentials that verify the client is permitted to 
use the SMTP server. Most often, these are simply a username and password that are 
recognized by the receiving system. 
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After the transmission channel has been established, the client issues a MAIL command 
that informs the receiver-SMTP that it wants to send mail. If the server is capable of re­
ceiving mail at that time, it responds with an OK reply. The sender-SMTP (client) then 
issues one or more RCPT commands that identify the recipient(s) of the messages it wants 
to send; each RCPT command represents a single mail recipient. The recipients can be 
other users in the same mail system or users in external domains. 

If the SMTP server is capable of receiving mail addressed to the recipient named in the 
RCPT command, it issues an OK reply to the client and the client is free to issue another 
RCPT command. If the receiver-SMTP isn't capable of delivering mail to the designated 
recipient, it returns an error reply to the sender-SMTP, and the client can then move on 
to the next command. The command/reply sequence is strictly ordered; the client must 
receive a single reply before the server can issue another command, and a server isn't 
permitted to issue more than one reply to any command. 

Because not all recipients, can be using the same SMTP system, the client must provide 
the name of the ultimate destination host as well as the mailbox name in that mail sys­
tem. The syntax of SMTP mail addresses is the familiar 

username@domain 

format, where information to the right of the "@" symbol identifies the destination host, 
and the username identifies the name of the mailbox to which the mail should be deliv­
ered. SMTP differentiates between sending and mailing; if mail is sent, the client is des­
ignating that the mail should be delivered immediately to the recipient's mail interface, 
provided the recipient is online and using a mail system that uses this functionality. More 
often, however, mail is mailed, which designates that it be delivered to the recipient's 
mailbox on a receiving server. Additionally, the send functionality isn't a required SMTP 
implementation, and it can be assumed that this chapter refers to the mail functionality 
unless specified otherwise. 

SMTP mail has both a forward-path and a reverse-path. The forward-path is the path that 
the mail must take to reach its final destination, whether it uses a direct path or a series 
of relays. It's important not to confuse SMTP relays with routers; SMTP relays are SMTP 
servers that can receive mail from one SMTP host and forward that mail to another SMTP 
host, independent of underlying routing mechanisms. The reverse-path in an SMTP mail 
is the name of the sender-SMTP, which can be as simple as 

username@somedomain 

or can consist of a list of relay hosts between the original sender and the current receiver­
SMTP. The MAIL command uses the reverse-path as its argument, and the RCPT command 
uses the forward-path. If multiple recipients' mailboxes reside on the same SMTP host, 
SMTP encourages the sending of a single copy of the mail to the destination SMTP host. 

Once the receiver-SMTP has accepted the recipient addresses and provided the appro­
priate reply, the client is free to begin issuing the DATA command, which informs the 

I 

I''' 
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server of its intent to begin transferring the mail message. The server replies with a code 
accepting the sender-SMTP's intent, and the client then issues the data. The mail data 
includes not only the body of the mail, but also the memo header information, such as 
the To:, cc:, bee:, and subject lines. If the transfer of the mail data is successful, the server 
replies with a message indicating receipt and processing, and the client can now issue 
commands to terminate the transmission connection. 

If the sender specifies invalid destination information in the forward-path of the mail, but 
the server knows the correct destination, the server can reply to the sender-SMTP with 
a message allowing the client to correct the error. When the client wishes to terminate 
the SMTP session, it indicates this by issuing the QUIT command, and the server then 
closes the transmission connection. 

A typical SMTP session might look similar to the one below: 

SMTP: 00:36:17 [rx] 220-server.somenet.net: Sun, 5 Sep 1999 21:36:29 -0700 (PDT) 
SMTP: 00:36:17 [tx] HELO LRW2KPRO 
SMTP: 00:36:17 [rx] 250 server.somenet.net Hello ser.ver.name.here.any.net 
[10.26.53.60], pleased to meet you 
SMTP: 00:36:17 [tx] MAIL FROM: <laurarobinson@somenet.net> 
SMTP: 00:36:17 [rx] 250 <laurarobinson@somenet.net> ... Sender ok 
SMTP: 00:36:17 [tx] RCPT TO: <laurarobinson@someothernet.net> 
SMTP: 00:36:18 [rx] 250 <laurarobinson@someothernet.net> ... Recipient ok 
SMTP: 00:36:18 [tx] RCPT TO: <lrobinson@somecompany.com> 
SMTP: 00:36:18 [rx] 250 <lrobinson@somecomp~ny.com> ... Recipient ok 
SMTP: 00:36:18 [tx] RCPT TO: <lrobinson@someothercompany.com> 
SMTP: 00:36:18 [rx] 250 <lrobinson@someothercompany.com> ... Recipient ok 
SMTP: 00:36:18 [tx] DATA 
SMTP: 00:36:19 [rxJ 354 Enter mail, end with 
SMTP: 00:36:19 [tx] 

on a line by itself 

SMTP: 00:36:19 [rx] 250 VAA07817 Message accepted for delivery 
SMTP: 00:36:19 [tx] QUIT 
SMTP: 00:36:20 [rx] 221 server.somenet.net closing connection 

SMTP Commands 
The sender-SMTP issues the SMTP commands, which follow a straightforward syntax, as 
shown below (brackets indicate optional command parameters): 

<SMTP-COMMAND> [<SP> <COMMAND-ARGUMENTS>] <CRLF> 

The sender-SMTP process issues commands to perform functions, such as opening a 
transmission channel or initiating a mail transfer, and the receiver-SMTP process returns 
the responses. Commands can be issued individually, or as part of a series of commands, 
but each command must be followed by a reply from the receiver-SMTP. Table 19-10 lists 
common SMTP commands, their descriptions, and their syntax. 
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Table 19-10. Common SMTP Commands, Descriptions, and Syntax 

Command 

ATRN 

AUTH 

DATA 

EHLO 

ETRN 

EXPN 

HELO 

HELP 

MAIL 

(continued) 

Description 

Authenticated TURN-If the session between 
sender-SMTP and receiver-SMTP has been 
authenticated (the user has provided valid 
identification credentials), this specifies that 
the receiver-SMTP must either return an OK 
reply and assume the role of sender for the 
mail, or return a refusal (Bad Gateway, 502) 
and retain the role of receiver-SMTP. 

AUTHENTICATE-Used to begin an 
authenticated mail-transfer session (where a 
user can provide a username and password 
to the receiver-SMTP to continue the session). 

DATA-The lines following this command are spec­
ified as mail data from the sender to the receiver. 

EXTENDED HELLO-A client that supports 
SMTP extensions issues this command rather 
than the HELO command when initiating a 
session. If the SMTP server receiving this 
command supports SMTP extensions, it'll 
return a 250 (Requested Mail Action Okay, 
Completed) response. If the SMTP server 
receiving the message doesn't support SMTP 
extensions, it will return a 500 (Syntax Error, 
Command Unrecognized) message, which 
will indicate to the sender-SMTP that it can't 
use extended SMTP commands. 

ETRN-An extended SMTP command that 
requests the SMTP server to begin processing 
its mail queues for messages waiting at the 
server to be delivered to the client. 

EXPAND-Asks the receiver-SMTP to verify that 
the argument passed is a mailing list. If the argu­
ment does represent a mailing list, the member­
ship of the list is returned to the sender-SMTP, 
in the form of users' full names and mailboxes. 

HELLO-Used to identify the sender-SMTP to 
the receiver-SMTP and begin a new transaction. 

HELP-Causes the receiver-SMTP to return 
help information to the sender; might or might 
not contain arguments. 

MAIL-Used to initiate a mail transaction between 
sender- and receiver-SMTPs; dears the reverse­
path buffer, forward-path buffer, and mail buffer, 
and inserts the reverse-path argument from this 
command into the reverse-path buffer. 

Syntax 

ATRN [<SP> domain 
name [","domain name]] 
<CRLF> 

AUTH LOGIN <CRLF> 

DATA <CRLF> 

EHLO <SP> <domain> 
<CRLF> 

ETRN <SP> [<option 
character>] <node-name> 
<CRLF> 

EXPN <SP> <mailing list 
name> <CRLF> 

HELO <SP> <host name 
of sender-SMTP> <CRLF> 

HELP [<SP> 
<arguments>] <CRLF> 

MAIL <SP> <reverse­
path> <CRLF> 
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Table 19-10. (continued) 

Command 

NOOP 

QUIT 

RCPT 

RSET 

SAML 

SEND 

SIZE 

SOML 

TURN 

(continued) 

Description 

NO OP-Has no effect on any buffers and specifies 
no action other than that the receiver- SMTP return 
an OK reply. 

QUIT-Specifies that the receiver return an OK 
reply and close the transmission channel. 
RECIPIENT-Identifies the recipient of the mail 
being sent; multiple recipients are specified by 
repeated issuing of the command. 

RESET-Specifies that the current mail transaction 
be aborted and all buffers be cleared. The receiver­
SMTP responds with an OK message. 

SEND AND MAIL-Initiates a transaction specifying 
mail data be delivered to any recipient named who 
is actively connected and capable of receiving mail. 
as well as delivering to the mailbox(es) of the 
specified recipient(s). Clears the reverse-path buffer, 
the forward-path buffer, and the mail buffer, and 
inserts the reverse-path information provided with 
the command into the reverse-path buffer. 

SEND-Initiates a transaction specifying that mail 
data be immediately delivered to any recipient 
named who is actively connected and capable of 
receiving mail. If a recipient isn't connected or 
capable of receiving mail, a 450 (Mailbox Unavail­
able) response is returned. Clears the reverse-path 
buffer, the forward-path buffer, and the mail buffer, 
and inserts the reverse-path information provided 
with the command into the reverse-path buffer. 

SIZE-Allows the sender-SMTP to specify the mail 
size that it wants to send, which the server can 
refuse if the size is too large. Only valid in SMTP 
implementations that support service extensions. 
SEND OR MAIL-Initiates a transaction specifying 
that mail data be immediately delivered to any 
recipient named who is actively connected and 
capable of receiving mail. If a recipient isn't 
connected or capable of receiving mail, specifies 
delivery to the recipient's mailbox. Clears the 
reverse-path buffer, the forward-path buffer, and 
the mail buffer, and inserts the reverse-path 
information provided with the command into the 
reverse-path buffer. 

TURN-Specifies that the receiver-SMTP must either 
return an OK reply and assume the role of sender 
for the mail, or return a refusal (502) and retain the 
role of receiver-SMTP. 

Syntax 

NOOP <CRLF> 

QUIT <CRLF> 

RCPT <SP> TO:<reverse­
path> <CRLF> 

RSET <CRLF> 

SAML <SP> 
FROM:<reverse-path> 
<CRLF> 

SEND <SP> 
FROM:<reverse-path> 
<CRLF> 

SIZE <SP> 1000000 <CRLF> 
or MAIL <SP> FROM: 
<reverse-path> <SP> 
SIZE = 100000 <CRLF> 

SOML <SP> 
FROM:<reverse-path> 
<CRLF> 

TURN <CRLF> 
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Table 19-10. (continued) 

Command 

VRFY 

SMTP Replies 

Description 

VERIFY-Requests that the receiver-SMTP verify the 
username specified in the argument. If the username 
is valid, the full name and mailbox of the user are 

. returned. Has no effect on reverse-path buffer, 
forward-path buffer, or mail buffer. 

Syntax 

VRFY <SP> <username> 
<CRLF> 

SMTP replies are issued by the receiver-SMTP in response to sender-SMTP commands. 
Every command must generate one (and only one) reply. Similar to the response codes 
issued by FTP servers, SMTP-receivers issue a three-digit code number followed by de­
scriptive text. As in FTP, the first digit of the response code indicates the general type of 
response, and the second digit provides additional information within that response 
category. Tables 19-11 and 19-12 list the values and meanings of both first- and second­
digit values. A table of specific SMTP replies may be found in the \Appendix folder of 
the companion CD-ROM. 

Table 19-11. SMTP Response Codes-First Digit 

First Digit Value 

lyz 

2yz 

3yz 

4yz 

5yz 

Indicator 

Positive 
Preliminary Reply 

Positive 
Completion Reply 

Positive 
Intermediate Reply 

Transient Negative 
Completion Reply 

Permanent Negative 
Completion Reply 

Description 

The command has been accepted and is waiting 
confirmation of this reply and further instruction 
as to whether the receiver-SMTP should continue 
or abort processing. However, there are no SMTP 
commands that allow this type of reply, so there 
are no continue or abort commands. 

The requested action has been completed and 
another command can now be issued. 

The command has been accepted and is being 
held, pending receipt of further information from 
the sender-SMTP. 

A transient error has occurred that prevented 
processing of the command, and the command (or 
command sequence) should be reissued by the 
sender-SMTP. 

An error has occurred that prevented processing 
of the command; the command (or command 
sequence) shouldn't be reissued without 
modification. This modification can be as simple 
as correcting a misspelling, or this error might 
indicate a non-transient server error. 
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Table 19-12. SMTP Response Codes-Second Digit 

Second Digit Value 

xOz 

xlz 
x2z 

x5z 

Indicator 

Syntax 

Information 

Connections 

Mail System 

Description 

There is a syntax error, the command issued is 
unimplemented by the server, or the server 
doesn't recognize the command category. 

Replies to information requests, such as "Help." 

Replies, referring to the transmission channel. 

Mail system status as it relates to the requested 
transfer or command. 

Since RFC 821 was published, extensions to the protocol have been introduced that al­
low for mechanisms, such as authentication; message size declaration, which allows a 
server to limit the size of mail that it'll accept; turning of the transmission connection, 
so that sender and receiver switch roles; and delivery status notifications. These specifi­
cations have been included on the CD that accompanies this book 

Summary 
Internet Information Services 5.0 provides enhanced support for web-based services via 
its implementations of the HTTP/1.1, SMTP, and FTP protocols. HTTP/1.1 improves upon 
earlier implementations of HTTP in its support for multiple requests over a single con­
nection, header compression, authentication mechanisms, and enhanced caching and 
proxy definitions. SMTP allows an IIS server to send and receive electronic messages on 
behalf of the clients it serves, facilitating e-mail communication for companies that may 
not require a full-fledged messaging system. In IIS 5.0, SMTP is implemented as a secure 
protocol, allowing for authentication and verification mechanisms. IIS 5.0's implemen­
tation of FTP has also been improved, providing FTP Restart, which allows a lost down­
load connection to be resumed at the point at which it left off. By complying to the most 
recent standards for each of these protocols, IIS 5.0 ensures that web services can be 
provided in the most quick and efficient manner possible. 
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The TCP/IP protocol suite was designed in the early 1980s as a replacement for the ini­
tial ARPANet protocols. Although the original protocols had enabled the ARPANet to get 
started, they weren't felt to be an effective long-term solution. Something better was 
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ing standard and the basis of the Internet. 

In the TCP/IP protocol suite, as originally developed, an application is responsible for 
providing any security that might be needed to protect itself or its users. Microsoft Win­
dows 2000 file sharing, for example, employs the user's access token, created at login, 
and Access Control Lists, to ensure that only authorized users perform the actions they've 
been authorized to perform. While the protocols, such as IP, TCP, and UDP, do provide 
some protection against physical data corruption by using checksums, the value of 
checksums is limited and provides no protection against sophisticated hackers. 

Requiring the application to implement security was entirely appropriate for the early days 
of the ARPANET, when users were mainly academics and research staff; this approach 
continues to be adequate for many users today. As the use of TCP/IP has grown, how­
ever, so has the need to provide security at a lower level in the TCP /IP stack. This secu­
rity is required both for the Internet, which is becoming increasingly commercial, and 
for private IP networks, to protect against insider attacks. 

IP Security (IPSec) is a suite of protocols and cryptographic algorithms that extend the IP 
protocol to provide authentication and privacy. IPSec provides strong security to all ap­
plications that use IP and allows the network administrator to provide in-depth security. 

Essentially, IPSec extends the IP datagram structure to provide both strong authentica­
tion and privacy. IPSec does this by adding additional headers to each secured IP datagram 
sent between two hosts. This provides good end-to-end protection of the IP datagrams, 
transparently to higher level protocols. 
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Much of the development of IPSec took place as part of the development of IP version 
6 (1Pv6), described in Chapter 9, "Internet Protocol Version 6 (1Pv6)." However, because 
of the slow adoption of 1Pv6, the need for a solution based on IP version 4 (1Pv4) be­
came apparent. As a result, IPSec has been modified to work with 1Pv4, enabling you to 
implement IPSec on existing 1Pv4 networks, and reducing the urgency to upgrade to 1Pv6. 

Chapter Contents 
This chapter describes the IPSec protocols, as implemented in Windows 2000. Addition­
ally, there are Network Monitor traces on the companion CD_:ROM that demonstrate IPSec 
in operation. This chapter contains the following sections: 

• Overview to IPSec A description of what IPSec is and its key components 

• How IPSec Works A description of how IPSec works 

• Authentication Header (AH) A description of the AH header and its fields 

• Encapsulating Security Payload (ESP) Header A description of the ESP 
header and its constituent fields 

The subject of IPSec, like many of the topics in this book, could easily fill an entire book 
in its own right. Here, however, we will omit details of the cryptographic algorithms in 
use of key management, and the administration and management aspects of IPSec. The 
bibliography contains books you might want to consult for further research. For more 
information about configuring IPSec policy on a Windows 2000 computer, see the Win­
dows 2000 Server Help. 

IPSec Overview 
IPSec is a suite of related protocols and services that extends the IP datagram structure 
(described in Chapter 5, "Internet Protocol (IP) Addressing") to provide additional secu­
rity at the IP datagram level. In this section, we will review IPSec's key building blocks. 

What Is IPSec? 

IPSec is designed to provide additional security to IP datagrams in transit across a net­
work, over and beyond that provided by an application. It does this by first creating a 
Security Association (SA) between two computers, and then using this SA to transform 
IP datagrams to add the security into the IP packets. IPSec supports two specific trans­
forms: the AH and the ESP. 

The specific services provided by IPSec, which are based on standardized cryptographic 
technologies, are as follows: 

• Authentication IPSec verifies the origin and the integrity of each IP 
datagram by assuring the genuine identity of the sending computer. IPSec in 
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Windows 2000 provides authentication based on pre-shared keys, public keys 
(such as X.509 certificates), or via Kerberos and the Windows 2000 Active Di­
rectory (AD). 

• Integrity IPSec protects the data in an IP datagram from unauthorized modi­
fication during transit, ensuring that the information that's received is the same 
as the information that was sent. IPSec uses cryptographic hash functions to 
uniquely sign each packet. The receiving computer can check the signature 
before passing the IP datagram up the stack, and if the signature is not valid, 
the packet is discarded. 

• Confidentiality IPSec ensures that data is disclosed only to the intended re­
cipient by encrypting the data contained in an IP datagram. 

• Nonrepudiation IPSec ensures that the sender of an IP datagram is the only 
person who could have sent the datagram, thus ensuring that the sender can't 
later deny having sent it. Nonrepudiation is achieved by a combination of au-
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• Anti-replay IPSec ensures the uniqueness of each IP packet to avoid a 
packet sequence being captured and replayed (such as an inter-bank transfer). 
Anti-replay is enabled by the use of sequence numbers added into the IP 
datagram's header. 

• Key management IPSec enables keys to be determined, exchanged, and up­
dated in a secure fashion. 

I PSec Architecture 

Figure 20-1 illustrates the overall IPSec architecture within Windows 2000. 

This figure shows the key components of IPSec, which are described later in more de­
tail. The diagram shows an application on Computer 1 communicating with an applica­
tion on Computer 2. The traffic between them is sent using normal WINSOCK or NetBIOS 
Application Programming Interface (API) calls, which will result in IP datagrams being 
transferred over a physical network. The IPSec Policy Agent obtains the IPSec Policy from 
the AD. The Policy Agent will use the Internet Key Exchange (IKE) protocol to negoti­
ate the specific details of how the data is to be protected. The IPSec driver is then re­
sponsible for implementing the IP datagram transformations, based on the IPSec policy. 

IPSec Policy 

An IPSec policy describes how IPSec will operate on a computer. For example, the policy 
could require all communications with certain computers to be encrypted and to not 
communicate if suitable encryption couldn't be negotiated. Alternatively, the policy could 
state that the computer should always try to use IPSec but fall back to normal clear text 
communication if the other computer isn't IPSec-enabled. You can define various named 
policies, but at any given time, only one policy can be active on a single computer. 
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Figure 20-1. A diagram showing the IPSec architecture. 

The IPSec policy contains a series of rules that describe the policy in details. Each rule 
includes the following: 

• Filter List Specifies which network traffic will be secured by the rule 

• Filter Action Specifies how traffic matching the filter will be handled 
(dropped, encrypted, etc.) 

• Authentication Methods Specifies how two computers will authenticate 
themselves to the other (Keberos, pre-shared key, or X509 Certificates) 

• Connection Type Allows the rule to be applied to local area network (LAN) 
traffic, wide area network (WAN) traffic, or both 

• Tunnel Settings Allows you to specify a tunnel endpoint for IPSec tunnels 

IPSec Policy Agent 

The IPSec Policy Agent is a Windows 2000 service that runs within the context of the 
LSASS.EXE process, and can be seen in the list of services in the Windows 2000 Services 
MMC Snap-in. The Policy Agent is responsible for retrieving IPSec policy information (from 
either the AD or the local registry) and passing it to the other IPSec components that need 
IPSec policies. 
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The IPSec Policy Agent is loaded and started at system start time and obtains system policy 
at that point. The Agent continues to poll the AD (or the registry) at regular intervals for 
any updates to IPSec policy. 

IPSec Security Associations 

After the computer's IPSec policy has been obtained, it will be applied to all IP traffic 
sent or received by that computer. However, before two computers can use IPSec fea­
tures to transform IP packets, they must first negotiate an SA. The SA defines the spe­
cific details of how the two computers will use IPSec, the specific keys to be used, key 
lifetimes, and which authentication and encryption protocols should be applied. The IPSec 
policy defines the specific options that two computers can negotiate, such as any encryp­
tion algorithms. After an SA has been negotiated, communication between the two com­
puters can proceed. IP datagrams will be transformed as mandated by the active IPSec 
policy. 

tion and Key Management Protocol (ISAKMP) SA. Creating this SA involves negotiation 
of IPSec policy (encryption algorithms, integrity algorithms, and so forth), covering the 
creation of the ISAKMP SA, initial key exchange, and machine authentication. This SA 
ensures that both computers have verified securely the identity of the other computer, 
and have the keys necessary to negotiate additional SAs. 

The ISAKMP SA is then used to negotiate a second SA, known as the IPSec SA. The IPSec 
SA is used for the actual transformation of data that will be transferred between the 
computers. The creation of the IPSec SA involves agreement by the two computers over 
IPSec policy, the creation of keys to be used for the required transformations, and the 
integrity and encryption algorithms to be used. After these have been negotiated, they're 
passed to the IPSec driver. 

Internet Key Exchange (IKE) 

Setting up an SA between two computers is performed by the IKE. IKE is an Application 
Layer protocol, that combines the ISAKMP with the Oakley key determination algorithms. 
This protocol was formerly known as ISAKMP/Oakley. ISAKMP centralizes security as­
sociation management, while Oakley generates and manages the authenticated keys. 

ISAKMP 

Note IKE is a relatively new term, and much of the IPSec literature still refers 
to this as ISAKMP /Oakley. 

IPSec uses the ISAKMP protocol to negotiate SAs. ISAKMP defines procedures for authen­
ticating a peer, creation and management of SAs, key generation techniques, and threat 
mitigation (such as denial of service and replay attacks). ISAKMP defines a framework 
for key management, and is independent of the key exchange protocols, encryption/ 
integrity algorithms, and authentication methods in use. 
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More Info The details of ISAKMP are outside the scope of this book, but RFC 
2408 defines the protocol in detail. This RFC can be found in the \RFC folder on 
the companion CD-ROM. 

Oakley Key Determination Protocol 

The establishment of keys is an essential part of cryptographic-based packet protection. 
Oakley is a scalable, secure key distribution mechanism used within ISAKMP to estab­
lish the keys used in IPSec packet transforms. Oakley is based on, and is a refinement 
of, the Diffie-Hellman key exchange algorithm. This algorithm enables two computers 
to agree on a shared key without requiring encryption. This shared key can then be used 
for authentication or encryption. 

More Info The details of the Diffie-Hellman algorithm and the Oakley protocol 
are outside the scope of this book, but RFC 2412 defines them in more detail. 
This RFC can be found in the \RFC folder on the companion CD-ROM. 

IPSec Driver 

The IPSec driver is a kernel-mode device driver that's responsible for enforcing IPSec 
policies on packets received from, or sent to, other computers. The IPSec driver watches 
for outbound IP packets that the IPSec policy requires to be transformed, as well as for 
inbound IP packets that need to be verified and/or decrypted. The IPSec policy driver 
then will carry out the required transform before passing the datagram on to the Network 
Driver Interface Specification (NDIS) driver (for packets to be sent), or to the TCP/IP driver 
(for received packets). 

Security Parameters Index (SPI) 

Before there can be multiple SAs at any one time between two computers, it's vital that 
both sender and receiver know the particular SA that relates to each IP datagram. The 
SPI is used for this purpose. It's a 32-bit pseudo-random number transferred in each IP 
datagram (in the AH or ESP headers), and is used to indicate the inbound or outbound 
packet to which it relates. 

During the ISAKMP negotiation, the,receiver's IPSec driver creates an SPI. The SPI is 
transferred to the sender's ISAKMP, which delivers it to the sending IPSec driver. The 
sending IPSec driver includes the SPI in every AH or ESP header. 

IPSec Modes 

IPSec has two main modes of operation: transport mode and tunnel mode. Transport mode 
is mainly for a computer in an end-to-end scenario. Transport mode provides protection 
for upper layer protocols by adding an extra header between the original IP datagram 
and the IP datagram's payload. IPSec tunnel mode is designed for use by network rout­
ers, and enables them to protect IP datagrams passed between two IPSec-enabled rout­
ers over an insecure transit network. With tunnel mode, the original IP datagram is 
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wrapped (tunneled) inside a new IP datagram, meaning that the entire original IP datagram 
is now fully encrypted. · 

IPSec transport mode provides good end-to-end security and authentication within a 
corporate network, as well as across a less secure network. Tunnel mode provides ad­
ditional security, and is more appropriate when used as part of a Virtual Private Network 
using the Internet as a backbone'. 

Sample Network Monitor Traces 

Network Monitor traces 20-1 and 20-2 (Captures 20-01 and 20-02, included in the \Cap­
tures folder on the companion CD-ROM) show the creation of an SA followed by a PING 
command. Network Monitor trace 20-1 shows the creation of an SA to support use of the 
AH between the two computers, while 20-2 shows the use of the ESP header. In both 
cases, the first six packets are the main mode negotiation, and the following four pack­
ets are the quick mode negotiation. This is followed by the actual PING command. Both 
traces show TPSec hein~ 11sPrl in tr'.:ln":'ort morlP 

How IPSec Works 
In this section, we will look at the details of how IPSec works on Windows 2000 
computers. 

Note IPSec currently is not available for Microsoft Windows 95, Windows 98, or 
Windows NT. It is unlikely that IPSec would ever be provided for Windows 95 and 
Windows 98, and currently there are no plans for providing IPSec for Windows NT. 

Obtaining IPSec Polley 

IPSec policy can be configured manually to apply to individual computers whether or 
not they participate in a Windows 2000 AD domain. For computers participating in an 
AD domain, however, site, domain, and Organizational Unit (OU) policies override any 
local IPSec policies. The preferred scenario· for IPSec deployment is for IPSec policy in­
formation to be stored in the AD and applied using Group policy Objects (GPOs). 

A GPO, which holds IPSec polices, can be applied to an AD site, an AD domain, or an 
AD OU. In an enterprise environment, a hierarchy of GPOs can be created and applied 
at each of these levels. The AD inheritance rules and the order of GPO objects defined 
for each level determine the effective IPSec policy for a given computer. 

GPO objects reside in the AD. They are stored in the Policies container within the do­
main-naming context's System container. In the domain kapoho.com, for example, this 
System container has the distinguished name CN=Policies,CN=System,DC=kapoho,DC=com. 
Individual IPSec polices are contained within the AD in the Security container. 
In the domain kapoho.com, this System container has the distinguished name 
CN=IPSecurity,CN=System,DC=kapoho,DC=com. This container holds an IPSec policy 
object for each defined IP Sec policy. 
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Note The use of GPOs for controlling a computer's policy is a complex subject, 
and is outside the scope of this book. The creation of GPO objects and IPSec 
policies and their application to computers in an enterprise should be planned 
with great care. If the effective IPSec policy is incorrectly set, it can result in a 
computer not communicating with other computers. 

When a Windows 2000 computer is first initialized, the IPSec Policy Agent will issue 
Lightweight Directory Access Protocol (LDAP) queries against the AD and obtain the 
relevant IPSec policy. For computers in a domain, the IPSec policy is applied using Group 
policy. 

Although not the preferred deployment scenario, the administrator can define local com­
puter IPSec policies that are stored in the registry. This is most useful for computers that 
aren't members of a Windows 2000 domain. The local policy database, which is similar 
to AD-held IPSec policies, is held in the registry key HKLM\SYSTEM\CurrentControl Set\ 
Services\PolicyAgent\Policy\Local. 

Applying IPSec Policy 

It's the responsibility of the IPSec driver to apply IPSec policy. When the IPSec driver 
receives a packet for transmission to another computer, it first checks to see if that packet 
matches the IP filter list specified in any of the rules in the active IPSec policy. If so, and 
if no SA has been set up, the IPSec driver notifies IKE, which will negotiate an IPSec SA 
with the other computer. If necessary, an ISAKMP SA will be established first. After the 
SA is established, the IPSec driver will apply the relevant IPSec transform to the IP 
datagram, and then will send it to the NDIS driver for onward transmission. 

Processing of inbound datagrams is similar to, although the reverse of, outbound pro­
cessing. When the NDIS driver sends an IP datagram to the IPSec driver, the IP driver 
will examine the filter list to determine if there's a match. If so, the IPSec will use the SA 
(identified by the SPI in the IPSec header) to determine the transform to be applied to 
the packet. Based on this transform, the IPSec driver then verifies the packet's integrity, 
and decrypts the packet if appropriate. If errors occur, such as if the packet was changed 
in flight, the packet is silently discarded. After the packet transform has been applied, 
the SA's IPSec driver routes the datagram to the TCP/IP driver that routes the packets to 
the appropriate application. 

Creating Security Associations (SAs) 

The process of establishing an SA for use by an application involves two distinct phases, 
involving two specific SA s. In the first phase, also known as main mode, the two com­
puters establish the ISAKMP SA. This provides the security environment in which other 
SAs can be established. Although there are two phases here, we'll only discuss the main 
mode, which is the more complex of the two. 

[, 
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To establish the ISAKMP SA, the sending computer sends a list of potential security lev­
els to the responder. The responder then negotiates with the sender on a mutually agree­
able level by use of the ISAKMP protocol. 

After the ISAKMP SA is established, the two computers can communicate with each other 
to negotiate an SA used for the transfer of application data. This second SA is known as 
the IPSec SA. The ISAKMP SA provides the secure connection in which IPSec SAs can 
be negotiated. Quick mode is somewhat simpler and requires fewer exchanges. 

On Windows 2000, negotiation of an ISAKMP SA and an IPsec SA requires 10 datagrams 
to be passed between sender and receiver. These can be seen in the Network Monitor 
traces noted earlier in this chapter. 

Generating New Keys 

To further secure the transfer of application data, IPSec can create new keying material 
either after a certain amount of time (for instance, after 30 minutes) or after a certain 
c:l111VU11l V; ~dld ~ld~ Ut::t::U llaW:ilt::fft::U. ,llllS aclclS OVerneaQ, OU( prOVlQeS aQQltlOnal SeCU­
rity. This is done by renegotiating either the ISAKMP SA or the IPSec SA. The quick mode 
noted above can perform this update. 

Authentication Header (AH) Details 
The AH header is designed to provide authentication of data contained in an IP datagram, 
and is an extension to the original IP header. As specified in RFC 2402, AH provides data 
integrity through keyed hashing. Windows 2000 supports two hash algorithms: HMAC 
MDS and HMAC SHA. The specific hashing algorithm is negotiated during the SA setup. 

More Info Read about how the Authentication header provides data integrity 
through keyed hashing in RFC 2402, which can be found in the \RFC folder on 
the companion CD-ROM. 

The AH header provides data and address integrity by hashing the IP header and pay­
load, except for those portions of the IP header that could change during the transmis­
sion of an IP datagram across a network such as Time-To-Live (TIL) or the IP header 
checksum. This hash value is then included in the AH. The IP addresses in the IP header 
and the port numbers in the Transport Protocol header are part of the hash, thus address­
ing can be verified as unmodified. Because the IP data payload is also hashed, the data 
can be verified as being unmodified. 

AH also provides anti-replay protection by providing sequence numbers for anti-replay 
protection. The sequence number is a part of the data that's hashed, and thus can be 
verified as having not been changed. Additionally, the sequence number on each incoming 
Sequence Number field is compared to the current sequence number. If the number is 
too far out of sequence or if it matches a recent sequence number, the packet is rejected 
as a replay. 



486 I PART IV Application Layer Protocols and Services 

AH Header Layout 

Figure 20-2 displays the layout of the AH header. 

Next Header 

Payload Length 

Reserved 

Security Parameters Index 

Sequence Number 

Authentication Data 

D =1byte 

Figure 20-2. AH header. 

As Figure 20-2 illustrates, the AH header consi~ts of the following fields: 

• Next Header This 1-byte field is used to identify the next part of the IP 
datagram, usually Oxll (to indicate UDP) or Ox06 (indicating.TCP). 

• Payload Length This 1-byte field specifies the length of AH in 32-bit words, 
minus 2. 

• Reserved This 2-byte field is reserved and must be set to 0. The value is in­
cluded in the Authentication Data field calculation, but is otherwise ignored. 

• SPI This 4-byte field, in combination with the Destination IP Address field 
and Security Protocol (AH), is used to identify the SA for this datagram. 

• Sequence Number This unsigned 4-byte field holds a monotonically increas­
ing counter value. Even if the receiving computer chooses not to use it, it's a 
mandatory field. The first packet sent using a particular SA would always have 
a sequence number of 1. If anti-replay (the default) is enabled, the transmitted 
sequence number must never be allowed to cycle. To allow for additional large 
numbers of packets to be transferred between two hosts, a new SA, and there­
fore a new set of keys and a new sequence number, must be negotiated prior 
to the transmission of the 232nd packet on a given SA. 

• Authentication Data This variable-length field holds the integrity check 
(hash), for the IP datagram. 

AH Packet Transform 

Figure 20-3 illustrates the effect of the AH on the original datagram. 

i I 
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Original IP datagram 
IP header TCP header Payload data 

IP datagram with AH 
IP header AH header TCP header 

Authentication 
(except for mutable fields) 

Figure 20-3. Effect of AH header on IP datagram. 

Payload data 

As can be seen in Figure 20-3 and in Network Monitor trace 20-1 (Capture 20-01, included 
in the \Captures folder on the companion CD-ROM), the AH header is added to the IP 
~a.ta.~1a.111 ju:;t a!ter ti:1e ir neacier. l.t' rrears me Att neader as a protocol header, identi­
fied as protocol 51 (Ox33). Using the AH header therefore increases the amount of over­
head per packet. Its use also requires extra central processing unit (CPU) power to 
compute the authentication data, although with Windows 2000 hardware offload, much 
of this computing power can reside on the network card. Notice that the original IP header 
isn't modified; this allows intermediate routers to forward the packets regardless of 
whether or not they support IPSec. 

Computing the Authentication Data 

The AH Authentication field value is computed including: 

• The IP header fields that are either not changed in transit (immutable fields), 
or that are predictable in value upon arrival at the endpoint for the SA. 

• The AH header (Next Header, Payload Len, Reserved, SPI, Sequence Number, 
and the Authentication Data [which is set to 0 for this computation], and ex­
plicit padding bytes, if any). 

• The upper level protocol data, which is assumed to be immutable in transit. 

Each field within an IP datagram header that can change during transit (for example, TLL) 
is set to a value of 0 for purposes of calculating the authentication data. This includes 
the Authentication Data field's value itself. 

Encapsulating Security Payload (ESP) Details 
The ESP header is used to provide data confidentiality (encryption) as well as data au­
thentication. Similar to the AH header, the ESP header is an extension of the original IP 
header and is specified in RFC 2406. The purpose of the ESP header is to provide con­
fidentiality via the encryption of the IP datagram. The encryption algorithms that Win­
dows 2000 supports are DES-CBC and Triple DES (a.k.a. 3DES). ESP also provides hashing 
and uses either MD5 or SHA, as in AH. 
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More Info Read about the Encapsulating Security Payload (ESP) header in RFC 
2406, which can be found in the \RFC folder on the companion CD-ROM. 

When the IPSec policy on a computer is set to require encryption via the ESP header, 
the negotiation of the SA will determine which encryption algorithm is used. 

Note If you are using an export version of Windows 2000 or communicate with 
computers outside the United States, be sure to include DES in the IPSec policy. 
Also, if you plan to deploy ESP outside of the U.S. or Canada, some additional 
planning should be done to avoid inadvertent violation of U.S., or other, laws. 

When applying the ESP transform, the IPSec driver encrypts and then hashes the entire 
IP datagram, except for the IP and ESP headers. This means that information in the IP 
header (for example, the source and destination IP addresses) isn't protected. Obviously, 
encrypting the IP header would mean that no device could read the addressing. You can 
also use AH and ESP together. Using both security methods provides data encryption and 
verification as well as address verification. When used together, ESP is always applied 
first, then AH. 

ESP Header Layout 

Figure 20-4 illustrates the layout of the ESP header. 

As Figure 20-4 displays, the ESP header consists of the following fields: 

• Security Parameters Index This 4-byte field, in combination with the Desti­
nation IP Address field, is used to identify the SA for this datagram. 

• Sequence Number This unsigned 4-byte field holds a monotonically increas­
ing counter value. Even if the receiving computer chooses not to use it, it's a 
mandatory field. The first packet sent using a particular SA would always have 
a sequence number of 1. If anti-replay (the default) is enabled, the transmitted 
sequence number must never be allowed to cycle. If the Sequence Number 
field increments to its limit, a new set of keys and a new sequence number 
must be negotiated prior to the transmission of the 232nd packet on a given SA. 

Security Parameters Index I 

Sequence Number 

D =1byte 

Figure 20-4. ESP header. 
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I PSec ESP Packet Layout and Packet Transform 

When using the ESP header, the original packet is transformed, in a fashion similar to 
the AH header. Figure 20-5 displays the IPSec packet format. 

Security Parameters Index (SPI) J 
--------4 ESP Header 

Sequence number 

Pad Next 
len th header 

ESP Authentication Data 
(variable) 

Figure 20-5. IPSec ESP packet layout. 

As Figure 20-5 and Network Monitor trace 20-2 (Capture 20-02, included in the \Captures 
folder on the companion CD-ROM) illustrate, the format of an IP datagram when ESP is 
in use is more complex than with the AH header. Figure 20-6 also shows how the IP 
datagram is transformed when using the ESP header in transport mode. 

As Figure 20-6 illustrates, using ESP adds an ESP header and two trailer fields to the IP 
datagram. IP views the ESP header as a new protocol type, and identifies it as protocol 
50 (Ox32). The ESP trailer consists of padding (between 0 through 255 bytes), a Padding 
Length field, and a Next Header field. 

Original IP 
datagram 

IP Datagram 

IP header TCP header Payload data 

with ESP IP header ESP header TCP header Payload data 

Encrypted 

Authentication 
(except for mutable fields) 

Figure 20-6. Effect of ESP header on IP datagram. 

ESP ESP 
trailer authentication 
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The padding in the ESP trailer is used for several reasons: 

• The ESP packet format requires that the Padding Length and Next Header 
fields be right-aligned within a 4-byte word, and the padding is used to 
achieve this. 

• Some encryption algorithms require that the unencrypted plain text is a mul­
tiple of some number of bytes and the padding can be used to expand the 
plain text to the required length. 

• Padding can also be used to conceal the payload's actual length, thus provid­
ing a measure of additional security. 

Summary 
IPSec is a complex feature to install and configure, but provides application-transparent, 
end-to-end security between two Windows 2000 computers, or for all traffic between two 
IP routers configured to use IPSec tunnel mode when transmitting IP datagrams. 

! I 
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For most large and small organizations, computer networks have become a central part 
of the corporate infrastructure. One specific challenge facing many of these network­
centric organizations is how to connect remote sites and remote users. 

Traditionally, remote sites have been connected by the use of leased lines or Frame-Relay 
networks. Remote users have been served by providing dial-in networking facilities, often 
using inbound free phone numbers. However, these approaches tend to be expensive 
and inflexible. The basic unit costs of leased lines and inbound free phone facilities have 
reduced steadily, but as more and more bandwidth is required, the overall costs to the 
organization have been rising, along with an increasingly complex infrastructure to 
manage. The lead time required for a leased line can be substantial, depending on the 
source and destination. This extended lead time can limit flexibility. 

VPN technology provides a secure, scalable, and cost-effective solution to this connec­
tivity issue. It allows an organization to connect remote sites to a central site securely over 
a public internetwork (such as. the Internet) and enable remote users to securely con­
nect to the corporate network using the communications infrastructure that the Internet 

· provides. In both scenarios, the connection is made using the Internet as a backbone, 
while the connections appear to the user or the remote site as a private network. 

Chapter Contents 
The subject of VPNs is extensive enough to warrant a complete book of its own, and will 
not be covered wholly in this book. For our purposes, this chapter gives an overview of 
VPNs and focuses on the two VPN protocols that Microsoft Windows 2000 implements: 
Point to Point Tunneling Protocol (PPTP) and Layer 2 Tunneling Protocol (L2TP). Because 
the two VPN protocols leverage the Point to Point Protocol (PPP), the chapter also de­
scribes this protocol in relation to VPNs. Additionally, there are Network Monitor traces 
on the companion CD-ROM that demonstrate the PPTP and L2TP in operation. 
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This chapter contains the following sections: 

• Overview ofVPNs A description of VPNs and the VPN protocols 

• PPTP A description of the PPTP VPN protocol 

• L2TP A description of the L2TP VPN protocol 

Overview of Virtual Private Networks 
In this section we will discuss what a VPN is and the key protocols involved. 

What Is a VPN? 
As Figure 21-1 illustrates, a Virtual Private Network connects either a network or a single 
computer to another network across an intermediate network, typically the Internet. 

Remote user 

Remote 
workstation 

Remote office 

enabled 
router 

Figure 21-1. Virtual private networking. 

Figure 21-1 shows the two main VPN usage scenarios: connecting a remote user to the 
corporate network, and connecting a remote network to the corporate network. 

When connecting a remote user using a VPN, the remote user first establishes a normal 
Dial-Up Networking (DUN) connection to a local Internet Service Provider (ISP). After 
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this connection is established, the remote user can establish a second VPN connection 
between the remote computer and the corporate VPN-enabled router. 

When connecting a remote local area network (LAN) to the corporate network using a 
VPN, a similar arrangement occurs. In this scenario, the remote office's VPN-enabled router 
initiates the VPN connection on behalf of clients on the local LAN. The type of connec­
tion between the remote router and the ISP isn't important, as long as it can carry IP traffic. 

VPN Clients and Servers 
In a VPN, the computer initiating the VPN connection is referred to as the VPN client. 
The VPN client then makes a VPN connection to a remote computer, the VPN seroer. In 
the remote-user scenario, the remote computer is also the VPN client that'll make a con­
nection to the VPN server. This remote computer therefore will have two active DUN 
connections established (one to the ISP, the other for the VPN). In the remote-office 
scenario, it's the remote office's router that's the VPN client. In both scenarios, the VPN 
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There are, therefore, the following two types of VPNs that can be constructed: 

• The Remote User VPN A remote user accesses a corporate intranet and acts 
as the VPN client. 

• The Remote Network VPN The client is a remote router, and the VPN is en­
tirely transparent to the end users. 

VPN Protocols 
Connections between a VPN client and a VPN server are implemented through the use 
of one of two VPN protocols: PPTP or L2TP. 

PPTP is a Layer 2 protocol that encapsulates PPP frames in IP datagrams for transmis­
sion over an IP internetwork. PPTP is an older VPN protocol that Microsoft developed. 
L2TP, on the other hand, is a newer network protocol based on both Cisco's Layer 2 
Forwarding (L2F) protocol and Microsoft's PPTP protocol, which encapsulates PPP frames 
to be sent over IP, X.25, Frame Relay, or Asynchronous Transfer Mode (ATM). Although 
L2TP is more flexible than PPTP, it requires more central processing unit (CPU) power 
than PPTP. 

From an end user point of view, these protocols are functionally equivalent. PPTP is 
described in the "Introduction to Point to Point Tunneling (PPTP)" section of this chap­
ter. L2TP is also described later in the "Introduction to Layer 2 Tunneling Protocol (L2TP)" 
section of this chapter. 

The key technical differences between L2TP and PPTP are as follows: 

• PPTP requires that the transit network be based on IP. L2TP requires only that 
the transit network provide point-to-point connectivity. L2TP can be used over 
IP or directly over Frame Relay, X.25, or ATM. PPTP can traverse these net-
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works also, but additional protocol overhead is required because it must work 
within IP. 

• PPTP can support only a single tunnel between the VPN client and VPN server. 
L2TP allows for the use of multiple tunnels between end points. With L2TP, 
you can create different tunnels for different qualities of service or meet differ­
ent security requirements. 

• L2TP provides header compression. When header compression is enabled, 
L2TP operates with 4 bytes of overhead, as compared to 6 bytes for PPTP. 

For most existing users of Windows operating systems, PPTP will be the preferred pro­
tocol today, because .it's supported in Microsoft Windows 95, Microsoft Windows 98, 
Windows NT 4.0, and in Windows 2000. Windows 2000 provides support for L2TP, al­
though third-party L2TP support can be provided by third-party implementations for 
down-level operating systems. 

Tunneling 
Both L2TP and PPTP implement VPNs by means of tunneling. Tunneling is the encap­
sulation of an IP datagram inside another datagram. As Figure 21-2 illustrates, the VPN 
client encapsulates the original IP datagram, sent between two end systems, and sends 
it to the VPN server, where the datagram is unwrapped and forwarded onto the local 
network. 

.... -,o 
Original IP 
datagram Tunnel 

client 
Original datagram encapsulated 

in another datagram 

Figure 21-2. Tunneling in VPNs. 
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Tunnel 
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datagram 

As Figure 21-2 illustrates, an IP datagram to be sent between the client and a server using 
a VPN is encapsulated inside a new IP datagram that's sent from both the tunnel client 
and tunnel server. The new IP datagram has a header that provides the information 
necessary to enable the packet to be properly forwarded across the transit network. 

At the tunnel server, the datagram is unwrapped and the original IP datagram can then 
be forwarded from the tunnel server. After the original datagram is unwrapped, the tun­
nel server will act as a router and will make a forwarding decision on the original packet, 
based on the configuration of the tunnel server and the state of the tunnel server's rout­
ing table. 
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The VPN tunneling is achieved through the use of a Network Driver Interface Specifica­
tion (NDIS) driver that becomes a client of IP. This is illustrated in Figure 21-3, which 
shows the architecture of a VPN connection in the remote client scenario. 

Win sock 

NDIS mini port wrapper 
T 

Asyn¢ti • X.25. ISDN 

1 1 1 
Figure 21-3. Tunneling architecture. 
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An application on the remote computer will use either NetBIOS or Windows sockets to 
send a datagram to a remote computer. The payload is sent to the TCP /IP component in 
Windows 2000, which formats an IP datagram. At this stage in the process, the source IP 
and destination IP addresses are set as if the two systems were communicating directly. 

After the IP datagram has been constructed, it will be sent to the NDIS miniport for the 
VPN protocol in use. The miniport driver then encapsulates the original IP datagram with 
the header for the VPN and sends it back to the TCP /IP driver. The TCP /IP driver then 
constructs a new IP datagram, which is sent to the appropriate NDIS driver for the tran­
sit network. While the details of the encapsulation will be different in PPTP and L2TP, 
this architectural model is used for both VPN protocols. 

This encapsulation can be seen in Network Monitor traces 21-1and21-2. Network Monitor 
trace 21-1 (Capture 21-01, included in the \Captures folder on the companion CD-ROM) 
shows how PPTP encapsulates a datagram, while trace 21-2 (Capture 21-02, included in 
the \Captures folder on the companion CD-ROM) shows this for a L2TP frame. These 
traces show a single datagram to demonstrate the encapsulation. 
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Note Windows 2000 Servers ship with Microsoft Network Monitor 2.0 Lite 
Version. This version doesn't decode all of these frames completely. You'll need 
to use the full Network Monitor 2.0 product, supplied with SMS 2.0, to read these 
frames fully. If you load the SMS version of Network Monitor, be sure to install 
the Windows 2000 version first. 

VPNs and PPP 

Both VPN protocols leverage the PPP protocol for most of the underlying mechanisms, 
such as authentication, compression, and so forth. In effect, the VPN creates a virtual PPP 
connection between the VPN client and VPN server. This allows the original IP datagram 
to be transmitted inside a PPP frame, which is then encapsulated in an outer IP datagram 
for transmission across the transit network. This can be seen in the Network Monitor traces 
noted above. 

PPP has the following three main components: 

• A method for encapsulating datagrams over serial links. The VPN protocols le­
verage this method for encapsulating datagrams between the VPN client and 
server. 

• A Link Control Protocol (LCP) for establishing, configuring, and testing the 
data-link connection. The LCP is used to establish the VPN link. 

• A family of Network Control Protocols (NCPs) for establishing and configuring dif­
ferent network layer protocols. These NCPs are used by VPN protocols as well. 

Setting up a PPP link involves the following steps: 

1. Phase 1: PPP link establishment PPP uses LCP to establish, maintain, and 
end the connection. During the initial LCP phase, basic communication options 
are selected. During the link-establishment phase (Phase 1), authentication 
protocols are selected, but they're not actually implemented until the connec­
tion-authentication phase (Phase 2). The actual choice of compression and en­
cryption algorithms and other details occurs during Phase 4. 

2. Phase 2: User authentication In this phase, the client PC presents the user's 
credentials to the remote-access server. A secure authentication scheme pro­
vides protection against replay attacks and remote-client impersonation. 

3. Phase 3: PPP callback control The Microsoft implementation of PPP in­
cludes an optional callback-control phase. This uses the Callback Control Pro­
tocol ( CBCP) to initiate callback, if configured. 

4. Phase 4: Invoking network layer protocol(s) After the previous phases 
have been completed, PPP invokes the various NCPs that were selected during 
the link-establishment phase (Phase 1) to configure protocols used by the re­
mote client. For example, during this phase, the IP Control Protocol (IPCP) can 
assign a dynamic address for the VPN client. In addition, Compression Control 
Protocol (CCP) is used to negotiate both data compression (using Microsoft 

l'I 
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Point-to-Point Compression [MPPC]) and data encryption (using Microsoft Point­
to-Point Encryption [MPPE]), for both are implemented in the same routine. 

5. Phase 5: Data-transfer phase After the four previous phases of negotiation 
have been completed, data can begin to flow over the VPN. Each transmitted 
data packet is wrapped in a PPP header, plus additional VPN headers, which 
the receiving system removes. If data compression was selected in phase 1 and 
negotiated in phase 4, data will be compressed before transmission. If data en­
cryption was selected and negotiated during the previous phase, data is en­
crypted before transmission. 

For more details on PPP and PPP encapsulation, see Chapter 2, "Wide Area Network 
(WAN) Technologies." 

VPN Authentication 
To set up a VPN tunnel, it's necessary to authenticate the VP~ client to the VPN server, 
'.lnrl n~tinn'.l llv '.lllthPntir'.ltP thP \TP1'T <::PnrPr tn thP rliPnt T"h1c 'lnthPnt1r'lt1r.n, urh1rh PPP 

carries out as part of the user authentication phase noted above, enables the tunnel cli­
ent and server to validate the credentials of the other end to ensure that only authorized 
users can establish a VPN connection. 

By default, authentication in PPP isn't mandatory. If authentication of the link is desired, 
an implementation must specify the Authentication-Protocol Configuration Option dur­
ing the link-establishment phase. 

Windows 2000 supports the following primary means of authentication for VPN clients 
and servers: 

• Password Authentication Protocol (PAP) This is a simple authentication 
method that relies on clear-text password transmission. The remote server re­
quests a username and password, and the client returns these unencrypted. 
This scheme offers no protection against man in the middle, replay, or client 
impersonation attacks. Thus, while useful for establishing DUN connections to 
a dial-up server, it's probably not a good choice for a VPN. 

More Info PAP is described in RFC 1334, which can be found in the \RFC folder 
on the companion GD-ROM. 

• Shiva Password Authentication Protocol (SPAP) This proprietary protocol 
is a variation of PAP, used when the tunnel server is a Shiva VPN server. SPAP 
offers additional facilities beyond PAP, but can only be used in conjunction 
with hardware devices from Shiva (now a division of Intel). 

• Challenge Handshake Authentication Protocol (CHAP) This is an indus­
try standard authentication method that provides secure encrypted authentica­
tion. CHAP uses challenge-response combined with a one-way MDS hash of 
the response (although the username is returned unhashed). This allows the 



498 I PART IV Application Layer Protocols and Services 

client to prove to the server that it knows the password without actually send­
ing the password over the network. 

More Info CHAP is defined in RFC 1994, which can be found in the \RFC folder 
on the companion CD-ROM. 

• Microsoft CHAP (MS-CHAP) This is a Microsoft adaptation of CHAP de­
signed to authenticate remote Windows workstations. MS-CHAP supports the 
ability to change passwords during login, a feature not available with CHAP. 

More Info MS-CHAP is defined in RFC 2433, which can be found in the \RFC 
folder on the companion CD-ROM. 

• Microsoft CHAP V2 This is an improved version of MS-CHAP that provides 
mutual authentication, stronger initial encryption keys, and different keys for 
transmitting and receiving data. To reduce the risk of compromising pass­
words, MS-CHAP V2 drops the support for password changes at login. 

For the end user VPN, it's the end-user credentials-set in the DUN connection object­
that are passed and used for authentication at the VPN server. For the remote-network 
tunnel, the administrator will define the credentials to be passed. PAP, SPAP, CHAP, and 
MS-CHAP are one-way authentication mechanisms that authenticate the tunnel client to 
the tunnel server. MS-CHAP V2 also requires the tunnel server to authenticate itself to 
the tunnel client, which can provide extra security, especially for dial-up connections. If 
mutual authentication is required, the user credentials for the VPN server must have been 
provided to the VPN client. 

Extensible Authentication Protocol ( EAP} 
In addition to the basic forms of authentication noted above, Windows 2000 also sup­
ports EAP. In Wind,ows 2000, EAP can be configured to provide authentication based on 
either smart cards or machine certificates. It's also possible for third parties to write cus­
tom EAP authentication modules that work with add-on hardware to enable other forms 
of authentication, such as retinal eye scanning. 

The use of a smart card provides an additional level of security, but it's more appropri­
ate for the remote user VPN, because it might not be acceptable to leave the smart card 
inserted into the remote network's router. For a remote network VPN, machine certifi­
cates are more appropriate, but rely on a public key infrastructure to be in place. In both 
cases, some degree of public key infrastructure will be required to manage and control 
the certificates, which might limit their attractiveness. 

VPN Address Assignment 
In a VPN, the VPN client appears to be a part of a central network and will require an IP 
address based on the central network. This means the VPN client will have at least two 
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IP addresses: one for the transit network (such as the Internet) and one for the VPN. The 
Windows 2000 Remote Access Server (RAS) enables the IP addresses to be provided by 
the user (as part of the DUN connection) or to be dynamically assigned. Dynamically 
assigned addresses can be based on either a static pool of addresses or obtained by the 
RAS server from a Dynamic Host Configuration Protocol (DHCP) server. 

The dynamic assignment of client addresses is based on the NCP negotiation mechanism, 
which is part of PPP, described earlier in this chapter in the "VPNs and PPP" section. 
Although this is generally seamless, it does require the administrator to design and imple­
ment a suitable addressing scheme to cater to the VPN users. 

VPN Data Compression 
The VPN protocols support a PPP-based compression scheme. In Windows 2000, both 
PPTP and L2TP use MPPC, which is defined in RFC 2118. For Windows 2000 VPN cli­
ents, the use of the MPPC software-compression method is controlled by settings in the 
.L/Ul'I LVUUC::LUVU VUJC::Ll, 

More Info MPPC is defined in RFC 2118, which can be found in the \RFC folder 
on the companion CD-ROM. 

MPPC can reduce the total amount of data being transferred across the transit network 
by as much as 50-60 percent for text data, although for binary data, the compression might 
only amount to 2-3 percent or less. As with all data compression schemes, the percent­
age by which the original data can be compressed will vary with the nature of the data. 

VPN Data Encryption 
For the data to be transferred securely across an insecure transit network, some form of 
data encryption is required. PPTP supports optional use of MPPE, based on the RSA/RC4 
encryption algorithm. L2TP protocol uses IP Security (IPSec) encryption to protect the 
data stream from the client to the tunnel server. 

MPPE relies on the initial key generated during user authentication and then refreshes it 
periodically. IPSec explicitly negotiates a common key during the ISAKMP exchange, and 
also refreshes it periodically. 

Introduction to Point-to-Point Tunneling Protocol ( PPTP) 
PPTP is a VPN protocol implemented at layer 2 in the Open Systems Interconnection (OSI) 
model. PPTP encapsulates VPN data inside PPP frames, which are then further encapsu­
lated in IP datagrams for transmission over a transit IP internetwork such as the Internet. 

More Info PPTP is documented in RFC 2637, which can be found in the \RFC 
folder on the companion CD-ROM. 
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Creation and maintenance of a PPTP tunnel is carried out using a TCP connection. The 
VPN client uses an ephemeral port, while the PPTP VPN server responds on TCP port 
1723. Subsequent data is encapsulated using Generic Routing Encapsulation (GRE), as 
described in more detail in the following section. 

Installation of PPTP 
PPTP is a component of Windows 2000's Routing and Remote Access Service (RRAS), 
which is installed by default on computers running on Windows 2000 Server Standard 
Edition, Windows 2000 Advanced Server, or Windows 2000 Datacenter Server. The Win­
dows 2000 RRAS service, however, isn't configured or enabled by default. This task must 
be performed by the administrator after installation of Windows 2000. 

When the RRAS service is first configured and enabled, by default, PPTP is configured 
for five ports, thus enabling up to five VPN clients to connect simultaneously. The ad­
ministrator can enable more or fewer PPTP ports by using the Routing and Remote Ac­
cess Microsoft Management Console (MMC) Snap-in. 

PPTP Encapsulation 
As noted above, PPTP encapsulates the original IP datagram when it's transmitted be­
tween the PPTP client and PPTP server. Figure 21-4 shows the encapsulation of a PPTP 
packet. 

IP GRE PPP 

t Original IP datagram t 
Encrypted PPP payload 

Figure 21-4. PPTP packet structure. 

Note When viewing Network Monitor captures of PPTP traffic, the IP datagram, 
as shown in Figure 21-4, would be contained in some Data Link layer protocol such 
as Ethernet or PPP. The Network Monitor traces included on the companion CD­
ROM show the VPN being created across a dial-up link, and use PPP. 

In Figure 21-4, the original datagram is first encapsulated in a PPP frame. Using PPP, this 
part of the datagram can be compressed and encrypted, as discussed below. The PPP 
frame is then encapsulated inside a GRE frame, which is the payload of a new IP datagram 
sent between the PPTP client and PPTP server. The source and destination IP addresses 
of this new datagram will correspond to the IP addresses of the PPTP client and PPTP 
server. On the wire, this dat:;i.gram will be further encapsulated in a Data Link Layer frame, 
with the appropriate header and trailer. 

\1 
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PPTP Encryption 
When the original datagram is transmitted through the transit network, it must be en­
crypted to ensure confidentiality. With PPTP, the PPP is used to provide the encryption. 
In Windows 2000, the PPP frame is encrypted with MPPE. The encryption keys are gen­
erated from the MS-CHAP or EAP-TLS authentication process. To provide for encryption, 
the PPTP client must be configured to use either the MS-CHAP, MS-CHAP V2, or EAP­
TLS authentication protocol. 

Introduction to Layer 2 Tunneling Protocol (L2TP) 
L2TP is a refinement of PPTP and Cisco's L2F protocol. L2TP was designed to combine 
the best features of both PPTP and L2F. 

L2TP operates, as its name suggests, at Layer 2 in the International Organization for Stan­
rl:::i rrli7::::ition (TS()) morlPl :::inrl i.<;; :::i nPturnrk nrntnrnl th~t rrP~tP<;; ~ t11nnPl hPturPPn ~n T ?'TP 

client and an L2TP server, and then encapsulates PPP frames to be sent over the tunnel. 
When using IP as the transport protocol, L2TP can be used as a VPN protocol over the 
Internet. L2TP has been designed so that it can be used directly over various wide area 
network (WAN) media (such as Frame Relay) without an IP transport layer, which can 
extend its usefulness in setting up corporate networks. 

More Info L2TP is documented in RFC 2661, which can be found in the \RFC 
folder on the companion CD-ROM. 

When L2TP is used over IP internetworks, it uses UDP for both tunnel creation and 
maintenance, and for data transmission. With L2TP, both the tunneled data and the con­
trol messages share a single UDP stream, which can simplify the passing of VPN data 
through corporate firewalls. 

L2TP relies on IPSec for encryption services, a combination known as L2TP over IPSec. 
Both the VPN client and the VPN server must support both L2TP and IPSec. For more 
information about IPSec, see Chapter 20, "Securing IP Communications with IP Security 
(IPSec)." 

Installation of L2TP 
Like PPTP, L2TP is a component of Windows 2000's RRAS, which is installed by default 
on computers running Windows 2000 Server Standard Edition, Windows 2000 Advanced 
Server, or Windows 2000 Datacenter Server. Although L2TP is installed by default, an ad­
ministrator must enable it manually. 

When the RRAS service is first configured and enabled, L2TP is configured for five VPN 
ports (as for PPTP). The administrator can enable more or fewer L2TP ports by using the 
Routing and Remote Access MMC Snap-In. 
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L T2P relies on IPSec for encryption. IPSec is installed as part of the default installation 
of Windows 2000, so the administrator will need to do some additional configuration of 
IPSec policies to use IPSec with PPTP. See Chapter 20, "Securing IP Communications with 
IP Security (IPSec)," for more details on IPSec. 

L2TP Encapsulation 
As with PPTP, L2TP encapsulates the original IP datagram when transferred through the 
transit network. Since IPSec provides the encryption facilities, however, the L2TP encap­
sulation takes place in two phases. Figure 21-5 illustrates phase 1, the initial L2TP en­
capsulation, and phase 2, the IPSec encapsulation. 

L2TP - without encryption 

IP UDP L2TP ·PPP 

L2TP - with IPSec encryption 

IP Sec 
IP ESP 

header 

t 

IP 
TCP 
UDP User data 

Original IP datagram 

Original IP datagram 

Encrypted with IPSec 

Figure 21-5. Two phases of encapsulation over L2TP. 

j 

Note When viewing Network Monitor captures of L2TP traffic, the IP datagram, 
as shown in Figure 21-4, would be contained in some Data Link layer protocol such 
as Ethernet or PPP. The Network Monitor traces included on the companion CD­
ROM show the VPN being created across a dial-up link, and use PPP. 

As Figure 21-5 illustrates, the L2TP encapsulation involves the original datagram first being 
wrapped in a PPP frame, as with PPTP. The PPP frame is then inserted into a new IP 
datagram with a UDP header and an L2TP header. 

The resulting datagram can then have the IPSec transform applied (as noted in Chapter 
20). In this case, an IPSec Encapsulating Security Payload (ESP) header and trailer and 
an IPSec Authentication trailer are applied. These provide message integrity and authen­
tication. The IP header contains the source and destination IP addresses that correspond 
to the VPN client and VPN server. 
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L2TP Encryption 
As noted above, an L2TP frame is encrypted with the IPSec ESP encryption mechanism. 
The encryption keys are from the IPSec authentication process. These mechanisms are 
further described in Chapter 20. 

It is possible to have a non-IPSec-based (non-encrypted) L2TP connection where the 
PPP frame is sent in plain text. However, a non-encrypted L2TP connection isn't rec­
ommended for VPN connections over the Internet, because communications of this 
type aren't secure. 

Summary 
VPNs provide a good method of linking remote users or remote offices to corporate 
networks in a secure and scalable way. Windows 2000 provides both PPTP and L2TP, 
em1hlirn:J interoner~hilitv with RFC-comnli~nt thirrl~n~rtv .'>ol11tion'>. Tmnlementirn:1 VPNs 

__.. .... .. .... ..... .. .... __.. 

is very straightforward with Windows 2000 both on the client and server. 
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Glossary 

A 
Address Resolution Protocol A protocol for 
resolving IP addresses into physical (MAC) 
addresses. See also Inverse ARP and Reverse 
ARP. 

AH See Authentication Header. 

APIPA See Automatic Private JP Addressing. 

ARP See Address Resolution Protocol. 

ARP Cache A table for each interface of 
static or dynamically resolved IP addresses 
and their corresponding media access con­
trol (MAC) addresses. 

Asynchronous Transfer Mode A very high­
speed, connection-oriented networking 
technology, based on small 53-byte cells. 

Authentication Header A part of the IP 
header provided by IP Security that is used 
to provide authentication, data integrity, and 
optional replay-prevention services. 

ATM See Asynchronous Transfer Mode. 

Automatic Private IP Addressing A feature 
of Windows 2000 (and Windows 98) that 
enables the system to self-configure an IP 
address and subnet mask from the range 
169.254.0.0/16 in the absence of a static 
configuration or a DHCP server. 

B 
Bandwidth Allocation Protocol A protocol 
that dynamically controls the use of multi­
linked lines, adding extra connections when 
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additional bandwidth is required, and drop­
ping lines when not required. 

BAP See Bandwidth Allocation Protocol. 

Berkeley. Internet Name Domain A version 
of the DNS service, written initially for UNIX 
and ported to a wide variety of operating 

BIND See Berkeley Internet Name Domain. 

c 
CIDR See Classless Interdomain Routing. 

CIFS See Common Internet Filing System. 

Classless lnterdomain Routing A route 
aggregation technique to express a range of 
class C network IDs as a single route. 

Common Internet Filing System A platform­
independent, RFC-compliant file sharing sys­
tem. CIFS evolved from Windows' legacy 
NetBIOS-based file sharing. 

Compressed SLIP A simple compression 
scheme used to compress IP and TCP head­
ers to a 3-5-byte header on a SLIP link. 

Congestion Avoidance A TCP algorithm that 
provides a linear scaling of the actual Send 
window. The actual Send window is 
increased by one MSS for each full window 
of data acknowledged. 

C-SLIP See Compressed SLIP. 
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D 
DHCP See Dynamic Host Configuration 
Protocol. 

DHCP Server A Windows 2000 service that 
provides DHCP-based IP addresses and IP 
configuration details to DHCP clients. 

Diffie-Hellman Algorithm An algorithm for 
establishing a shared key over an insecure 
medium, and a component of the Oakley 
key determination protocol. 

Digital, Intel, and Xerox A consortium 
which created the original 10 Mbps version 
of Ethernet (a.k.a. DIX Ethernet). 

DIX See Digital, Intel, and Xerox. 

DNS_ See Domain Name System. 

Domain Name System A set of services for 
holding, updating and resolving computer 
names and associated IP addresses for com­
puters and other resources on the Internet or 
on private TCP /IP networks. 

Dynamic Host Configuration Protocol A 
protocol for providing computers with IP 
host configuration details. Also used to en­
sure DHCP servers are authorized. 

E 
Encapsulating Security Payload A part of 
the IP header provided by IP Security that 
enables data encryption to provide packet­
level privacy. 

ESP See Encapsulating Security Payload. 

F 
Fast Recovery A TCP algorithm that more 
quickly scales the TCP Send window when a 
segment is retransmitted using Fast Retransmit. 

Fast Retransmit A TCP algorithm that 
retransmits a segment before the retransmis­
sion time-out expires when multiple dupli­
cate acknowledgments of the previously 
received contiguous segment are 
received. 

FCS See Frame Check Sequence. 

FDDI See Fiber Distributed Data Interface. 

Fiber Distributed Data Interface A LAN 
technology based on optical fiber-based to­
ken passing ring, with a bit rate of 100 Mbps. 

File Transport Protocol A protocol for 
transferring files between heterogeneous 
servers and clients. Internet Explorer sup­
ports FTP. Additionally, Windows 2000 in­
cludes a command-line FTP client and an 
FTP Server (as part of IIS). 

Frame Check Sequence A field in data link 
protocol (i.e., Ethernet, PPP) used to provide 
bit-level integrity services for a single frame. 

Frame Relay A virtual circuit-based WAN 
technology designed for the transmission of 
data. Frame Relay is a streamlined version of 
X.25. 

FTP See File Transport Protocol. 

G 
Gateway A TCP /IP node that has routing 
capability (also called an IP router). 

Gratuitous ARP An ARP Request message 
sent to a host's own IP address. Gratuitous 
ARPs are used to check for duplicate IP 
addresses. 

H 
Hash A one-way cryptographic algorithm 
that takes an input message of arbitrary 
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length and produces a fixed-length digest for 
use with IPSec. If the hash, created by a 
sender and sent with a message, is the same 
as what the receiver computes, the message 
is assumed to have been unaltered. Two 
hash algorithms used by Windows 2000 are 
Secure Hash Algorithm (SHA) and Message 
Digest 5 (MDS). 

Host A TCP /IP node that does not have 
routing capability. 

Host Group The set of nodes listening for 
IP multicast traffic on a specific IP multicast 
address. 

HTTP See Hyper Text Transfer Protocol. 

Hyper Text Transfer Protocol An application 
protocol for transferring text, graphics, and 
other data between an HTTP client and 
server. Windows 2000 includes an HTTP 
client, Internet Explorer, and an HTTP Server 
as part of IIS. 

ICMP See Internet Control Message Protocol. 

IETF See Internet Engineering Task Force. 

rGMP See Internet Group Management 
Protocol. 

llS See Internet Information Seroer. 

IKE See Internet Key Exchange. 

INARP See Inverse ARP. 

Integrated Systems Digital Network A 
method of carrying digital transmissions over 
traditional telephone copper wire to provide 
higher speed dial-up connections. 

Internet Control Message Protocol A pro­
tocol that works with IP to report errors and 
control the flow of data. 
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Internet Engineering Task Force This is the 
body that defines the Internet protocol and 
oversees the development of the Internet and 
the evolution of the TCP /IP protocol suite. 
The standards developed by the IETF and 
IETF working parties are published as RFCs. 

Internet Group Management Protocol A 
protocol for managing multicast group 
membership. 

Internet Information Server A windows 
2000 service that provides Web, file transfer, 
newsgroup, and mail facilities. 

Internet Key Exchange A method of ex­
changing keys used by IP Security, based on 
ISAMP and Oakley. 

Internet Protocol An unreliable, datagram 
delivery service that operates at the Internet 
Layer (the Network Layer of the OSI model). 

Internet Security Association and Key 
Management Protocol A framework for 
managing keys within IP Security. 

Inverse ARP Obtains a remote systems' IP 
address, based on its Network Interface 
Layer address. Used mainly in Frame Relay. 
See also Address Resolution Protocol and 
Reverse ARP. 

IP See Internet Protocol. 

IPSec See IP Security. 

IP Security A suite of protocols and services 
that provide authentication, integrity, and 
privacy of IP datagrams. 

ISAKMP See Internet Security Association 
and Key Management Protocol. 

ISDN See Integrated Systems Digital Network. 

L 
LAN See Local Area Network. 
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LDAP See Lightweight Directory Access 
Protocol. 

Lightweight Directory Access Protocol A 
protocol for communication with a directory. 
Windows 2000 Active Directory makes heavy 
use of LDAP. 

Link State Advertisement A packet sent by 
an OSPF router to other OSPF routers to ad­
vise the state of a router. 

LLC See Logical Link Control. 

Local Area Network A network of intercon­
nected computers within a relatively small 
geographic area that can share resources. 

Logical Link Control A sub-layer of the OSI 
Data Link Layer. 

LSA See Link State Advertisement. 

M 
MAC See Media Access Control, Jl1AC 
Address. 

MAC Address An NIC's hardware address 
(for Ethernet, this will be the 48-bit Ethernet 
address). 

Maximum Receive Unit The maximum size 
of a PPP frame. 

Maximum Segment Size The maximum size 
of a TCP segment. 

Maximum Transmission Unit The largest 
frame that can be sent in a packet or frame­
based network (e.g., 1526 bytes for Ethernet). 

Media Access Control A sub-layer of the 
ISO Data Link layer, as defined by the IEEE. 

MRU See Maximum Receive Unit. 

MSS See Maximum Segment Size. 

MTU See Maximum Transmission Unit. 

N 
NBMA See Non-Broadcast Multiple Access. 

NCP See Network Control Protocol. 

NetBIOS A network interface for applica­
tions and a set of network protocols provid­
ing name services, session services, and 
datagram services for NetBIOS applications. 

Network Control Protocol A protocol for 
negotiating the Data Link characteristics of a 
point-to-point connection. 

Network News Transport Protocol A proto­
col used by computers for managing the ar­
ticles posted on network news newsgroups. 
Windows 2000 includes an NNTP client, 
Outlook Express, and an NNTP Server (as 
part of IIS). 

NNTP See Network News Transport Protocol. 

Node A network device running the TCP /IP 
protocol. 

Non-Broadcast Multiple Access A Network 
Interface Layer technology that supports an 
IP network segment with more than two 
nodes, but with no facility to broadcast a 
single packet to multiple locations (X.25, 
Frame Relay, and ATM are NBMA network 
types). 

0 
Oakley A protocol, used by IP Security, for 
exchanging keys securely, using the Diffie­
Hellman algorithm. 

Open Shortest Path First A link state 
based dynamic routing protocol for use 
within a single autonomous system. 

OSPF See Open Shortest Path First. 



p 
Packet lnterNet Groper A troubleshooting 
utility which uses ICMP Echo Request pack­
ets to provide information about reachablity 
for a destination node. 

Path MTU Discovery A method of discover­
ing the highest IP MTU for all links between 
two hosts. 

PDU See Protocol Data Unit. 

Permanent Virtual Circuit A path through a 
virtual circuit packet-switching network (e.g., 
X.25) that is statically programmed into the 
switches within the network. 

PING See Packet InterNet Groper. 

PMTU See Path MTU Discovery. 

Point-to-Point Protocol A standardized 
point-to-point network encapsulation 
method that provides frame delimitation, 
protocol identification, and bit-level integrity 
services. 

POP3 See Post Office Protocol. 

Post Office Protocol A protocol for retriev­
ing email from a mail server. The latest 
version of this protocol is known as POP3. 
Outlook Express is a POP3 client. 

PPP See Point-to-Point Protocol 

Protocol Data Unit The payload field for an 
Ethernet frame. 

PVC See Permanent Virtual Circuit. 

R 
Reverse ARP Reverse ARP obtains an IP ad­
dress of a host from an RARP server, based a 
MAC address. See also Address Resolution 
Protocol and Inverse ARP. 
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Request For Comment A formal document 
or standard, developed by an individual, the 
IETF, or an IETF working group that defines 
some part of the Internet Protocol suite. 
Some RFCs are informational in nature while 
others are Internet standards. RFCs are never 
re-issued, but are superceded by new RFCs. 

RFC See Request For Comment. 

RIP See Routing Information Protocol. 

Router A TCP/IP node that has routing ca­
pability (also called a gateway). 

Routing Information Protocol A distance 
vector-based dynamic routing protocol. 

s 
Serial Line Internet Protocol A simple 
packet-framing protocol for use on point-to­
point links that offers only frame delimita­
tion services. It doesn't provide protocol 
identification or bit-level int~grity services. 

Simple Mail Transfer Protocol A protocol 
for exchanging mail, typically between mail 
servers. IIS includes a limited function SMTP 
server. 

SLIP See Serial Line Internet Protocol. 

Slow Start A TCP algorithm that provides a 
quick scaling of the actual Send window. The 
actual Send window is increased by one MSS 
for each acknowledgment segment received. 

SMTP See Simple Mail Transfer Protocol. 

SONET See Synchronous Optical Network. 

SVC See Switched Virtual Circuit. 

Switched Virtual Circuit A path through a 
virtual circuit packet-switching network (e.g., 
X.25) that is negotiated using a signaling 
protocol each time a connection is initiated. 
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Synchronous Optical Network An ANSI 
standard specification for synchronous data 
transmission on optical media. SONET pro­
vides standards for a number of line rates up 
to the maximum line rate of 9.953 gigabits 
per second (Gbps). 

T 
TCP See Transport Control Protocol. 

TOI See Transport Driver Interj ace. 

Time-To-Live A field in an IP datagram 
header used to determine how many links 
on which the datagram can travel before 
being discarded by an IP router. 

Transport Control Protocol A reliable 
stream-based transport protocol that runs on 
top of the Internet Protocol. 

Transport Driver Interface A layer of the 
Windows 2000 network architecture. 

TTL See Time-To-Live. 

u 
UDP See User Datagram Protocol. 

User Datagram Protocol An unreliable 
datagram protocol at the Transport Layer that 
provides Application Layer process identifi­
cation and a checksum. 

v 
Variable Length Subnet Masks A technique 
of subnetting that produces subnets of differ­
ent sizes, all derived from an original net­
work ID. 

VLSM See Variable Length Subnet Masks. 

w 
WAN See Wide Area Network. 

Wide Area Network A geographically dis­
persed network, under private control, but 
which typically uses network connections 
from a third party telecommunications 
vendor. See also Local Area Network. 

Windows Internet Name Service A NetBIOS 
Name server, used by clients to register 
NetBIOS names to IP address mappings and 
to resolve NetBIOS names into IP addresses. 

Windows Sockets This is a series of APis 
that an application can call to transfer data 
using TCP/IP. Winsock is, effectively, a net­
work interface. 

WINS See Windows Internet Name Service. 

WINSOCK See Windows Sockets. 

World Wide Web The World Wide Web 
refers to resources available on the Internet 
and accessed by HTTP. 

WWW See World Wide Web. 

x 
X.25 A WAN technology based on virtual 
circuit-based packet switching. X.25 was de­
signed in the 1970s and provides a reliable, 
connection-oriented Network Interface Layer. 
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Internet Layer. See Internet Control Message 

Protocol (ICMP); Internet Group Management 
Protocol (IGMP); Internet Protocol (IP); 
Internet Protocol Version 6 (IPv6) 

Internet Printing Protocol (IPP), 423-434 
embedded printing and, 426 
fan out printing and, 425 
hosted printing and, 425 
job-description attributes of, 431-432 
job-template attributes of, 430 
operation attributes of, 429 
operations of, 428-429 
overview of, 423-424 
printer-description attributes of, 432-433 
request/response mechanisms of, 427-428 
security of, 433-434 . 
specifications of, 426-427 

Internet Protocol (IP), 75-106. See also entries under IP 
configuration with DHCP, 321 

Internet Protocol (IP) (continued) 
datagrams and, 3-4, 77 
fragmentation and, 87-96 
header of, 78-87 
MTU and, 77-78 
options of, 96-106 
services of, 75-77 

Internet Protocol Version 4 (IPv4) 
compared with IPv6, 209-210 
embedded addresses and, 216 
IPSec and, 478 
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Internet Protocol Version 6 (IPv6), 209-224. See also 
entries under 1Pv6 

addressing and, 212-219 
developmental background of, 209-210 
embedded IPv4 addresses and, 216 
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219-223 
IPSec and, 478 
IPv6 host record (AAAA) RR, 376 
links, neighbors, link MTUs, and Link Address 

layer, 212 
overview of, 211-212 
RFCs relating to, 211 
transition mechanisms, IPv4 to IPv6, 224 
Windows 2000 DNS support for, 366-367 

Internet Security Association and Key Management 
Protocol (ISAKMP), 481-482, 484-485 

Internet Service Provider (ISP), 492 
Internet Timestamp, 104-106 

fields of, 104-105 
setting with PING utility, 105-106 

internetworks 
protocols for, 75 
remote site connections and, 491 

Inverse ARP (InARP), 69-70 
inverse queries, DNS, 359 
IP. See Internet Protocol (IP) 
IP addressing, 107-138. See also subnetting 

binary/decimal conversions and, 108-109 
broadcast addresses and, 134-136 
DHCP and, 322 
expression of, 107-108 
IP header and, 109 
multicast addresses and, 136-138 
private addresses and, 132-134 
public addresses and, 131-132 



524 I Microsoft Windows 2000 TCP Protocols and Services Technical Reference 

IP addressing (continued) 
supernetting and, 128-131 
types of, 107 
unicast addresses and, 109-110 
Windows 2000 private IP addressing and, 134 

IP broadcast addressing, 134-136 
all-subnets-directed broadcast, 135 
limited broadcast, 135-136 
network broadcast, 134-135 
subnet broadcast, 135 

IP datagrams 
delivery of, 76 
direct and indirect deliveries of, 139-140 
IPSec and, 477 
LAN technologies for, 4-28 
Strict Source Route option for, 101 
tunneling and, 494-496 
WAN technologies for, 29-55 

IP header 
Cost field, 82 
Delay field, 81 
Destination Address field, 86 
Flags field, 83 
Fragment Offset field, 83 
Header Checksum field, 86 
Header Length field, 79 
Identification field, 83 
Options and Padding field, 86-87 
Precedence field, 80-81 
Protocol field, 85 
Reliability field, 81 
Reserved field, 82 
Source Address field, 86 
Throughput field, 81 
Time To Live (TTL) field, 83-85 
Total Length field, 83 
Type Of Service (TOS) field, 80 
Version field, 78-79 

IP multicast addressing, 136-138. See also multicast 
addresses 

mapping to MAC addresses, 137-138 
overview of, 136-137 

IP multicasting, 191-196. See also entries under 
multicast 

host support for, 192-194 
internetworks and, 195-196 
overview of, 191-192 

IP multicasting (continued) 
receiving traffic on, 194 
registry settings for, 192 
router support for, 194-195 
sending traffic on, 192-193 
TTL settings for, 193 

IP options 
Copy field, 96 
End Of Option List, 97 
Internet Timestamp, 104-106 
IP Router Alert, 103-104 
Loose Source Route, 102-103 
No Operation, 98 
Option Class field, 96-97 
Option Number field, 97 
Record Route, 98-99 
Strict Source Route, 100-102 

IPP. See Internet Printing Protocol (IPP) 
IP Router Alert, 103-104 
IP routing, 139-162 

class-based vs. classless routing, 155-156 
direct and indirect deliveries of, 139-140 
flat vs. hierarchical routing, 156-157 
forwarding processes of, 151-153 
overview of, 139-140 
PMTU Discovery and, 173-174 
single-path vs. multi-path routing, 154 
single vs. multiple autonomous systems, 161 
static vs. dynamic routing, 157-161 
types of links for, 140-142 
utilities for, 161-162 
Windows 2000 and, 146-150 

IP routing table, 143-146 
destination values of, 143 
field structure of, 143-144 
route determination process of, 145-146 
route types of, 144-145 

IPSec policies, 479-480 
applying, 484 
obtaining, 483-484 

IPSec Policy Agent, 479, 480-481 
IPSec SA, 481, 485 
IP Security (IPSec), operation of, 477-490 

applying IPSec policies, 484 
authentication header layout, 486 
authentication header packet transform, 486-487 
background of, 477-478 



IP Security (IPSec), operation of (continued) 
computing authentication header field 

value of, 487 
creating security associations (SAs) and, 484-485 
ESP and, 487-488 
ESP header layout and, 488-489 
ESP packet layout and transform and, 489-490 
generating new keys with, 485 
obtaining IPSec policies, 483-484 

IP Security (IPSec), terminology and concepts, 
478-483 

anti-replay service of, 479 
architecture of, 479 
authentication service of, 478-479 
confidentiality service of, 479 
driver for, 482 
IKE and, 481 
integrity service of, 479 
IPSec policy and, 479-480 
ISAKMP and, 481-482 
key management service of, 479 
modes of, 482-483 
non-repudiation service of, 479 
Oakley key determination protocol and, 482 
Policy Agent and, 480-481 
security associations (SAs) and, 481 
SPI and, 482 

IPv4 (Internet Protocol Version 4). See Internet 
Protocol Version 4 (IPv4) 

IPv6 (Internet Protocol Version 6). See Internet 
Protocol Version 6 (IPv6) 

IPv6 addressing 
anycast addresses and, 216 
multicast addresses and, 216-217 
neighbor discovery and, 217-219 
text representation of, 212-213 
unicast addresses and, 213-216 

IPv6 host record (AAAA) RR, 376 
IPv6 support, 366-367 
ISAKMP (Internet Security Association and Key 

Management Protocol), 481-482, 484-485 
ISDN (Integrated Services Digital Network), 29 

PPP and, 36 
ISO (International Organization for 

Standardization), 501 
ISP (Internet Service Provider), 492 
iterative queries, DNS query classes, 359 
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J 
job attributes, IPP, 426-427, 430-432 

K 
Karn's algorithm, 313-315 
KeepAliveinterval, TCP connections, 270 
keepalive segments, TCP connections, 259, 269 
KeepAliveTime, TCP connections, 270 
Kerberos authentication, 436, 479 
keys 

L 

AH hasing, 485 
determining with Oakley protocol, 482 
ESP hashing, 487 
generating new keys, 485 
IPSec management service for, 479 

L2TP. See Layer 2 Tunneling Protocol (L2TP) 
LANs. See local area networks (LANs) 
LAPB (Link Access Procedure-Balanced) 

header and trailer fields of, 42 
X.25 and, 40 

lastack variable, timestamps, 311-313 
Layer 2 Tunneling Protocol (L2TP), 501-503 

comparing VPN protocols and, 493-494 
encapsulation with, 502 
encryption with, 503 
installation of, 501-502 
introduction to, 501 

LCN (Logical Channel Number), X.25, 41-42 
LCP (Link Control Protocol), 496 
LDAP (Lightweight Directory Access Protocol), 484 
leases, DHCP, 325 

obtaining an initial lease, 328-329 
renewing leases, 329 

Leave Group message, IGMPv2, 200-201 
Length field, IEEE 802.3, 10 
Lightweight Directory Access Protocol (LDAP), 484 
lightweight protocols, 228 
Link Access Procedure-Balanced (LAPB) 

header and trailer fields of, 42 
X.25 and, 40 

Link Control Protocol (LCP), 496 
Link Layer addresses, 212 
links, 212 
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LLC (Logical Link Control), 4 
local area networks (LANs), 3-28 

encapsulations and, 3-4 
Ethernet and, 4-15 
FDDI and, 22-28 
Token Ring and, 15-22 
VPNs and, 493 

logical byte size, FTP, 462 
Logical Channel Number (LCN), X.25, 41-42 
Logical Link Control (LLC), 4 
Loose Source Route, IP options, 102-103 

fields of, 102 
sending IP datagrams with, 102-103 
setting with PING utility, 103 

Lotus Notes, NetBIOS names, 389 

M 
mail exchanger (MX), RR, 355, 376 
mail services. See Simple Mail Transfer 

Protocol (SMTP) 
MaxFreeTWTcbs, registry settings, 280 
Maximum Receive Unit (MRU), 36 
maximum segment size (MSS), 247-249 

small segments and, 293 
SWS and, 295 

maximum transmission unit (MTU), 36 
definition of, 212 
IP and, 77-78 
translational bridging and, 94-96 

MaxUserPort, TCP ·ports, 240-241 
MBONE (Multicast Backbone), 196 
Media Access Control (MAC) 

Ethernet special bits and, 14-15 
FDDI special bits and, 21-22 
frame formats and, 4 
mapping MAC addresses to IP multicast 

addresses, 137-138 
Token Ring special bits and, 21-22 
updating ARP cache entries and, 60 

messages, DHCP 
DHCPACK, DHCP messages, 340-341 
DHCPDECLINE, DHCP messages, 341-343 
DHCPDISCOVER, DHCP messages, 334-336 
DHCPINFORM, DHCP messages, 346-347 
DHCPNAK, DHCP messages, 343-345 
DHCPOFFER, DHCP messages, 336-338 

messages, DHCP (continued) 
DHCPRELEASE, DHCP messages, 345-346 
DHCPREQUEST, DHCP messages, 338-340 
general format of, 332-334 
sending and receiving application layer 

messages, 324-325 
messages, DNS, 377-384 

name-query messages, 382 
name-query response messages, 383 
name update messages, 383-384 
name 1.J.pdate response messages, 384 
query messages, 378-380 
reverse-name query messages, 383 
RR format and, 380-381 
update messages, 381-382 

messages, HTTP, 444-458 
definition of, 442 
message headers, 445 
message types, 444 
request messages, 445-446 
response messages, 446-458 

messages, IGMP 
IGMPvl, 198 
IGMPv2, 201-202 

messages, NetBIOS. See messages, WINS 
messages, UDP, 228-229 
messages, WINS, 404-420 

format of, 404-405 
Name Query Request message, 418-419 
Name Query Response, 419 
Name Refresh message, 416 
Name Registration message, 413 
Name Registration Response, 414-415 
Name Release Request message, 416-417 
Name Release Response message, 417-418 
Name Response message, 419-420 
Name Service header and, .405-407 
NetBIOS name representation and, 408-409 
question entries and, 409-410 
resource record compression and, 412-413 
resource records (RRs) and, 410-412 
Wait Acknowledgement message, 420 

methods, HTTP 
method codes and, 445-446 
safe methods and, 445-446 

Metric field, IP routing table, 144 
Microsoft CHAP (MS-CHAP), 498 



Microsoft Exchange, NetBIOS names and, 389 
Microsoft-modified B-node, 391 
Microsoft Point-to-Point Compr~ssion (MPPC), 497, 499 
Microsoft Point-to-Point Encryption (MPPE), 497, 499 
Microsoft Windows 2000. See Windows 2000 
M-node (mixed node), 390-391, 393, 399 
More Fragments (MF) flag, 88 
MP (Multilink Protocol). See Multilink Protocol (MP) 
MPPC (Microsoft Point-to-Point Compression), 

497, 499 
MPPE (Microsoft Point-to-Point Encryption), 497, 499 
MRU (Maximum Receive Unit), 36 
MSS. See maximum segment size (MSS) 
MTU. See maximum transmission unit (MTU) 
multicast addresses, 216-217. See also IP multicast 

addressing 
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definition of, 212 
fields of, 217 
format of, 217 

Multicast Backbone (MBONE), 196 
multicast groups 

definition of, 192 
IGMP router mode and, 206-207 

multicasting. See IP multicasting 
multicast queries, IGMPv2, 201 
multicast scopes, 327 
multicast sources, IGMP router mode, 207 
Multilink Protocol (MP), 36-38 

function of, 36-37 
header and trailer fields of, 37-38 

multi-path routing, 154 
multiple client protocols, 76 

N 
Nagle algorithm, 293-294 
name defense, NetBIOS names, 392 
name-query messages 

DNS, 382, 383 
NetBIOS, 402-403, 418-420 

Name Refresh message, NetBIOS, 403, 416 
name registration, NetBIOS, 391, 400-401 
Name Registration message, NetBIOS, 413-415 

format of, 413. 
negative Name Registration Response, 414-415 
positive Name Registration Response, 414 
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Name Registration Request, NetBIOS, 398-400 
name renewal request, 400 
negative reply, 399-400 
positive reply, 399 
wait acknowledgement, 400 

name release, NetBIOS, 395 
Name Release Request message, NetBIOS, 416-417 
Name Release Response message, NetBIOS, 417-418 
name representation, NetBIOS, 408-409 
name resolution 

CIFS, 434 
DNS, 352, 368-369 
WINS, 392-394 

name servers (NS) 
DNS components and, 353 
RRs and, 355 

Flags field of, 406-407 
format of, 405 
operation codes and meanings, 407 

name service messages. See NetBIOS name service 
messages 

Name Service Question entries, 409-410 
name spaces, 352. See also domain name space 
name update messages, DNS, 383-384 
name update response messages, DNS, 384 
NAT (Network address translator), 244, 396 
NBMA (non-broadcast multiple access) links, 

IP routing, 142 
NCP (Network Control Protocol), 496 
NDIS (Network Driver Interface Specification), 

482, 495 
negative caching 

definition of, 361 
neighbor discovery, 217-219 

host discovery and, 218-219 
router discovery and, 218 

neighbors, 212 
NetBEUI, 385 
NetBIOS 

CIFS and, 434 
file sharing and, 423 
overview of, 385-386 

NetBIOS names 
format of, 404-405 
header and, 405-407 
name cache and, 394-395 
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NetBIOS names (continued) 
name compression and, 412-413 
name defense and, 392 
name release and, 395, 401 
name representation and, 408-409 
name resolution and, 352, 392-'-394, 401-403 
name service operations and, 389 
question entries and, 409-410 
refreshing, 403 
registering, 398-401 
resource records (RRs) and, 410-412 
specifications of, 387-388 
suffixes of, 388-389 
time to live (TTL) and, 392 
types of, 388 

NetBI9S names, messages, 404-420 
Name Query Request, 418-419 
Name Query Response, 419 
Name Refresh, 416 
Name Registration, 413 
Name Registration Response, 414-415 
Name Release Request, 416-417 
Name Release Response, 417-418 
Name Response, 419-420 
Wait Acknowledgement, 420 

NetBIOS node types, 390-391 
NetBIOS scope, 389-390 
NetBIOS scope identifier, 390 
Network address translator (NAT), 244, 396 
network broadcast, 134-135 
Network Control Protocol (NCP), 496 
Network Driver Interface Specification (NDIS), 

482, 495 
network IDs 

binary subnetting and, 118-121 
classes and, 119-120 
decimal subnetting and, 122-123 
enumerating, 112 
expressing and determining, 116-117 
routes and, 144-145 

Network Information Center (NIC), 351 
Network Interface Layer. See also Address Resolution 

Protocol (ARP); local area networks (LANs); 
wide area networks (WANs) 

IP independence form, 76 
IP MTUs and, 77 

Network Layer, OSI, 40 

Network Layer Protocol Identifier (NLPID), X.25, 
40-41, 44 

Network Mask field, IP routing table, 143-144 
Network Monitor 

PING utility and, 185-186 
TRACERT utility and, 187-188 

network prefix notation, 115-116 
network resources, 387 
network-to-network interface (NNI), ATM cells, 47 
network troubleshooting. See PING utility 
NIC (Network Information Center), 351 
NLPID (Network Layer Protocol Identifier), X.25, 

40-41, 44 
· NNI (network-to-network interface), ATM cells, 47 

Node Operation, IP options, 98 
nodes 

definition of, 211 
types of, 390-391 

non-broadcast multiple access (NBMA) links, 
IP routing, 142 

non-repudiation service, IPSec, 479 
NotRcvd/Inside data, receive window, 289 
NotRcvd/Outside data, receive window, 289 
NWLink (IPX), 385 

0 
Oakley key determination protocol, 482 
offending node, 67-68 
Open Systems Interconnection (OSI) 

IP datagrams and, 3 
PPTP and, 499 
X.25 layers of, 40 

Operation (Opcode) field, ARP header, 63 
operation attributes, IPP, 427, 429 
operations, DNS 

query operations, 356 
update operations, 356 

operations, IPP, 428-429 
opportunistic locks (oplocks) 

batch oplocks, 439 
exclusive oplocks, 438-439 
level II oplocks, 439 

option classes, DHCP, 324 
Option Class field, IP options, 96-97 
Option Number field, IP options, 97 
options, DHCP, 347-350 



options, DHCP (continued) 
administration levels for, 323 
option formats, 347 
options present in all DHCP messages, 

348-349 
options requested by DHCP clients, 349-350 
options supported by Windows 2000, 348-350 
vendor-specific options, 350 

Options and Padding field, IP header, 86-87 
Organizational Unit (OU) policies, IPSec and, 

483-484 
OSPF, IP routing, 160 
out of band data, 244 
output devices, 424 

p 
packet assembler/disassembler (PAD), X.25, 39 
packet-switched public data network (PSPDN), 

X.25, 39 
packet -switching, 7 6-77 
Packet Type Identifier, X.25, 41-42 
PAD (packet assembler/disassembler), X.25, 39 
page structure, FTP, 464 
Password Authentication Protocol (PAP), 497 
Path MTU (PMTU) Discovery, 171-176 

adjusting, 172-173 
avoiding fragrrientation with, 171-172 
registry settings for, 174 
router support for, 173-174 

PATHPING utility, 189-190 
function of, 189-190 
options of, 190 
routing utilities and, 162 

Payload field 
Ethernet II, 6 
FDDI, 25-26 
IEEE 802.5, 18 

payloads 
IP payload and, 78 
setting size of, 94 

Payload Type Indicator (PTI), 48 
PerformRouterDiscovery, Windows 2000, 181 
permanent groups, 192 
Physical Layer, OSI 

ATM and, 50 
X.25 and, 40 

PID (Process ID), CIFS, 436 
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PING utility, 184-185 
creating source-fragmented packets with, 94 
example of use of, 185-186 
options of, 184-185 
routing utilities and, 162 
setting DF flag with, 93 
setting Loose Source Route with, 103 
setting payload size with, 94 
setting Record Route option with, 99 
setting Strict Source Route with, 102 
setting Timestamp option with, 105-106 
setting TOS with, 82 
setting TTL with, 85 

PLP header, X.25, 40-41 
PMTU Discovery. See Path MTU (PMTU) Discovery 
P-node (point-to-point node), 390, 393, 398 
nnintPr (P'rP) PP ~<::;<::; ~7h 
.... , - - - , -
point-to-point links, IP routing, 141-142 
Point-to-Point Protocol (PPP), 32-36 

asynchoronous links and, 35 
data link encapsulation and, 32 
header and trailer fields of, 33-34 
maximum transmission unit for, 36 
synchronous links and, 35-36 
VPNs and, 496-497 

Point-to-Point Tunneling Protocol (PPTP), 499-501 
comparing VPN protocols, 493-494 
encapsulation with, 500 
encryption with, 501 
installation of, 500 
introduction to, 499-500 

Port numbers, IANA 
TCP and, 240 
UDP and, 232 

PPP. See Point-to-Point Protocol (PPP) 
PPTP. See Point-to-Point Tunneling Protocol (PPTP) 
Preamble field 

Ethernet II, 5 
FDDI, 23 
IEEE 802.3, 9-10 

Precedence field, IP header, 80-81 
printer attributes, IPP, 426, 432-433 
printers 

definition of, 424 
installation of, 423-424 

printer sharing. See also Internet Printing Protocol (IPP) 
accessing printers, 437 
overview of, 423 
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printing 
embedded printing, 426 
fan out printing, 425 
hosted printing, 425 

privacy, IPSec, 477 
private addresses, IP addressing, 132-134 
probing the window, 287 
Process ID (PID), CIFS, 436 
Protocol Address Length field, ARP, 63 
Protocol field 

IP, 85 
PPP, 33 

protocol identification 
LAN encapsulations and, 3 
WAN encapsulations and, 29 

Protocol Interpreter (PI), 462 
Protocol Type field, ARP, 63 
proxy, HTIP, 442 
proxy ARP, 70-72 
PSPDN (packet-switched public data network), 

X.25, 39 
PTI (Payload Type Indicator), 48 
public addresses, IP addressing, 131-132 
public keys, 479 

Q 
queries, DNS 

inverse queries, 359 
query classes, 359 
reverse queries, 359 

query messages, DNS 
flags field, 378-379 
format of, 377 
header fields of, 377-378 
question entries and, 379-380 

query operations, DNS, 356 
query reply message, DNS, 356 
question entries, NetBIOS, 409-410 

R 
range, HTIP, 442-443 
RAS (Remote Access Server), 499 
Rcvd/ ACKed/NotRetr data, receive window, 288-289 
Rcvd/ACKed/Retr data, receive window, 288 
Rcvd/UnACKed data, receive window, 289 

read-ahead and write-behind operations, 438 
reassembly, IP fragmentation and, 91-92 
receiver-side flow control, 295 
receiver-SMTP process, 469 
receive window, TCP, 287-293 

NotRcvd/Inside data of, 289 
NotRcvd/Outside data of, 289 
Rcvd/ ACKed/NotRetr data of, 288-289 
Rcvd/ ACKed/Retr data of, 288 
Rcvd/UnACKed data of, 289 
setting size of, 290-293 
shrinking the receive window, 290 
sliding the receive window, 289-290 

Record Route, IP options 
fields of, 98 
processing, 99 
setting with PING utility, 99 

record structure, FTP, 464 
registry settings 

EnableDeadGWDetect, 307 
EnablePMTUBHDetect, 174 
EnablePMTUDiscovery, 6 
GlobalMaxTcpWindowSize, 292 
MaxFreeTWTcbs, 280 
SackOpts, 255 
Tep 13230pts, 251 
TcpDelAckTicks, 282 
TcpinitialRTT, 309 
TcpMaxConnectResponseRetransmissions, 268, 

305-306 
TcpMaxConnectRetransmissions, 265, 305 
TcpMaxDataRetransmissions, 304-305 
TcpMaxDupAcks, 316 
TcpMaxHalfOpen, 268 
TcpMaxHalfOpenRetried, 268 
TcpMaxPortsExhausted, 269 
TcpNumConnections, 265 
TcpTimedWaitDelay, 279 
TcpUseRFC1122UrgentPointer, 246 
TcpWindowSize, 292-293 

registry settings, ARP 
ArpAlwaysSourceRoute, 61 
ArpCacheLife, 59 
ArpCacheMinReferencedLife, 59-60 
ArpRetryCount, 67 
ArpTRSingleRoute, 61 
ArpUseEtherSNAP, 13-14, 60-61 



registry settings, ICMP Router Discovery, 181 
registry settings, PMTU Discovery, 174 
registry settings, TCP connection establishment 

process, 265-266 
registry settings, TCP connection termination 

process, 279-280 
registry settings, Windows 2000 

acknowledgment delay period and, 282 
ARP and, 60-61 
IP multicasting and, 192 
PMTU and, 17 4 
receive window size and, 292-293 
Router Discovery and, 181 
SYN attacks and, 268-269 
TCP connection establishment and, 265-266 
TCP connection termination and, 279-280 
TCP SACK option and, 255 
TCP Urgent Data and, 246 
TCP Window Scale option and, 251 

registry settings for ARP 
Windows 2000, 60-61 

registry settings for DefaultTOS 
Windows 2000, 82 

registry settings for DefaultTTL 
Windows 2000, 85 

registry settings for IP MTU 
Windows 2000, 77 

relay agents, DHCP, 325, 330-331 
Reliability field, IP header, 81 
Remote Access Server (RAS), 499 
Remote Network VPN, 493 
remote site connections. See Virtual Private 

Networks (VPNs) 
Remote User VPN, 493 
replications, WINS, 397 
replies, FTP, 461 
request messages, HTTP, 445-446 

header fields of, 451-454 
method codes and, 445-446 
overview of, 445 
safe methods and, 445-446 

request/response mechanisms, IPP, 427-428 
requests, HTTP, 442 
reservations, DHCP, 325 
Reserved field, IP header, 82 
resolver, DNS 

definition of, 359-360 

resolver, DNS (continued) 
DNS components and, 353 
resolving aliases, 369-370 
resolving names, 368-369 
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resource record name compression, NetBIOS, 
412-413 

resource records (RRs) 
definition of, 354-355, 373-375 
DNS components and, 352 
DNS messages and, 380-381 
NetBIOS and, 410-412 
Windows 2000 and, 355, 375-377 
zone data and, 374-375 

resource records (RRs), DNS, 373-377 
AD-integrated zone RRs and, 375 
canonical names (CNAME) RR, 376 
host address (A) RR, 375 
IPv6 host record (AAAA) RR, 376 
location of RRs, 375 
mail exchanger (MX) RR, 376 
pointer (PTR) RR, 376 
service locator (SRV) RR, 376-377 

resources, HTTP, 442 
response messages, HTTP, 446-458 

definition of, 442 
header fields of, 454-455 
status codes and, 447-451 

retransmission behavior, 303-308 
calculating, 308-313 
dead gateway detection and, 306-307 
EnableDeadGWDetect and, 307 
new connections and, 305-306 
RTO and, 303 
SACK option and, 307-308 
TcpinitialRTT and, 309 
TcpMaxConnectResponseRetransmissions and, 

305-306 
TcpMaxConnectRetransmissions and, 305 
TcpMaxDataRetransmissions and, 304-305 
timestamp options and, 309-313 

retransmission time-out (RTO) 
congestion collapse and, 302-303 
Karn's algorithm and, 313-315 
RTT and, 301-303 

reverse-lookup zones, 358 
reverse-name query messages, DNS, 383 
reverse-path, SMTP, 469 
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reverse queries, DNS, 359 
RIP, IP routing, 159 
Rogue DHCP servers, 326 
Rogue Server Detection, 331 
round robin load balancing, 365 
round-trip time (RTT), 301-303 
route determination, 145 
router discovery, 218 
routers 

definition of, 211 
router support for IP multicasting, 194-195 

ROUTE utility, 162 
routing. See also Classless Inter-Domain Routing 

(CIDR); IP routing 
CIDR and, 131 
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Sent/ ACKed data, 285 
Sent/UnACKed data, 285 
Serial Line Internet Protocol (SLIP), 30-32 

character stuffing and, 30-31 
frame delimitation services of, 30-31 

Server Message Block (SMB) 
CIFS and, 434 
session setup and tear down, 436-437 

servers 
DHCP, 322, 326, 329-331 
DNS, 364-365 
HTTP, 442 

Service Access Point (SAP), 11 
service locator (SRV), RR, 355, 376-377 
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IEEE 802.5, 17 

start of authority (SOA), RR, 332, 355 
static routing, 157-158 
status codes, HTTP 

status code classes, 447 
status code meanings, 447-451 

sthresh variable, 317 
stream mode, FTP, 466 

Index I 533 

Strict Source Route, IP options, 100-102 
fields of, 101 
sending IP datagrams with, 101 
setting with PING utility, 102 

subnet broadcast, 135 
subnet masks, 114-116 

dotted decimal notation and, 114-115 
network prefix notation and, 115-116 

subnetting, 113-128 
all-zeros and all-ones, 125 
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T-carrier 
PPP and, 36 
WANs and, 29 
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TCP connection establishment process, 260-266 
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registry settings for, 265-266 
results of, 265 
SYN (synchronize) segment of, 260-262 
SYN-ACK segment of, 262-263 

TCP connection reset, 275-277 
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timestamp, Internet Timestamp, 104-106 

fields of, 104-105 
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NetBIOS, 392 
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DefaultTTL and, 84 
setting with PING utility, 85 
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IEEE 802.5 frame format and, 16-19 
IEEE 802.5 SNAP and, 19-21 
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overview of, 15-16 

top-level domains, 353 
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TPA (Target Protocol Address) field, ARP, 64 
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steps in function of, 186-187 

transfer byte size, FTP, 462 
transfer codings, HTTP, 459 
transition mechanisms, IPv4 to IPv6, 224 
translational bridging, 94-96 
transmission channels; SMTP, 469 
Transmission Control Protocol (TCP), 235-258. 

See also entries under TCP 
End Of Option List option, 246 
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flags of, 242-243 
header format of, 237-239 
MSS option, 247-249 
No Operation option, 246 
overview of, 235-236 
ports of, 239-241 
pseudo header of, 243-244 
SACK option, 253-255 
SACK-Permitted option, 252-253 
TCP segments and, 236 
Timestamps option, 255-258 
urgent data and, 244-246 
Window Scale option, 249-251 

Transmission Control Protocol (TCP), connections, 
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establishing, 260-266 
half-open connections and, 266-269 
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resetting, 275-277 
states of, 277-278 
terminating, 270-275, 279-280 

Transmission Control Protocol (TCP), data flow, 
281-300 

ACK segments and, 281-284 
data flow behavior overview, 281 
sender-side flow control and, 295-300 
sliding windows and, 284-293 
small segments and, 293-295 

Transmission Control Protocol (TCP), retransmission 
and time-out, 301-317 

calculating RTO, 308-313 
fast retransmit and, 315-317 
Karn's algorithm and, 313-315 
retransmission behavior and, 303-308 
RTO and, 301-303 

Transport Layer. See also Transmission 
Control Protocol (TCP); User Datagram 
Protocol (UDP) 

using TCP for reliability, 235 
using UDP for minimum overhead, 227 

transport mode, IPSec, 482-483 
Tree ID (TID), CIFS, 436 
Trivial File Transfer Protocol (TFTP), 327 
tsrecent variable, 311-313 
TTL (time to live) 

definition of, 373 

TTL (time to live) (continued) 
DNS, 367 
IP, 83--85 
NetBIOS, 392 

tunneling 
HTTP and, 442 

Index I 535 

implementing VPNs by means of, 494-496 
IPSec tunnel mode and, 482-483 

Type Of Service (TOS) field, IP header, 80, 82 
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UDP. See User Datagram Protocol (UDP) 
UDP header, 229-231 

fields of, 229-230 
structure of, 229 
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MaxUserPort and, 232-233 
well known port numbers, 232 

UDP pseudo header, 230-231 
U/L (Universal Locally) Administered bit 

Ethernet MAC addresses and, 14-15 
Token Ring MAC addresses and, 21 

unauthorized DHCP servers, 326, 331 
UNC (Universal Naming Convention), 423 
UNI (user network interface), ATM, 47 
unicast addresses 

Aggregatable Global, 214-215 
definition of, 212 
local-use, 215 
reserved, 213-214 

unicast IP addressing, 109-110. See also subnetting 
address classes and, 110-111 
enumerating host IDs and, 112 
enumerating network IDs and, 112 

Uniform Resource Identifier (URI), 442-444 
Uniform Resource Locator (URL), 442 
unique names, 388 
Universal Locally (U/L) Administered bit 

Ethernet MAC addresses and, 14-15 
Token Ring MAC addresses and, 21 

Universal Naming Convention (UNC), 423 
Unsent/Inside data, 286 
Unsent/Outside data, 286 
update messages, DNS 

flags of, 381-382 
format of, 381 

update operations, DNS, 356 
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URI (Uniform Resource Identifier), 442-444 
URL (Uniform Resource Locator), 444 
User class options, DHCP, 324, 350 
User Datagram Protocol (UDP), 227-234 

data transportation with, 227 
DNS messages and, 377 
header format of, 229-231 
overview of, 227 
ports of, 231-233 
process for demultiplexing UDP messages, 233 
UDP messages and, 228-229 
uses for, 228 

user network interface (UNI), ATM, 47 

v 
variable-length subnetting, 125-128 

example of, 126-127 
overview of, 125-126 
routing and, 128 

variant, HTIP, 443 
VCis (Virtual Channel Identifiers), 48 
VCs (virtual circuits), CIFS, 436 
Vendor class options, DHCP, 324, 350 
Version field, IP header, 78-79 
Virtual Channel Identifiers (VCis), 48 
virtual circuits (VCs), CIFS, 436 
Virtual Path Identifiers (VPis), 48 
Virtual Private Networks (VPNs), 491-503. See also 

Layer 2 Tunneling Protocol (L2TP); Point-to­
Point Tunneling Protocol (PPTP) 

address assignment on, 498-499 
authentication on, 497-498 
clients and servers of, 493 
data compression on, 499 
data encryption on, 499 
description of, 492-493 
PPP and, 496-497 
protocols for, 493-494 
tunneling and, 494-496 

VPis (Virtual Path Identifiers), 48 
VPN. See Virtual Private Networks (VPNs) 
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Wait Acknowledgement message, NetBIOS, 420 
WANs. See wide area networks (WANs) 
Web publishing. See HyperText Transfer Protocol (HTTP) 

wide area networks (WANs), 29-55 
ATM encapsulation and, 46-55 
Frame Relay encapsulation and, 42-46 
point-to-point encapsulation and, 30-38 
WAN encapsulations, 29-30 
X.25 encapsulation and, 39-42 

Windows 2000 
authentication and, 479, 498 
automatic private IP addressing and, 134 
CIFS and, 434 
controlling TCP connection terminations in, 279 
DHCP and, 322-332 
dynamic DNS implementation in, 332 
dynamic routing and, 161 
IP multicasting and, 204-207 
maximum receive window size and, 290-293 
name resolution in, 352 
NetBIOS suffixes and, 388-389 
RAS and, 499 
registry settings for ARP, 60-61 
registry settings for DefaultTOS, 82 
registry settings for DefaultTTL, 85 
registry settings for IP MTU, 77 
Router Discovery and, 181 
RRAS and, 71, 204-207, 500 
RRs supported by, 375-377 
static routing and, 158 
WINS and, 387 

Windows 2000 IP routing, 146-150 
displaying example of, 146-147 
maintenance of, 148-149 
multihomed node example of, 148 
process in, 149-150 
route determination in, 150 

Windows Internet Name Service (WINS), 398-403 
CIFS and, 434 
definition of, 387 
determining·adapter status, 403 
NetBIOS and, 352, 385-386 
registering names, 398-400 
releasing names, 401 
resolving name registration conflicts, 400-401 
resolving names, 401-403 

Windows Internet Name Service (WINS), key terms 
adapter status, 398 
end-nodes, 387 
Microsoft-modified B-node, 391 
name defense, 392 
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key terms (continued) 

name registration, 391 
name release, 395 
NetBIOS Name cache, 394-395 
NetBIOS name resolution, 392-394 
NetBIOS names, 387-388 
NetBIOS name service operations, 389 
NetBIOS names suffix, 388-389 
NetBIOS name types, 388 
NetBIOS node types, 390-391 
NetBIOS scope, 389-390 
network resources, 387 
time-to-live (TIL), 392 
WINS database entries, 397 
WINS proxy, 396 
WINS server replication, 397 

wmaows internee Name service ~ WlNSJ, messages 
format of, 404-405 
Name Query Request message, 418-419 
Name Query Response, 419 
Name Refresh message, 416 
Name Registration message, 413 
Name Registration Response, 414-415 
Name Release Request message, 416:_417 
Name Release Response message, 417-418 
Name Response message, 419-420 
Name Service header and, 405-407 
NetBIOS name representation and, 408-409 
question entries and, 409-410 
resource record compression and, 412-413 
resource records (RRs) and, 410-412 
Wait Acknowledgement message, 420 

WINS. See Windows Internet Name Service (WINS) 
WINS client, 387 
WINS database entries, 397 
WINS proxy, 396 
WINS server replication, 397 
write-behind and read-ahead operations, 438 

x 
X.25, 39-42 

compared with Frame Relay, 43 
encapsulation forms of, 40-42 
overview of, 39-40 
WANs and, 29 

zero send window, 287 
zones, DNS 

AD-integrated zones, 358 
compared with domains, 357 
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directory-integrated zone replication, 363 
incremental zone transfers, 362-363 
reverse-lookup zones, 358 
RRs and, 374-375 
types of, 356 
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zone transfer, 361-362, 372-373 
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Microsoft will not utilize such technical information in a form that personally identifie~ you. 

• Software Transfer. You may permanently transfer all of your rights under this EULA, provided you retain no copies, you 
transfer all of the SOFTWARE PRODUCT (including all component parts," the media and printed materials, any upgrades, 
this EULA, and, if applicable, the Certificate of Authenticity), and the recipient agrees to the terms of this EULA. 

• Termination. Without prejudice.to any other rights, Microsoft may terminate this EULA if you fail to comply with the 
terms and conditions of this EULA. In such event, you must destroy all copies of the SOFTWARE PRODUCT and all of its 
component parts. 

3. COPYRIGHT. All title and copyrights in and to the SOFTWARE PRODUCT (including but not limited to any images, 
photographs, animations, video, audio, music, text, SAMPLE CODE, REDISTRIBUT ABLES, and "applets" incorporated into 
the SOFTWARE PRODUCT) and any copies of the SOFTWARE PRODUCT are owned by Microsoft or its suppliers. The 
SOFTWARE PRODUCT is protected by copyright laws and international treaty provisions. Therefore, you must treat the 
SOFTWARE PRODUCT like any other copyrighted material except that you may install the SOFTWARE PRODUCT on a 
single computer provided you keep the original solely for backup or archival purposes. You may not copy the printed materials 
accompanying the SOFTWARE PRODUCT. 

4. U.S. GOVERNMENT RESTRICTED RIGHTS. The SOFTWARE PRODUCT and documentation are provided with 
RESTRICTED RIGHTS. Use, duplication, or disclosure by the Government is subject to restrictions as set forth in subpara­
graph (c)(l)(ii) of the Rights in Technical Data and Computer Software clause at DFARS 252.227-7013 or subparagraphs 
(c)(l) and (2) of the Commercial Computer Software-Restricted Rights at 48 CFR 52.227-19, as applicable. Manufacturer is 
Microsoft Corooration/One Microsoft Wav/Redmond. WA QRO'i?-n'NO 

5. EXPORT RESTRICTIONS. You agree that you will not export or re-export the SOFTWARE PRODUCT, any part thereof, 
or any process or service that is the direct product of the SOFTWARE PRODUCT (the foregoing collectively referred to as the 
"Restricted Components"), to any country, person, entity, or end user subject to U.S. export restrictions. You specifically agree 
not to export or re-export any of the Restricted Components (i) to any country to which the U.S. has embargoed or restricted 
the export of goods or services, which currently include, but are not necessarily limited to, Cuba, Iran, Iraq, Libya, North 
Korea, Sudan, and Syria, or to any national of any such country, wherever located, who intends to transmit or transport the 
Restricted Components back to such country; (ii) to any end user who you know or have reason to know will utilize the 
Restricted Components in the design, development, or production of nuclear, chemical, or biological weapons; or (iii) to any 
end user who has been prohibited from participating in U.S. export transactions by any federal agency of the U.S. government. 
You warrant and represent that neither the BXA nor any other U.S. federal agency has suspended, revoked, or denied your 
export privileges. 

DISCLAIMER OF WARRANTY 

NO WARRANTIES OR CONDITIONS. MICROSOFT EXPRESSLY DISCLAIMS ANY WARRANTY OR CONDIDON FOR 
THE SOFTWARE PRODUCT. THE SOFTWARE PRODUCT AND ANY RELATED DOCUMENTATION ARE PROVIDED "AS 
IS" WITHOUT WARRANTY OR CONDIDON OF ANY KIND, EITHER EXPRESS OR IMPLIED, INCLUDING, WITHOUT 
LIMITATION, THE IMPLIED WARRANTIES OF MERCHANTABILITY, FITNESS FOR A PARTICULAR PURPOSE, OR 
NONINFRINGEMENT. THE ENTIRE RISK ARISING OUT OF USE OR PERFORMANCE OF THE SOFTWARE PRODUCT 
REMAINS WITH YOU. 

LIMITATION OF LIABILITY. TO THE MAXIMUM EXTENT PERMITTED BY APPLICABLE LAW, IN NO EVENT SHALL 
MICROSOFT OR ITS SUPPLIERS BE LIABLE FOR ANY SPECIAL, INCIDENTAL, INDIRECT, OR CONSEQUENTIAL 
DAMAGES WHATSOEVER (INCLUDING, WITHOUT LIMITATION, DAMAGES FOR LOSS OF BUSINESS PROFITS, 
BUSINESS INTERRUPTION, LOSS OF BUSINESS INFORMATION, OR ANY OTHER PECUNIARY LOSS) ARISING OUT OF 
THE USE OF OR INABILITY TO USE THE SOFTWARE PRODUCT OR THE PROVISION OF OR FAILURE TO PROVIDE 
SUPPORT SERVICES, EVEN IF MICROSOFT HAS BEEN ADVISED OF THE POSSIBILITY OF SUCH DAMAGES. IN ANY 
CASE, MICROSOFT'S ENTIRE LIABILITY UNDER ANY PROVISION OF THIS EULA SHALL BE LIMITED TO THE 
GREATER OF THE AMOUNT ACTUALLY PAID BY YOU FOR THE SOFTWARE PRODUCT OR US$5.00; PROVIDED, 
HOWEVER, IF YOU HA VE ENTERED INTO A MICROSOFT SUPPORT SERVICES AGREEMENT, MICROSOFT'S ENTIRE 
LIABILITY REGARDING SUPPORT SERVICES SHALL BE GOVERNED BY THE TERMS OF THAT AGREEMENT. 
BECAUSE SOME STATES AND JURISDICTIONS DO NOT ALLOW THE EXCLUSION OR LIMITATION OF LIABILITY, 
THE ABOVE LIMITATION MAY NOT APPLY TO YOU. 

MISCELLANEOUS 

This EULA is governed by the laws of the State of Washington USA, except and only to the extent that applicable law mandates 
governing law of a different jurisdiction. 

Should you have any questions concerning this EULA, or if you desire to contact Microsoft for any reason, please contact the 
Microsoft subsidiary serving your country, or write: Microsoft Sales Information Center/One Microsoft Way/Redmond, WA 
98052-6399. 

PN 097-0002296 • 



System Requirements 
To use this book's companion CD-ROM, you need a computer equipped 
with the following minimum configuration: 

Microsoft Windows NT 4.0 with Service Pack 4 (or later) or 
Windows 2000 Server. 

Microsoft Network Monitor 2.0 (included in Windows 2000 
Server). 

A network adapter card that supports promiscuous mode. 

133-MHz Pentium or higher central processing unit (CPU). A maxi­
mum of four CPUs per computer are supported. 

• 256 megabytes (MB) of RAM recommended minimum. 

• A hard disk partition with approximately 1 GB free disk space; More 
space might be needed, depending on the following: 

The components being installed: the more components, the more 
space needed. 

The file system used: FAT requires 100-200 MB more free disk 
space than other file systems. 

The method used for installation: if installing from across network, 
allow 100-200 MB more space than if installing from the CD-ROM. 
(More driver files need to be available during installation across a 
network.) 

Microsoft Internet Explorer version 4.01, Service Pack 1 (or later). 

VGA or higher-resolution monitor. 

Keyboard. 

Mouse or other pointing device (optional). 

CD-ROM drive. 

Also, you must be logged on ~o your computer as a user with Adminis­
trative rights. 



IT Professional 

W~dows2000 
TCP/IP Protocols 
and Services 
Technical Reference 

Get complete details on TCP/IP 
and Windows 2000 with this must­
have reference! 
Find the in-depth technical information you need to support 
TCP/ IP on the Windows 2000 platform with the MICROSOFT 
WINDOWS 2000 TCP/IP PROTOCOLS AND SERVICES TECHNICAL 
REFERENCE. It steps you through TCP/IP protocols layer by layer 
in the OSI model, while offering details to help you handle 
daily connectivity tasks. Weaving concepts with ~ractical 
examples, it presents a detailed picture of TCP/ IP protocols 
and services for Windows 2000 networks and discusses how 
to use these protocols and services to maximize LAN/ WAN 
performance. 

Expert instruction helps you understand: 

• The Network Interface Layer: How the network architectures 
that Windows 2000 supports carry data in a TCP/ IP network 

• Internet Layer Protocols: How IP provides a reliable end-to-end 
delivery system for individual datagrams, both for one-to-one 
and for one-to-many communication 

• Transport Layer Protocols: How TCP and UDP use IP to let 
applications running on Windows 2000-based PCs 
communicate with other applications and PCs, plus how TCP 
manages the reliable flow of data between sender and receiver 

• Applicati0n Layer Protocols and Services: How Windows 2000 
implements key RFC-compliant application protocols 

Included on CD-ROM: sample traces to help you monitor 
your network! 

.. 
$49.99 U.S.A. 

U.K. 
Canada 

£32.99 [V.A.T. included] 
$76.99 

[Recommended] 
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Get everything you need to deploy 
and support Microsoft products 
with the full line of Microsoft 
IT books: 
• Administrator's Companions­

detail all aspects of product 
deployment and support 

• Administrator's Pocket 
Consultants-step-by-step 
answers to daily product 
administration issues 

• Microsoft Technlcal References­
in-depth, detailed information 
about key new technologies or 
major product features 

• Notes from the Field-real-world knowledge from 
Microsoft Consulting Services best practices 

• Readiness Reviews-Microsoft Certified Professional exam 
readiness-assessment tools 

• Resource Kits-deployment and maintenance expertise 
from the Microsoft product groups 

• Strategic Technology series-practical overviews of 
important technologies and their business implications 

• Training Kits-hands-on, self-paced training, plus complete 
coverage of MCSE exams 

• Web Technology series-hands-on details of important 
Internet and Web technologies 

For System Requirements, see the last page in the book. 
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