























































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































The direct program control interface permits up to
16 user-supplied devices to be attached.

Each device requesting interrupt service raises its own
interrupt line and holds it raised until recognized or
reset.

&

If more than one device requests interrupt service and
outputs a particular address on the device address
lines, the processor and the interface determine which
of the 16 devices is to be recognized. The interface
signals that an interrupt is being recognized by raising
the interrupt service active control line.

Y

Devices compare their addresses with the one on the
address bus and the selected device, after putting its
interrupt condition code on the condition code 3-line
bus, raises the select response control line.

\

The processor reads the interrupt condition code after
detecting the select response signal. It handshakes the
condition code transmission with the strobe pulse, after
which both input and output signals are removed from
the bus.

Figure 107. Data bus interrupt sequence (1 of 2)
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Device address — L
bits

Interrupt _
service active

Strobe (device)

Select response | | I

Condition code in
and data bus in

Time

Individual devices attached to the direct program control
interface may interrupt—although all 16 devices are on the
same priority level and share a single device interrupt
enable flag. Response to the interrupt signals a condition
code into the level status register just as it does for IBM-
supplied devices. Software handling of the interrupt for
user-supplied devices is then identical to that for IBM
devices, and is fully compatible with the overall system
design. The response to interrupts and transmission of the
condition code is fully handshaked.

Figure 107. Data bus interrupt sequence (2 of 2)

Although designing an interface for one or more devices
to this bus is not a simple operation, it is not different from
any other logical design problem. Users should undertake
such a design assignment only for applications which need
the quicker response time and greater generality of this
interface. Such a design is very economical for applications
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which use many devices either on the same processor or on
many processors. Obvious examples would be:

e An interface to a distributed, process control data acquisi-
tion and direct digital control system

e An interface to machine monitoring and control systems
for manufacturing plant control

e Clustered terminals of some special design

OEM users can insure that all functions of the Series/1 can
be used, that all functions of their devices can be used, and
that overall system integrity cannot be compromised.

Software support of devices attached in this way
necessarily depends on the functions the devices perform.
Device drivers and interrupt response routines are not
conceptually different from those of any standard device;
they may be integrated into IBM-supplied software. The
user should consult Control Program Support and Realtime
Programming System documentation for details of this
software interfacing.

Isolated and Directly Connected
Channel Interfaces

As long as the direct program control input/output opera-
tions are sufficient for control of the user’s device, the direct
program control OEM interface provides a completely
generalized interface. Concurrently, it retains the self-diag-
nostic capability inherent in the Series/1 interfaces. If the
application requires greater speed than the interface can pro-
vide, the user may have to perform cycle steal input/output;
if so, the interface must be designed to connect as directly
as possible with the input/output channel hardware.

Channel Repower

Because most interfaces are neither standard nor similar,
the user must assume most of the responsibility for their
design. Two aids are provided for this purpose. The channel
repower feature is a printed circuit card consisting of IBM
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and TTL technology designed to: 1) repower the processor
input/output channel signal lines, and 2) provide isolation
between input/output card files or user-interfaced devices
and the channel. Logically, the repower feature activates
the full 81-line input/output channel to allow users to do
with it as they please. It is the user’s responsibility to
respond properly to commands and other system functions:
for example, the input/output channel is busy once an opera-
tion is initiated—at least until time outs occur. The channel
is asynchronous, and waits for handshakes. Hence, failure
to provide the correct handshake signals would tie up the
channel until monitoring timers take over.

Socket Adapter

The second aid, the socket adapter, is an even simpler
interface than the repower feature. It is a card with one
connector to plug into the input/output channel backplane
connectors; this action directly joins the 81 input/output
signal lines to the corresponding leads in a standard
connector. In fact, this adapter serves only a single function:
to enable standard, printed-circuit card connects to be
utilized on the user-designed interface cards. No isolation
or electronic capabilities are provided on this adapter. Again,
it is the user’s responsibility to insure that too heavy an elec-
trical load is not placed on the channel drivers or on any of
the other operations performed which might compromise
performance of the channel itself.

User-designed interfaces that are attached directly to the
input/output channel are normally justified only when a
large number are required and their speed is absolutely
critical to the application. Sophisticated designers will find
that the channel is conventional in its electrical character-
istics and, consequently, can be interfaced in a straight-
forward manner.

Self-Diagnostic Capability

It must be emphasized that the direct channel interfaces
do not include a microprocessor-driven internal interface
with self-checking and self-diagnostic capability. Therefore,
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it is the user’s responsibility to insure that system integrity
is not compromised. The self-diagnostic capability can be

retained if IBM designs a cycle steal interface for the user’s
device. IBM will consider any user’s special order (request
for price quotation) for the design of such an interface.

The Instrumentation Interface

One important class of OEM devices often interfaced to
computers includes instruments of all types used in:

Medical laboratories

Analytical laboratories
® Process and manufacturing control systems

Research and development laboratories

These applications are served by a wide variety of special
purpose instrumentation. The data processing industry has
long needed a general method of interfacing such instruments
to computers for data acquisition and control purposes. The
answer to this need was the adoption of a standard sixteen-
wire parallel bus called the “Digital Interface for Program-
mable Instrumentation” in the Institute of Electrical and
Electronic Engineers (IEEE) Standard Number 488 (the bus
is also an international standard).

The bus devotes eight of its sixteen lines for data transfer
(one byte at a time), and eight lines for control purposes
(Figure 108). The standard protocol permits:

e Polling of devices

o Communications with one or several devices simultaneously
e Error detection

e Other communications’ functions

The design of the bus is especially attractive because of the
simplicity of the data transfer mechanism and the consequent
ease with which the bus can be included in most new
instrumentation.

As an example of the use of the control lines: the data-
valid, ready-for-data, and data-accepted lines perform the
handshaking functions needed for each byte of information
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Data bus

D101

Data input/output

Byte transfer

DAV —— Data valid
NRFD — Not ready for data
NDAC — Not data accepted

Bus management

IFC —— Interface clear
ATN — Attention

REN —— Remote enable
SRQ — Service request

EDI —— End or identity

The parallel IEEE-standard instrumentation bus uses eight
lines for data and command transfer and eight lines for
control and timing purposes.

Figure 108. The sixteen-line interface bus

transmitted across data lines (Figure 109). The receiver
indicates ability to receive data by raising the ready-for-data
line. The bus master (or talker) puts data on the data lines
and signals its presence by raising the data-valid control line.
The receiver accepts the data and then signals the talker by
lowering the ready-for-data line and raising the data-
accepted line.

The talker then removes the data-valid signal and the data;
the receiver removes the data-accepted signal. There may be
multiple receivers; the handshake is accomplished by ORing
the ready-for-data and data-accepted lines in such a way that
the signal is not actually detected on the bus until all
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receivers have signals. As a result, the transmission proceeds
at the speed of the slowest device involved in the data
transfer.
The ORing of signals from multiple devices is accomplished
by permitting:
e Each device signaling not ready, to hold the ready-for-data
line at ground potential

e Each device signaling ready, to remove the short to ground
(Figure 110)

Any one device signaling not ready leaves the bus at the
ground level. Only when all devices signal ready is there no
longer a short to ground; consequently, the bus level rises
from ground level only when all devices have signaled ready.

Other control lines are important in setting up the current
bus master (or talker) and the current listeners.

For example, the attention control line signals all devices
on the bus to watch for their address. This recognition of its
own address signals that the device has been selected. Dedica-
tion of control lines to specific functions simplifies the design
and implementation of the interface for each device. This
design simplicity has been the major reason why manufac-
turers have included an interface for this bus in much of the
new instrumentation developed in the last few years.

The IBM Series/1 GPIB Adapter is an interface which
couples the Series/1 to this general purpose parallel instru-
mentation bus. The connection is through the cycle steal
storage channel; the data transfer rate to or from main stor-
age can be as high as 65K bytes per second. Data transfer
is asynchronous. Direct cable lengths are limited to 20
meters in length.

Like all Series/1 interfaces, the GPIB Adapter is thoroughly
integrated into the Series/1 architecture. Utilizing read data/
write data level commands, the adapter’s microprocessor
manages the |EEE interface protocols without CPU interven-
tion. Not only does it fully utilize the cycle steal input/out-
put system for data transfer, but the adapter also extends
all of its self-diagnostic capability throughout the interface.
That is, the interface itself contains a microprocessor which
performs self-diagnosis of the adapter.
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True

False

Ready-for-data signal
True

False

Data-accepted signal

True

False

Data-valid signal

1. The talker puts data on data lines and signals data-valid
after receiving the ready-for-data signal.

2. The listener detects data-valid and resets the ready-for-
data signal while tasking the data.

3. The listener completes the handshake by signaling that
data has been accepted with the data-accepted signal.

4. The talker can remove the data-valid signal when it is
perceived that the data has been accepted.

5. The listener initiates another cycle, when ready, by
asserting the ready-for-data signal.

Each data transfer on the parallel bus is asynchronous and
is handshaked; consequently, each step in the transfer is
acknowledged by the talker and the listener involved in the
operation.

Figure 109. Data transfer coordination
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Ready-for-data control line

Open to assert
control line

—

Listener 1
Llstener 2

Llstener 3

Control line remains shorted to ground until
all listeners have asserted.

A handshake with multiple listeners ANDs together all
replies (assertions) so that the talker sees assertion only
when all of the listeners have asserted the control line.

Figure 110. Data transfers with multiple listeners

Upon software command, the interface can wrap back
internally, thereby testing that inputs and outputs are being
received and transmitted correctly to various points on the
system. This process tests the system out to the bus interface
itself.

Finally, the sixteen-line cable itself may be wrapped back
so that the complete system can be tested—except for the
OEM instrumentation connected to the bus. If the system
passes all of these tests, signals are being correctly transmit-
ted along the bus and are being correctly received from
the bus.

The GPIB Adapter, then, is a very attractive device for
connecting instrumentation to the Series/1. The adapter
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extends the use of the Series/1 to laboratory-type applica-
tions without either sacrificing the architectural integrity
of the system or requiring excessive special purpose
interfacing.

To summarize the user device interface discussion: there
is a wide range of such interfaces available, from standard-
device interfaces to completely do-it-yourself types, each with
corresponding advantages and disadvantages. This diversity
of interfaces permits the user to integrate the Series/1 into
almost any type of system for almost any type of small
computer application.
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Distributed
Processing Support

The Many Forms of Distributed Processing

A variety of applications is characterized under the title
of distributed processing, including:

® Remote job entry

® Remote interactive data entry

® Remote processing

e Remote data base creation and access

All of these applications require extensive hardware and soft-
ware communications’ support but the structures of the
systems can vary considerably. In general, three levels of
distributed systems are considered for these applications as
shown in Figures 111, 112, and 113.

Centralized Host

The first, simplest, and oldest level uses centralized
processing and involves a central host, possibly a small front-
end processor, and communications’ lines connected to remote
terminals (Figure 111). The front-end processor removes the
load from the host computer; the terminals then perform as
if they were central, relative to the host. Remote job entry
and interactive data entry are common commercial applica-
tions of this configuration. In data entry, for example, an
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Communications’ lines ——-:11 | |

Centralized D D
F - |
ront-end processor ]

host processor

Terminals —-—»E] G

The data base and all processing
occurs at the centralized host.

The simplest level of distributed processing is a centralized host (possibly with a small computer as a front-
end processor) and distributed terminals.
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operator might signal for a specific transaction to be
performed. The system codes information into a message
and transmits it to the host which then activates an applica-
tion task to handle that transaction.

The interaction continues with the host transmitting a
template-like form which the CRT displays and into which
the operator enters and edits the data associated with the
transaction. After the operator completes this process, the
system transmits the data to the host which acknowledges
receipt (perhaps after checking the data). The operator
then continues with the next desired transaction. Such
distributed systems have proved to be very economical and
effective because the terminals can be conveniently located
near the source or users of the data.

Remote Processors

Small computers have made the second level of distributed
'systems economical for and attractive to users. Figure 112
shows a hierarchical, distributed processing structure. where
small computers are used remotely to interface and control
batch and interactive terminals as well as to do some of the
processing. Without host processor interaction, the small
computer may:

e Interact in a data entry situation with the complete setting
up of a template-form on the CRT terminal

® Interact with the operator during data entry

e Edit and validity check the data and, perhaps, maintain a
local data base

These capabilities both off-load the host or front-end
processor as well as increase the interaction speed at the
remote location. The local processing may be extensive and
may be the kind of processing that dramatically decreases
the load on the communications’ network and the host, as
discussed in Chapter 1.

Distributed Application Example

An example of distributed processing that is widely imple-
mented today is the problem of generating a payroll for an
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Local data bases may be distributed. Much processing of input data and local data base accessing is

distributed.
The second level of distributed processing is the hierarchical distributed system with remote multifunction-

processors or concentrators.
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organization with plant sites remote from the central account-
ing group, and with differing union contracts. Often these
union contracts call for incentive pay scales which depend
upon the day-to-day functions that a specific individual
performs. In central host machines, payroll-package soft-
ware is effective in performing the complex functions
involved in taking an individual’s gross pay and, after con-
sidering many taxes and deductions, calculating a net pay.
The calculation of gross pay may involve knowledge of
detailed production information and may vary from plant to
plant. It is convenient to use a small, remote computer:

® To gather production information
® To keep the information in a data base
® To generate the gross pay of an individual

e To transmit this data to the central host
— For use by the payroll package, and
— For printing the paychecks

The remote small computer facilitates creation and mainten-
ance of the local production data base, including correction
of errors. This procedure enables the system to calculate
gross pay while using the same data to control production.

The advantages of the hierarchical distributed processing
system illustrated in Figure 112 are many; consequently, this
level is the most common configuration planned and installed
today. Notice that this structure takes advantage of the varied
capabilities of the small computer including its higher-level
languages, communications’ interfaces, and bulk storage, but
is dependent for its success upon all the hardware and soft-
ware needs listed in Chapter 1. A high level of system availa-
bility and maintainability is absolutely critical. Hence, the
success of the application is very much dependent upon the
type of small computer chosen by the user.

Distributed Networks

The third level of distributed processing is a general dis-
tributed intelligence network shown in Figure 113. Here,
small or large multiple processors may communicate with one
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Processor

Processor
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~—— Communications’ lines =

r |<——— Communications’ =~

]

[1

interfaces

Processor

Each processor may act as a host-like processor, a concen-
trator, or a multifunction terminal. Data base and applica-
tion processing may be arbitrarily distributed. Each
processor must have communications’ software to handle
message routing from processor to processor in the network.
The third level of distributed processing is a distributed net-
work of processors communicating in an arbitrary way
across a variety of links with distributed processing and
distributed data base.

Figure 113. A network of processors
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another. This system distributes processing, the data base, and
users in a rather arbitrary way. Third-structure systems show
much promise for the future but are probably several years
away from widespread use. Small computers will play an
important part in realizing such networks provided their
hardware and software architecture is sufficiently generalized.
Distributed processing applications may use such a network
for communications’ purposes—in which case the actual struc-
ture and protocols of the network itself will be transparent

to users. Networks of small computers may be used for
applications like process control where the entire network—
or at least much of it—physically resides within one large
plant, and where both the network communications’ soft-
ware and the multifunction terminal type of application
software are coresident in the small computers.

To insure that their small computers will be compatible
with future developments and applications in distributed
processing, users must have access to all of the hardware and
software requirements discussed in Chapter 1.

First-Level Protocols

There are several structures for distributed processing, as
well as several levels of protocols commonly implemented in
communications’ applications; it is important to distinguish
among them when evaluating communications’ support.
Figure 114 shows three levels of communications’ protocols.
The first level protocol is used to transmit messages back and
forth between two directly connected physical nodes. This
level of protocol is responsible for insuring that messages are
transmitted properly from Node 1 in the figure to Node 2,
and that Node 2 has received these messages properly. This
protocol usually involves:

e Keeping a copy of a transmitted message until its correct
receipt has been acknowledged by the second node

e Extensive error detection procedures
e Other records substantiating the transmission

A variety of different protocols is used for this very
important level and is summarized in the section of this
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chapter entitled “Asynchronous Communications’ Protocol
and its Hardware and Software Support.” Notice that many
common applications need this level when two computers
are communicating together, or a remote terminal and a
computer are communicating between themselves. Integrat-
ing this level of protocol into hardware and software is most
important. As discussed in the remainder of this chapter,
the Series/1 provides extensive support at this level of
protocol.

Second-Level Protocols

The second level of protocol in Figure 114 involves the
exchange of messages between two nodes which are not
directly connected. This level of protocol is responsible for
setting up the linkage between the two communicating nodes
and controlling the exchange of messages. It does this by
using the first level protocol on each “leg’ of the communi-
cations’ path, as follows: typically, the system transmits a
message from Node 1 to Node 2; the second level protocol
determines the message content—involving data like sources
and destination addresses. As the system passes this message
from node to node along the communications’ path, the first
level protocol insures its correct transmission and reception.
This procedure involves imbedding the original message in
a new message which obeys the first level protocol. Hence,
the original message is the data portion of the first level
protocol message; the system transmits this data portion
between pairs of adjacent nodes.

This hierarchical structuring of communications’ protocols
separates functions and permits a more orderly generation of
communications’ network systems. Notice that the second
level of protocol is not needed in the more common distribu-
ted processing applications where the communicating
terminals and computers are arranged in a ‘“‘star’’ configura-
tion. Most of these applications communicate only from the
central node (usually the host) to each individual remote
terminal and computer; consequently, the system need not
relay the messages across several nodes. The advantage of
the hierarchical structuring of the communications’ protocols
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Node 1 Node 2

) §

Level 1

The first and lowest communications’ protocol level is responsible for transmitting no-error messages

between adjacent nodes. The system performs error detection on each received message and uses retrans-
mission for error correction.

Node 1 > > Node 2
(source) _ Node 3 < (destination)
Level 2

The second communications’ protocol level is responsible for transmitting no-error messages from a source
node to a destination node. As the system passes this message from node to node, it is imbedded into the
first level protocol and transmitted to the next adjacent node with no errors.

Figure 114. The three communications’ protocol levels (1 of 2)




Node 1 >

Node 3

Node 2

User process

Level 3

User process

The third and highest communications’ protocol level is responsible for the orderly management of a
“‘conversation’’ or sequence of message exchanges between two tasks. It uses the second level protocol to
send error-free messages in both directions between source nodes. The second level protocol, in turn, uses
the first level protocol between adjacent nodes.

Today, three communications’ protocol levels are operative ranging from the simple first level used in most
distributed processing applications to the three level system used in large computer networks.
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is that if the functions change or grow in the future, the
second level of protocol can be added to a system without
changing the first level. This software advantage is just as
important to a user as is a hardware architecture that can
absorb future changes in technology.

Third-Level Protocols

The third level of communications’ protocol shown in
Figure 114 is implemented only in large systems. This level
of protocol is responsible for the exchange of messages
between individual application tasks in separate processors.

It involves a procedure analogous to a telephone call: one
task calls or connects to a remote task; the second task
answers or agrees to exchange messages in an error free,
interactive manner. This third level of communications’ pro-
tocol uses the second level to perform the actual node-to-
node communication of a message which, in turn, uses the
first level to insure that messages move between adjacent
nodes correctly. The IBM System /370 SNA (system network
architecture) is just such a protocol. Small computers are
ideal front-end processors or stand-alone node processors

for such complex communications’ applications. It is
important that the protocols be hierarchical so that as applica-
tions develop and standards are adopted, systems are not
obsoleted.

The heart of all distributed processing applications and
the basis of all communications’ protocols is the first level
where two computers or a computer and a terminal com-
municate; consequently, it is very important that the
communications” hardware be very flexible, general, and inte-
grated into the overall system architecture. Furthermore, '
the support of such hardware must be integrated into
system software. If these requirements are satisfied, a user
can develop applications economically and add the more
advanced, higher levels of distributed processing configura-
tions and protocols if they become necessary in the future.

The objective of this chapter is to summarize the com-
munications’ hardware and software architecture of the Series/1
in order to demonstrate that it is integrated into the overall
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system design previously described, and that it can support
distributed processing effectively. The organization of hard-
ware and software for support of communications-oriented
applications may vary considerably depending upon the
number of communications’ lines or terminals involved.
Therefore, it is very important to consider the overall hard-
ware/software architecture. This chapter discusses that
architecture in detail. Next, the various interfaces appropri-
ate to applications involving a small number of terminals or
lines—and their software support—are considered. Finally,
the Programmable Communications Subsystem—a micro-
processor attachment which facilitates applications
involving large numbers of terminals or communications’
lines—is discussed. The chapter also reviews the integration
of these hardware and software elements.

Structure of Basic Communications’
Support of the Series/1

The architecture of the Series/1 is specifically designed so
that either simple or complex devices may be connected to
its input/output system. Most interfaces are microprocessor
controlled to insure self-diagnosis and to provide all the
features inherent in the input/output command structure.
Complex devices can be processors themselves. This book
illustrates that fact in the discussion of the floating-point
feature which implements the full set of floating-point opera-
tions and conversions. That feature is implemented as a
printed circuit card which plugs into the input/output bus.
The system implements communications’ features in a similar
fashion to insure consistency with the overall system design,
and to provide the complexity needed to support the variety
of different communications’ modes and protocols currently
used in applications.

The structure of communications’ support is shown in
Figure 115 where the Series/1 is the primary station and is
connected to remote stations in three different ways. A
remote station is either a terminal or another computer.
Examples of the latter include another Series/1 processor for
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Local Modem
station

Modem

Remote
station

A point-to-point connection of two communicating stations. The modem is necessary only if the distance
is long or the telephone communication facilities are used.

sends or receives data.

Secondary or remote stations may be connected in several ways, but only one pair of stations communicates
at any one point in time. Using a communications’ protocol, the local station controls which remote station

Figure 115. The structure of communications’ support (1 of 3)




Modem » o Remote

1‘-’ < station
/
I’

Loqal - Modem |« €--> @] Modem > Ren_mte
station \ station
\\\
®
— Modem - Remote

station

A point-to-point switched or dial-up connection of communicating stations. Only one secondary station is
connected at any time. Both dial-up and responding to the dial-up with Series/1 communications’ interfaces
can be automatic.
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In multi-point connection of communicating stations, all secondary stations receive the same information
across the line or bus. The communications’ protocol must call for polling of stations (responding only
when addressed) and similar functions so that only one tributary station communicates at a time as

Figure 115. The structure of communications’ support (3 of 3)




small computer to small computer communications, or an
IBM System /370 operating under one of its teleprocessing
access methods. A terminal consists of a control unit and
one or more input/output devices like keyboards and
printers. The connection between the Series/1 and the
remote station is via communications’ lines which may be
directly connected to interfaces or driven through modems.
The latter are necessary for long distances and across tele-
phone networks to provide adequate signal power and
proper signal forms compatible with established systems.

Remote Stations’ Connections

Remote stations may be connected in a point to point
switched or nonswitched manner (Figure 115, parts 1 and 2).
The latter is most commonly used in conjunction with the
telephone network which permits connection to a remote
station on a temporary basis; the user establishes this connec-
tion by literally dialing the number of the remote station.
Hardware interfaces, of course, provide the necessary control
signals to respond to dial-up connections (for example, an
interrupt signal when a ring is detected). In either case,
(Figure 115 part 1, or 115 part 2), the communication is
between the Series/1 and a single remote station at any instant
of time; other remote stations are not connected. Sometimes
a “bus’ or multipoint arrangement is necessary or desirable
as shown in Figure 115, part 3. Here, several remote stations
are simultaneously connected to the Series/1. In this case,
the system must assign an address to each remote station; it is
the responsibility of the primary station—the Series/1—to
control which station communicates at any instant of time.
Again, only one station communicates at any time; the other
stations are connected but must not respond in any way
until they are specifically addressed.

Half- and Full-Duplex Communications

Connections between local and remote stations may be
half-duplex or full-duplex. In the half-duplex situation,
communications can take place in only one direction at a
time. In the case of full-duplex, communications can take
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place simultaneously in both directions. If only a single com-
munications’ path is physically provided, half-duplex opera-
tion is necessary. The disadvantages of half-duplex include:

1. Changing of line direction to reverse communications’
direction often takes a considerable amount of time rela-
tive to the length of transmission (as, for example, when
the line must be turned around to transmit a single
acknowledgement character)

2. Characters transmitted from a remote CRT cannot be
echoed back as received for display on the CRT; instead,
they must be displayed as transmitted rather than as

~received

If two communications’ lines are available, they may be
used in a half-duplex manner by transmitting on only one
line at a time. This has the advantage that all turn around
time is eliminated and simplifies the protocols. Full-duplex
communications involve more complex protocols such as
SDLC to control transmission of messages in two directions—
especially when the messages are different lengths, and the
system intermixes outgoing messages with those messages
which acknowledge receipt of other messages.

Communications’ Protocols

The control station governs the communications between
the pair of stations by polling the remote station: in effect,
asking if it wishes to transmit, or commanding it to receive a
message. The communications’ protocol is the convention or
agreement on the form which the interchange of information
will assume so the stations can understand one another. At
the first level, the primary concern is that a message can be
transmitted, received, and acknowledged accurately. Depend-
ing upon the type of remote station, several different com-
munications’ protocols have been developed, and each one is
appropriate under different circumstances. Different hard-
ware interfaces are necessary to support each protocol
because of:

1. The complexity of these protocols
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2. The need to make flexible interfaces which perform as
much of the routine processing of the communications’
data as possible

Three protocols are used: asynchronous communications,

binary synchronous communications, and synchronous data

link control (SDLC) communications. All three protocols are
supported with hardware interfaces on the Series/1. The
following section describes briefly:

1. The protocols themselves
2. The hardware interfaces and their capabilities

Since it is the responsibility of the communications’ proto-
col at the first level to guarantee correct transmission of
information, it is necessary that the system provide the
receiving station with some means to check for errors, and
then inform the sending station whether the message was
received correctly or not. As a result, the following general
functions must be provided by the communications’ protocol:

1. Synchronization information—a signal which permits the
receiving station to determine the beginning of a message
or character; this signal enables both sender and receiver
to interpret the bit serial sequence the same way

2. Message component sequencing—agreement on how
addresses are to be transmitted; this sequencing enables
multiple secondary stations to determine which one is
addressed

3. Error detection information—some means by which the
receiver may test the received character stream to deter-
mine if noise or error has modified the transmitted

. message

4. Control conventions—special characters or messages to
acknowledge correct or incorrect receipt of a message,
reset a device, or perform other functions

Vertical and Longitudinal Redundancy Checks

Error detection can be done by vertical redundancy check-
ing which simply provides a parity bit on each character.
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When such a bit is available, the procedure permits detection
of an error involving the change in any one bit in the charac-
ter, and some—but not all—errors involving changes to more
than one bit. Hardware permits a choice of even or odd
parity, under program control, to facilitate connections to
the variety of terminal devices available. Vertical redundancy
checking is not feasible if eight-bit characters are used, and
the code uses all eight bits for information. Errors often
occur in bursts; isolated errors of the type detected by parity
checking are, consequently, less common. The system
accomplishes longitudinal redundancy checking (also called
horizontal redundancy checking) by forming a logical check
sum of all the characters transmitted in the message. The
check sum is transmitted with the message, and compared

to the sum recalculated at the receiver. This procedure per-
mits detection of many more combinations of errors than
simple parity or vertical redundancy checking.

Cyclic Redundancy Checks

Modern cyclic redundancy checks are used to maximize
the number of different errors that the system can detect
with a given number of message error check bytes. Cyclic
redundancy checking is a version of horizontal checking in
which the check character or characters are generated in
the following manner: the system takes the remainder after
dividing—by a base number—all the serialized bits in a block
of data. Based on elegant information theory concepts,
cyclic checks guarantee the detection of all burst errors up
to a specified size, and a very large percentage of errors
beyond that specified size. With two bytes of error detection
information appended to each message, the probability of
an undetected error becomes minute. If-even this error
rate is too large for a very critical application, the applica-
tion software can simply echo messages back to the source
and check them there. The most important fact here is that
the system performs error recovery at the protocol level with-
out involving the application tasks because, essentially, all
errors are detected automatically with vertical or cyclic
redundancy checking—that is, checks which are in the
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protocol itself and are, consequently, performed by the
interface hardware. Hence, response and throughput of the
communications’ system is maintained at a very high level.

Data Transparency

One other consideration is important in communications’
protocols. Sometimes, it is necessary to transmit arbitrary
data items which then comprise a stream of arbitrary
characters. The difficulty here is that some characters are
reserved for special or control purposes (end of text, for
example) and—if detected in the data stream—might pre-
maturely terminate the transmission. When arbitrary data
is transmitted, the user must adopt some convention to make
the data “transparent” to control characters. Each communi-
cations’ protocol adopts a different solution to this “trans-
parency’’ problem.

Asynchronous Communications’ Protocol
and its Hardware and Software Support

Asynchronous communications between two stations
involves a sequence of characters which are not synchronized
with one another. As described in Chapter 7, this form of
communications is also termed start-stop transmission and
involves the following conventions:

1. The two logical levels of the communications’ line are
called “mark’ and ‘“‘space”’

2. Between characters, the line is held in the mark condition

3. Each character consists of a start bit followed by eight
information bits, followed by either one, one and a half,
or two stop bits

4. Bits within a character are synchronous, with the speed
between the two communicating stations being agreed
upon.in advance

5. The start bit is the mark-to-space transition which—when
identified by the receiving station—initiates timing for
sampling of the information bits

6. Stop bits put the line in the mark condition
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Line Turnaround Characters

Since a message is a sequence of characters, it is necessary
to transmit one character at a time with the above format.
The communications’ protocol is associated with the meaning
of special characters and the response of the receiving station
to them. Different codes are used with different terminals;
consequently, no standard protocol is employed. All proto-
cols, however, involve transmission of a sequence of charac-
ters. Some protocols have special meaning for the terminal
or computer and cause a line direction turnaround. Thus, a
command enabling the terminal to transmit characters is a
character sequence for a given terminal type. The system con-
cludes this sequence with a control character which causes
the line direction to reverse, permitting the terminal to trans-
mit characters. Transmission of characters (data for example)
from the terminal concludes with special characters that
involve the receiving computer. If they are to be widely
applicable, the variations from one code to another and from
one terminal to another call for a very flexible, programmable
asynchronous communications’ interface.

Asynchronous Interfaces

Two such interfaces are provided in the Series/1 system.
The first, the single-line asynchronous communications’ con-
trol interface, provides for one half-duplex line operating
at speeds up to 9,600 bits per second. The same interface
may be used as a primary or secondary station. The inter-
face itself does not recognize station addresses. As a result,
the system cannot use this interface as a secondary station
on a multipoint line unless the system provides software
within the computer or the device to do the address recogni-
tion. The second interface provided is the multiple-line asyn-
chronous communications’ control interface which is similar
to the single-line interface except that the user may connect
a maximum of eight lines operating in half-duplex. The
maximum bit rate for each connected device is 2,400 bits
per second.
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The interfaces operate in the cycle steal mode:
® Accepting bit serial start-stop character sequences
e Assembling them into a byte

e Writing the byte directly into Series/1 main storage using
the cycle steal capability of the input/output channel

Cycle Steal Capability

This latter capability is an important consideration when
multiple lines are connected because each character received
steals only one main storage cycle from the processor. The
alternative procedure is to interrupt after each character is
received and input the character into storage with a direct
program control command. The difference between pro-
cedures—in processor overhead time—is much more than a
factor of ten. For example, ten lines each operating at 9,600
bits per second correspond to slightly less than 10,000
characters per second (one character transfers in one 660
nanosecond cycle on the 4955 processor). On a cycle steal
basis, this takes about 7 milliseconds of the processor time
or less than one percent overhead. In contrast, an interrupt
per character—responded to by a minimal program—would
take around 25 microseconds per character or about 25 per-
cent of the processor time: a ratio of more than 30 to 1.

In order to support cycle steal communications, the inter-
face must recognize control characters because they signal
line turnaround necessity. The Series/1 asynchronous inter-
faces provide for two different character codes which are
selectable under program control. The system may define
and load line control characters into the interface under pro-
gram control. Thus, the special control characters may vary,
depending upon which terminal is communicating, while
the Series/1 still handles them automatically under program
control. The user can select the bit rate for the terminal
under program control. It is a simple operation to connect
many different special control character codes to these
interfaces at different bit rates while still providing
standard software.
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Software Control

Like all 1/O devices, input/output commands are used to
prepare the interface (select interrupt level and enable inter-
rupts), start the operation, reset the interface, and perform
other operations. The system transmits control characters
and code designation using the device control block—the
eight-word data block addressed in the immediate device
control block of an input/output cycle steal command. The
system transmits data in this block, on a cycle steal basis, to
the channel and then loads it into registers. Each incoming
character is compared to these control characters to
determine whether or not an interrupt should be generated
after the character is loaded into storage. In this way, the
involvement of the processor is minimized.

Binary Synchronous Communications’
Protocols and Support

The binary synchronous communications’ protocol is
the most common synchronous protocol in use today; the
Series/1 fully supports both single and multiple line interfaces
and higher-level languages under the Realtime Programming
System. Communications involve messages which are com-
posed of a header, a body, and a trailer each of which is
several characters in length. Figure 116 shows the basic
message structure. The character sequence is transformed
to a bit serial sequence and transmitted serially at speeds
ranging from 600 bits per second to up to 56,000 bits per
second. Because of the synchronous nature of the trans-
mission, throughput and efficiency are very high. Communi-
cations are restricted to the half-duplex mode.

Message Structure

Typically, a message starts with one or more synchroniza-
tion characters (a predefined character(s) which permits the
receiver to get into sync: that is, to align its received charac-
ter boundaries with the actual characters transmitted).

Each field begins or ends with special control characters, for
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First character transmitted

Header Header includes synchroniza-
tion characters, address of
remote station, and control
character indicating start of
text, or request for reply.

Body or Body contains blocks of text

text each with its own terminating
control character and block
check characters.

. The trailer contains the final
Trailer control character indicating
the end of the message or the
end of the transmission, and
the last set of block check
characters.

Last character transmitted

The format of a binary synchronous communications’
protocol message includes message portions delimited
by special control characters.

Figure 116. Basic message structure
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example start of header, start of test, start of block, end of
‘block, end of test. The message may consist of several blocks,
each of which has its own horizontal or cyclic redundancy
check characters following the end of block control character.
Special control characters are also available for acknowledge-
ment, negative acknowledgement, and similar functions.
Designed to operate in the half-duplex mode, each message is
acknowledged or negative acknowledged, requiring two line
turnarounds for each message.

The system signals transparency by the character sequence
DLE STX: two control characters in sequence. Once in the
transparent mode, any DLE character which occurs is auto-
matically duplicated on transmission; the system detects the
duplication upon reception, deletes the one DLE, and does
not interpret the other as a special character. Transparent
mode is halted by the transmission of a sequence without
a duplicated DLE character.

Communications’ Example

Figure 117 shows a simple message being transmitted using
this protocol. Notice that the system includes two blocks
in the single message but acknowledges only the overall
message. This procedure reduces the number of line turn-
arounds that occur, in case of error, at the possible expense
of the retransmission of a larger message as illustrated in
Figure 118. The illustrated procedure is possible because the
system defines a multiplicity of control characters whose
meanings are appropriate for different conditions. In this
way, end of transmission is different from end of text
because it is possible for the secondary station to transmit a
reply. In case of error, the receiving station must detect the
error during the cyclic or horizontal redundancy check on
the incoming data, and inform the transmitting station with
another control character. This control character is called
negative acknowledge and is used for any “no’’ answer from
the receiving station as shown in Figure 119.
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Primary station:

Secondary station:

ENQ

STX

Text chars.

ITB

BCC

Text chars.

ETB

BCC

ACK

® Ready to receive

® Message received correctly
® Any other ““yes’’ answer

The ACKO and ACK1 acknowledgement characters are used alternately to signal:

ACK

To minimize the possibility of accepting a lengthy erroneous message, the protocol permits multiple
breaks—each of which is individually error-checked—in the text portion.

This message contains two text blocks, each with its own error checking characters. The line is not turned
around for acknowledgement until the end of text block control character is detected.

The intermediate text block character signals that error checking should be done at that point, but the line
is not turned around until the next block. In this way, fewer line turnarounds are required. An error in any
block, however, requires all blocks since the last ACK to be retransmitted.

84

—  Figure 117. Example of a character sequence for a single message
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the same manner as the primary station.

Primary station: STX]| ..... EOT ACK

Secondary station: ACK ENQ

STX

.....

The primary station signals completion of a transmission with an end of transmission control character which
turns the line around and permits a reply from the secondary station.

If the secondary station does not wish to reply, it transmits a NAK. Otherwise, it initiates a reply message in

ACK

|

ETX

BCC

EOT

Messages may alternate in direction at times determined by control characters like end of transmission.

Figure 118. Exchange of messages




/ repeat \

Primary station: STX Textchars.| | ETB

BCC STX

Same text

ETB

BCC

Secondary station:

Error detected during
longitudinal redundancy
check

NAK

ACK

rather than a positive acknowledgement (ACK).

retransmits the entire message.

Error detection is done with the block check characters and is signaled by a negative acknowledge (NAK)

When the receiving station detects an error, the interface hardware performs the block check and detects
the error. The station’s software turns the line around and transmits a NAK. The primary station then

N
w  Figure 119. Error detection




Character Stuffing

For efficiency purposes, the checking of characters for a
DLE character, the inserting of an extra DLE, and other
checking procedures are, normally, interface (hardware) func-
tions. This technique for transparency is called ‘“‘character
stuffing’’ because the extra character is inserted into the
transmitted stream. In contrast, SDLC uses “bit stuffing”
for the same purpose.

The Series/1 provides three binary synchronous communi-
cations’ interfaces:

1. Single-line interface—one half-duplex line operating at
speeds up to 9,600 bits per second with initial program
load (IPL) capability

2. Single-line high speed interface—one half-duplex line oper-
ating at speeds up to 56,000 bits per second with initial
program load capability

3. Multiple-line interface—up to eight half-duplex lines oper-
ating at an aggregate speed up to 33,600 bits per second.
No initial program load capability is provided on this
interface.

Interface Code Support

The single and multiple line medium speed interfaces pro-
vide standard EIA and CCITT interfaces for connection to
common modems. The interfaces support both EBCDIC and
ASCII codes which are selectable under program control
(initial program load assumes EBCDIC). Depending upon
the code selected, the system performs two different types
of error detection checking. Since ASCII is a seven bit code,
the eighth bit can be used as a parity bit. By using ASCII
transmission, checking is done by parity on each byte received.
In addition, the system performs a redundancy check (the
logical sum of all of the bytes). The EBCDIC code uses all
eight bits for data; consequently, no parity bit is available.

A more sophisticated error detection is performed in the
EBCDIC mode using a cyclic redundancy check, which is a
check over all bytes of the message using a ‘“‘polynomial”
error detection procedure. The hardware interface—
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depending on whether it is in the ASCII or EBCDIC mode—
accumulates the error detection information as each byte is
received and, finally, compares them with the transmitted
correct values (called block check characters). The interfaces
can also perform block checking on intermediate blocks
without processor interaction.

The interfaces use the cycle steal input/output channel to
input or output two characters at a time—with a possible
exception for the last byte. If the system does not
achieve synchronization within a reasonable time or does
not receive an acknowledgement within another specific
interval, the interfaces provide time-out interrupts.

Figure 120 shows the names and functions of special
characters interpreted by the Series/1 binary synchronous
hardware interfaces. User application software sets up
messages as a character sequence in storage, and then initiates
the transmission. As discussed later in this chapter, this set
up can be done from the assembly language level, the
FORTRAN level, or the PL/I level. The latter two levels
make transmission of information to a remote terminal
essentially the same as transmission to a local device.

Operating Modes

The primary station controls the transmission and recep-
tion of messages as well as the selection of stations. Figure
121 shows the various operating modes which the hardware
binary synchronous communications’ interfaces must interpret.
Control mode is the condition for any interface not being
communicated with at the moment. In this mode the inter-
face monitors incoming characters until it detects an end-of-
transmission character, after which it monitors, twice in suc-
cession, for its station address—the duplication of the address
is a precaution procedure in case line noise occurs; the precau-
tion procedure is necessary because secondary stations which
monitor do not check the station address with cyclic
redundancy checking. Any device not selected will realize
this when the system detects the start-of-header or start-of-
text character. Unselected devices then idle until another
end-of-transmission character places them back in the

control mode.
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alvy

Start of heading

Start of text

End of transmission
block (note 1)

End of text (note 1)

End of transmission
(note 1)

Enquiry (note 1)

Negative acknowledge
(note 1)

Mnemonic
SOH

STX

ETB

ETX

EOT

ENQ

NAK

EBCDIC
SOH

STX

ETB

ETX

EOT

ENQ

NAK

Ascll
SOH

STX

ETB

ETX

EOT

ENQ

NAK

Mnemonic
SOH

STX

ETB

ETX

EOT

ENQ

NAK

Function

Reset control mode and set the adapter
to text mode. BCC accumulation starts
with the first character after the first
SOH or STX.

Reset control mode and set the adapter
to text mode. BCC accumulation starts
with the first character after the first
SOH or STX.

Reset text mode with block check
character (BCC) comparison.

Reset text mode with block check
character (BCC) comparison.

End of transmission.

Reset text mode without BCC trans-
mission and comparison.

Negative response to a request for a
reply, or to a block of heading or a
block of text in error.

Figure 120. Names and functions of special characters (1 of 4)




Name Mnemonic

Synchronous idle SYN

Data link escape DLE

Intermediate block ITB
character )

Initial program load IPL
(note 2)

Even acknowledge ACK 0
(note 1)

Odd acknowledge ACK 1
(note 1)

Wait before transmit- WACK
ting positive acknowl-
edgement (note 1)

EBCDIC
SYN

DLE

1US

DC1 DC1 ENQ

DLE (70)

DLE/

DLE,

AsCll
SYN

DLE

us

DLEO

DLE 1

DLE;

Mnemonic
SYN

DLE

ITB

IPL

ACKO

ACK 1

WACK

Function

Transmitted automatically by the
adapter to establish and maintain
synchronization.

Alert the adapter to test the next
character for a defined control sequence
in transparent text mode. In nontrans-
parent text mode, DLE is treated as
data.

Included in the BCC; it causes the BCC
to be sent or received.

Control characters to initiate an IPL
sequence.

Indicate affirmative acknowledgement
to even blocks.

Indicate affirmative acknowledgement
to odd blocks.

Indicate a temporary not ready to
continue/receive condition.

S
—
~

Figure 120. Names and functions of special characters (2 of 4)
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Name Mnemonic

Mandatory dis- DISC
connect {note 1)

Reverse interrupt RVI
(note 1)

Temporary text delay TTD

Transparent start of XSTX
text (note 3)

Transparent inter- XITB
mediate block (note 3)

Transparent end of XETX
text (note 3)

Transparent end of XETB

transmission block
(note 3)

Transparent synchronous XSYN
idle (note 3)

EBCDIC
DLE EOT

DLE@

STX ENQ

DLE STX

DLE IUS

DLE ETX

DLE ETB

DLE SYN

ASCHl
DLE EOT

DLES

STX ENQ

Mnemonic

DISC
RVI
o
XSTX
XITB
XETX

XETB

XSYN

Function

Used on switched communication
facilities only, to initiate a disconnect.

Reverse direction of data transfer.

Alert the receiving station to a tempor-
ary text delay.

Turn off control mode and set the
adapter to transparent text mode.

Same as ITB, but also turn off trans-
parent text mode.

Same as ETB or ETX but also turn off
transparent mode.

Same as ETB or ETX but also turn off
transparent mode.

Transmitted automatically by the
adapter to establish and maintain
synchronization in transparent text
mode.

Figure 120. Names and functions of special characters (3 of 4)




Name Mnemonic

Transparent block XENQ
cancel (note 3)

Transparent TTD XTTD
(note 3)

Data DLE in transpar- XDLE
ent mode (note 3)

Notes:

been completed.
2. Not applicable in ASCI| format.

EBCDIC ASCIl
DLE ENQ

DLE STX

DLE DLE

3. Transparent mode is not available in ASCII.

Mnemonic

XENQ

XTTD

XDLE

Function

Turn off transparent text mode and
cancel the current block of data.

Alert the receiving station to a
temporary text delay in transparent
text mode.

In transparent text mode, the trans-
mitter adds a second DLE after each
data DLE. At the receiver, the first
DLE is stripped off and does not
enter storage or the BCC.

1. These control characters and sequences cause a COD (change of direction) interrupt request after the required action has

The binary synchronous communications’ protocol is characterized by a number of control characters which have
defined meanings and to which connected devices must respond in a predefined manner.

E-N
iy
e

Figure 120. Names and functions of special characters (4 of 4)




Enter control mode when
! \ end-of-transmission character
is received

Control mode

If not selected, wait for

another end-of-transmission
1 lcharacter

Detect address of

y this station

IPL command

Select mode

Detect start-of-text or
similar control character

\

Initial-program-
Text mode toad mode
Transparent
text mode
A T T
! |
! |
End-of-text : L i
character ! Unsuccessful IPL
received |
E
A ]
1 >
Transparent Successful IPL terminate
text mode with processor interrupt

The binary synchronous interface operates in one of
several modes depending upon whether it is selected by
the controlling station for transmission or receiving, for
initial program load, or for other functions. The mode
changes are caused by detection of pre-defined control
characters.

Figure 121. Binary synchronous interface modes
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Communications begin once the device recognizes its
address. The primary station may transmit a message to the
selected device by placing it in text mode and—if necessary—
transparent text mode. Certain control characters demand
aresponse from the secondary station; in this case, the half-
duplex line turns around. For example: after each text
block, the end-of-transmission block character turns the line
around so that the receiving terminal can either acknowledge
or negative acknowledge depending upon whether or not the
system has verified the block control characters.

Control Characters

The system uses control characters to invoke specific
responses. For example, an enquiry (ENQ) asks if a remote
station wishes to transmit to the local station. This enquiry
causes a line turnaround and activates either an acknowledge
character (ACK) if the system wishes to transmit or a nega-
tive acknowledgement (NAK) if it does not.

Other control character sequences are similarly interpreted
as invoking special functions. The system originates the
Initial Program Load command as shown in Figure 122. The
address of the device on a multipoint line follows the two
synchronizing characters. The two DCL characters are, by
convention, interpreted as an IPL command. The ENQ
character asks if the down-line processor is ready to receive
the IPL. The line is turned around and acknowledged with
the control character ACKO, as shown. The host then puts
the line into transparent mode by transmitting the DLE
STX two-character transparency command sequence.

The IPL message is simply the program transmitted a byte
at a time (the system must use the transparency mode since
the bytes of the program can take on any arbitrary value).
The interface duplicates any byte which happens to be the
same as DLE and deletes the extra DLE at the receiver.

Finally, transparency mode is left with the DLE ETX
sequence in such a way that the transmitting interface does
not duplicate the DLE. The receiver leaves transparency
mode and acknowledges the IPL message (provided, of
course, that it has been received with no error). If the IPL
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SYN
SYN

ADDR
ADDR

DC1
DC1

ENQ

ACKO

DLE
STX

—
;__‘,g
—
»—'——<

—

First character transmitted

All messages start with synchronization
characters.

The device address is repeated for error
detection purposes in multi-path
operations.

Initial Program Load command character
is repeated twice.

Request permission to IPL.

Secondary device interface acknowledges it
is ready to receive IPL.

Put remote processor into transparent
mode because IPL data may contain
control characters.

IPL character sequence is loaded into the
remote processor storage starting at
location zero.

Leave transparent mode and terminate
the IPL message.

If the IPL was successful, the remote
processor acknowledges with software;
otherwise the processor waits for a time
out and a repeat of the IPL message.

Figure 122. Example of a message exchange containing an Initial Program Load
command and acknowledgement
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sequence is received correctly, an interrupt occurs in the
receiving processor to end the IPL mode. If not, the inter-
face returns to the IPL mode hoping to receive a second

IPL sequence. The host processor waits for an acknowledge-
ment of the IPL sequence; if none is received, it reissues the
IPL sequence.

The Synchronous Data Link Control Protocol
and its Hardware and Software Support

Although the binary synchronous communications’ protocol
is common and useful, it has one limitation which requires a
different protocol: namely, it cannot be used in full-duplex
mode. Full-duplex lines may be used to avoid the line turn-
around time when simple ACK or NAK one-character
messages must be returned; but this procedure does not take
advantage of the available line capacity. Full-duplex com-
munications involve sending messages simultaneously in
opposite directions. Since these messages are not necessarily
either the same size or synchronized in time, there is a compli-
cation introduced in acknowledging receipt of correct or
incorrect messages: the simple ACK and NAK protocol is
not adequate because it does not identify specific messages.

Need for SDLC

IBM introduced the synchronous data link control (SDLC)
protocol to handle this problem. It permits full-duplex
transmission in a particularly efficient manner. The protocol
is rapidly being adopted by other vendors, and is in fact becom-
ing an international standard under the title high level data
link control (HDLC). SDLC defines a protocol for communi-
cating an arbitrary message between two nodes (possible on a
multipoint line). For communications with IBM devices, IBM
has introduced standard definitions for the information part
of the message. HDLC provides a unique name to differenti-
ate the general term from the IBM particularization. In
general, when HDLC is used to communicate with any device,
its manufacturer is free to define the message content in a way
meaningful to that device. OEM users of the Series/1 will, of
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course, do the same thing when using SDLC to communicate
with their devices or processors.

SDLC Messages

Figure 123 shows the basic concept of SDLC communica-
tions. Each of the two communicating stations transmits—
simultaneously in opposite directions—a sequence of message
structures called “frames”. The system provides two levels of
information grouping for error checking: the frame level and
the frame sequence level. As illustrated in Figure 123, each
frame contains within it two bytes called the “frame check

sequence’’, which is simply a cyclic redundancy check word
for the frame itself. Using these bytes, the system checks
each frame received to determine if it was received correctly
or not. As a result, just as in binary synchronous communi-
cations, the error checking of an individual frame involves:
1) accumulating the check sequence as bytes are assembled
from the serial line; 2) finally, comparing the calculated
check sequence against the transmitted one.

To acknowledge receipt of a message and to differentiate
between frames, each frame is identified with a three-bit
number—zero to seven. In the header of each frame is a con-
trol field shown in Figure 123 and amplified in Figure 124.
The NS three-bit field carries the number of the frame and
interprets it as the number of the frame being sent. The
system provides the NR field (number received) for the
station to acknowledge successful reception of messages.

By convention, the receiver keeps track of the number of
the next frame to be received.

Message Coordination

Each time the processor or a device receives a frame, it
checks the frame first with the error detection word to see
if it is correct. If it is, the receiver next checks the NS field
of that frame to see if it agrees with the number of the frame
the receiver expects to receive. If it does, the frame
sequence is correct and the frame is accepted. If the error
detection procedures determine that the frame is received
incorrectly, it is discarded. If it is received correctly but the
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Frame O Frame 7 Frame 6 Frame O

...... I ] | ] [ ] . l I ceees
Primary > Secondary
station - station
...... | 1 [ J"""l, 1 I
Frame O Frame 1 Frame 7 Frame O

Example of one frame

Header Information field Trailer
D e e
/{ Header Body Trailer }\
Address and control Error detection informa-
plus initial control Information tion (frame check sequence)
character (flag) portion (may and terminating control
be absent) character (flag)

The SDLC full-duplex protocol exchanges messages simultaneously in two directions. The basic unit is
called a ‘“frame’’ which contains frame check sequence characters for cyclic redundancy error detection.
Frames are numbered to permit acknowledgement of those received correctly. As many as seven frames
may be outstanding before an acknowledgement is required.

(47

U Figure 123. Basic concept of SDLC
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‘Beginning Frame Ending >
Flag A C | FCS Flag
01111110 01111110
Flag I Address : Control | Check field : Flag
T | |

| I Variable length I

8 bits information I<_16 bits __.,I
F- ' ’I l field (may be |
| I absent) l |
je—— 16 bits — I I
' |
}Aﬁ Span of CRC and zero insertion ~i

Figure 124. Detailed definition of the SDLC frame format (1 of 2)




(Sent last) —ﬁ (Sent first) —j
l I

C

Bits 1 0 1 2 ! 3 l 4 5 . 6 ! 7 !

Information transfer formatl NR I P/F ! NS ' r 0 '
Supervisory format I NR l P/F I * l 0 l 1 |
Nonsequenced format I * % I P/F l ** l 1 1 I

Poll/final bit l I f I I
e e —
Control field

One frame is six bytes in length (minimum). Only one control character is used: “flag’’ which is six sequen-
tial one-bits with a zero bit on each end.

The frame check sequence character pair is taken across the entire frame with the exception of the initial and
final flag control characters.

The control field includes two three-bit fields; these fields indicate the frame number being transmitted and
the frame number next expected to be received. This numbering convention implies that lower numbered
frames were received correctly.
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frame sequence is incorrect, it is usually discarded although
the protocol definition does not require this. Whenever the
receiving station transmits a frame to the primary station, it
carries the current value of NR; that is, the number of the
next frame which the receiver expects to get.

When a station receives a frame, it checks the NR field to
determine what the receiver expects to get next. Any frame
previous to this number in the sequence is assumed to have
been received error free; hence, the buffer space in the send-
ing station is freed. The system must retain messages at
this point—or beyond—in the sending sequence until a later-
received frame acknowledges their receipt. Notice that this
procedure allows one station to send more frames than it
receives because one frame can acknowledge several
messages.

Message Acknowledgement

Because the message count is limited to three bits, a
maximum of seven messages may be outstanding before the
system requires acknowledgement. That is, once a station
has sent seven messages, it must wait until the receiver
acknowledges reception of some or all of them. For example:
if the receiver reports an NR of 4, messages 4 through 6 must
be repeated. If the receiver reports an NR of 7, all seven
messages (0 through 6 inclusive) have been received, and
message number seven is the next one expected. Notice that
even though eight message numbers are defined, only seven
messages can be outstanding and unacknowledged at any time
if ambiguity is to be avoided.

This fact is illustrated in the above example if the
receiver acknowledges with an NR of 0. If the last message
sent was number six, this acknowledgement clearly means
that no message was received and the entire set must be
retransmitted. However, if eight messages were outstanding,
an NR of zero could have two references: either to the first
message sent, indicating that none were received; or to the
next expected message, indicating that all eight were
received correctly.
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It is the responsibility of user software to generate
messages and pass them to the interfaces for transmission.
It is the responsibility of the interfaces to handle error detec-
tion at the frame level and to notify the processor about
control information such as the NR and NS fields.

The examples above were described as if frames always
started with zero, but in fact the frame count wraps around
with zero following seven. The only frame count restric-
tion is that no more than seven messages starting with any
initial count may be simultaneously outstanding without
acknowledgement.

With this simple mechanism, SDLC solves the problem of
error detection and acknowledgement in a full-duplex
environment.

Code Independency

SDLC (and HDLC) have one other very important advan-
tage over the binary synchronous protocol: the protocol is
not code sensitive. Binary synchronous communications are
character oriented with many different characters having a
pre-defined meaning as control characters. Hardware inter-
faces must respond to these characters in different ways.
Since devices may use different codes like ASCII and
EBCDIC, binary synchronous communications must utilize
hardware which is complex enough to handle these codes.
Communications need not be complicated this way because—
at the first level—the system’s objective is to pass messages
in an error free mode. Once received, a device or processor
may interpret the content of the message in any arbitrary
way.

SDLC eliminates code dependence by treating the
message to be transmitted as a bit stream instead of a charac-
ter stream. Only one control character is used: the flag,
which is a sequence of six one-bits with a zero at each end.
Hardware need only count the length of one-bit sequences
in order to detect the single control character. As shown
in Figures 123 and 124, the start of a frame is recognized by
the detection of a flag sequence. The system always treats
the next 16 bits as address and control information. The
information field is of arbitrary length and may be absent.
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Following the information field is the 16-bit frame check
sequence, and then a flag sequence. The receiver can tell
where the information field ends, or where the frame

check sequence begins or ends, simply by detecting the
terminating flag sequence. This procedure greatly simplifies
the communications’ protocol and allows users to assign
unrestricted transmission code. The interfaces will:

® Transmit messages correctly
e Break up the bit stream into eight-bit characters
® Pack them into storage

The user program interprets those bytes in whatever way it
has been coded to do so.

Bit Stuffing

Since there is only one control sequence—the flag sequence
—it is absolutely necessary that it occur in the frame only as
the first and last fields; if it appears anywhere else, the
receiver would incorrectly interpret its occurrence as the end
of the frame. All fields within the frame, except the begin-
ning and ending flag fields, must be “‘transparent” to flag
characters. The particular eight-bit sequence which the system
uses as the single control character can occur either as address,
control, data, or check information; hence, the protocol must
provide for transparency. This is done by “bit stuffing”—an
operation that is analogous to ‘‘character stuffing”’ used in
the binary synchronous communications’ protocol.

Bit stuffing in the transmitting interfaces occurs as shown
in Figure 125. Every time the system detects a sequence of
five one-bits, it inserts or “‘stuffs’’ an extra bit (a zero bit)
into the bit stream. For example, if a flag character
sequence were to arise in the information field, it would
actually be transmitted and received with a zero bit between
the fifth and sixth one-bits. At the receiver, the system
checks the incoming bit stream. Whenever five sequential
one bits followed by a zero are received, the zero bit is
deleted.

Figure 125 shows that the transmitter also stuffs the flag
sequences. After the system deletes the zero bit following
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the five one-bits, the next sequential bit recognized is a one
bit. The receiver inserts into storage a flag character occurring
within a frame—without the character being interpreted as
the end of a frame. The transmitter is responsible for send-
ing an unstuffed flag at the end of the frame. The system
performs this transmission easily because the message charac-
ter sequence is passed to the interface which serializes, bit
stuffs, and simultaneously accumulates frame check

sequence data for error detection. When the system transmits
the last character of the frame to the interface, it appends

the two frame check sequence characters and the flag
sequence, which end the transmission. Since the interface
knows when the end of the frame occurs, it then can prevent
bit stuffing in the terminating flag. As a result, the only flag
sequence the receiver admits is the terminating flag.

Station Polling

Because communications still occur between a primary and
secondary station using the SDLC protocol, polling must still
be done. The single P/F (poll/final) bit in the control byte of
the frame header is used for this purpose as shown in Figure
126. The polling station sets the poll bit to authorize it to
transmit messages. The polled station uses the same bit to
accept or reject the invitation. Control over a multipoint
line is as orderly as in binary synchronous communications’
systems.

The final bit of the control field of a frame was shown
as zero in Figure 124. Actually, this bit signals that informa-
tion transfers of the type discussed above are actually taking
place. Notice that the data portion of the frame can be
absent if a receiver simply wants to acknowledge a message.
This data absence is signaled by the arrival of the normal
terminating sequence.

If the final bit of the control field is one rather than zero,
the system interprets the frame as either a supervisory for-
mat or nonsequenced format frame. Supervisory format
frames are used to convey ready or busy conditions and to
report sequence errors. Nonsequenced format frames are
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Character sequence
from storage on a
cycle steal basis
(two per storage
access)

Transmitting

Y

Character sequence
|inserted into stor-
age on a cycle steal
basis

Receiving

SDLC interface

The transmitting interface transforms the character
sequence into a serial bit stream.

The transmitting interface bit stuffs whenever a
sequence of five one bits is detected (except in the
initial flag and the terminating flag of a frame).
Bit stuffing inserts a zero bit after the fifth one bit.

SDLC interface

The receiving interface transforms the serial bit
stream back into a character sequence.

The receiver detects all sequences of five one bits.
If the next bit is zero, it was stuffed and, hence, is
removed. If it is a one bit, a flag character has
been detected which means the start or end of a
frame.

Figure 125. Bit stuffing (1 of 2)
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Examples:

0111110 .. 01111100 .... ... 0111110 ...
Five ones A zero is inserted. The zero bit is deleted.
01111110 ... 011111010 ... 01111110 ...
A flag character A zero is stuffed after the The stuffed zero bit is
occurs in the message. fifth bit. The one bit is removed and the flag
not affected. character inserted as a data

character into storage.

The system maintains transparency of data to the single control character by “‘bit stuffing’’: the insertion
of a zero bit after five one bits—except in the two flag characters which surround the frame. Bit stuffing
is a hardware function of the transmitting and receiving interfaces.

Figure 125. Bit stuffing (2 of 2)



The system transmits a
frame containing infor-
mation with the poll
bit in the control byte
reset.

Polling takes place by set-
ting the poll bit in the last
frame transmitted to the
secondary station.

The primary station sends these frames.

The secondary station sends these frames.

The secondary station transmits this frame to acknowledge
correct reception of frames zero through three (N,=4). The
poll/final bit is reset in this frame.

The secondary station transmits a second frame responding
to the poll and accepting the invitation to respond by set-
ting the final bit.

Figure 126. Polling takes place with the single P/F bit within the control byte
of a frame
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important because they are used for data link management
including:

® Activating and initializing secondary stations
e Controlling response mode of stations

e Handling procedural errors which cannot be resolved by
retransmission

SDLC Interfaces

/ﬁTe\Seriesﬂ systems support SDLC with one interface
* which handles one half-duplex line at bit rates up to 9,600
* bits per second. The system supports communications in the
- full-duplex mode via two of these interfaces: one to handle
@dlrectlon / In addition to handling the general SDLC
protocol as described, IBM has built the interface to further
interpret fields in standard ways so that a variety of conven-
tional terminals can be used directly with this communica-
tions’ protocol in exactly the same way they are used with
the IBM System/370. For other terminal communications, it
is the responsibility of the processor and the receiving inter-
face to interpret information fields in an agreed upon manner.
For processor to processor communications, SDLC provides
a mechanism for full-duplex transmission of varying length
messages in a particularly efficient manner.

The Series/1 SDLC interface operates in one of three
modes: monitor, receive, or transmit. In the monitor mode,
the interface monitors the line for a flag character. If the
interface is a primary station, it immediately enters the
receive mode. If the interface is a secondary station, it
checks the address following the flag to see if it is the station
addressed. If so, it enters the receive mode; if not, it
‘remains in the monitor mode. In the receive mode, the
system corrects the incoming bit stream to a byte sequence
and enters it into storage. The entry begins with either the
address field or the control field depending upon whether
the station is acting in a primary or secondary role. A
primary station needs the address byte to check that the
message is from the proper secondary station, whereas a
secondary station uses that byte only to determine which
station has been addressed.
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The interface enters transmit mode when commanded
to do so by the processor (a cycle steal command with the
specific function specified in the device control block). The
system then transmits frame-check sequence bytes and a final
flag byte (not stuffed) to complete the frame. If chaining
is specified in the device control block, the interface con-
tinues with the next frame.

Integration of Communications’ Support
Software into the Series/1

A hardware interface—which uses the cycle steal channel
to access character sequences in main storage for transmission,
and to input character sequences into main storage—supports
each communications’ protocol described (asynchronous,
binary synchronous, and SDLC). An application communi-
cating with a remote device must then set up the character
sequences it wishes to transmit and, by means of cycle steal
input/output commands, pass them to the interfaces.
Similarly, interrupts to the processor terminate messages
inserted into main storage so that an application program
can interpret and use the information.

Dedicated applications often use communications’ support
in just this way because it provides all features and capabilities
in a simple fashion, and the user can tailor the dedicated
programs exactly to fit the application. This is especially
important in applications where the primary purpose of the
processor is to support communications. However, many
applications use the communications’ system simply to handle
devices. For these applications, the Realtime Programming
System provides software support of communications’ func-
tions using asynchronous and binary synchronous protocols
and SDLC. With these protocols, the user can, in effect,
treat remote devices or processors in the same way as any
other device connected directly to the processor.

Communications’ Software Organization

Software use of communications is best organized as
shown in Figure 127 with an application task: 1) processing
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data and communicating it to remote processors or devices
through the communications’ task, or 2) processing data
received from remote processors or devices by way of the
communications’ task. Separating the processing and the
communications’ task simplifies creation, debugging, modifi-
cation, and documentation of these applications. The Real-
time Programming System makes communications among
tasks very straightforward so that it is feasible to define
simple intertask interfaces which allow modification of
either the communications’ task alone or the processing task
alone.

Because intertask communications are strongly supported at
all levels in the Realtime Programming System, the process-
ing part of the application task can be written in assembly
language, FORTRAN, or PL/I as appropriate for the applica-
tion. Notice that PL/I is highly effective for such applications
because of its extensive character and string manipulation
capability. This capability is one reason that a modern
language like PL/I is so appropriate for online small computer
applications, and is another good example of the integrated
design of the Series/1 processor, interface hardware, and soft-
ware support.

One important Realtime Programming System feature is its
support of the Series/1 as a cluster controller in an SNA
(system network architecture) IBM System /370 network con-
figuration. Essentially, this means that the Series/1 small
computer can be used in multi-computer applications similar
to those for which special purpose devices have been designed
in the past. In particular, the burden of software support of
the network is provided under the operating system so that
users can concentrate on their applications. This fact is very
important to OEM users who are building application systems
which must be compatible with host computer systems.

The communications’ portion of the user-written tasks
involves assembly language statements which define charac-
teristics of the devices and the details of communications.
The system provides a series of macros to simplify this task.
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An assembly language program is prepared with Realtime
Programming System macros to define and control com-
munications’ lines and devices.

Series/1 processor

Remote
processor

Remote stations

i

Realtime

Communications >| Programming
System

user’s program .
prog communications’
support

A

Terminals

 N—

<~

-Communications’
lines

Figure 127. Software use of communications (1 of 2)
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w Processing
Secondary [ program
storage >
\ Series/1 processor
\.—/ N .
Written in assembly language, FORTRAN, COBOL, or PL/I

as appropriate. Calls on communications’ program—via
subroutine calls and intertask communications—to read and
write messages and control devices.

The processing part

be used for the two programs’ implementation.

The organization of communications’ software usually separates the application processing program from the
user’s communications’ program; this organization enables the appropriate level of programming language to

Figure 127. Software use of communications (2 of 2)




These macros support:

o Definition characteristics of the remote stations and
associated communications’ lines

e Transmitting and receiving data
e Breaking of connections

e Establishing a list of remote station identifiers for com-
munications with dial-up or switched facilities

It is not appropriate here to describe in detail the macros
which specify device characteristics. It should be noted that
these macros exist and that the system can apply all the
characteristics of any data set in a local file to remote devices
or processors using either the higher-level language or macro
assembly language statements like Connect, Disconnect,
Read/Write, Open, and Close.

Event-Driven Software

Communications with a remote processor or terminal are
not instantaneous. In fact, if the communications’ line is
noisy, multiple transmissions might occur automatically at
the first level of protocol. Consequently, it is not practical
for an application task to depend upon precise timing. This
condition occurs in all realtime, online applications and real-
time programming techniques handle it: scheduling on the
basis of time, internal events, and external events or inter-
rupts. The Series/1 software architecture includes these
mechanisms to enable application tasks:

e Signal the occurrence of an internal event (post the event)

e Schedule a task to become active when an event occurs
(wait for event)
® Be organized to respond to an external interrupt

The same event and interrupt mechanism is used through-
out the Realtime Programming System and is also available
for communications’ software. An event is associated with
each message transmitted or requested. The user can desig-
nate tasks to operate in a variety of ways:

e Wait to receive the message (that is, become inactive but
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be reinitiated by the operating system when the message
arrives)

e Not wait for the message (as in double buffering of input)

e Operate in any other manner that the program designer
chooses

The important consideration is that the system uses the same
techniques to solve realtime synchronization problems when
communications are involved as it uses when those problems
arise elsewhere in the data processing environment. Because
event and interrupt mechanisms are integrated into the overall
hardware and software architecture, the system can solve
these problems expeditiously.

Dedicated Hardware and Software Support
for Communications: The Programmable
Communications Subsystem

IBM has carefully integrated support of communications-
based applications into the Series/1 hardware and software
architecture as indicated throughout this chapter. Even at
the indicated level of support, handling large numbers of
terminals is difficult because they require considerable
custom software support and a major portion of the Series/1
processor’s capability. When a communications-oriented
application reaches a certain size, the user must off-load the
processor, performing some or many of the required functions
in dedicated hardware or separate processors. At the same
time, however, this hardware should retain the integrated
architectural features of the Series/1.

Subsystem Architecture

To handle applications involving large numbers of ter-
minals and communications’ lines, IBM has provided the Pro-
grammable Communications Subsystem as part of the over-
all Series/1 architecture. This subsystem is essentially a
separate processor which handles many of the functions
required to support a variety of lines, line speeds, terminal
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types, and protocols. At the same time, the subsystem is
integrated into the Series/1 hardware and software architec-
ture so that the same measure of self-diagnosis, availability,
and error recoverability can be achieved with the subsystem
as with the parent system itself. Furthermore, the subsystem
is fully compatible with the Series/1 software architecture:
Realtime Programming System support and Program Prepara-
tion System support are complete.

Figure 128 lists some of the communications’ functions
which require detailed software design to effectively serve
large communications-oriented applications. Notice in
particular that many of these problem areas are unique to
communications-oriented applications: control of modems,
telephone call answering and originating, and redundancy
checking. Although conceptually simple—and able to be
implemented completely within the main processor—these
tasks can incur significant overhead when large numbers of
different communications’ lines and terminals are involved.
The Programmable Communications Subsystem can handle
all the areas listed in Figure 128 as well as many others which
may be unique to a particular user or application.

Communications’ Interfaces

The Programmable Communications Subsystem is a set of
standard Series/1 boards which plug into the Series/1 units
just like other interfaces and attachments. Figure 129 shows
the system in block diagram form. At the lowest level are
a variety of interfaces suitable for attachment to a variety of
terminals, devices, and telephone lines. Interfaces include:

® Synchronous and asynchronous EIA data set interfaces
e Automatic call handling interface

e Teletype current interface

e Synchronous and asynchronous integrated modems

e SDLC data set and direct interfaces

The common important factors in this list are the variety of
line speeds and types of interfaces provided, and the fact
that the user may mix all of them in any arbitrary way within

o
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Buffering

CRC checking/generation

LRC checking/generation

Control character generation/recognition
Clocking of direct connect hookups
Data chaining to/from storage
Auto-answer

Break function

Case shift

Timeouts or interval timer

Modem control

Auto-poll

Auto-call control sequencing
Console control

Internal self-diagnosing RAS features
Trace

All of these functions are characteristic of communications’
applications and the system can provide them directly with-
in the Series/1 application software. When the number of
terminals and the variety of terminals and lines is large, it is
more efficient to off-load standard communications’ func-
tions into a special processor called the Programmable
Communications Subsystem.

Figure 128. Basic functions provided by the Programmable Communications
Subsystem

the communications’ subsystem. Notice that many of these
interfaces provide facilities similar to those available for
direct interfacing to the Series/1. Of course, a different
level of support is available through the communications’
subsystem.

The system provides support of these interfaces through
the scanner portion of the subsystem as shown in Figure 129.
This hardware scans the interfaces at speeds ranging from 45
to 1200 bits/second using an internal clock, and up to 9600
bits/second using the clock in a data set attachment. These
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figures correspond to the scanning rate of each interface so
that the combination rate is very much higher. In addition to
scanning the interfaces to collect or transmit characters
(deserialize the input or serialize the output), the scanner
provides many of the capabilities discussed earlier for
individual communications’ interfaces:

® Programmable synchronization and line turnaround
characters

® Programmable selection of bits per character
® Parity checking

® Programmable selection of the number of stop bits for
asynchronous terminals

Thus, in the single scanner hardware, the communications’ sub-
system provides the same communications’ support that is
built into the separate communications’ interfaces previously
discussed. In this way, the Series/1 provides communications’
support for large numbers of terminals at low cost.

Subsystem Controller

The heart of the communications’ subsystem is the con-
troller which contains a processor, read-only storage, and a
writable storage called control storage. It is this controller
which the end user or OEM user can program to customize
the communications’ subsystem by handling a particular group
of terminals and a particular application. Figure 130 shows
the basic organization of the controller.

The line control block is a user-defined data area; the
system provides one block for each communications’ line
attached to the subsystem. It contains parameters describ-
ing the line, address of buffer areas, status information, and
similar information necessary to handle transmission of
information on the line. In addition, the line control block
contains a pointer (address) for another block of data—the
function address table. Essentially, this table is a list of sub-
routines or program segments—called function strings—which
perform the individual operations appropriate to that parti-
cular line. For example, function strings might be provided
to support a binary synchronous protocol or a special
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To Series/1 input/output bus

Programmable Communications Subsystem

Special processor with both:

1. Writable storage (control storage) to contain
user-specified programs appropriate to the
attached communications’ lines and terminals

2. Read-only storage which contains predefined
routines used to control the subsystem and
carry out the user-defined functions

Scanner to control a variety of interfaces, line speeds,
and codes

Interfaces appropriate to the attached communications’
lines and terminals

Figure 129. Hardware organization of the Programmable Communications
Subsystem
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Interpreter: operating-system-like software which controls
the Programmable Communications Subsystem and carries
out user-defined functions upon command of the Series/1
processor.

Subroutines provided to perform standard operations.
User-defined functions are defined as a sequence of these
basic operations. They are similar to assembly language
instructions but carry out much more complex functions
appropriate to the communications’ application.

I I I
I I I
I I I
1 1 1

Figure 130. Software organization within the Programmable Communications
Subsystem (1 of 2)
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| defined
routine
2
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list of user-defined
routines to perform
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ated with this line or
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User-
defined
routine
Function strings: N
sequence of orders to
perform one function
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line or attached device.
They are user-defined via
a macro-language under
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The user defines all functions to be carried out by the sub-
system and builds the necessary tables and function strings
using Program Preparation Systems supplied by 1BM.

Figure 130. Software organization within the Programmable Communications

Subsystem (2 of 2)
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purpose protocol, or function strings might be used to error-
recover when certain conditions are detected. In effect,

the function address table associated with each line is a list
of code segments that handle each situation which arises
when carrying out communications across that line.

Line Control Software

The user must define each function to be carried out for
each line, and produce the subroutines or program segments
(function strings). The Programmable Communications Sub-
system facilitates preparation of these function strings by
providing the interpreter shown in Figure 130. The inter-
preter can handle approximately 90 pre-defined operations
which function like instruction operation codes in a computer.
Operations include:

® Transmit or receive data ‘
Block check character control
Automati’cvpolling

[ ]
[ ]
e Control of modems
e Timer control

[}

Branch and Link instruction

It is not appropriate to list all operations in detail here. The
reader should consult the appropriate Programmable Com-
munications Subsystem programming manuals for this informa-
tion. It is important to indicate here that users prepare their
programs or function strings in a sequence like the type of
high-level instructions listed above. This sequencing facili-
tates the construction of rather elaborate communications’
support programs in the subsystem. Source code format
function strings are also available for terminals like the 3270
family, the 2740, and Teletype Models 33 or 35.

User-Generated Software

The programs within the Programmable Communications
Subsystem are microprogrammed. Instead of requiring the
user to learn programming techniques at this detailed level,
IBM provides an elaborate programming support system
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which runs under the normal Program Preparation System
software. This support system means that the user can create
function strings and necessary tables simply by calling macros.
The user enjoys a dual advantage: program preparation is at

a high level, while microprogrammed subsystems provide the
user with all the advantages of an efficient data processing
operation.

It is important that the hardware and software architec-
ture of the small computer integrate any subsystem like the
communications’ subsystem. With the Series/1, hardware
integration is simplified because the architecture of the
input/output system permits processors to be added to the
system without sacrificing the communications’ rates to the
main processor and main storage. A previously illustrated
example of these subsystems was the floating-point sub-
system which has both an objective and an architectural
structure similar to that of the communications’ subsystem.

| o
Integrated Software Structure o

Figure 131 shows the integration of the software support
for the communications’ subsystem. As previously indicated,
good programming practice separates communications’ soft-
ware support into different modules to support different
terminals and different application requirements. The com-
munications’ subsystem support extends this architecture as
shown in the illustration. The one module has been com-
pletely off-loaded into the communications’ subsystem as
discussed above. A simple interface remains which drives
the Programmable Communications Subsystem using normal
input/output instructions. As shown in the figure, this inter-
face permits an application program to write Execute 1/O
instructions in which the immediate device control block
references a device control block—as in all cycle steal input/
output operations. Within the device control block, the
system codes a command which is effectively an index into a
function address table within the Programmable Communi-
cations Subsystem. The subsystem, in turn, is a pointer to
a function string which performs the operation. In other
words, the user supplied 1/O instruction is equivalent
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The operating system controls the execution of all applica-
tion programs.

Realtime Communications’
Programming -+ 1 application
System program

A

A\
Interface between
the operating
system and the
Programmable
Communications

Subsystem
Programmable Communications Subsystem
r—-————~—"~>"™—">"7""7""7""7""/"7""7/"™77= -
| |
I ;
| |
| Control < .| User-defined |
| program function strings |
| |
L o e _
)
. The subsystem controller accesses
the device control block in main
Attached lines storage via the cycle steal channel,
and devices and carries out the appropriate
function for the appropriate
communications’ line.
Y

Figure 131. Integrating software support of the Programmable Communications
Subsystem into the Realtime Programming System operating system
(1 of 2)
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All commands to the subsystem are normal Execute
1/O commands with the standard immediate device
control block pointing to a device control block
which, in turn, contains the actual command the
Programmable Communications Subsystem is to
carry out.

Immediate device control block

Device control block is accessed
by the subsystem using the cycle
steal 1/0 system.

The command in the device control
block actually points to a particular
user-defined function string to be
carried out for a given communica-
tions’ line or attached device, like
an integrated modem.

Figure 131. Integrating software support of the Programmable Communications
Subsystem into the Realtime Programming System operating system
(20f 2)
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to a call to one of the user-defined function strings or sub-
routines within the Programmable Communications Sub-
system. Conceptually, it does not matter whether such
communications’ subroutines are in the main processor or
in a separate subsystem. The user maintains complete con-
trol over what function strings the system provides and what
they do. In this manner, users may easily customize their
communications’ systems. Because of the interface within
the Series/1 Realtime Programming System software, the
user can construct application programs either in a higher-
level language or in assembly language to perform two
separate functions: 1) to use information gathered through
the communications’ system; 2) to generate information
to be transmitted through the system.

The combination of hardware and software communica-
tions’ architecture in the Series/1, then, provides support to
customize applications at similar levels whether they involve
a small or large number of terminals. The Series/1 achieves
this support while combining availability, reliability, software
support, and compatibility with other systems—all require-
ments listed in Chapter 1 for successful, communications-
oriented small computer applications.
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Reliability, Availability,
and Serviceability
(RAS)

The success of any small computer application depends
upon the close cooperation of the hardware, software, and
maintenance systems. As stressed in earlier chapters of this
book, if these three components are not fully integrated, the
overall system will be less successful. Hardware and soft-
ware integration have been discussed earlier, with emphasis on:

o How hardware is present to support the appropriate
software for small computer applications

e How software takes advantage of the hardware
— To carry out the application efficiently
— To minimize development and debugging time

In the same way, hardware and software must be designed

so that the resulting system will be reliable and maintainable.
The objective of this chapter is to discuss how maintenance
is integrated into the overall IBM Series/1 hardware/software
design.

The Contribution of Maintainability
to the Overall System

The combination of hardware and software designed to
carry out an application often includes both IBM- and third
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party-supplied hardware and software components; the
combination must operate reliably in a realworld environ-
ment. It would be unrealistic to expect such a system to
operate without problems or failures. Furthermore, it
would be prohibitively expensive to design every system so
that the probability of failure would be almost non-existent—
for instance, as low as the failure ratio of manned space
flights in recent years. The design objective of the Series/1
was to devise reliable hardware and software while simul-
taneously providing the system with a quick and efficient
problem response capability to minimize the effects of fail-
ures. Figure 132 shows the various states of a small computer
system. In normal operation, the system performs its
intended function. A ‘“‘soft’ error condition—an error which
the system can detect or bypass without halting operation—
must be identified and responded to rapidly. To do this,
the hardware and system design must function in a manner
to detect these errors accurately and easily.

An example of such an error could be the transmission of
a noise-corrupted byte of data between a device and storage—
an error which the system might correct by a retransmission.
The system must detect these soft errors by using:

e Parity bits on the data

e Error detection bits, where appropriate
® Checks sums or cyclic redundancy codes
e Echoing of data
[ ]

Other procedures depending upon the devices and distances
involved, and the criticality of the data

The combination of hardware error detection and software
error recovery procedures increases the reliability of the
system. When a “hard” error occurs—an error which is severe
enough to halt operation of the system—time is required to
diagnose the source of error and perform the necessary
maintenance. If the system can reduce the time required to
diagnose and repair the error, then the effect on the applica-
tion can be minimized.

Availability of the system is the net time that the system
is actually available to perform the application; it is, to the
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user, the most important measurable element in the system.
A high level of availability implies a minimal response time
to hard errors and rapid recovery from soft errors.

It is important to note that every component of the
system—hardware and software—must be integrated into the
soft and hard error detection and recovery procedures. This
integration is essential because it is typical of small computer
applications that a variety of OEM- and vendor-supplied hard-
ware and software components interact closely to carry out
the application. It is important to emphasize the distinction
between the maintenance capability of the Series/1 architec-
ture and the maintenance supplied by IBM itself. IBM has
designed the Series/1 so that self-diagnosis and maintenance
can be performed effectively and efficiently. OEM users can
take advantage of those capabilities in the design and utiliza-
tion of their devices and interfaces so that the systems they
configure can also be maintained effectively and economi-
cally. IBM-supplied maintenance covers only devices
supplied by IBM.

Design and Organization for Reliability

Design for reliability implies design for low failure proba-
bility. There are two aspects of reliability: 1) low failure
probability of hardware components, and 2) low probability
that either noise corruption or hardware failure will cause the
application to malfunction. For example, failure of a com-
ponent might not cause the system to halt but might cause
errors in data stored in files, transmitted to devices, and
in other locations. These errors are just as serious as hard-
ware failures. Consider, first, the hardware reliability.

Component and Device Reliability

The Series/1 electronics use extensively the large-scale,
integrated TTL logic of the type used and proven in other
IBM products. With proper burn-in, testing, and other quality
control mechanisms developed in the electronic revolution of
the past 15 years, such devices are now sufficiently reliable
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Figure 132. Availability states (1 of 3)
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Achievement of high availability requires an integrated system of hardware and software to perform the

self-checking and self-diagnosing of errors. The integrated system of hardware and software must be

extended by the user to include OEM and application hardware and software.

Auvailability is achieved in three ways:

1. Reliable hardware minimizes actual failures

2. Extensive self-checking detects soft errors which may be corrected by error recovery procedures built into
the system and application software

3. Extensive self-diagnosing identifies and isolates a hard failure quickly to minimize mean-time-to-repair and
maximize availability

Figure 132. Availability states (3 of 3)



to meet the availability levels demanded by small computer
applications.

Reliability is more important in devices that require
mechanical motion which causes wear and vibration. In this
area as well, the computer industry has learned to design
reliable devices. For example, the IBM disk storage unit uses
a sealed disk enclosure containing the fixed disk and the
mechanical access mechanism. Sealing the disk eliminates
operator handling of critical devices, reduces exposure to
external contaminants, and obviates preventive maintenance
of heads, disk, and other mechanical devices within the
enclosure.

With this design, the probability of the disk’s data accur-
acy and availability is greatly increased. Similarly, slower
devices like the Series/1 diskette unit and the line printer use
a stepper motor as main drive rather than a continuously
running motor assisted by a clutch mechanism. Although
the latter motor is adequate for the task and perhaps lower
in initial cost, the stepper motor removes a high-maintenance
item (the clutch) from the system. Such design character-
istics enable IBM to market devices requiring little preventive
maintenance.

Attention to details like these are evident in the specifica-
tions of other Series/1 devices. One previously mentioned,
important detail is that IBM has specifically designed the
Series/1 hardware and software to be responsive to OEM
devices. Of course, it is necessary that these devices be as
well designed as the Series/1 itself to prevent compromise
of overall system reliability.

When hardware is reliable, system availability is extended.
Soft errors will continue to occur, however, because of noise
on transmission lines, variation in power levels, and human
fallibility. Detection of these errors is fundamentally
important to, and a major consideration in, the design of the
processor and device hardware and software. Error detec-
tion is built into the system at all levels as shown in
Figure 133.
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Specification check
Invalid storage address
Privilege violate

Protect check (4955 only)
Invalid function
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Processor (4955 only)

level Stack exception
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1/0 check
Power/thermal warning

® Condition code for each
input/output operation

® |nterrupt status byte for
each interrupt

@ Condition code for each
interrupt

Input/
output
attachment

® Redundancy checking of
data items and data streams

Device ® Built-in self-checking of

level data read and written

® Maintenance of device
status words

Error detection is fundamental to high system availability.
Each device and component in the system must be designed
to perform appropriate error checks. The system must be
designed to respond to these detected errors—so that error
recovery can be accomplished.

Figure 133. Elements of error detection
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Processor Error Detection

At the processor level, some of the built-in error detection
techniques (most of which have been previously described)
include:

Specification Check. An indirect address or a generated
effective address has violated an even-byte boundary
requirement.

Invalid Storage Address. One or more words of the instruc-
tion or an effective address is outside of the installed storage
size of the system.

Privilege Violate. A privileged instruction is encountered
while in the problem state.

Protect Check. An instruction is being fetched or data is
being accessed from a storage area not assigned to the
current operation, or an instruction is attempting to
change an operand in a storage area assigned as read-only.

Invalid Function. An illegal operation code or function
combination has been detected, or a floating-point operation
was attempted and the floating-point feature is not
installed.

Floating-Point Exception. An exception condition is
detected by the optional, floating-point processor.

Stack Exception. An attempt has been made to pop an oper-
and from an empty main storage stack or push an operand
into a full main storage stack; or a stack cannot contain the
number of words to be stored by a Store Multiple instruction.

Storage Parity Check. A parity error has been detected
while data is being read out of storage by the processor.

CPU Control Check. The hardware has detected a malfunc-
tion of the processor controls (e.g., no level is active but
execution is continuing).
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1/O Check. Hardware error has occurred on an input/output
interface.

Power[Thermal Warning. A power failure or thermal overload
has occurred.

Note that not all of the conditions listed above pertain to
all processor models.

Detection of any of these conditions permits an increase
in system reliability because error recovery operations can
be initiated (Figure 134), thereby preventing the system
from actually halting. Software design must recognize the
hardware assistance in recovery operations and incorporate
this assistance within its own performance. Consequently,
software design is crucial here. An example of recovery
software design and performance is illustrated in Figure 135
where the response to a power failure is depicted.

Battery Backup

If the source voltage drops below approximately 85 per-
cent of the normal line voltage and the system includes a
battery backup unit configuration, the system will auto-
matically switch to battery power and will continue to
power the processor. A class interrupt occurs causing a
branch to the power/thermal interrupt handler routine
which can continue to monitor the power/thermal failure
bit in the processor status word. After mainline voltage is
restored:

e The system will automatically switch back to mainline
power

e The power/thermal failure bit in the program status word
will be turned off

e The system can resume execution of the problem
program

No data will be lost from main storage. Equally important

is the fact that the system will not generate erroneous

results because of low voltage levels in storage or on the
input/output channels. Thus, the system protects the applica-
tion from data distortion as well as data loss.
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If the configuration does not include a battery backup
unit, the system will power down. Upon restoration of the
mainline voltage, the system may automatically power itself
back up and can automatically re-IPL. The user can program
the IPL bootstrap program to reload any program, and
resume execution. This automatic restart feature makes the
system particularly viable for use in a remote or unattended
location.

Input/Output Error Detection

The second level of error detection in Figure 133 is on the
input/output channel itself. IBM has designed the system so
that all devices provide the following checks:

e Condition codes—each time the system issues an Operate
I/O instruction, the device, controller, or channel
immediately reports to the processor a condition code
pertaining to execution of the 1/O command

e Interrupt status byte (ISB)—if an error condition exists
after an 1/O operation (for example, a channel parity
check), the system presents detailed information on the
nature of the error in the ISB

e On devices which present interrupts, the system again
presents the condition codes with the 1/O intefrupt to
further define the exact status of the 1/O operation

With these checks built into each input/output or interrupt
operation, the user can create software which is not sensitive
to those infrequent errors which do occur.

Device Error Detection

At the device level in Figure 133, each device itself is
responsible for checking its own operation; each device signals
its errors using the condition code and interrupt facilities of
the system. For example: both the disk and diskette units
generate cyclic redundancy check characters for both the
sector identification field and the sector data field within
each sector. Asynchronous communications’ interfaces pro-
vide longitudinal and vertical redundancy checking. Binary
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Q Error recovery involves multiple retries of
the transmission. Only if these retries are
unsuccessful is a hard error signaled.

Main
storage ] Disk or
diskette
o Error Disk or G
notification| giskette (I | —
-]
interface O
Processor |- |
Input/output
channel e

e Cyclic redundancy checks assist in the detec-
tion of errors due to bad data on the disk or
noisy transmission.

Each surface of the disk or diskette is
divided into sectors. Each sector has a
sector-identification field and a data field.
Cyclic redundancy check characters are
stored for each field.

Figure 134. Disk and diskette error detection (1 of 2)
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A sector identification field insures that data cannot be
read from or written into the wrong area—such action
would constitute a major error if it occurred.

Both system software and user-written software for dedi-
cated systems must provide for the error detection capa-
bilities, and both must have a built-in error recovery
capability.

Disk and diskette storage error detection illustrates how
error checking must be included in the hardware and soft-
ware system design in order to detect errors appropriately.

Figure 134. Disk and diskette error detection (2 of 2)

synchronous communications’ interfaces offer cyclic redun-
dancy checking. Other devices provide similar appropriate
checking for the device. The result of this checking is as
follows:

e The integrated design of the system identifies detectable
errors

e The system notifies the processor of the error
e If possible, the software will respond to correct the error

Frequently, retry of a storage read or other operation will
correct the error. Even if the error is corrected automatically,
system software maintains a log of the error occurrence for
later system diagnosis by IBM customer engineering or by

the user.

In the past, manufacturers have found it excessively expen-
sive to build such extensive self-checking into the hardware.
The construction of the microprocessor has reduced these
costs to the point where this hardware function is now
economically feasible. The effective use of the powerful
microprocessor technology to incorporate this self-checking
hardware capability has made a highly significant contribu-
tion to overall system availability.
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A class interrupt signals the processor
to prepare for shut down—if there is
no battery back-up—or to monitor for
power restoration.

A

Power line If voltage falls below
voltage 85% of normal
monitoring

Switch to and from
battery-backup is
—\ automatic

Power line

Power to system

Battery backup _—_-_O

A combination of hardware and software responds to
power line voltage failures. The hardware monitors the

line voltage and switches to battery backup if it is present.
When voltage is restored, switch back is also automatic.
Interrupts notify the processor of these events so that
designated software routines can take actions appropriate to
the particular configuration and the specific application.

Figure 135. Hardware and software response to a power failure
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Error Diagnosis: The Key to
High Availability

If the system is to maintain its availability at a high level,
it must diagnose, quickly, any hard error or failure in any
component of the system. Using microprocessors in inter-
faces and microprogramming in the processor become
economically significant factors when the system must per-
form a high level of error diagnosis. This is so because a
system with distributed intelligence capability can contain
many more extensive self-diagnostics more economically
than can a system with fixed logic designs. Series/1 devices
and interfaces use such approaches where it is most
economical and appropriate.

Microprocessor Based Self-Diagnosis

The system includes microverification routines in all
microprocessors and in the microprogrammed processor it-
self. These routines are executed when the system is
powered-on, reset, or initial program loaded. As shown in
Figure 136, the processor is self-checked to assure correct
operation—including data flow to and from registers—of
the microprogrammed system. Self-checking involves:

® Moving data into and out of registers and checking for
an expected result

e Performing micro instructions and comparing the results
to known values or checksums

e Other similar procedures

In parallel with the processor’s self-checking, the system
logically isolates each device controller. Each controller per-
forms a similar self-check including a run through all of its
micro instructions and a compare of an accumulated check-
sum with a preprogrammed checksum. The system then
checks by writing and reading back a specified bit pattern in
the first 16 kilobytes of storage. Finally, if all modules pass
these self-diagnostics, the system is integrated and the
input/output channel itself is checked to insure that data
can be passed back and forth between main storage and the
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Main -
storage

Processor <

Interface
Devi with the » >~
evice micro-

processor

The system:

Writes prespecified patterns into the first 16K-bytes of
main storage, and then reads them back

Writes into processor registers, and then reads them back

Exercises micro instruction data paths and verifies the
results

Verifies transmission between devices and the main stor-
age across the input/output channel

Checks the device in a device-dependent manner through
its microprocessor-controlled interface

The microprocessor checks for correct control store con-
tents, and verifies data paths.

The system uses the microprogrammed processor and the
microprocessor-based interfaces in such a manner that,
before the start of the application software:

® The separate operation of each component can be
checked

The combination of devices can be checked

Figure 136. Processor self-checking
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device interfaces. Location zero in main storage is used by
the device interfaces for this purpose.

If any of these checks do not succeed, the system has
detected a hard failure. Because of the detailed nature of the
checking, the failure has probably been isolated to a specific
printed circuit card. Replacement of the card can usually
remove the problem.

If all tests are successful, system operation begins. Detec-
tion of a hard failure halts the system; at that point, the
diagnostic capabilities of the system are again activated.

Diagnostic Software

Series/1 provides diagnostic software which takes
advantage of the integrated design of the system’s hardware
and software. For example, the system provides a diagnostic
instruction which enables software to check operation of
devices at very detailed hardware levels. Storage can be
checked by loading specific addresses and data into storage
address and data registers, and then checking the result of
the storage read or write operation. Similarly, software
can check those diagnostic device commands which produce
device-dependent results.

Devices are specifically designed to be diagnosed this way.
For example, Series/1 provides diagnostic wrap-back facili-
ties for the teletypewriter:

o Attachment
o Timer
e Communications

Integrated digital input/output

Sensor input/output units

Diagnostic wrap-back provides, under program control,
routing of output signals back into input ports; as a result,
the system can check the complete operation of interfaces
by outputting data and reading the same data back in again
to insure that it is transmitted correctly (Figure 137). In
addition, this wrap-back feature can be used without remov-
ing cables or attaching special jumpers—further reducing
diagnostic time.
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Wrap-back of signals permits the system to read back signals
being transmitted to an external device; this insures that
the desired signal is the one actually sent.

The system must also diagnose the combination of IBM-
supplied interfaces and OEM supplied devices. By wrap-
ping-back signals, operation of each portion of the system
can be checked without using cables, or disconnecting
the system.

Figure 137. External device diagnosis

Interface Diagnosis

As an example of the power of this diagnostic approach,
consider the teletypewriter interface diagnosis, which can
take place either with or without a device connected to the
interface (Figure 138).

The Reset to Diagnostic Wrap command: 1) resets pend-
ing interrupts, condition codes, and all registers in the tele-
typewriter adapter except the prepare register, and 2) dis-
ables the read and write control interface lines. The system
places the teletypewriter adapter in a diagnostic wrap state.

In the diagnostic wrap state, commands can be issued to
the teletypewriter adapter for testing purposes. If a Write
command is issued, data is sent to the teletypewriter adapter
transmit data register and to the attached device, if present.
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Using both diagnostic and input/output commands permits
both online and offline checking of some devices. The
system supplies diagnostic software for standard devices
and interfaces, but user-written software for OEM devices
can be similarly prepared and used.

Figure 138. Teletypewriter interface design
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At the completion of the transmit operation, a device end
interrupt is reported. The data is also sent to the teletype-
writer adapter received data register; at the completion of
the receive operation, an attention interrupt is reported.
For checking purposes, the system can force the teletype-
writer adapter into an overrun condition by: 1) not reading
the received data register after the attention interrupt is
accepted, and 2) then issuing another Write command. The
teletypewriter adapter does not report condition code 1
(busy) or condition code 5 (interface data check) to this
command.

Exit from the diagnostic wrap state is by any of the
following commands: a Device Reset, Halt 1/O, System
Reset, or Power-On Reset.

Diagnostic Commands

The integrated digital input/output interface provides
similar capabilities (Figure 139). The system offers two
commands to thoroughly test the correct operation of this
interface.

The Set Test 0 command sets a diagnostic mode that dis-
ables the user inputs, including external sync. The ready line
is disabled. The command places zero bits into the digital
input receivers and activates the external sync receiver with
a pulse. If external sync is armed, an interrupt is posted.
The digital input data register contains all zeros. The user’s
previous data inputs and intervening commands govern the
data in the process interrupt data register. If an interrupt is
pending, condition code 1 (busy) is reported and the com-
mand is not executed. Also, when condition code 5 (inter-
face data check) is reported, the command is not executed.

The Set Test 1 command sets a diagnostic mode that dis-
ables the user inputs, including external sync. The ready
line is disabled. The command places one bits into the digital
input receivers and activates the external sync receiver with
a pulse. If external sync is armed, an interrupt is posted.
The DI data register contains all one bits. The data in the PI
data register is initially all one bits and, thereafter, is governed
by intervening commands. If an interrupt is pending,
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Diagnostic test commands permit:
® The setting of inputs at either zero or one levels
® Testing the external synchronization lines

Using these instructions, diagnostic software can, in effect,
simulate the operation of an external OEM device; this
insures that data is transmitted and received correctly, and
that timing signals are properly armed and recognized.

The integrated digital input/output interface is used to
interface OEM and special devices to the Series/1, and is
fully supported from a diagnostic point of view. Self-
diagnosis of the OEM device itself is the responsibility of
the device designer or the system integrator.

Figure 139. The integrated digital input/output interface

condition code 1 (busy) is reported and the command is not
executed. Also, when condition code 5 (interface data check)
is reported, the command is not executed.

Other features have similar instructions and utilize the
external wrap connections to improve problem analysis and
failure diagnosis.

The reader should note that the diagnostic instructions are
part of the overall system design. Any OEM device that inter-
faces to the system can have the same self-diagnostic capability
as the system itself, but the OEM manufacturer must design
this capability into the device, its interface, and its support-
ing software. This fact is important in those applications
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where the user must add special devices because the system
can support the added device in both its normal and abnormal
operations—a major consideration in critical applications.

Error Logging

During a normal operation, Series/1 system software
creates error logs to help in diagnosing problems. Utility
software furnishes a dump of these logs which alerts
maintenance and customer personnel to marginally-operating
equipment. IBM has built other diagnostic aids, like com-
munications’ interfaces, into difficult-to-diagnose equipment.
For example, the input/output and communications’ facility
trace functions are designed to continuously record current
activity in main storage during normal operation of the
system. The system uses this facility to reconstruct the
sequence of events leading up to a system failure; the user
can then more readily diagnose intermittent failures and
other difficult system problems.

The communications’ online test capability can test
attached asynchronous terminals concurrent with user opera-
tion, and determine proper operation of the communications’
link (lines and modems) as well as the terminal and system
programming support.

These Series/1 diagnostic features are far more sophisti-
cated than any previously available on small computers;
today’s demands for system availability require that these
diagnostics be an integrated part of the system design. The
extensive service aids provided with the Series/1 enable users
to determine, by themselves, the source of many system
problems.

Support for Maintenance

Most users are concerned about the support available for
service and maintenance. The OEM users who provide their
own processor and devices’ support have access to all of the:

® Training courses
® Diagnostic software
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o Maintenance consoles
e Signal tracing devices

e Other aids which IBM makes available to its own systems
and customer engineers

These aids include full documentation and training in both
IBM-supplied hardware and software. As discussed in
Chapter 1, if users are to take responsibility for the system,
they must have all the available information about the system
as well as full training on the system.

For users who do not wish to undertake this responsibility
themselves, IBM offers various contractual arrangements so
that trained and available customer engineers can provide
the proper level of service. This availability of highly trained
and knowledgeable—hardware and software—service people
is a very valuable backup to the OEM or third-party system
integrators who occasionally need in-depth backup to solve a
particularly critical problem with one of their systems. The
importance, to users and suppliers, of available, high-quality,
trained personnel cannot be overestimated.

In summary: the IBM Series/1 is an integrated design of
hardware, software, and maintenance designed to provide a
set of modules or tools which can be combined with user- or
other vendor-supplied modules to build an economical,
small computer application. The integrated design of the
system insures that:

e Applications can be performed

e Implementation can be controlled

® Errors can be diagnosed

o Overall system availability can be assured

These capabilities are the primary prerequisites for a satis-
factory application.
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input/foutput 102, 104-106, 209-216
mask register 99, 127-131
multilevel 81, 82
response 55,102, 103, 106, 108, 109, 128, 129, 227-232, 303
service active line 370
summary mask 99, 127-129, 130
supervisor call 47, 256
timer 329, 332-335
IPL (see also operating systems, IPL) 48,99, 101, 102, 113, 421, 463
instruction set 39, 278
interval timer 329, 332-336
inventory control 6

keyentry 5

key
instruction space  153-164
operand 1 153-164
operand 2 153-164, 249-254

languages
assembler 79
COBOL 42,49, 79, 136, 141, 195, 277, 278
FORTRAN 42, 49,79, 95, 136, 141, 195, 277, 278
higher-level 49, 95, 277, 278
macro 42
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languages (cont.)

PL/l 42,49, 79, 95,136, 141, 195, 277, 278
Level Exit instruction 106, 108, 109, 320, 323
level status block 87, 153
LLA (see low limit address)

Load Multiple and Branch instruction 107, 123, 124
load multiple instructions 107, 122

load state 101

logical instructions 295, 296

longitudinal redundancy checking 403, 404

low limit address (LLA) 112

mapping (see address translation)
maintainability 453
mask 99, 321
mean-time-between-failures 3
memory (see storage)
microprocessor  49-50, 203
microprogramming 39, 49, 83
multidrop 203 '
multifunction terminal
application  5-11
hardware 7, 10, 391
software  10-11
multiplexer (see also communications concentrator)
multipoint 400, 401, 421, 431
multiprogramming 43, 53-56

negative indicator 302
network (see communications networks)
number storage

floating 91-95

signed 91-95

unsigned 91, 92

OEM device
attachments (see user attachments)
hardware support 34, 35
software support 34, 36
Operate 1/O instruction 223, 226, 227, 239
operating systems 2, 279
address translation 47
auxiliary storage resident tasks 183
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operating systems (cont.)
data set support 271
file support 34, 271
input/output support 194, 209, 212-215, 270, 336, 437
interrupt handling 106, 108, 109, 224
IPL 99
protection 161
requirements 31, 34, 36, 48
supervisor and problem states  101-102
supervisor call 175, 176, 256, 258-260
task switching support  59-62, 179, 180-182
order processing 6
overflow 95, 302
overlay 186-189
fast (see storage overlay)
overrun error 342, 347,472

packaging of hardware 39, 44-45
parametric instructions 283
parity 404
partition
dynamic 58, 59, 183, 186
fixed 56-58, 183-186
point to point 398, 399, 401
polling  208-210, 402, 431, 434
post increment address mode 137
power fail 113, 462, 463
power-on reset 367
Prepare command 221-224
priority levels (see also interrupt) 87, 103, 106, 108, 109, 224
privileged instructions 102, 106, 320, 321, 324
problem state 101, 102
processor
architecture  82-87, 195
requirements 81, 82
state 95, 98-102
status word 103, 110-113
program preparation 49, 78, 79
Program Preparation System 448
Programmable Communications Subsystem 397, 441-452
pulse
counter 329
duration 342, 344, 345
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pulse (cont.)
duration counter 329
rate 342

Read command 221, 222
read only storage 83, 84
ready line 356, 357
reentrant 134, 135,177,178
register addressing modes 137, 142, 143
register, segmentation 165, 166
registers  53-55, 87-90
floating-point 90
general purpose  53-55, 82
instruction address 103
level status 87, 95-97, 302
level status block  87-89, 103
mask 99, 321
status 82, 153
storage address 82, 86, 134
storage data 82, 86
reliability 455, 459
relocation hardware 43, 46
remote job entry 5,386

scheduling 6
SDLC (see synchronous data link control)
segmentation register 165, 249, 321
select response signal 370, 377
sensor based input/output  72-75, 77, 78
serialize 312, 314-316
Set Level Block instruction 106
shifting 296, 300, 301
software, architecture 48, 255
stack 107, 111-124
stack control block 114, 122
start-stop communications 345
status flags 113
stop state 100
Store Multiple instruction 107, 122, 123
storage address
modes 134, 135-141, 147,151, 177-179, 283
space 134
translation (see address translation)
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storage channel (see bus, input/output; Direct Memory Access;
input/output channel)

storage key 152

storage mapping (see address translation)

storage management  56-61, 135, 179, 180, 183-189

storage organization 132-171

storage overlay  186-189

storage protection 134, 152, 249-256

strings 290, 291, 302, 303, 308, 309

strobe signal  370-377

structured programming 312

stuffing, character and bit 414, 430, 432, 433

subroutine linkage  123-125, 126, 127, 168, 317-319

Supervisor Call instruction (SVC) 256, 258-260, 321

supervisor state  101-103

synchronization  353-357

synchronous data link control (SDLC) 67, 402, 403, 423-436

systems 1,2

system reset 367

task(s)
addressing 43, 46, 47
communications among  59-62
definition 56, 57
management 48
switching 177,179
synchronization 62
set 31, 56-58
TEA (see top element address)
teletypewriter 72, 76, 343, 469
adapter 72, 76, 343
timers 329, 332-343
top element address 112
transaction processing 5
transparency in data transmission 405, 410, 421, 430
trap 112,116
TTL signal 343, 345, 351, 352
two-channel switch 78, 202

user attachments  71-78, 205, 217, 242, 270, 326, 352, 362, 378,
379, 385, 455, 473-475

vertical redundancy checking 403, 404
483



wait state 100, 101

word length 47

wrap-back 469-472

Write command 221, 354, 355
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