




















































































































































































































































































































































































































































































































the two rings as one and the resulting condition of possible multiple SATs and 
lost SATs. 

The wrapping mechanism is so designed that any arbitrary disconnected section 
of a MetaRing may continue to operate as a disconnected ring. 

Broken SAT Broken r I· 11· 11· 1 r 
�I�I�X�_�~�~�I�N�O�d�'�l�.� "l"0d'i .X// 
�I�I�X�-�~�-�~�- F G -XII 

t It 4 It 4 I 
SAT 

Figure 100. MetaRing Operation on a Disconnected Ring Section. Protocols operate 
correctly (and maintain their fairness property) over a disconnected section of the full 
duplex ring. 

10.1.7 Throughput 
In practical LAN situations (in LANs with a large number of nodes), a high 
percentage of the LAN traffic is local in scope. That is, most LAN traffic is within 
a work group. Also, typically, people site servers close to the work group being 
served (a print server will usually be close enough for a person to walk over and 
pick up the printout). 

This locality of reference characteristic enables MetaRing LANs to be very 
efficient indeed. Throughput of many times that of FOOl at the same speed is 
achievable. In a uniform traffic situation a throughput improvement of eight 
times can be achieved. Because both rings are used for data traffic, even in the 
worst case throughput will be twice that of FOOL 

10.1.8 Slotted Mode 
In some system implementations there is a concern with variable ring latency. 
There is a mode in MetaRing which is deSigned to eliminate the insertion buffer 
at each node by formatting the ring into fixed length slots. 

When this happens one node performs the function of slot generator and there is 
a busy/empty bit in the beginning of each slot. A node may send into an empty 
slot subject to the fact that the SAT protocol still operates normally. This 
reduces ring latency at the cost of losing the capability to send complete frames 
longer than the fixed slot size in a contiguous manner. 

10.1.9 Synchronous and Isochronous Traffic 
There is also provision in MetaRing for the transport of isochronous traffic such 
as there is in FOOl-II. After a connection is set up by a monitor, isochronous 
bandwidth is available with a periodic rate of 125 microseconds. It can consist of 
single or several multiplexed channels, potentially with different bit rates. 
Isochronous streams bypass insertion buffers and preempt all other 
transmissions. Specific isochronous start and end delimiters allow network 
stations to recognise this type of traffic. 

Traffic with a real time (guaranteed bandwidth) requirement (in FOOl 
terminology, "synchronous" traffic) is managed by using a mechanism very 
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similar to the timed-token method used in FOOL See section 9.3.2, "Access 
Protocol Operation" on page 185. 

A control message (called ASYNC-EN) similar in function to the SAT, also 
travelling in the opposite direction to the flow of data, is used to control the 
integration of asynchronous and synchronous traffic. 

10.1.10 Practical MetaRing 
In its experimental implementation MetaRing uses dual, counter-rotating, 100 
megabit per second (optical) rings (the same as FOOl). 

10.1.11 Advantages of MetaRing 
Operates Efficiently at Any Speed 

Traditional token-rings (including FOOl) decrease in efficiency as the ring 
speed is increased. MetaRing will operate efficiently at speeds well into 
the gigabit per second range. 

Not Particularly Sensitive to Ring Length 

In both FOOl and token-ring, as the ring length increases (both in terms 
of physical length and in number of attached devices) throughput 
efficiency decreases substantially. MetaRing throughput efficiency is not 
affected by ring length. This is because the SAT allocates capacity 
before it is used and then passes on. It is not like a token that is held 
during transmission of a block. 

Significantly Improved Throughput 

Again, compared to token-ring or FOOl, MetaRing can achieve very high 
overall throughput. This comes from the ability for many devices to 
transmit onto the ring at the same time. The amount of gain is highly 
dependent on the "locality of reference" but is generally many times 
higher than an FOOl ring of the same speed. 

Same Cost as FOOl 

An engineering evaluation shows that the circuit complexity needed to 
implement MetaRing is comparable to that of FOOl albeit that you need 
more storage on the interface chip than is required in FOOL 

A MetaRing chip set can be constructed for much the same cost as an 
FOOl chip set. 

Since the throughput is much greater than FOOl at much the same cost, 
the cost performance is much better. 
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10.2 Cyclic Reservation Multiple Access (CRMA) 
CRMA is an experimental LAN protocol implemented as a prototype by IBM 
Zurich Research Laboratory. The prototype was demonstrated (using a link 
speed of 1.13 gigabits per second on single mode optical fibre) at the Telecom'91 
exhibition in Geneva. The demonstration included prototype connections to IBM 
PS/2 systems, IBM RS/6000 workstations, IBM 3172 Interconnect Controllers and 
connection to FOOl rings. 

The advantages of CRMA are: 

• It will operate with fairness over metropolitan distances (hundreds of 
kilometers). 

• It does not degrade in efficiency as link speed is increased. 

• Although data is sent in cells, blocks of user data are sent in a contiguous 
stream of cells, so receivers don't need multiple reassembly buffers as, for 
example, are required in OQOB. 

Outbound Bus Segment 

HEAD 

END 

Inbound Bus Segment .\ 
Figure 101. CRMA Folded Bus Configuration 

A CRMA network is configured as either a "folded bus" or a "dual bus". 

10.2.1 Bus Structure 
The folded bus configuration is shown in Figure 101. The bus itself is 
unidirectional but passes through each node twice (once in each direction). 
Nodes transmit data on the "outbound bus segment" (that part of the bus 
traveling away from the head-end). They receive data on the "inbound bus 
segment" (that is, where the data flow is toward the head-end. (This is one 
advantage of the folded bus configuration, that the nodes do not need to know 
the position of other nodes on the bus in order to send data to them.) As will be 
seen later, nodes receive control information on the outbound bus segment as 
well as transmitting on that segment. 

In practical systems the head-end function (and the tail-end too) would be 
incorporated into every node so that the network would be configured as a 
physical loop. Only one node at any time would perform the role of head-end 
(and also of the tail-end). Then, if a break occurs anywhere in the bus it may be 
reconfigured around the break. A node on one side of the break would become 
the new-head end and a node on the other side of the break the new tail-end. 
This technique would enable the bus to continue operation after a single break. 
OQOB networks use this same principle as described in section 9.5.10, "Fault 
Tolerance" on page 212. 
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10.2.2 Slotted Format 
Like DQDB, CRMA uses a slotted bus structure. The slot format is conventional 
and is shown below: 

! .. ~--------- 51 at ---------------......... ! 

Access Control Segment Field (SF) 
Field (ACF) 

!bUSY cOlli1land 

Figure 102. eRMA Slot Format 

10.2.3 The Global Queue 
In order to understand CRMA it is necessary to consider the concept of a global 
queue. As described in section 9.1.2, "Access Control" on page 172, many 
users (or nodes) on the LAN generate data blocks at different times. It is 
reasonable to consider these blocks, as they are generated, as forming a global 
queue for the single resource of the LAN. Because the queue is distributed 
geographically we can't know the true state of this queue at any particular 
instant in time. If we conceive of "fairness" to mean FIFO operation then there 
is the logical problem for the LAN protocol of how to control which node is 
allowed to send data next. 

CRMA solves this problem by appointing a single node (the head end node) to: 

1. Keep track of the global queue size as it builds up. 

2. Control a time reference so that attached nodes can know their positions in 
the queue. 

3. Control when nodes are allowed to transmit. 

10.2.4 The RESERVE Command 
The head end of the bus controls the whole protocol. At intervals,74 it sends out 
a special slot with a command in it called a "RESERVE". This command 
contains two important things: 

1. A cycle number that is used by the node to determine its place in the queue 
and 

2. A counter field that keeps track of how much data has become available for 
transmission since the last RESERVE command. 

When the RESERVE command arrives at a node the slot count in the command is 
increased by the amount of data (number of slots) that has become available for 
transmission at this node since the last RESERVE command. 

74 The size of the interval is a tuneable value. It is normally predetermined but may be modified by the head end depending on 
traffic conditions on the bus. 
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Notice that the RESERVE command doesn't give any node permission to send 
anything. When it returns to the head-end node it contains a count of the 
amount of data (expressed in slots) that has become available for transmission 
since the last RESERVE command. The RESERVE command returns to the 
head-end node in the mi.nimum time of one network latency delay (outbound and 

. inbound bus) - because (unlike a token) it cannot be held by any node. The 
attaching nodes .just add to the counter, they can't delay the slot. 

10.2.5 The Cycle 
Permission to send data is allocated in "cycles". The head-end node sends a 
START command including the cycle number. When a node receives the START 
command it has permission to send into the next n available slots. The number 
of slots the node may send "n" is the number it requested on the previous 
RESERVE command with the same cycle number. 

The START command travels around the bus and each node in turn may send 
the amount of data that it requested for this cycle. 

The head-end node then keeps a queue of cycles that it will allocate in the 
future. With each cycle number it keeps the number of slots needed for the 
cycle and also keeps track of the total number of slots for all outstanding cycles. 

When the head-end node begins a cycle it generates a START command 
followed by exactly the number of empty slots needed for that cycle. When it 
has finished generating one cycle it will then send a START command for the 
next cycle immediately. 

This whole process results in a much better FIFO ordering in the sending of data 
than does, for example, a token controlled process. In addition it removes the 
throughput inefficiency of the token principle caused by the latency delays 
between when a node finishes sending and when another node may start. 
Under conditions of load, every slot time on the LAN is useable. 

The process requires cooperation between the head-end node and the other 
nodes on the LAN. The head-end node never knows any detail about individual 
nodes. All it sees is the total amount of data requested by all nodes for each 
cycle. 

10.2.6 Operation of the Node 
When a node receives a RESERVE command, it checks to see if any new data is 
available to send; If so it adds the number of slots required to contain that data 
to the count field within the RESERVE command. It also remembers that it 
"made a reservation" to send this number of slots in this particular cycle. So 
the node must keep a record of cycle numbers and the number of slots it 
requested for each cycle. 

For example, in Figure 67 on page 172 data arrives (or is generated by the 
node) at each node at different times. If this was a eRMA LAN a RESERVE 
command sent out at time 1 (let's call it cycle 12) would tell the head-end node 
the total amount of data that was available at nodes (users) A and E. But user A 
would keep a record that it requested a number of slots in cycle 12 (so would 
user E). A RESERVE command sent out at time 2 (call it cycle 13) would only 
show the amount of data that had arrived at node D (since cycle 12). At time 3 
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(or cycle 14) the head-end would hear about still more data, this time from nodes 
Band C. 

Let us assume that the bus was busy with previously queued data until after the 
RESERVE for cycle 14 had returned to the head-end. At this time then, nodes A 
and E have reservations for cycle 12, node D has a reservation for cycle 13 and 
nodes Band C have reservations for cycle 14. The head-end node knows only 
the amount of data that has been reserved in each cycle - not the order of the 
queue. 

The head-end then issues a START command for cycle 12. The START 
command will occupy a slot and will be followed by the total number of empty 
slots requested by all reservations for cycle 12. The START command contains a 
cycle number. When a node receives this command, it has permission to send 
data into the next empty slot. It is allowed to send into as many empty slots as 
it reserved for cycle 12 in the previous RESERVE command. Notice that nodes B, 
C and D all have data waiting but are not allowed to send until START 
commands are received with a cycle number matching the reservation they 
made in a previous RESERVE command. 

As soon as the head-end has finished generating the correct number of empty 
slots for cycle 12 it will immediately issue a START command for cycle 13. 
Notice that when the data is sent on the bus it is sent in the order in which 
reservations were made. This gives a much better FIFO characteristic than 
token controlled access. 

In the meantime, at fixed intervals, the head-end continues to issue RESERVE 
commands. (Slots containing a RESERVE command may appear anywhere -
they don't have to wait for the end of a cycle.) 

Of course there are limits. Each node can be allocated a maximum number of 
slots that it can RESERVE on anyone cycle. (This is to stop a node "hogging" 
the bus. But when a node sends a block (frame) of data, it sends that data into 
contiguous slots. This means that a node must be able to RESERVE sufficient 
slots for the maximum sized frame that it can send. 

10.2.7 Limiting the Access Delay 
The above mechanism will guarantee FIFO operation of the global queue at very 
high utilisations. But is FIFO operation always appropriate? In a congested 
situation several high capacity nodes could make reservations of the maximum 
allowance on every RESERVE cycle. If another node now has data to send then 
it will have to wait until all the previously reserved data has been sent. In heavy 
load situations this could result in very long access delays. We are now saying 
that FIFO is not always the best strategy. 

CRMA has two additional commands - REJECT and CONFIRM. These commands 
are used to implement a "backpressure" mechanism which limits the size of the 
forward global queue so that access delay can be bounded (contained within 
some limits). 

The basic CRMA protocol described above is modified. The RESERVE command 
no longer implies certainty. The RESERVE command is a request from the nodes 
and must be accepted by the head-end. When the head-end sees the return of a 
RESERVE command it may CONFIRM the cycle (that is, accept the reservation), 
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REJECT the cycle (and all previous cycles that have not been confirmed), or 
START the cycle (if there are no cycles queued ahead). 

This means that each node must now maintain three queues: 

• A queue of data (by cycle number) for which confirmation has been received. 

• A queue of data (again by cycle number) for which reservations have been 
made, but as yet no confirmation has been received. 

• A queue of data for which a reservation has not yet been made. 

The head-end node has a predefined limit on the allowed length of the global 
reservation queue. When a RESERVE returns to the head-end node it looks to 
see how many slots have been reserved. 

• If the total number of slots reserved exceeds the limit, then the head-end 
confirms the reservations just received (sends a CONFIRM with the same 
cycle number as that of the RESERVE just received) but then issues a 
REJECT command to terminate any outstanding RESERVE commands. The 
head-end will then suppress issuing further RESERVE commands until the 
number of reserved slots drops below the limit. 

• If the number does not exceed the limit (but there are other cycles pending), 
the head-end issues the CONFIRM command. After a predetermined time 
interval, the head-end will issue another RESERVE command. 

Data f1 ow on Bus A is controlled by RESERVE commands on Bus B 

HEAD 

END 

A 
BUS-B - Reserve Commands 

Data Flow on Bus B is contro 11 ed by RESERVE commands on Bus A 
-

BUS-A Reserve Commands -
HEAD 

END 

A 
BUS-B -Data Flow and Commands 

Figure 103. CRMA Dual Bus Configuration. The system is logically two separate parts. 
Data flow on one bus is controlled (allocated) by RESERVE commands on the other bus. 

10.2.8 Dual Bus Configuration 
CRMA can use a dual bus configuration as shown in Figure 103. The advantage 
of the dual bus configuration is that it can double the potential throughput 
However, all the functions of the single bus configuration must be doubled 
(which adds Significant cost to the adapter). In addition the nodes must know the 
location on the bus of all other nodes. (For example, referring to the diagram, if 
Node 3 wants to send to Node 1 then it must use Bus B; if it wants to send to 
node N then it must use Bus A.) To do this there must be an information 
exchange protocol so that each node can discover the location (upstream or 
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10.2.9 Priorities 

downstream) of each other node that it may send to (in order to determine which 
bus to send on). The upstream or downstream location may change when the 
bus is reconfigured so that a node location table must be built whenever the bus 
is initialised (or reconfigured). 

As illustrated, operation can be thought of as taking place in two independent 
halves - the protocol is completely symmetric. Considering only data transport 
on Bus A: 

• RESERVE commands are sent out by head-end B on Bus B. 

• CONFIRM, START and REJECT commands are sent out on Bus A by 
head-end A. 

• Head-end A generates the cycles on Bus A. 

• The only modification of the protocol is caused by the fact that the head-end 
node generating the RESERVEs cannot know the state of the global queue. 
In the folded bus case, when a RESERVE is returned such that the amount of 
data requested pushes the outstanding total requests for data above the 
limit, the head-end rejects any RESERVEs that may be in progress and stops 
issuing RESERVEs until the amount of reserved slots falls below the limit 
again. 

In the dual bus case it can't stop the reservation process because the 
head-end node generating the RESERVEs does not know the status of the 
applicable global queue (that's at the other end of the bus). So, when 
head-end A rejects a RESERVE (and all RESERVEs currently in progress), 
head-end B immediately reissues a RESERVE with the same cycle number 
as the rejected one. When this RESERVE arrives at the other head-end, it 
may be confirmed or cancelled depending on the current status of the global 
queue. 

Operation for data transport on Bus B is exactly symmetric. 

A priority scheme can be implemented by associating each cycle number with a 
priority. That is, there might be a cycle 2 for priority 1 and a cycle 2 for priority 
2. RESERVEs would be issued separately for each priority at very different rates. 
This could lead to cycle 2,110 at priority 1 interrupting cycle 3,125 at priority 2. 
There is no necessary link between cycle numbers at each priority. 

The priorities would operate with high priorities preempting the lower ones. 
Thus, a priority 1 START command (and the slots associated with it) could be 
issued in the middle of a sequence of vacant slots being generated for priority 2. 
So, the whole protocol is repeated at each priority level and higher priorities 
preempt lower ones. 

10.2.10 Characteristics 
As a result of the method of operation CRMA exhibits the following 
characteristics: 

• Efficiency. Cycles may be scheduled with no time gaps between them so 
there is no time wasted on the LAN looking for a device that has data to 
send next. 

• Speed insensitivity. The protocol results in high bus utilisations even at very 
high data rates (gigabit per second speeds). 
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• Because of its slotted structure the protocol is easily extendable to handle 
isochronous traffic. In this case the head-end node would generate 
premarked slots for isochronous traffic at predetermined intervals. These 
slots would be ignored by the eRMA data transfer protocol. (This is the way 
isochronous traffic is handled in DQDB.) 

The protocol is especially suitable for gigabit per second LANs and MANs that 
are geographically long and have a large number of attached nodes. For short 
LANs with a small number of nodes there would seem to be little advantage over 
a token passing approach. In long LANs at very high speed there is a significant 
advantage. 
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10.3 eRMA-II 

10.3.1 Objective 

Cyclic Reservation Multiple Access - II (CRMA-II) represents the frontier of 
on-going LAN and MAN research. Although not implemented, the protocol has 
been extensively studied and simulated. It was developed as a result of the 
experience gained from the CRMA and MetaRing prototype projectsJ5 

It should be noted that CRMA-II (like CRMA and MetaRing) is a Medium Access 
Control (MAC) protocol. There are many other functions that must occur on a 
real LAN or MAN that are not part of a MAC protocol. These are primarily 
management functions such as error recovery, monitoring, initialisation and the 
like. 

eRMA-II uses many detailed features of the existing LAN/MAN protocols already 
discussed, especially CRMA and MetaRing. Each of these had characteristics 
which were very desirable and other characteristics which needed to be 
improved. The objective of eRMA-II is to adopt the best features of these 
protocols so as to arrive at the best possible result. 

Cyclic Reservation 

The cyclic reservation principle of eRMA has proven excellent at high 
utilisations. Access delay for low utilisation nodes has a strict upper 
bound and fairness of access is extremely good. But: 

1. CRMA is less good at very low utilisations. The minimal access 
delay on a lightly loaded bus is the waiting time for a RESERVE and a 
START command - which corresponds to one network roundtrip 
delay. 

2. There is no reuse of slots on the bus once data has been received at 
the destination. On a bus with many active nodes, there is 
considerable potential for reuse of slots which increases the capacity 
of the LAN significantly. 

Buffer Insertion 

Buffer insertion (MetaRing) on the other hand is an excellent principle at 
low and medium utilisations - it gives low access delay and maximal 
reuse of LAN capacity. At high utilisations, however, some precautions 
must be taken: 

1. A "hog" node can completely prevent its immediate downstream 
neighbors from transmitting. (This was effectively solved in 
MetaRing by the use of the SAT protocol). 

2. At very high utilisations ring latency can become dominant if many 
nodes have data in their insertion buffers. 

3. Access delay while minimal at low loadings can also become 
significant at high LAN utilisations. 

eRMA-II uses the cyclic reservation technique of eRMA which is mainly active at 
high utilisations combined with the buffer insertion principle to allow for 
immediate access at low utilisations whilst still preserving slot contiguity in 

75 CRMA-II is the result of work performed at the IBM Research Division, Zurich, Switzerland. A list of journal articles and 
conference papers relating to CRMA-II may be found in the bibliography. 
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frame transmission. Operation takes place in both modes simultaneously at all 
times but naturally shifts from being predominantly one mode to the other. In 
this way eRMA-II gains the best aspects of both protocols. eRMA-II is less 
complex than eRMA. 

10.3.2 Principles of eRMA-II 
Perhaps the first principle of eRMA-II is generality. Most individual mechanisms 
of CRMA have been extended and generalised so that they can be considered 
independent of their original context. 

10.3.2.1 Topology 
eRMA-II is able to use ring, bus or folded bus topologies. The protocol is 
designed to allow the building of a common set of interface chips that can be 
used for any of the three topologies. 

10.3.2.2 Physical Layer Coding 
eRMA-II (as with MetaRing and eRMA) proposes an "8 out of 10" (88/108) 
coding scheme similar in principle to the 48158 code used in FOOl (see section 
9.3.5.2, "Data Encoding" on page 190). This means that every 8-bit group is 
coded into 10 bits on the optical medium. Only bit combinations that have a 
mixture of "1" bits and "0" bits are allowed. This means that no string of longer 
than three consecutive bits is allowed to be either all ones or all zeros. This is 
done for three reasons: 

1. It provides frequent transitions in the code to allow a receiver PLL to derive 
accurate timing from the incoming bit stream. (See section 2.2.6.1, "Phase 
Locked Loops (PLLs)" on page 20.) 

2. It allows some valid (sufficient transitions) combinations that do not have a 
corresponding data value. These are used for delimiters and 
synchronisation. 

3. It minimises the amount of high speed circuitry necessary to implement an 
adapter. 

In eRMA-II this principle (of encoding groups of bits on the medium) is 
generalised. To simplify hardware, so called Atomic Data Units (ADUs) are 
introduced. Although the line coding is 88/108, the protocol is arranged such 
that the smallest unit of data that may be coded or decoded is either 16 or 32 
data bits (that is, 20 or 40 bits on the medium). These units are called AD Us 
(AtomiC Data Units). (32-bit ADUs are deemed appropriate for 2.4 gigabits per 
second operation). No coding or decoding operation takes place in CRMA-II on 
anything smaller than the 16 or 32-bit ADU except synchronisation. The 
synchronisation sequence is a unique 88/108 code that forms the first 8 data bits 
of a delimiter ADU. 

This is done because as the speed of the medium increases into the 
multi-gigabit range (5 gigabits per second is a practical speed today) the logic 
speed of available circuitry cannot keep up. Very fast logic (Gallium Arsenide 
technology) is very costly and not very dense. Slower logic comes in many 
shapes and sizes but recently a combination of "8ipolar" technology and the 
common CMOS technology (called "8iCMOS") which allows reasonably high 
speeds at containable cost has become available. 

8y using ADUs, the circuitry that handles the bit stream in serial form must 
operate at the speed of the medium and therefore it must"continue to use 
expensive technology (such as GaAs). But as soon as a 40-bit group is received 
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it can then be processed in parallel (as a 32-bit data group) at 1/4Oth of the 
medium speed using significantly lower cost circuit technology. 

This involves almost no loss of efficiency in coding. 

10.3.2.3 Slots 

Synch I Slot Control Start ADU 

Destination Address I Origin Address Addressing ADU 

Payload 
I Payload ADUs 

End deliml Copy of Slot Control End ADU 

.... ----- 32 bits ------.... 

Figure 104. CRMA-I/ Slot Format 

Data in eRMA-II is transferred in a slotted format to allow for capacity allocation 
and scheduling. 

The principle involved is very similar to that used in DQDB, or eRMA, but there 
is a basic difference. In other LAN/MAN slotted systems a slot is a fixed entity 
identified by a delimiter (such as a code violation) followed by a fixed number of 
bits and immediately followed by another slot. That is, on the medium slots are 
synchronously coupled with one another. In eRMA-II a slot is fixed in size but 
special variable length frames carrying scheduling information are inserted as 
needed between slots. This means that slots are loosely coupled with one 
another. 

A slot is delimited by a START ADU and an END ADU. The first 8 bits of the start 
ADU is a synchronisation character. The format for 32-bit ADUs is shown in 
Figure 104. 

MAe commands which travel between the "scheduler" and the nodes no longer 
"piggyback" in the slot headers of data slots. They are carried as special 
(varying length entities) between regular data slots. 

Basi c Slot Formats 

... free slot- ... busy slot- +-MAC Commands-busy slot-

... fixed leng ....... fixed leng .... "-variable 1 eng ....... fixed leng .... 

Multi-Slot Format 

l=sl=AI =oa=ta ==I=sl=o=ata===I=sl==~~===lsl==Dat=a ===1 sl=====IEI 

Figure 105. CRMA-I/ Slot Formats 

A • AddressingADU 
E • End ADU 
S = Start ADU 
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When a node sends data over multiple slots the basic slot marking is maintained 
but much of the slot overhead is avoided by having only one END ADU (for the 
whole frame) and only one addressing ADU at the start of the frame. See 
Figure 105. 

10.3.2.4 The Scheduler 
The functions performed by the "head-end" node in CRMA are generalised into 
a capacity scheduling function in CRMA-II. The scheduler allocates capacity 
individually, on a node by node basis in response to requests made by the 
nodes during a reservation cycle. This differs from CRMA where the head-end 
node does not know about individual node demands - it only knows about the 
total capacity requested in each cycle. This is required to control fairness in the 
presence of slot reuse. 

Information is exchanged with individual nodes by MAC commands of variable 
length (see Figure 105 on page 239). The scheduler sends out a RESERVE 
command as a special start/end ADU pair. Individual nodes that want to send 
data insert their requests (individually) between the Start/End ADU pair. When 
the frame returns to the scheduler, it contains an ADU from each node 
requesting a capacity allocation. The scheduler then responds by sending a 
CONFIRM command (delimited by a Start/End ADU pair) containing an individual 
response ADU for each node that made requests. In this way each requesting 
node is given an individual capacity allocation for this cycle. 

In a ring network the scheduler function would normally be part of a generalised 
monitor function. In a ring network a monitor is necessary to detect and purge 
errored (permanently busy) slots etc. 

10.3.2.5 Capacity Allocation Concept 
The principles behind the allocation of capacity are: 

1. Slot reuse. After a slot has been delivered to a destination, this slot 
becomes available for immediate reuse either by the destination node itself 
or by any other node. 

2. Immediate access to unreserved slots. At periods of light loading, the 
necessary wait to receive a RESERVE followed by a CONFIRM could cause 
an unnecessary delay. If a slot is not currently being controlled by the 
scheduler and is "free" it can be used by any node that it passes. 

Thus there are two types of slots "Reserved" and "Gratis". A Reserved slot is 
one that has been allocated by the scheduler. A Gratis slot is one that is not 
currently under the control of the scheduler. Slots dynamically change from 
Reserved to Gratis status and back again. 

A Reserved slot may only be used by a node that has been granted a capacity 
allocation through a CONFIRM command from the scheduler. (Whenever the 
scheduler sends a group of CONFIRMs it immediately begins marking enough 
slots Reserved to satisfy the amount of capacity it just confirmed.) 

A slot that contains data is aiways marked as Busy/Gratis even if it was 
previously Reserved. When the data is received by the destination (or back at 
the originator if it was a broadcast) the slot is marked Free/Gratis. In this state 
it may be claimed and reused by any node receiving it. ( 
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10.3.2.6 The Cyclic Reservation Protocol 
Although CRMA-II will work in bus, folded bus and ring topologies, the protocol 
is most general in ring operation and therefore it is best studied in the ring 
configuration. The scheduler function may be active in any node on a ring but 
only in the head-end node of a bus. 

The cyclic reservation protocol is similar to that of CRMA. 

• The scheduler sends out a RESERVE command but, different from CRMA, 
every node that wants to make a reservation inserts its own request into the 
variable length RESERVE command which increases with each insertion. 

• RESERVE requests contain the number of requested slots and the number of 
slot transmissions done by this node since the last reservation cycle. 

• It is important to note that the scheduler does not know the identity of each 
requesting node. No information is kept by the scheduler about previous 
cycles or about previous requests from individual nodes. The scheduling 
decision is made based solely on information returned in the RESERVE 
command. 

• The scheduler then decides how much data (how many slots) will be allowed 
to each node on this cycle. 

• The scheduler then sends a CONFIRM command which contains an 
individual response to each requesting node. (The CONFIRM is a block of 
responses each one corresponding to a request made on the ALLOCATE. 
All outstanding ALLOCATE requests are replied to in the same CONFIRM.) 

• Immediately after sending the CONFIRM command, the scheduler begins 
marking slots as reserved. 

In a ring topology this means marking Gratis slots. In a bus topology it 
means generating them. 

• This cyclic reservation protocol is quite different from CRMA in that there is 
only one cycle in progress at anyone time, so that no cycle number is 
needed and there is no need to correlate cycle start commands with 
previously made requests. 

• When the CONFIRM is received by a node, it records the number received as 
its "confirmation count". This means that the node is now allowed to use 
this number of Free/Reserved slots as they arrive. The CONFIRM command 
shrinks (gets shorter) with each information removal. 

10.3.2.7 The Scheduling Algorithm 
The scheduling algorithm is quite intelligent. At periods of high loading some 
nodes may want to use much more than "fairness" would dictate. Because any 
node may use a Free/Gratis slot at any time these high throughput nodes could 
continue to use LAN capacity even when the scheduler wants to slow them down 
a bit. 

This is prevented by the scheduler sending either a reserved slot allocation or a 
"DEFERRED Allocation" to each node. 

A node with a deferred allocation may access only after it has let pass the 
indicated number of Free/Gratis slots. 

This occurs only at times of extremely high loading. 
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10.3.2.8 Cycles 
As described above individual reservation cycles are run one at a time with no 
reservation in advance for future cycles. The single cycle concept simplifies the 
reservation-based fairness control significantly because only two commands 
(Reserve, Confirm) are alternatively on the medium. This makes the protocol 
extremely robust and enables the system to recover from command failures 
without any additional command. 

When one cycle finishes (when the scheduler has marked the allocated total 
number of slots as Reserved) the next cycle is started by issuing the Reserve 
command to collect requests from the nodes. The reservation cycle itself starts 
when the Reserve command has returned (after having circulated on the LAN) 
and the scheduler has allocated the reservations. 

All this produces a significant gap between two reservation cycles (Le. between 
the end of slot marking and the start of the next cycle). This however does not 
mean that the system looses throughput. On the contrary, transmissions 
continue to take place in Free/Gratis slots and since access to these slots are 
less restricted (only when a node must defer) system throughput must higher 
than for the case of back-to-back cycles. In fact, slots are only marked as 
reserved to correct unfairness and to guarantee a low bounded access delay. 

10.3.2.9 Addressing 
The system uses "short" addresses. A single ADU contains both destination and 
origin LAN addresses. This means that the full LAN/MAN address isn't used for 
sending data. During the initialisation procedure a set of local addresses are 
allocated. Each node keeps a table relating the real (long form) LAN address 
and the shortened addresses needed for send/receive operation. 

10.3.2.10 Data Transfer 
• When a node has been granted an allocation, this means that the node may 

use the allocated number of Free/Reserved slots. (A Free/Reserved slot is 
one that has been allocated by the scheduler but as yet has not been used 
by any node.) There are two ways in which a node may use a 
Free/Reserved slot. It may send data in that slot or it may use the slot to 
empty its insertion buffer (this subject is treated later). 

• When a node puts data into a Free/Reserved slot it changes the slot status to 
Busy/Gratis. (Busy because it has data in it, Gratis because it has been 
used and therefore is no longer under allocation control of the scheduler.) 

• When the Busy/Gratis slot is received by its destination, the data is copied 
and the slot marked Free/Gratis. 

• A Free/Gratis slot is always available for use by any node receiving it 
(including the node that marked it Free/Gratis). So this slot may be 
immediately reused. 

In operation, at very low loads, most slots will be Free/Gratis and may be used 
immediately by any node wanting to send. As the load builds up, the scheduler 
will begin getting allocation requests from nodes. The scheduler will begin 
marking passing Free/Gratis slots to Free/Reserved in order to make sure that 
requesting nodes can get the allocated capacity. 

If the scheduler were to mark only Free/Gratis slots there would be an apparent 
problem here. Then, what if a node immediately before the scheduler on the 
ring decides to use all the passing Free/Gratis slots thus preventing the 
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scheduler from getting any slots to reserve? Therefore the scheduler does not 
only mark Free/Gratis slots to Free/Reserved it also marks passing Busy/Gratis 
slots (these are slots containing data) to the Busy/Reserved status. When a 
Busy/Reserved slot is received by a node, the Busy status is changed to Free 
resulting in the creation of a Free/Reserved slot that may be used by a node 
having a capacity allocation. So, ultimately the scheduler has caused the 
creation of the correct number of Free/Reserved slots. Thus when the scheduler 
allocates x slots it satisfies the allocation by immediately marking paSSing Gratis 
slots (either Busy or Free) to the reserved status. 

When operation is examined two characteristics should be noted: 

1. Some Free/Reserved slots will pass by the scheduler. This is fine and is a 
result of a Busy/Gratis slot being marked Busy/Reserved on its last trip past 
the scheduler and then later being marked Free by a receiving node. 

2. The slot contiguity property, as given in eRMA requires an additional 
mechanism as described below. In eRMA, frames of data are sent in a 
contiguous stream (or block) of cells. Successive cells are used to transmit 
a frame until the end of that frame. Between the first and last cells of a 
frame of data no other data is allowed. 

In eRMA-II slot reuse causes the fragmentation of blocks of cells to the point 
where there is no way of guaranteeing any contiguous stream of free cells. 
This means that a node cannot know when there will be (or if there will be) a 
stream of consecutive cells in which to send a frame of any particular size. 

10.3.2.11 ATM "Mode" of Data Transfer 
If we wish to use the protocol as a basis for a distributed ATM (see section 7.1, 
"Asynchronous Transfer Mode (ATM)" on page 129) switch then nothing more is 
needed. The cell format would be: 

• Start ADU. 

• Address ADU (contains origin and destination short addresses). 

• ATM cell (48 bytes of data with 5 bytes of header) in 14 ADUs. For ease of 
processing you might put the ATM header in the first two ADUs and the ATM 
data segment in the following 12 ADUs. 

• End ADU. 

Since the whole ATM concept is based on the principle of the asynchronous 
multiplexing of separate cells then the property of slot contiguity for frame 
transmission is not relevant. 

10.3.2.12 Buffer Insertion 
If we wish to use eRMA-II as a traditional LAN or MAN architecture the ability to 
send a frame of data into contiguous slots is very valuable. Without this ability a 
receiving node must maintain multiple frame reassembly buffers (and logic to 
reassemble different frames) so that it may receive from many senders 
"simultaneously". At the speeds involved, this is quite complex and expensive 
to do. 

eRMA-II meets this objective by introducing the buffer insertion principle 
discussed above (see section 10.1, "MetaRing" on page 222). 
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In order to use this principle the node has a buffer large enough to 
accommodate the maximum sized frame between its receiver and its transmitter. 
This is shown below: 
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Figure 106. Principle of Buffer Insertion 

The principle is basically the same as that described for MetaRing but with a few 
differences: 

• In MetaRing the rule is that a node may start sending provided there is 
nothing being received from the ring and there is nothing in the insertion 
buffer. 

Because of the slotted transmission structure, the rule for sending in 
eRMA-II is that when a Free/Gratis slot (or a Free/Reserved slot if the node 
has reservations) is detected on the ring (or bus) segment and there is 
nothing in the insertion buffer, the node may commence sending. 

• Data is sent as a contiguous frame but with interspersed Start AD Us at slot 
boundaries. This is illustrated in Figure 105 on page 239. 

When the data is received at the destination node the destination node 
reformats the multi-slot into a stream of single Free slots. 

• While a node is transmitting a frame in this way, slots continue to arrive on 
its inbound side. If a Free/Gratis slot arrives then it is discarded. If a 
Free/Reserved slot arrives and the node has reservations then this slot too 
may be discarded (the node must of course decrement its allocation of 
reserved slots in this case). 

• When Busy slots arrive (and/or Free/Reserved slots if the node does not 
have an allocation) they are held in the insertion buffer until the node 
finishes its transmission. 

At the end of transmission of the frame, data is sent onto the ring from the 
insertion buffer and new slots arriving are entered into it. The insertion buffer 
also performs the function of elastic buffer to accommodate differences in the 
clock speeds at various nodes. The node is not allowed to send again until its 
insertion buffer becomes empty. 

As operation continues: 

• Incoming data from the medium is delayed because of the data queued 
ahead of it in the insertion buffer. 
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10.3.3 Summary 

• When a Free/Gratis slot arrives it is discarded and since a slot full of data is 
now being transmitted from the insertion buffer this empties the insertion 
buffer of a slot full of data. 

• In a busy ring, the node may find that the insertion buffer will not empty 
quickly enough by just waiting for Free/Gratis slots. In this case the node 
will request an allocation the next time the scheduler sends out a RESERVE 
command. If the node has more data to send it will request slots from the 
scheduler sufficient to both empty its insertion buffer and to send its next 
frame. 

• When the node receives a CONFIRM command containing a slot allocation it 
will begin treating Free/Reserved slots in the same way as Free/Gratis slots 
and discarding them. This process empties the insertion buffer. 

• Once the insertion buffer is empty, data passing through the node from 
upstream is no longer delayed. 

• The node is allowed to send again as soon as it receives a Free/Gratis slot 
or (if it has an allocation) a Free/Reserved slot. 

CRMA-II is designed to provide optimal fairness under varying load conditions on 
a very fast LAN or MAN. (The principle will work over a very wide range of 
speeds but the objective is to operate well at 2.4 gigabits per second.) 

1. The buffer insertion protocol is used to provide almost instant access at low 
loadings and to allow for the sending of a frame of user data as a stream of 
contiguous slots. 

2. The reservation protocol allows fairness in operation (and in particular low 
access delays) at from medium to very high utilisations. 

3. Operation is such that both protocols operate at all times but one will tend to 
dominate the other depending on load conditions. 

4. It exhibits the same properties as discussed for MetaRing with respect to 
efficient operation at any speed, throughputs well beyond the medium speed 
due to slot reuse, insensitivity to ring length and the number of nodes, as 
well as support of asynchronous, synchronous and isochronous traffic. 
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Chapter 11. Networks of LANs 

High speed digital communication is already in very general use both for LAN 
operation and for the wide area interconnection of LANs,?6 

Many people feel that in the LAN bridges and routers of today we are seeing the 
beginnings of the generalised packet networks of the future. 

Large LANs are usually composed of several rings or busses. These rings or 
busses are often referred to as LAN segments77 or sometimes LAN 
"subnetworks". Due to such physical constraints as signal attenuation, 
propagation delays or noise susceptibility, LAN segments are limited in size or 
the number of stations that can attach to them. For example: 

• A 4 or 16 Mbps IBM Token-Ring segment is limited to 260 stations using 
Type 1 or Type 2 media. 

• An ANSI X3T9.5 FOOl LAN is limited to 500 stations. 
• An IEEE 802.3 baseband 10BASE2 LAN is limited to a 925 m network. 
• A 4 Mbps IBM Token-Ring segment is limited to 72 stations using Type 3 

media. 

LAN segments with similar or dissimilar physical media can often be combined 
to form a single large logical LAN. 

An example of a LAN composed of four segments is shown in Figure 107. In this 
configuration, there are three token-ring segments and one IEEE 802.3 CSMA/CO 
segment interconnected using three bridges. 

Ring Z 

Ring 3 

1 

o = Bridge 

Figure 107. An Example of a Multisegment LAN 

LAN segment interconnection can be achieved through bridges, routers and 
sometimes gateways, as discussed in section 11.2, "LAN Interconnection 
Techniques" on page 248. Bridges are frequently preferred as they provide the 
greatest degree of protocol independence and potentially provide optimal 
performance by interconnecting different LAN segments at the lowest possible 

76 This chapter is abstracted from IBM Multisegment LAN Design Guidelines by Roy Evans of IBM UK. 

77 In IEEE 802.3 and Ethernet LANs the term "segment" is used to describe the section of cable between repeaters. In this 
document LAN segment will be used to describe the bus or ring between bridges. 
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level in the protocol stack, that is the Medium Access Control (MAC) sublayer. 
By using MAC bridges, the interconnection allows multiple higher level protocols 
to operate concurrently in a multisegment LAN, such as SNA, TCP/IP and 
NetBIOS. 

11.1 Why Interconnect LANs? 
There are however many reasons for considering LAN segment interconnection. 
A prime reason of course is to expand the networking capability by: 

• Increasing the overall size of the LAN and the number of attached devices or 
wiring closets above that supported on a single LAN segment. 

• Providing connectivity between stations attached to different LAN segments 
so that segment differences (because of use of different MAC protocols, 
speeds or frequencies) are transparent to higher layer protocols. 

• Increasing the bandwidth available to stations on a single segment by 
splitting a LAN segment into one or more bridged LAN segments. In this 
way fewer stations share the available bandwidth. 

• Protecting users from the impact of wiring changes or media errors since 
bridges isolate errors or disruptions on one segment from the other 
segments they are connected to. 

• Increasing the geographic area covered by the total LAN. 

• Introducing bridges to control traffic through the use of filters. 

• Supporting coexistence and interoperability between established LANs and 
LAN segments reflecting new technology such as FOOL 

11.2 LAN Interconnection Techniques 
The techniques for general network interconnection may be classified into three 
categories as shown in Figure 108 on page 249. The numbered boxes refer to 
the seven layers of the OSI reference model, andan equivalent diagram could be 
drawn for SNA or TCP/IP protocol stacks. In broad terms a bridge is less 
protocol-specific than a router, which is less protocol-specific than a gateway. 78 

A bridge is transparent to multiple concurrent higher-level protocols, such as 
SNA, TCP/IP, and NetBIOS, while a gateway such as Interlink's SNS 
SNA/Gateway** is for specific protocols, in this case converting SNA 3270 
protocols on a System/370" channel to OECnet** protocols on a LAN. 

Bridged local area networks support communication between stations attached 
to separate LAN segments, potentially with dissimilar medium access control 
protocols, as if they were attached to a single LAN. Above the OLC layer, 
bridged LAN segments appear as a single logical LAN. At the LLC layer, the 
LAN is relatively hardware independent, and data presented to the LLC could in 
principle be transmitted on any underlying or any future MAC layer. 

A router offers interconnection at the network layer in the OSi reference model. 
When LAN segments are interconnected using this technique, the protocols that 

78 The terminology used does tend to vary depending on the protocol environment being used. This is especially true of the term 
'gateway', which in TCP/IP networks is used to describe the device that performs an IP routing function, and many IBM 
products use the term gateway to describe the device that provides LAN access to a System/370 host. 
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Figure 108. Network Interconnection Techniques (Based upon OSI Reference Model 
Layers 1 - 7) 

traverse multiple segments must share a common network layer protocol, such 
as Internet Protocol (IP). The interconnection provided by this approach is not 
transparent to the LAN (data link) addressing structure. To access another 
segment across a router, the router must be explicitly addressed at the OLC 
layer. 

Figure 108 shows a gateway as an interconnect device which supports more 
than one architecture or network addressing scheme to permit connectivity and 
interoperability between the devices and applications in the attached 
environments. Gateway products support mapping of addresses from one 
network to another, and may also provide transformation of data between the 
environments to support end-to-end application connectivity. Gateways usually 
link subnetworks at higher layers than bridges or routers. Gateways may 
operate at layers ranging from layer 3 to layer 7. The term LAN gateway is often 
used in a more general sense; it is used to describe a device that connects a 
LAN to another network using different protocols. 

In a LAN environment, bridges are normally used to interconnect LAN segments, 
because of the low level at which this type of interconnection is established. 
There are however some LAN and protocol combinations that lead to other 
interconnection techniques being favored, for example, TCP/IP in a CSMA/CO 
environment lends itself to the use of routers as the interconnect device. 
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11.3 LAN Bridges 
In summary bridges: 

• Connect similar LAN segments into a single, larger logical LAN. 
• They are application transparent. 
• Are generally protocol-independent. 

There are advantages in using bridges to interconnect LAN segments: 

• They are simple compared to routers and so potentially have a low cost. 
• They have potentially high performance because they have little or no 

requirement to interpret the data in a frame. 
• They have a great deal of protocol independence. 

11.3.1 MAC Layer Bridges 
MAC layer bridges, as the name implies, relay messages from one LAN segment 
to another at the MAC sublayer level. MAC layer bridges consist of two (or 
more) physical and MAC layers (one for each LAN segment they interconnect). 
The MAC layer functions contained in the bridge are interconnected by a relay 
function which passes frames received from one MAC to the other MAC if certain 
forwarding conditions are satisfied. The relay function not only passes frames 
between the MACs but may also provide the protocol conversion necessary if 
the MAC protocols differ. 

There are a number of different bridge methodologies. These include: 

1. Source-Routing Bridges, described in section 11.4, "Source-Routing Bridges" 
on page 251. 

2. Transparent Bridges, described in section 11.5, "Transparent Bridges" on 
page 260. 

3. The proposed Source Routing Transparent Bridges, described in section 
11.8, "Source Routing Transparent (SRT) Bridges" on page 271. 

When there are multiple possible routes between segments, such as in the 
example shown in Figure 109 on page 251, the different bridging approaches 
lead to different active topologies. 

Source-routing bridging, used by IBM Token-Ring Networks, allows all bridges in 
a multisegment LAN to be active concurrently. The different routes are 
distinguished by routing information in the MAC frame. Transparent bridging 
however, only allows a single route in the multisegment LAN to be forwarding 
frames at anyone time. The single route is maintained by the bridges, using an 
algorithm known as the spanning tree algorithm which is described in more 
detail in section 11.6, "The Spanning Tree Algorithm" on page 264. 

A possible active topology in Figure 109 on page 251 could be that Bridge 1, 
Bridge 2 and Bridge 3 are active and forwarding frames, while Bridge 4 and 
Bridge 5 are in an active standby state. The bridges that are in the standby state 
would only enter the forwarding state if another bridge became unavailable. 
Source-routing bridges aiso impiement a single route through a multisegment 
LAN, also using the spanning tree algorithm. (This is not used by the bridge to 
determine the route for any data - that is determined by the sending station). 
The spanning tree is used by the bridge to allow it to send only one copy of a 
single route broadcast frame to each LAN segment. 
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In a source-routing LAN, the single route is used for a particular type of 
broadcast frame, known either as single-route broadcast frames or limited 
broadcast frames. 

Source-routing and transparent bridges are described in more detail in the 
following sections. 

Bridge 
4 

Segment 

A 

Segment 

D 

Bridge 
1 

Bridge 
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Bridge 
3 

Figure 109. An Example of a Multisegment LAN 

11.4 Source-Routing Bridges 

Segment 

B 
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c 
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Source routing is the method used in IBM Token-Ring Networks to control the 
route a frame travels through a multisegment LAN. Source-routing bridges put 
the responsibility of "navigating" through a multisegment LAN on the end 
stations. A route through a multisegment token-ring LAN is described by a 
sequence of ring and bridge numbers placed in the routing information field of a 
token-ring frame.79 The routing information field in a MAC frame if present, is 
part of the MAC header of a token-ring frame. The presence of routing 
information means the end stations are aware of, and may make decisions 
based upon, the routes available in a multisegment LAN. By contrast, 
transparent bridges take the responsibility for routing frames through a 
multisegment LAN, which leads to more complex bridges, and end stations that 
are unaware of whether they are bridged, and if they are, what route they are 
taking. 

Figure 110 on page 252 shows how the routing information is carried by a 
token-ring frame. If the Routing Information Indicator (RII) bit (the high order bit) 
of the source MAC address is set then the frame contains a routing information 
field.80 The routing control field contains at minimum a 2-byte control field, and 

79 Each ring segment in a LAN has a ring number assigned when the bridges are configured. On an active ring it is held by the 
Ring Parameter Server management function. Bridges are also given numbers when they are configured. Together, the ring 
numbers and bridge numbers, known as route designators, are used to map a path through a multi segment LAN. 

Chapter 11. Networks of LANs 251 



.......... 1-------- Physical Header ~ Physical Trailer .... 

Routing 
Information 
(Optional) 

Information 
field 
(Optional) 

1 1 1 6 bytes i 6 bytes 
Variable Variable 4 bytes 1 1 

byte byte byte byte byte 

First Bit ( RII bit ) 

= 0 - No Routing Info 

= 1 - Routing Info 

2 bytes 2 bytes 

~~ 
2 bytes 

Route 
Designator 
(Optional) 

2 bytes 

BIB 1 B 1 L 1 L I L , L , L I ,--I °--l-I_F --'-'..,~: 1--' F~I_R -'--, R--LI_R--I....I --...JR I R I R I RIB I 

Broadcast 
Indicator 

Routing Field 
Length 

Size 

OXX Non-Broadcast L
F~~::t Reserved N~~~er t 

Bridge Number 
Direction Bit 

10X All-routes Broadcast 
11 X Single-route Broadcast 

SO 

o - Interpret routing information from left to right 
1 - Interpret routing information from right to left 

Starting Delimiter 

AC Access Control 

FC Frame Control 

ED Ending Delimiter 

FS Frame Status 

Figure 110. Routing Information of a Token-Ring Frame 

optionally contains a numbers1 of 2-byte route designator fields. Each route 
designator field contains a ~-digit ring number and a 1-digit bridge number. 
Together they map out a route through a multisegment token-ring LAN. Details 
on the other fields in Figure 110 may be found in the IBM Token-Ring 
Architecture Reference. 

When a frame containing a routing information indicator is sent, all bridges on 
the LAN segment will examine the frame. The bridge will copy a broadcast 
frame as long as it hasn't already been on the bridged ring segment (the ring 
segment attached to the other halfQf the bridge) and it meets the adapter's 
single-route broadcast frame criteria. If the frame is a non-broadcast frame, the 
bridge interprets any routing information either left-to-right or right-to-Ieft, 
depending on the value set in the direction bit and then forwards the frame if 
appropriate. 

80 The high order bit in the destination MAC address is used to indicate a group address. A group address field would be 
redundant in the source field because token-ring frames can only originate from a uniquely identified adapter. 

81 IBM implementation of the IEEE 802.5 standardlimits the number of bridge hops to seven. 
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The broadcast indicators in the routing control field also control the way a bridge 
treats the frame. The types of broadcast frames are: 

Non-Broadcast, also known as Routed frames. The frame will travel a specific 
route defined in the routing information field. 

All-Routes Broadcast, also known as General Broadcast frames. The frame will 
be forwarded across the bridge provided certain conditions are met. 
These conditions are described later in this chapter. (See section 
11.4.1.1, "All-Routes Broadcast Route Determination" on page 254.) 

Single-Route Broadcast, also known as Limited Broadcast frames. The frame 
will be forwarded by all bridges that are configured to forward 
single-route broadcast frames. If the network is configured properly, 
a single-route broadcast frame will appear once on each LAN 
segment. (See section 11.4.1.2, "Single-Route Broadcast Route 
Determination" on page 254.) 

Typically all-routes broadcast and single-route broadcast frames are used to 
discover a route during session setup. Once the route is established, 
non-broadcast frames are generally used. 

11.4.1 Route Determination 
Source-routing requires that the originating end station provides the routing 
information. When one station wishes to send data to another station, the 
sending station must first obtain a route to the destination MAC address, since a 
broadcast mechanism for all data transfer would affect the LAN performance. 
There are two common ways of determining the route between stations: 

1. All-Route broadcast route determination 
2. Single-Route broadcast route determination 

These possible methods of route determination are usually two stage processes: 

1. On-segment route determination 
2. Off-segment route determination 

Usually is used here because there is no formal method in IBM Token-Ring LANs 
of route determination. There are many ways of determining the route between 
two end stations in a source-routing LAN, but the on-segment/off-segment 
approach described is relatively common. 

In the first stage: 

• The source station sends a frame, usually a TEST or XID LLC protocol data 
unit (LPDU) onto the local LAN segment.82 The frame either has no routing 
information field or is a non-broadcast frame without any route designator 
fields; in either case, the frame is not forwarded by any bridges on the local 
segment. 

• The sending station then waits for some time (the time varies depending on 
the application) and if it does not obtain a response it goes to the second 
stage of route determination. 

82 This frame is usually sent to SAP 0, a null SAP which is opened automatically by adapters, that only responds to 
connectionless TEST/XID requests. 
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For the second stage the sending station resends the TEST or XID LPDU, this 
time with a stub routing information field with the broadcast bits set. This 
broadcast may either be an All-Routes broadcast or a Single-Route broadcast. 
An example all-routes broadcast flow is shown in Figure 111 on page 255 and 
an example single-route broadcast is shown in Figure 112 on page 256. 

If no response is received from the target station during either the on-segment 
or the off-segment route determination stages, it is an application responsibility 
to retry or back out. 

11.4.1.1 All-Routes Broadcast Route Determination 
Figure 111 on page 255 is an example of a typical route determination scheme 
using all-routes broadcast frames. After receiving no responses from the 
on-segment route determination, the sending station issues an all-routes 
broadcast TEST or XID frame. The bridges forward the frame unless: 

1. The frame has already been on the next segment. 
·2. Forwarding the frame would exceed the bridge all-route broadcast hop count 

limit in that direction. IBM limits the number of bridges in a path to seven. 
The hop count further limits how far a frame may travel in a network. In IBM 
source-routing bridges, hop counts are set (and may be different) in both 
directions. 

3. If the bridge filter functions do not allow a frame to be forwarded. 

The routing information field is built up as the frame crosses the bridges: 

• The sending station provides the stub routing control field. 
• The first bridge adds two route designator fields, the first is the starting 

ring/bridge combination, the second is the second segment number and a 
null bridge entry. 

• Successive bridges then fill in their bridge number and add another two-byte 
designator field. 

The routing information of the frame being forwarded through bridge A and 
bridge 0 in the example shown in Figure 111, would build up as follows: 

After bridge A: The route deSignators would be 001A 0020. 
After bridge D: The route designators would be 001A 0020 0030. 

As many frames as there are routes will be received by the target machine. The 
target machine responds with non-broadcast frames, flipping the direction bit in 
the routing information field. The response frames then trace back through the 
network and arrive at the sending station. Usually the route chosen is the route 
contained in the first reply, although criteria such as the minimum number of 
hops or the supported frame sizes would be equally valid. 

11.4.1.2 Single-Route Broadcast Route Determination 
Some products implement single-route broadcast route determination for the 
second stage of route determination. The sending station resends an XID or 
TEST LPDU83, with a stub routing information field. It also sets the single-route 
broadcast fields in the routing contiol field. 

The primary aim of the single-route broadcast function of the IBM Token-Ring 
Network is to minimize the processing overhead of the target machine (or 

83 Generally to the null SAP, SAP 00. 
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On-segment route determination. Station ONE issues a TEST or XID 
LPDU and waits for a response. 

Two copies 

arrive 

Off-segment route determination. An XID or TEST is issued with the 
all-routes broadcast bits set. Multiple copies reach the target 
station TWO. 

The target machine responds with non-broadcast frames that route 
back to the source. The routing information when the frames arrive at 
ONE is: 

1. 001A-002D-0030 
2. 0018-004C-0030 

With the direction indicator set to 1 - right to left. 

Figure 111. Example All-Routes Broadcast Route Determination. Station ONE is setting up communication with 
station TWO. 
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frame. One copy reaches each segment. 

Two frames 

Bridge forwards all route 
broadcast frames 

Receiving station TWO responds to the single frame received with an 
all-routes broadcast frame. Two copies are received by the sending 
station. The route information fields contain these routes: 

1. 003D-002A-0010 
2. 003C-004B-0010 

\l'Jith the diiection bit set to 0 (thai is, read ieft to right). 

Figure 112. Example Single-Route Broadcast Route Determination. Station ONE is setting up communication with 
station TWO. 

machines) by only allowing one copy of the broadcast frame on each segment in 
the LAN. An all-routes broadcast would cause as many frames as there are 
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possible routes to arrive at the target machine. The single-route broadcast 
function is particularly appropriate to LAN server functions, where the number of 
search requests is significant and where the processor overhead to service 
multiple broadcast frames could affect response times. 

The propagation of single-route broadcast frames is limited by: 

• Whether this bridge has been configured to forward single-route broadcast 
frames. 

• Whether the frame has already been on the next segment, as noted in the 
route designator fields built by the bridges the frame has already passed 
through. 

• Filters at the bridge. 

The single route is derived from either: 

1. Static definition resulting from bridge installation parameters. 
2. Single-route broadcast routes derived dynamically from the automatic 

spanning tree algorithm (which in turn uses some bridge installation 
parameters). The spanning tree algorithm is described later in section 11.6, 
"The Spanning Tree Algorithm" on page 264. 

On receipt of the single-route broadcast frame, the destination station usually 
issues an all-routes broadcast frame, directed at the source address. The 
original sending station receives as many frames as there are routes in the 
network, from which it usually chooses the route taken by the first frame for 
subsequent communication. 

11.4.1.3 Largest Frame Size Supported by a Bridge 
In a multisegment LAN, bridges are only capable of handling certain-sized 
frames. The largest frame size supported is implementation dependent, and may 
differ from the largest frame supported by the end stations and the largest frame 
supported by the LAN segments that are being interconnected. Source routing 
provides a mechanism where the end stations can learn the maximum frame 
size. 

The routing control field contains an entry for the maximum frame size allowed. 
This field is initially set by the originator of the broadcast frame to B '111'. 
During the forwarding process, a bridge examines this value. If it is higher than 
that supported by a particular bridge, the bridge lowers the value in the field to 
the maximum it can support. As broadcast frames are forwarded across the 
bridges in a path, the maximum frame size allowed for the particular route is 
obtained. Table 3 shows the allowed frame length values.84 

Table 3 (Page 1 of 2). Maximum Frame Sizes in the Routing Control Field 

Largest Size Comments 
Frame (Bytes) 
field 

8'000' 516 Minimum for 802.2 LLC Type 1 (connectionless) operation 

8'001' 1500 Largest frame size supported by 802.3 LANs 

8'010' 2052 Typical 24x80 full screen application 

84 Many applications and devices do take this field into account and adjust the frame sizes they use accordingly. These include 
applications and devices like OS/2* EE, Personal Communications/3270, NetBIOS, 3174 and 3745. 
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Table 3 (Page 2 of 2). Maximum Frame Sizes in the Routing Control Field 

Largest Size Comments 
Frame (Bytes) 
field 

8'011' 4472 Largest frame size supported by FOOl 

8'100' 8144 Largest frame size supported by 802.4 LANs 

8'101 ' 11,407 

8'110' 17,800 

8'111 ' Used by all-routes broadcast frames. 

11.4.1.4 Other Route Determination Techniques 
There are many other possible mechanisms for route determination. For 
example a DOS LAN requester of IBM OS/2 LAN Server V1.2 follows the 
sequence described below: 

1. The DOS LAN Requester issues a number of NetBIOS ADD_NAME_QUERY 
commands using Single-route broadcast frames to the NetBIOS functional 
address. The purpose of this frame is to ensure the DOS LAN Requester's 
NetBIOS name is unique throughout the network. 

2. The DOS LAN Requester then issues a NetBIOS NAME_QUERY command, 
again using a single-route broadcast frame to the NetBIOS functional 
address. This frame is used to search for a target NetBIOS name. In this 
example it would be the name of the Domain Controller. 

3. The OS/2 LAN Server responds with an all-routes broadcast NetBIOS 
NAME_RECOGNIZED frame. 

Another example is provided by IBM OS/2 TCP/IP. The PING function issues an 
all-routes broadcast to the all-stations broadcast address (FFFFFFFFFFFF). 

IBM OS/2 TCP/IP PING function is using the Address Resolution Protocol to 
resolve an Internet address into a MAC address. ARP packets are sent to the 
broadcast Internet address (the address on that network with a host part of all 
binary ones), in an IEEE 802 environment this maps onto the broadcast IEEE 802 
address (of all binary ones), so all stations, TCP/IP or otherwise, receive the 
ARP requests. To quote from the RFC: 

The dynamic address discovery procedure is to broadcast an ARP 
request. To limit the number of all ring broadcasts to a minimum, it is 
desirable (though not required) that an ARP request first be sent as an 
all-stations broadcast, without a Routing Information Field (RIF). If the 
all-stations (local ring) broadcast is not supported or if the all-stations 
broadcast is unsuccessful after some reasonable time has elapsed, then 
send the ARP request as an all-routes or single-route broadcast with an 
empty RIF (no routing designators). An all-routes broadcast is preferable 
since it yields an amount of fault tolerance. In an environment with 
multiple redundant bridges, all-routes broadcast allows operation in spite 
of spanning-tree bridge failures. However, single-route broadcasts may 
be used if IP and ARP must use the same broadcast method. 

The OS/2 TCP/IP ARP request traced during the compilation of this document 
showed a single all-routes, all-stations ARP request with a routed response, 
which is within the bounds specified in the RFC. 
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Another interesting aspect of RFC1042 is the flexibility it allows when multiple 
responses to an address resolution request are received, each having taken a 
different route through a multisegment tOken-ring LAN. An individual TCP/IP 
implementation could do one of the following: 

1. Take the first response and ignore the rest. 
2. Take the last response, (that is, always update the ARP cache with the latest 

ARP message). 
3. Take the response with the shortest path, (that is, replace the ARP cache 

information with the latest ARP message data if it is a shorter route). 

11.4.1.5 Source Routing Summary 
With source routing, if a bridge should become unavailable while devices are 
communicating through it, it is the responsibility of the end stations to find 
another route. Implementation of this type of recovery is product dependent. 
For example, if there are parallel routes and one should fail: 

• With IBM Personal Communications/3270, the SNA session will drop but a 
new route will be established. 

• IBM LAN program 1.3 will reestablish the NetBIOS Sessions automatically, 
without operator intervention. 

• NCP V5 will reestablish a new route with another NCP without loss of the INN 
sessions. 

An understanding of route determination can aid the planning of filters in 
bridges. Filtering is a bridge capability that can: 

• Reduce broadcast traffic across bridges. 

From a performance standpoint, especially in a remote bridge environment, 
an excessively large number of broadcast frames crossing LAN segments 
may be undesirable. 

For example, TCP/IP's use of all-routes all-stations broadcasts for route 
determination may cause unnecessary load on some network devices. 

Note: Clearly, in a large multisegment LAN, an application's use of 
broadcast techniques needs to be understood, with filters or LAN 
topology being designed accordingly. The TCP/IP example given here 
is just for the address resolution phase; however, there are LAN 
applications available that make a more general use of broadcast 
techniques. 

• Reduce the processor load on machines with the NetBIOS functional 
addresses. 

NetBIOS opens a functional address when it becomes active on a machine. 
Applications use single-route broadcast frames addressed to this NetBIOS 
functional address for name resolution, and all machines with the NetBIOS 
functional address open process these frames. In a large network, the 
overhead of processing these frames from all other NetBIOS nodes may be 
unacceptable. 

• Allow more flexible NetBIOS naming conventions. 

NetBIOS names are unique on the LAN, or at least unique on the part of a 
multisegment LAN a particular station may communicate with. In a LAN 
environment, users may prefer to have NetBIOS names like "PETE" or 
"MARY", rather than have unique 16-character names in a large network. 
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11.5 Transparent Bridges 
Transparent bridging is the bridge routing scheme drafted by the IEEE 802.1 
(Internetworking) committee. 

The transparent bridging philosophy is that the end stations should be 
completely unaware of the fact that a LAN contains bridges, so the responsibility 
for routing frames through a multisegment LAN is passed completely to the 
bridge. 

Transparent bridging assumes the use of a topology with a single active route. 
This does not preclude a multiple route physical topology. Transparent bridges 
maintain a single active route in a multisegment LAN by using the spanning tree 
algorithm. Figure 115 on page 265 shows an example of a possible physical 
topology and a possible active topology maintained using the spanning tree 
algorithm. 

Transparent bridges do not use or build routing information fields in the frames. 
Instead they copy all frames on the segments they are attached to, and examine 
the source and destination addresses. Source-routing bridges by comparison, 
only copy frames with the RII (Routing Information Indicator) bit set. The source 
addresses are used by transparent bridges to build a two-sided table, in which 
the source address is on "this" side of the bridge, and the destination address is 
on "that side somewhere". 

The decision to forward the frame is based on a routing table. This table is often 
referred to as the filtering database. 

• If the destination MAC address appears on the SAME side of the routing 
table it is not forwarded. 

• If the destination MAC address appears on the OPPOSITE side of the routing 
table, the frame is forwarded. 

• If the frame does not appear in the routing table, forward the frame.85 

Transparent bridges copy all frames, and compare all frames against entries in 
their routing tables. Transparent bridges require fast processors, often 
implemented using parallel processing techniques, with the routing table lookup 
implemented in hardware rather than using software-based hashing techniques. 

Other criteria may be used to make the decision to forward, in the same way as 
filters are used in IBM source-routing bridges. 

Unlike source routing, there is no mechanism to discover the largest frame size 
supported by the bridges on the active route. Transparent bridging is a 
technique used in IEEE 802.3 LANs, which support only 1500 byte frames. 

When a frame arrives on a particular side of a bridge, the source address can be 
used to update "this" side of the routing table. The destination address is not 
used in this learning process because the bridge can only know which side of 
the bridge the destination address is on when it is the source of a transmitted 

85 Normally the frame is forwarded. This approach is used when the bridge learns the topology of the network. An alternative 
approach that is sometimes used in small networks, is to have a fixed filtering database. In this case, the routing table is 
manually configured, and frames for unknown destinations would be ignored. 
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frame. When the destination station responds, the bridges in the network learn 
on which side the station is, modifying their routing tables accordingly. 

Normally there is a combination of fixed and learned entries in the routing table 
(the filtering database), because fixed tables alone would become unwieldy in 
large networks. The dynamic routing table entries contain an aging timer, so 
that if a station hasn't been heard from for a certain time period, its entry can be 
deleted. This process minimizes the size of the routing table, thereby 
minimising the amount of memory required and the processing required to 
search for it. 

Figure 113 on page 261 summarizes the transparent bridging process. 

11.5.1 Why a Single Route in a Multisegment LAN? 
Transparent bridging requires a single active route in a multisegment LAN. 
Some of the reasons for this apply to any LAN which uses source-routing or 
transparent bridging. The single route considerations include: 

1. Unnecessary network load, together with additional coding logic at the end 
station to determine which is the "real" message so it may respond to that 
one alone. The premise of transparent bridging is that applications should 
be completely unchanged for a bridged environment; additional logic to 
handle multiple frames would constitute a change, unless the protocol 
already catered for this eventuality. TCP/IP is an example of a protocol that 
does cater for the receipt of multiple copies of data. In a transparent 
bridging environment the end stations have no mechanism to control, or 
know about, the route a frame took through the network, so if multiple copies 
of frames arrive the end stations would have to compensate for this. 

2. If there are parallel routes in an 802.3 CSMA/CD network, collisions on the 
target LAN are almost inevitable, leading to the normal backoff/retry 
situation.Sackoff/retry would cause queuing in the least desirable place, the 
bridge.,;, 

3. If there are closed loops in the network, stations can be regarded as being 
on both sides of the bridges in that loop. Without additional logic in the 
learning process, the new destination will always be on the "that" side of the 
bridge, as the source is on "this" side. In this case the discovery frame will 
circulate for ever. As there is no routing field, there is no hop count and no 
way to stop the circulating frame. The routing table would now think the 
original source is on both sides of the bridge, so if the destination sends a 
response to the source, or any other station sends a message, the frame 
would not be forwarded across the bridges in the parallel route, as the 
station would be viewed as being on the "same" side, even though it isn't. 
Figure 114 on page 263 shows an example of a simple closed loop. 

In summary, in a transparent bridging LAN there must be a single route between 
any two stations. This requirement for a single route between any two stations 
is implemented as a single route for ALL stations for all network data. Compare 
this with a source-routing LAN where the requirement is that only some 
broadcast route set-up traffic crosses a single route. At anyone time there can 
only be one active route through a LAN using transparent bridging though there 
is still a requirement for surplus bridges to provide backup paths. This leads to 
the requirement for some automatic single route selection mechanism for 
transparent bridged LANs. The process uses the "spanning tree algorithm". IBM 
Token-Ring LANs may also use the spanning tree algorithm to initialize a 
single-route broadcast route. 
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A Simple Closed Loop in a Transparent Bridged LAN 
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Figure 114. Closed Loops in a Transparent Bridging Environment 
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11.6 The Spanning Tree Algorithm 
In a multisegment LAN, transparent bridges use the spanning tree algorithm to 
maintain a single active route. This algorithm, which is defined by the IEEE 802.1 
committee, is also used by IBM source-routing bridges to maintain a single route 
for single-route broadcast frames. While both transparent bridges and 
source-routing bridges use the same spanning tree algorithm it is important to 
note that the functional address used by transparent bridges to communicate 
between one another and the functional address used by source-routing bridges 
is not the same. This means that in a network that contains both transparent 
and source-routing bridges, single route broadcast configuration will be done by 
all transparent bridges and separately by all source-routing bridges. This 
section describes the process whereby a single route is obtained and 
maintained in a multisegment LAN. 

The process for providing a single route uses a spanning tree algorithm. A tree 
is a pattern of connections with no loops; "spanning" because it is the tree that 
spans (connects) all of the subnetworks. In transparent bridging there is a clear 
distinction between the active topology and the physical bridged topology, 
reflecting the use of the spanning tree algorithm. Figure 115 on page 265 shows 
the physical configuration of a sample LAN as well as a possible active LAN. 

In an active topology, frames are forwarded through those bridge ports86 that are 
in forwarding state. Other bridge ports that do not forward frames are held in 
blocking state. A bridge that is in blocking state may be put into forwarding 
state if the topology of the network changes. An application program will be 
unaware that the active topology of the network is changing, except if the device 
was communicating through a bridge that failed. Then applications would 
experience extended network delays. 

The spanning tree topology is described in terms of: 

Unique bridge identifier: Each bridge in the network is assigned a unique 
identifier. This is a combination of the MAC address on the bridge's 
lowest port number and a two-byte bridge priority level, in essence a 
bridge number. The bridge priority is defined at installation. 

Port identifier: Each adapter on the bridge is uniquely defined within the bridge 
with this two-byte value. The spanning tree is capable of obtaining 
routes in LANs with bridges with more than two ports. 

Root bridge: The bridge with the lowest value of the bridge identifier is assigned 
as the root (the "top") of the spanning tree. Potentially this bridge 
carries the greatest traffic, as it connects the two "halves" of the 
network together. 

Path cost: In an interconnected network there are potentially preferred routes 
and less preferred routes. If there is an option to use a fast bridge or 
a slow bridge, the use of the faster would be preferable. If there is an 
option to use a heavily loaded LAN or a lightly loaded LAN, the lightly 
loaded route may be preferable. This leads to the idea of a cost 
being associated with each port of a bridge, the higher the value, the 
less preferred the route. At each bridge, the cost of transmission 

86 The spanning tree terminology refers to ports. A bridge port and a bridge LAN adapter are synonymous. 
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through each port is added to give the total cost of transmission for a 
particular path to any LAN from the root bridge. 

Root port: Is the port in the direction of the least path cost to the root bridge. 

Root path cost: From each bridge there are potentially many different paths to 
the root bridge; one of them has minimum cost - the root path cost. 

Designated bridge: For each LAN segment only one bridge will be in the 
forwarding state. This is the designated bridge for that LAN. All other 
bridges on a particular segment will be in blocking state and will not 
forward frames or participate in the address learning process. 

Designated port: The port attached to a LAN that provides a minimum cost path 
to the root bridge. All traffic from the LAN the bridge is attached to, 
and all the traffic from lower level LANs travel through this port. 

The spanning tree is constructed by: 

1. Determining the root bridge. 
2. Determining the root port on all other bridges. 
3. Determining the designated port on each LAN (the port with the minimum 

root path cost). If the root path cost is identical for more than one bridge on 
a segment, then the bridge with the highest priority is chosen. 

Figure 116 on page 267 shows an example of a physical topology and the 
corresponding logical tree topology. 

In the transparent bridged network, after the active topology has been learned, 
each bridge assumes one of three roles: 

1. The root bridge: 
• The root bridge is the bridge with the lowest identifier. 
• The root bridge will forward frames. 
• The root bridge is responsible for periodically transmitting a "HELLO" 

Bridge Protocol Data Unit (BPDU) to all the LAN segments to which it is 
connected. 

2. A designated bridge: 
• Will forward frames. 
• The responsibility of the designated bridge is to recognize and receive 

"HELLO" BPDUs from the root bridge, update the path cost and timing 
information in each message and forward the BPDU across the bridge. 

3. A standby bridge: 
• Will NOT forward frames. 
• It is the responsibility of the standby bridge to monitor" HELLO" BPDUs 

but not to update or forward them. As bridges enter and leave the 
network, a standby bridge may be needed to assume the role of the root 
or designated bridge. The HELLO BPDUs will indicate when this is 
necessary. 

The bridge topology is propagated with Bridge Protocol Data Units (BPDUs). 
These BPDUs are transmitted using connectionless protocols to a group MAC 
addiess 800143000000iSAP _42 combination that all the bridges recognize. These 
bridge protocol data units contain data including: 

• The root identifier - the bridge that the transmitter of the BPDU believes to 
be the root of the spanning tree 

• The root path cost - to the bridge believed to be the root bridge 
• The bridge identifier - of the sending bridge 
• Message age 
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Using these frames the topology of the spanning tree is maintained. 

When new bridges enter the network, they enter assuming they are the root, but 
in the listening state. There is an iterative process while the role of the new 
machine and the new topology is determined. 

Similarly when a bridge in the spanning tree is removed, and after the bridge's 
maximum age time-out has expired, there is a similar iterative process to 
reconfigure the spanning tree. 

Because of the propagation delays involved in the topology exchange protocol, a 
sharp change from one active topology to another is not possible. Therefore 
wait times are provided by the protocol as well as intermediate port states. The 
possible port states are: 

• Blocking - no frame forwarding, no address learning, no protocol 
participation, except ensuring that another bridge has claimed responsibility 
for forwarding frames onto that segment. 

• Listening - no frame forwarding, no address learning, but participating in the 
spanning tree algorithm. 

• Learning - no frame forwarding, but building the address tables from passing 
frames and participating in the spanning tree algorithm. 

• Forwarding - forwarding frames, building address tables, and participating in 
the spanning tree algorithm. 

The root bridge generates BPDUs which are relayed by the bridges that are in a 
forwarding state. The root sets network-wide values for some timers. The 
bridge maximum age timer is used to detect the failure, and hence the 
requirement to reconfigure the spanning tree. The BPDU also contains the 
bridge forward delay timer, which is the time a bridge will stay in the listening 
state and the time spent in the learning state before moving to the forwarding 
state. In the IBM 8209 LAN Bridge, the maximum age timer defaults to 15 
seconds, while the bridge forward delay defaults to 20 seconds. 

11.6.1 Spanning Tree Algorithm Used on IBM Token-Ring 
The spanning tree algorithm can be used by IBM Token-Ring bridges to allocate 
a single-route broadcast route through a multisegment token-ring LAN. The 
objective is to limit the number of broadcast messages received by a target 
machine to conserve its processor cycles. 

The spanning tree algorithm used is identical to the spanning tree algorithm 
used in transparent bridging. Both comply with the spanning tree algorithm 
defined in the IEEE 802.1 Part 0 standard. While both transparent bridges and 
source-routing bridges use the same spanning tree algorithm it is important to 
note that the functional address used by transparent bridges to communicate 
between one another and the functional address used by source-routing bridges 
is not the same. This means that in a network that contains both transparent 
and source-routing bridges, single route broadcast configuration will be done by 
all transparent bridges and separately by all source-routing bridges. The 
learning stage, required by the standard, is very brief as there are no addresses 
to learn! The various states a bridge may be in are: 

• Blocking 
• Listening 
• Forwarding. 
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When in blocking or listening state, the bridge will still forward all-routes 
broadcast frames as well as non-broadcast frames with routing information, 
which will be the majority of the network traffic. 

The spanning tree protocols used are the same, but a different MAC address is 
used; with IBM Token-Ring bridges, the bridge functional address C00000000100 
is used. 

11.7 Parallel Routes 
The major difference in LAN topology between a multisegment LAN using 
transparent bridges and a multisegment LAN using source-routing bridges is that 
source-routing bridges support active parallel paths. 

• Active parallel paths between the two end stations allows: 

- Active redundancy for availability and load balancing. 
- Duplexed-backbone topology. 

• Mesh configurations in general allow: 

Shorter mean path lengths between station pairs. 
Greater distribution of traffic and hence less congestion near the root of 
the spanning tree. 

• Parallel bridges between the same two LANs allow: 

Incremental additions of bridge throughput, if low-throughput bridges 
make good business sense or are the only possible technical solution (as 
between very high-speed LANs). 
Far simpler implementation than in transparent bridging, which requires 
special (and non-standard) protocols between the bridges in parallel. 

• Parallel remote bridges between the same two LANs allow: 

Incremental additions of link throughput when low-speed links across 
public networks are used. 

Explicit routing information provides: 

• Better problem determination by end stations, bridges or LAN managers in 
case of a bridge or LAN outage. 

• Potential end station selection of routes according to route characteristics 
such as: 

Number of hops. 
- Maximum frame length allowed. 
- Security. 

• The potential for end stations to tune operational parameters according to 
route characteristics such as: 

- Timers based on route length. 
- Maximum frame size. 

• The potential for route servers, which via remote management could perform 
active load balancing. 

Figure 117 on page 270 shows an example network with a number of different 
LAN media. Each different media type supports a different maximum frame size, 
added to which some of the bridge links may also limit the maximum frame size 
allowed. During the route discovery process in a source-routing LAN, the 

Chapter 11. Networks of LANs 269 



maximum frame size supported on a particular route is obtained. Without 
source-routing support, the frame size would need to be set to the lowest 
common denominator in the entire multisegment LAN, in order to facilitate 
any-to-any communication. 

These routes have different maximum frame sizes 
Do all stations need to use the smallest frame size in the LAN? 

4Mbps Token-Ring 
~~-----P~L-__ ~ 

Figure 117. Maximum Frame Size Supported by Multiple Routes 
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11.8 Source Routing Transparent (SRT) Bridges 
Source routing has the advantage of being able to support parallel routes across 
a multisegment LAN. This allows traffic load to be shared across bridges or 
shared across LAN segments bypassing heavily utilized components, as well as 
giving the end station the opportunity to make some decisions based on the 
current topology of the LAN. 

The IEEE 802.1 (Internetworking) committee has a requirement that 
source-routing bridges/stations must be capable of interoperating with 
transparent bridges/stations on the same network. Proponents of source-routing 
and transparent bridging schemes have argued the benefits of both approaches 
to bridging, while the standards of their operation have been developed by two 
subcommittees within the IEEE. 

• Source routing: IEEE 802.5, moving towards an International Standard as an 
addendum to ISO 8802.5. 

• Transparent Bridging: IEEE 802.1 Part D, now a Draft International Standard, 
DIS 10038. 

One of the problems of interoperability is the implications of the two techniques 
in the design of end stations as well as the design of the bridges. There may be 
occasions when two stations need to communicate, where one understands and 
uses routing information fields, and the other station does not. The goal of 
interoperability will not be achieved unless the source-routing station lowers its 
functionality to that of the transparent bridging station. 

At a March 1990 meeting of the IEEE 802 committee, IBM proposed the idea of a 
Source-Routing Transparent (SRT) bridge, that would solve many of the 
interoperability problems. The SRT proposal is currently being evaluated, but no 
formal status has yet been granted. 

An SRT bridge would be based on the concept of a transparent bridge but would 
include source routing as a tower on top of the base function. The transparent 
function would base its forwarding decision on a routing table while the tower 
would base the forwarding decision on a routing information field. So, if a routing 
information field exists - use it. 

An SRT bridge would form a single spanning tree with all other SRT and 
transparent bridges. If the spanning tree allowed it, the bridge would forward 
frames that did not contain routing information fields. If the frame contained a 
routing information field, the frame would be forwarded in the same way as 
existing source-routing bridges, even if it were in blocking state from the point of 
view of the spanning tree. 

SRT stations would be able to utilize the source-routing path if one existed, 
falling back to the spanning tree path if there were no alternatives. 

For today's source-routing stations, minor changes in behavior would be 
required to make them SRT stations. During the route determination process a 
source-routing station may transmit a single-route broadcast frame that would 
traverse the active spanning tree, arriving at each segment once. The first frame 
from a transparent bridging station would arrive at the target segment once, as 
the frame would be forwarded over the spanning tree path to the destination. 
The result, the arrival of a single initial frame at the target segment, would be 
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the same. So instead of a two-stage on-segmentloff-segment route 
determination, SRT stations would use a single on-segment route explorer frame. 

The target SRT station would respond once to the route explorer frame, with a 
single-route broadcast frame without any routing information. The originating 
SRT station would then choose an appropriate route, or fall back to the spanning 
tree path. Transparent bridging stations would not respond to the frames with 
routing information present. 

Single-route broadcast messages would be used in an SRT environment. 

The SRT proposal also separates source routing from the token-ring definition, 
making it significantly easier to incorporate routing information into other 
standards, such as FOOL 

In summary: 

• An SRT bridge 
Shares a single spanning tree with all other transparent bridges 
Forwards group addressed frames on the spanning tree 
Is a transparent bridge for frames without routing information 
Is a source-routing bridge for frames with routing information 

• An SRT station 
Sends group addressed frames without a routing information field 
Sends a route explorer frame without a routing information field 
Sends a route explorer response once without routing information, as an 
all-routes broadcast frame 
Uses explicit routing information where available, falling back to using no 
routing information as would occur in a transparent bridging 
environment. 

At the time of writing this document, the SRT idea was still a proposal. 
Significant changes may still occur before the concept proceeds further in the 
standards process. 
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11.9 Routers 
Another way of connecting LAN segments is with a router. A router connects 
separate networks that use the same transport protocols. Bridges by contrast 
typically connect networks with the same LLC protocol. 

Routers are commonly used in TCP/IP based LANs, where they are known as IP 
routers or Internet gateways. A RISC System/6000 or a PS/2'" running OS/2 
TCP/IP could provide the TCP/IP routing function between an IEEE 802.3 LAN 
segment and a tOken-ring LAN segment. Another example of a router is the IBM 
LAN-to-LAN Wide Area Network Program, where the higher-level protocol is 
NetBIOS, and two LANs are connected via an 5NA or X.25 network. 

Figure 118 shows the function of a router relative to the seven layer OSI model. 

Logica 
Application ~-----------------------. Application 

Connection 

Presentation Presentation 

Session Session 

Transport Transport 
Router 

Network Route and Network 
Relay 

0 LLC LLC LLC 0 LLC 
a L a L 
t i - -- - - - - t i - --
a n a n 

k MAC MAC MAC k MAC 

Physical PHY PHY Physical 

I I I I 
Segment A Segment B 

Figure 118. Model for a Router. Relationship between the OSI seven-layer model and a 
model for a router. 

,< 

Routers determine how data frames are to be routed using information from 
within the frame. 50 in TCP/lP, the IP address would be used, while in NetBIOS 
the NetBIOS name would be used as a base for the routing decision. 
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11.10 Summary 

Routers are application transparent87, but protocol dependent. There are 
however a number of routers available that cater for a wide variety of protocols, 
so protocol dependence is often diminished. 

A router maintains a table of destinations in a way similar to a transparent 
bridge. This allows a router to "know" where a destination is, without having to 
find it each time a new session is established. These tables are often 
dynamically exchanged with other routers in the network, using a 
router-to-router protocol. In TCP/IP, common protocols are: 

GGP Gateway-to-gateway protocol 

EGP Exterior gateway protocol 

RIP Routing information protocol 

Hello Hello protocol. 

There is a derivative of a router, called a brouter, a bridge router. This device 
would behave like a router if it recognized the format of a frame and the frame 
contained routable information, and would behave like a bridge if it didn't. 

LAN topology may require multiple segments for a variety of reasons. There are 
two major approaches to routing within such a multisegment local area network, 
each with advantages and disadvantages in some environments. Transparent 
bridging requires a single active route in a multisegment LAN and is closely 
aligned to CSMA/CD LANs. Source routing supports single and multiple route 
LANs, and in a tOken-ring-based LAN offers significant flexibility for both routing 
and traffic management. In a multisegment LAN, there are no fixed rules to the 
available topologies; therefore, design is very important. 

87 Application or protocol timers may need adjusting because of the use of routers. 
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Appendix A. Review of Basic Principles 

The objective of a network is to provide connections between end users using 
shared facilities (lines, nodes etc.}.88 

There are several general techniques available for the sharing of a facility 
between different data connections and/or voice circuits. These are general 
techniques and apply (albeit with different levels of efficiency) to each element of 
the system separately, so they are described here first. 

A.1 Available Techniques 

A.1.1 Frequency Division Multiplexing 
This technique is exactly the same as is used for radio or television 
broadcasting. A sender is allocated a range of frequencies between which a 
signal may be sent and information may be encoded on that signal using a 
range of "modulation techniques". The receiver must be able not only to receive 
that frequency but also to decode the modulation technique used. On a cable, or 
on a microwave carrier, the available band of frequencies is limited but the 
principle is still the same. The amount of information that can be carried within 
a frequency "band" is directly proportional to the width of that band and is also 
dependent on the modulation technique used. There are theoretical limits that 
cannot be avoided such that every frequency "band" has a finite limit. Because 
of the necessary imprecision of the equipment involved, there are "buffer" zones 
(guard bands) allowed between bands so that one band will not interfere with 
either of the adjacent ones. The size of these buffer zones is also determined by 
the modulation technique {you need a lot less for Frequency Modulation (FM) 
than for Amplitude Modulation (AM)) and by the precision {and hence cost} of the 
equipment involved. 

Frequency division multiplexing has, in the past, found use in telephone systems 
for carrying multiple calls over (say) a microwave link. It is also the basis of 
cable TV systems where many TV signals (each with a bandwidth of 4 or 
7 megahertz) are multiplexed over a single coaxial cable. It is also used in 
some types of computer Local Area Networks (LANs). 

Frequency division multiplexing is also sometimes called "broadband 
multiplexing" . 

88 This appendix is condensed from "A Plain Man's View of Voice and Data Integration" (IBM GG24-3029). 
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Figure 119. The Concept of Frequency Division Multiplexing. The physical carrier 
provides a range of frequencies called a "spectrum" within which many channels are able 
to co-exist. Notice the necessary "buffer zones" between frequency bands. 

A.1.2 Time Division Multiplexing 

4 I 1 2 3 4 
I 

r ... Frame 1 -----+ .. 'III Frame 2 J 
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Figure 120. Time Division Multiplexing Principles 

Consider the diagram above. "Frames" are transmitted over a single high speed 
channel. Within each frame there are many slots. A low speed channel is 
allocated one (or more) slots within a high speed frame. Thus a 2,048,000 bps 
channei can be subdivided into 32 subchannels of 64,000 bps. The start of each 
frame is signaled by some coding which allows the sender and the receiver to 
agree on where the beginning of the frame is. This synchronisation coding is 
sometimes a special (unique) bit stream (as when SDLC or SSC traditional data 
transmission is used) but with digital transmission is usually signaled by some 
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special state in the underlying PCM coding. (The common one is called a "code 
violation" .) 

Attaching equipment is able to insert data into any slot and to take data from any 
slot. Thus while the medium can run at a very high speed, each attachment 
operates at a much lower data rate. 

A.1.3 Packetisation 
This technique involves the breaking of incoming bit streams (voice or data) into 
short "packets". Different techniques use variable or fixed length packets. 
Packets have an identifier appended to the front of them which identifies the 
circuit or channel to which they belong.89 In the TDM example above, a time slot 
was allocated for a low speed channel within every frame even if there was no 
data to be sent. In the packet technique blocks are sent only when a full block is 
available and "empty" packets are not sent. Thus utilisation of the high speed 
link can be dramatically improved. 

Thus if a voice channel (without compression) is regarded as 64KB of data and a 
TDM approach gives 32 channels, then using packetisation the number of 
channels that can be handled will dramatically increase. If, on an average each 
(one-way) channel is only operational for half of the time (as in voice 
conversation) then perhaps 64 voice channels could be available. However, now 
there will be statistical variations and there will be a finite probability that all 64 
channels will want the same direction at once. In this case some data will be 
lost but the probability is very small. The probability of 33 channels wanting to 
operate in the same direction simultaneously is quite high however. It is a 
matter for statisticians to decide how many channels can be safely allocated 
without too much chance of losing information (overrun). This will depend on the 
width of the carrier and the number of channels. The larger the number of 
channels the smaller the variation and the greater the safe utilisation. This is a 
similar situation to the queueing models of data communication but the 
characteristics are quite different. A good starting assumption is that the 
channel can be utilised to perhaps 70% of its capacity safely, (in a 2 Mbps 
circuit). In a 140 Mbps circuit (PCM fibre channel) then the 2,000 telephone calls 
will have a much more even distribution and, therefore, efficiency could perhaps 
approach 90%. That is, perhaps 3,500 calls could be handled. (Other things, like 
routing headers and the requirement for uniform transit times will probably 
reduce this somewhat.) 

89 Alternatively, they could have a routing header which identifies the source and destination of the packet. 
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A.1.4 Sub-Multiplexing 
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Figure 121. Sub-Multiplexing Concept. Frequency division technique used within 
frequency division derived channel. 

It is quite possible, indeed usual, for multiplexors to be "cascaded" as suggested 
in Figure 121. A "high order" multiplexor is used to derive a number of lower 
speed channels that then are further reduced by other (lower order) 
multiplexors. This may then be reduced even further by lower and lower order 
multiplexors. 

Since a derived channel is just like the original channel only" narrower", then 
different multiplexing techniques can be used within one another. For example, 
it is possible for a wide-band microwave channel to be frequency divided into a 
number of slower channels and then for one lower speed channel to be further 
divided by the frequency technique, another to be shared using the TOM digital 
technique and yet another to be shared using the packet technique. There are 
limitations, however. For example, a digital channel cannot be shared using 
frequency division multiplexing and a TOM technique would not be a very 
attractive way of subdividing a packet technique. Still, mixtures of techniques 
can be used relatively freely. 

The hierarchies of multiplexors used in different parts of the world is shown 
below: 
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Table 4. PCM Hierarchies 

North American Japanese CCllT·CEPT 

Order Bit No. of Bit No. of Bit No. of 
Rate Chan Rate Chan Rate Chan 
(Mbps) (Mbps) (Mbps) 

Single Channel 64 1 64 1 64 1 
Kbps Kbps Kbps 

First Order 1.544 24 1.544 24 2.048 30 

Second Order 6.312 96 7.876 120 8.448 120 

Third Order 44.736 672 32.064 480 34.368 480 

Fourth Order 274.176 4032 97.728 1440 139.268 1920 

Fifth Order 564.992 7680 

A.1.S Statistical Multiplexing 
Statistical multiplexing is the generic name for any method that aims to use 
channel capacity (and send information) only when there is information to send. 
This is in contrast to the techniques of allocating a channel and then not caring 
whether that channel is used or not. Packetisation is one form of statistical 
multiplexing. 

The technique offers savings for voice in that the gaps in speech and the "half 
duplex" characteristic of speech can potentially be exploited for other 
conversations. Likewise, the gaps in traditional data traffic can be exploited. 
There are multiplexors available that allocate a large number of voice channels 
over a smaller number or real channels by this technique. Listening to anyone 
of the voice channels would provide the listener with intermixed phrases and 
sentences from different conversations on the one real voice channel. In data 
communications, the use of "statmuxes" that derive (for example) 6 or 8 slow 
(2,400 bps) channels from a "standard" 9,600 bps line are in common use. 

All of these have problems in that they require some technique to recognise 
"silence". That is, to determine what not to send. In voice, a delay buffer is 
needed so that when a word is spoken following a silence the need for a channel 
is recognised and the channel made available WITHOUT chopping off the 
beginning of the word. 

In the past this technique has been used to improve utilisation of expensive 
undersea telephone cables but is not in common use for other situations 
because of the cost and the impact on quality caused by the additional delays 
and the interposition of yet another piece of eqUipment which degrades the 
signal quality. 

A.1.6 "Block" Multiplexing 
Block multiplexing is the usual method of operation of data networks. It is one 
form of statistical multiplexing. 

A single channel is used to transmit "blocks" of varying lengths depending on 
the logical characteristics of the data to be transmitted and the physical 
characteristics of the devices involved. Often maximum limits are imposed on 
block lengths (though sometimes not). Blocks are usually queued for the link 
according to various criteria such as priority, length or message type. In IBM's 
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"Systems Network Architecture" (SNA), this method is used on all links but 
different characteristics apply to different kinds of link. For example, on links 
between IBM 3725s block lengths can be very long (4,000 bytes or more) and on 
links between 3725s and controllers, blocks are "segmented" (broken up) to fit 
into the I/O buffers of the receiving device. 

Some types of local area network also use this technique. 

A.2 Characteristics of Multiplexing Techniques 
Frequency Division Multiplexing 

• This is an analogue technique and applies to the kind of 
"interexchange carrier" systems still in use by many telephone 
companies (although it is rapidly being replaced by digital TOM 
techniques). 

• Subchannel are separated from each other by "buffer zones&c dq. 
which are really wasted frequency space or wasted capacity, albeit 
necessary. 

• The analogue equipment needed to make this work is extremely 
sensitive to "tuning" of frequencies and to the stability of filters. 

• This equipment is also very expensive because of its analogue 
nature and its sensitivity to tuning, etc., and requires a large amount 
of labour to install and maintain.90 It also requires retuning and 
maintenance whenever the physical channel changes (for example, is 
rerouted or repaired, etc.). 

• Also, it is usual to use two channels per conversation, one in either 
direction. A reasonable estimate of "good" channel use by this 
technique (for voice traffic) is 10%. 

• However, the equipment is extremely modular and a failure in one 
element most often does not affect the operation of the remainder of 
the system. 

Time Division Multiplexing 

• This method is quite simple and can be built in single chip hardware 
logic. 

• Therefore, the hardware is low in cost (compared to other 
techniques). 

• It will operate at very high speeds. 

• While it gives sharing and channelisation of the link, it does not take 
into account, for example, the fact that telephone traffic is logically 
half-duplex (only one person talks at once) and though a channel is 
provided in each direction only one is in use at anyone time. Nor 
does it take advantage of "gaps" in speech. There are intelligent 
multiplexing techniques (called statistical multiplexors) which do this. 
For theSe ieasons "good" uiiiisaiion for telephone traffic is 

90 Another factor contributing to the expense is that it is difficult to apply large scale integration techniques to analogue systems. 
Analogue equipment tends to have many more separate components than comparable digital systems (digital ones have more 
circuits but many are packed together into a single component). This leads to a higher cost for the analogue alternative. 
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considered to be around 40%. This is a lot better than the analogue 
frequency division technique. 

Packetisation 

• The equipment required for packetisation is MUCH more complex 
and expensive. 

• Operation at very high speeds increases the complexity of the 
required equipment. 

• Use of the packetisation technique results in very much improved 
(optimal) use of the trunk. This is because when there is a silence 
no packet is transmitted. There are overheads inherent in the 
addressing technique which must be used to route and to identify the 
packet but nevertheless, an efficiency of 80% can perhaps be 
approached if the carrier is wide enough to permit a large number of 
simultaneous calls. 

• In 1992 this technique is NOT operational in any serious voice 
system. However, this technique is the basis of the "ATM" 
(Asynchronous Transfer Mode) of operation and it is widely believed 
that this technique will ultimately replace TDM techniques as the 
basis of worldwide voice and data public communication networks. 

Packetisation is a normal method for operation of data networks and 
is in wide use, (there is an important cost/performance trade off 
discussed under "Block Multiplexing"). 

Block Multiplexing 

This can be considered a special case of packetisation (in the sense of 
variable length packets). Alternatively, packetisation can be considered 
a special case of block multiplexing with fixed length blocks. In the data 
processing industry, the use of variable length blocks is usual. In the 
data networks constructed by telephone companies (generically called 
X.25 networks because of the "standard" they use to interface to their 
users), packetisation is the normal method. 

In a network where data integrity is of supreme importance, a block must 
be fully received by an intermediate node BEFORE it is sent on to the 
next node.91 Since the whole block must be received before it is sent on, 
the longer the block, the longer the delay in the intermediate node. If 
there are many nodes through which the data must pass, then the delay 
for each node adds to the total delay for the network transit. So the 
shorter the block, the more quickly it can be sent through a network. 
Thus if there are 2,000 bytes to be sent, the transit time will be much 
faster if this is sent as ten, 200-byte "packets". 

There is another problem with widely varying block lengths. Queueing 
delays for links become uneven and parallel link groups tend to operate 
erratically. (In SNA for example, "Transmission Group" (TG) operation 
could be greatly degraded by the presence of widely varying block 
lengths.) Another problem is that varying block lengths create erratic 
demands on buffer pool utilisation in switching nodes. 

91 Whether the routing header in the beginning of the block is correct is not determined until the end of the block has been 
received and the Frame Check Sequence (FCS) is checked. So the block cannot be sent on until it is checked. 
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It would seem sensible, therefore, to keep data block lengths to a 
minimum in all networks. However, there is a very important 
characteristic of computer equipment that must be taken into account. 
Processing a block (switching or sending or receiving) takes almost 
exactly the same amount of computer processing regardless of the length 
of the block. This applies to computer mainframes, switching nodes, 
terminal controllers etc.92 So, in the example of a 2,000-byte block, the 
processing time in each involved processor (including the sender and 
receiver) will be multiplied by 10 if blocks are sent 200 bytes at a time. 

Since the amount of processing involved is a cost factor, it will cost a lot 
more for processing hardware if short blocks or packets are sent. Hence 
the EOP industry tradition of sending variable, long blocks. 

When considering voice transit, where network transit delay and 
uniformity of response are paramount, it would seem that mixing voice 
into such a data system would not be feasible. 

However, the above applies to traditional systems where the block is 
"long" in time as well as in bytes. That is, the link speed is low 
compared to the length of the block. With high link speeds (for example, 
4 Mbps on a local area network), block lengths that were considered 
"long" in the past become short enough not to be a problem (for 
example, 5,000 bytes takes 10 milliseconds at 4 Mbps). 

Also, new equipment designs will, in the future, allow vastly reduced cost 
in the switching node so the cost of short packets may be less of a 
problem. 

Sub-Multiplexing 

This technique is popular because it allows for great flexibility and for 
modularity of equipment. For example, a first order TOM multiplexor 
might break up a 140 Mbps fibre circuit into 64, 2 Mbps channels. Some 
of these can then be further multiplexed into 30 (64 Kbps) voice channels 
or perhaps several 2 Mbps channels combined to provide a television 
circuit. The derived 64 Kbps voice channels can perhaps then be broken 
up further by (third order) multiplexors to provide many 4,800 or 9,600 
bps data channels. The equipment modularity introduced also assists in 
reliability and serviceability management. 

The ability to mix techniques is also very important. (There are some 
limits here; frequency division multiplexing cannot be used within a 
digital channel, for example.) A wideband analogue carrier can be 
frequency multiplexed into several high speed digital channels and then 
one of these could use packet mode techniques for carrying data and 
others could use TOM techniques for carrying voice traffic. 

92 In the IBM 3725, for example, switching an intermediate block takes (total including link control) around 3,200 instructions. ( 
Getting data into or out of the processor takes of the order of 100 nanoseconds per byte. So for INN (Intermediate Network \ 
Node - meaning between two 3725s) operation a 3725 can "switch" somewhere around 350-400, 200-byte blocks per second 
(70% utilisation) and maybe 360 to 410 blocks per second if blocks are 100 bytes. (These figures are approximate and 
depend heavily on environmental conditions.) 
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Appendix B. Queueing Theory 

An understanding of the principles of queueing theory is basic to the 
understanding of computer networks and so a brief discussion is included here 
for reference. 

When the earliest interactive (or "online") computer systems were built, the 
designers often did not understand that queueing theory would dictate the 
behavior of these new systems. Some serious and very costly mistakes were 
made because the way communications systems actually behave is the opposite 
of what normal intuition would suggest. That said, queueing theory can be 
applied to any situation where many users wish to obtain service from a finite 
resource in a serial fashion. Such situations as people queueing for the 
checkout at a supermarket or motor cars queueing at an intersection are much 
the same as data messages queueing for the use of a link within a data 
switching device. 

Consider the diagram below: 
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Figure 122. Schematic of a Single Server Queue 

Imagine that this is a queue of people at a supermarket checkout. Most 
reasonable people would expect that if the average time it takes for the 
checkout clerk to serve one customer was two minutes then the rate at which 
customers will be served would be 30 customers per hour. At this point the 
checkout clerk would be busy all the time (1000

/0 utilised). It also seems 
reasonable to expect that if the number of people who arrive to join the queue is 
about 30 per hour then the length of the queue should be one or two and the 
time spent waiting for service would be quite short. Nothing could be further 
from the truth! In the case just described (over time) the queue will become very 
long indeed. In theory the length of the queue in this situation will approach 
infinity! 

In order to discuss the way queues behave there are some technical terms that 
must be understood. 

Service Time is the time taken by the checkout clerk to process a particular 
person. This will be different for each person depending on the number of 
items to be processed. 

Average Service Time is the average over time of a number of people processed 
by the checkout. 
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Arrival Rate is the rate (people per hour) at which people arrive and join the 
queue. 

Queue Length is the number of people waiting in the queue at a particular time. 

Average Queue Length is the average length of the queue over a given period of 

time. 

Server is the job of the checkout clerk. 

Utilisation of the Server is the percentage of time that the server is busy. 

This is the average service time multiplied by the arrival rate divided by 
the length of time in question. The utilisation value is something between 
zero and one but is often expressed as a percentage. 

The graph below in Figure 123 shows queue length as a function of server 
utilisation for single server queues. 
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Figure 123. Behavior of a Hypothetical Single Server Queue. The curves show queue 
length as a function of server utilisation. As utilisation approaches 1 the length of the 
queue and hence the waiting time approaches infinity. 

B .1.1 Fundamentals 
In order to describe the behavior of a queue mathematically we need the 
following information: 

Input iraffic 
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• Arrival Rate 

The average (over some specified period of time) rate at which 
transactions (messages, people etc.) arrive at a facility requiring 

service. 

( 



This is represented by the parameter A. 

• Distribution of Arrivals 

Quotin'g an average arrival rate or an average service time tells us 
nothing unless we know something about the overall pattern which 
these things follow. In some systems, transactions may arrive at 
exactly regular intervals. In other systems arrivals may occur in 
bursts. In most interactive data communications systems 
transactions arrive for processing in a completely random way. 

The usual distribution of arrivals used in a data communication 
system is called a Poisson distribution. This distribution describes 
random arrivals from an infinite population independent of past 
events. 

The Waiting Queue 

• The Queueing Time 

The total time spent by a transaction in the queue (including the 
service time) is called the queueing time. 

TQ = mean (average) queueing time 

• The Waiting Time 

The time spent waiting in the queue not including the service time is 
called the waiting time. 

Tw = mean (average) waiting time 

• Number of Transactions in the Queue 

The length of the queue expressed in terms of the number of waiting 
transactions is called Lw. 

The Service Facility 

• Mean Service Time 

This is the average time it takes to process a transaction and is 
denoted by T s. 

• Server Utilisation 

This is the fraction of time the server is busy. It is symbolised by p. 
Busy time is (obviously) just the arrival rate multiplied by the 
average service time. 

p = A x Ts-

As A, the rate of arrivals, increases then so does the utilisation of the server, the 
queue length and the average time spent waiting in the queue. At p = 1, the 
server becomes saturated, working 100% of the time. Therefore the maximum 
input rate to a single server queue is: 

A maximum = l/Ts = ~(mean service rate) 

The utilisation coefficient is: 

p = A/~ 

Many of the numbers above are averages (means). If the arrivals are random 
then there will be a deviation around the mean values. For example, the 90th 
percentile is that value of time below which the random variable under study 
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occurs 90% of the time. Specific values for the 90th and 95th percentiles for 
Poisson distributed arrivals are: 

98th percentile = 2.3 X (mean value) 

95th percentile = 3 X (mean value) 

The golden rule ------------------------, 

For most queueing situations where arrivals approximate a random 
distribution queue size, the average delay increases exponentially with the 
utilisation rate. This is illustrated in Figure 123 on page 284. 

8.1.2 Distributions 
There are two things under discussion that are governed to some degree by 
uncertainty: 

1. The pattern of arrivals 

2. The time it takes to service a given transaction 

Both of these distributions may be exactly regular or completely random or 
anything in between. Notice that the distribution of arrivals and the distribution 
of service times are quite independent of one another.93 

The "in between" distributions are called "Erlang distributions with parameter 
m", or just "Erlang-m". The "Erlang parameter" is a measure of randomness. 
In Figure 123 on page 284 the different curves apply to different service time 
distributions. Arrivals are assumed to be random. 

In typical data communications systems interactive data traffic arrives with a 
fully random (Poisson) distribution. For batch traffic, unless it is controlled, the 
traffic wi" arrive at the maximum rate of the link. Voice traffic typically 
originates at the rate of one byte every 125 Ilsec. This is one 32-byte packet 
every 4 milliseconds. Unless there is compression and/or removal of silences, 
the voice traffic will travel through the network at exactly one (32-byte) packet 
every 4 milliseconds. 

In a typical data communications application service time is the time taken to 
send the transaction (frame) on a link and will vary in direct proportion to the 
length of the frame. If we are considering time taken to process a transaction 
(switch the block) in a packet switching computer typically this is the same 
amount of time regardless of the length of the block. 

8.1.3 Some Formulae 
The following are some simple formulae which can be used to analyse typical 
queueing situations. These are for exponential arrival and exponential service 
distributions. 

93 This is not quite true. The rate of arrival of frames at a switching node is dependent on their length and the link speed. The 
longer they are, the lower the rate of arrival. For the purpose of discussion this effect can be ignored. 
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B .1.3.1 Queue Size and Length 
The mean queue size, including the transaction currently being serviced is: 

Lq = p/(l-p) 

The mean length of the queue is: 

Lw = p2/(1-p) 

Then note that the queue length is shorter than the mean queue size by the 
quantity p; that is, the difference is, on the average, less than one transaction: 

Lq=lw+p 

B.1.3.2 Queueing Time 
The mean queueing time is: 

T q = T s/ ( 1 - p) 

Queueing time 90th percentile = 2.3T q. 

Queueing time 95th percentile = 3T q. 

Mean waiting time: 

T w = (p x T s) / (1 - p) 

B.1.4 Practical Systems 
In a data communications processor (switch) there may be many queues. There 
is a queue (albeit a logically distributed one) for the processor resource. There 
are queues of data waiting for transmission on each outbound link. There may 
be many internal queues (such as for the I/O channel) depending on the 
structure of the processor. 

The general rule is that no resource should be loaded more than 60% because 
of the effect of the waiting time on system responses. This is still a good rule if 
transactions arrive at truly random rates, are time sensitive and there are no 
congestion control mechanisms in place to control things. But there are a 
number of situations in which much higher utilisations are practical. 

Regularity of Input Distribution and Service Time Distribution 

If transactions arrive at a processing system (for example) at exactly one 
millisecond intervals and if processing takes exactly one millisecond then 
the facility will be utilised 1000/0 and there will be no queue. All hinges 
on the word "exact". 

If the distribution of arrivals and of service times is truly random then the 
"exponential" curve in Figure 123 on page 284 will hold true. 

If arrivals are regular and service times are exponentially distributed 
then the "constant" curve in the figure is appropriate. 

In summary, for a particular system, the less randomness involved the 
higher the safe level of utilisation. 

Traffic Priorities 

Traffic prioritisation is very little use unless there are congestion control 
mechanisms in place to allocate resources according to priority and to 
regulate low priority traffic. 
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In an SNA network for example, the extensive priority mechanisms can 
allow an internode link to be loaded in excess of 95% without significant 
degradation of the interactive traffic. 

But the interactive traffic (the random traffic) itself had better not exceed 
about 60% utilisation of any facility. What happens is that interactive 
traffic uses the system as though the batch traffic was not there (well, 
almost). Control protocols allocate spare capacity to non-time-critical 
batch traffic. 

The Law of Large Numbers 

Consider a queue of data for a 9,600 bps intermediate node (INN) link in 
an SNA network. The sizes of frames carried on the link could vary from 
29-byte control frames up to 4,000-byte blocks. 94 

The transmission time required to send a 4,000-byte block is a bit less 
than 4 seconds. For the 29-byte block it is about 35 milliseconds. 
Perhaps, for the sake of example, the average block length might be 400 
bytes and take a transmission time of about .4 of a second. 

If you select say 10 frames from the link at random then the average of 
the selected frames will be different from the true average over say one 
million frames. (There is a chance that all 10 frames will be 4,000 bytes 
long - or 29 bytes long). If you keep selecting samples of 10 frames each 
then the averages of these samples will be distributed about the true 
average with some variation (variance). If you select a sample of 100 
frames then the chance is much better that it will be close to the true 
average. If you select a sample of 1000 frames then the chance is better 
still. The point here is as the selected sample gets larger then the 
probability that its mean is close to the true mean of the population from 
which the sample is taken increases. 

Now consider a queue for a real link. If there are two (4000-byte) blocks 
waiting, then this represents around eight seconds of transmission time. 
If there are two (29-byte) blocks waiting then there is only about 65 
milliseconds of transmission time. The example is deliberately extreme. 
It is obvious that transit delays through the link in question will be highly 
erratic. (A good case for breaking the data up into short packets 
perhaps). In this situation it would be dangerous to plan for a link 
utilisation of more than an average 30% because of the extreme 
variation that is possible in the service time (transmission time). 

A faster link can handle more traffic. This means that there can be more 
blocks handled over any given time interval. This has the statistical 
effect that the selected sample of the population is larger and thus the 
likelihood of an atypical average is decreased.95 

For example if the link speed is two megabits per second. A 4,000-byte 
block now takes 16 milliseconds and the 29-byte block takes about 120 
microseconds. At 60% utilisation we can process about 40, 4,000 byte 
blocks per second or perhaps 5,000 29-byte control messages. If the 
average block length is 400 then the number of blocks per second fOi 

94 SNA does not packetise or segment data for transport on INN links. The maximum length of blocks entering the network can 
be controlled however. 

95 Another way of saying this is that if we sum n sources of bursty traffic then the total rate exhibits less burstiness as a result. 
As the number (n) of sources increases, the ratio of the standard deviation to the mean of a summed rate approaches zero. 
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60% utilisation is about 400. In this situation a group of 400 blocks will 
come very close to the average. The fact that some blocks are 4000 and 
others are 29 will have very little effect on the average. There will be 
very little variation. 

Imagine what happens at 100 megabits per second! 

This then is the effect: As the link speed increases the number of frames 
per second increases (unless we increase the block size). As the frame 
rate increases then the possible variation in a given sample of traffic 
(say one second) decreases. As the variance decreases one is able to 
use increasing link utilisations with safety. That is to say the faster the 
link the higher the safe level of utilisation. 

High Speed in Itself 

In practical networks of the past (with 9,600 bps links) a planned 
queueing delay for a link of say .4 of a second was considered 
acceptable. In a modern high speed network we are perhaps able to 
accept a queueing delay of 50 milliseconds. The link speed has 
increased by 1000 times but our delay objective has only become ten 
times more stringent. 

This means that in the past, to achieve our .4 second delay objective, we 
could only plan on a queue length of perhaps 1 or 2, which means a link 
utilisation of about 60%

• With a very high speed link we may be able to 
plan for a queue length of 60 to 100. Because of the stability associated 
with the very large number of frames per second, a link utilisation of 
80% may be approached in some cases. 

B.1.5 Practical Situations 
In a practical networking situation there are number of points to note: 

Time Interval 

The time interval over which an average is expressed is absolutely 
critical. Traffic varies over time and expressions of arrival rates in 
"messages per hour" often do not help very much. On the other hand, 
extremely high peaks in message traffic over very short periods (say ten 
seconds) can be easily handled by buffering in the network. 

Experience with conventional SNA networks suggests that an appropriate 
length of time over which to calculate peak message or transaction rates 
is five to ten minutes. 

It is also important to realise that systems take a long time to reach a 
steady state after startup. 

Arrival Patterns 

Arrival patterns will not always be as the formulae assume. In any data 
communications system the population size of terminals is finite. In the 
case of interactive traffic there can only be a maximum of one 
transaction (perhaps many messages) per terminal in the system at any 
one time. Often a terminal device has a maximum rate at which 
transactions may be entered (for example, a bank cash dispenser). This 
could be because of mechanical functions that must be performed or 
because of the necessary actions by the human operator (like talking to 
a customer). 
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Service Time Distribution 

This is almost always not random. In a communications node the time 
taken to transmit on a link is typically a linear function of the length of 
the data. The processor time taken by the node processor to receive the 
data on one link and enqueue it for another usually doesn't vary very 
much. Processing a transaction in a mainframe processor is usually 
reasonably constant for each type of transaction but things like disk 
access times tend to be random. 

Multiple Servers 
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Instead of a single processor to handle transactions one could have a 
multiprocessor. Between nodes one can have parallel links. In this case 
we have a "multiserver queue". Statistics text books have many curves 
for the multiserver case but the principles are exactly the same as for a 
single server. In general, the curve shifts a bit to the right (meaning that 
slightly higher utilisations may be achieved). An important additional 
effect is that the queueing time becomes more uniform (less variance). 

This is the situation such as in some banks where a single queue is used 
to supply multiple tellers. If one teller gets a customer requiring 
extensive time to service, the person in the queue immediately behind is 
serviced by the next free teller. If there were separate queues then this 
customer would have to wait much longer. 

! 
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Appendix C. Getting the Language into Synch 

When describing the timing relationship between two things there are a number 
of words that must be understood. Unfortunately, these words are commonly 
used in different contexts with quite different meanings. 

In this document the strict engineering definitions have been used except where 
otherwise noted (such as in the description of FOOl. See section 9.3, "Fibre 
Oistributed Oata Interface (FOOl)" on page 183). When reading other documents 
it is necessary to try to understand exactly what the author means by the various 
terms. 

In Communications Engineering when one bit stream is being compared with 
another the following terms are often used: 

Synchronous 

This literally means" locked together". When two bit streams are said to 
be synchronous it is meant that they are controlled by the same clock 
and are in the same phase. 

Asynchronous 

Any two events that are not tied together exactly in time are said to be 
asynchronous. 

Isochronous 

Literally "in the same time". An isochronous bit stream is one that goes 
at a constant rate. The term isochronous is often used colloquially to 
mean "digitally encoded voice". The term is not often used in the world 
of data communications but is a common term in the voice 
communications and engineering context. 

Anisochronous 

Literally, "not equal". Used in the communications engineering context 
to mean bit streams of unequal rates (this causes a problem in time 
division Multiplexing systems). 

Mesochronous 

The Greek prefix" meso" means "middle". If two isochronous bit 
streams have no precisely controlled relationship, but have exactly the 
same bit rate, they are called mesochronous. 

If two bit streams start at some point of origin as synchronous streams 
and arrive at some destination by different routes or networking schemes 
they will be mesochronous at the point of arrival. 

Plesiochronous 

Literally "nearly the same". If two bit streams have nominally the same 
bit rate, but are controlled by different clocks, they will have bit rates that 
are nearly the same but not quite. 

Heterochronous 

If two bit streams have nominally different bit rates they are said to be 
heterochronous. 

In data communications the common terms are "synchronous" and 
"asynchronous". Their meaning is usually determined by context. 
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The word "synchronous" when applied to a stream of bits in itself means that all 
the bits in the stream bear a strict timing relationship with one another. The 
same term can also be applied to a stream of characters. 

The word "asynchronous" is usually used to mean a data stream where the 
characters are not synchronised with one another but the bits within each 
character are. 

This is the case of typical ASCII terminal operation. Each character consists 
of a start and a stop bit surrounding seven or eight data bits. Each data bit 
has a precise timing relationship with each other data bit within the 
character but characters are transmitted as they are typed and have no 
particular relationship with one another at all. 

A synchronous link protocol such as SOLC (Synchronous Data Link Control) 
operates on blocks of data that are expected to be synchronous within 
themselves but there is no strict timing relationship between blocks of data. 

Sometimes these concepts get mixed up as when SOLC data link protocol is 
used to transmit data over an asynchronous circuit or when ASCII protocols are 
used to send data through a synchronous channel. 

In the FOOl standard the term synchronous is used in a completely different way: 
It means data traffic that has some real time or "guaranteed bandwidth" 
requirement. 

All of the above terms describe a timing relationship between two things. When 
using these terms, it is essential that we know just what things are being related 
and in what aspect they are being compared. Care is essential. 
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Appendix D. An Introduction to X.2S Concepts 

The CCITT recommendation X.2S describes an interface between a user and a 
packet-switched data network.96 It must be emphasized that the recommendation 
ONLY describes the interface between the user and the network. It describes the 
operation of the interface in great detail and it specifies what services should be 
available to a user device operating on such an interface. It DOES NOT say 
anything at all about how the network should operate internally. Thus the phrase 
"X.2S network" cannot say anything meaningful about how the network operates, 
only that the network can support a certain type of connection between users. 

I IEJ~lS not standardised I 
8-EJJ IEJ==EJ-8 

LEJODE ~ 
~ X.25 X.25 -. 

Interface Interface 

Figure 124. Schematic of a Packet Network. Each "node" (or "switch") receives a packet 
in full before routing it on towards it destination user. Not shown is the additional 
equipment necessary to manage the network. 

Networks with X.2S capability are often represented as a "cloud". The "cloud" 
representation is useful since it emphasizes that the end users need have no 
concern about how the network operates internally. 

The user presents data to the network in short blocks called packets. The 
function of the network is to deliver these packets to another user (destination) 
attached to the network. Packets are delivered, without change9? to the data, in 
the same sequence as they were presented to the network and without being 
stored on any intermediate external storage medium (disk). Communication is 
synchronous in that both communicating users must be present at the same time 
for communication to take place. 

The network is made up of nodes (also called "switches" or "Data Switching 
Exchanges" (DSEs)) that are connected together by data communication links 
(see Figure 124). In most networks each node is a specially designed computer 
but in addition there is almost always a larger network host (often a general 
purpose computer) to service the network nodes. 

One of the parameters of network design in a packet network is the maximum 
length of a packet. Short packets make for fast transit times through the 
network. However they take considerably more resource both in the end user 

96 This appendix was abstracted from" Integrating X.2S Function into Systems Network Architecture Networks" (GG24-30S2). 

9? It is pOSSible, albeit inefficient, for the length of a packet to be different at different ends of the network, but the data is 
unchanged. 
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device and within the network. In X.25 the "universal compromise" packet size 
which every network must support is 128 bytes. 

The central concept of X.25 is that of a "virtual circuit"; that is, a circuit is 
completed between two communicating end users in the same way as a circuit 
connects two people who use a telephone. The circuit is called "virtual" 
because it does not use dedicated resource within the network, but the logical 
path between a pair of end users is nevertheless dedicated to communication 
between this pair of users and no others. Virtual circuits (VCs) can be 
"switched" or "permanent". A switched virtual circuit (SVC) is sometimes named 
a "Virtual Call" (VC) in analogy with the telephone system and to confuse the 
innocent. The abbreviation for" permanent virtual circuit" is "PVC." 

D.1.1 Components of the X.2S Interface 

Link 

Network (cloud) - End User 
- -LC-l-- Data 
- --2-- Terminal 

--3-- Equipment 
.DSE . DCE I IIIIIIII --4- (DTE) 

----
- ----

--n--

Figure 125. Elements of the X.25 Interface 

The central concepts of the X.25 interface are illustrated in Figure 125. The 
more important of the concepts can be described as follows: 

Packet 

The packet is the unit of data sent between the end user (called the OTE) 
and the network. Its maximum size is called the "packet size" for this 
interface. A packet that is not full is sent as a short packet. It is never 
"padded out" to the full packet length. 

Packet Header 

Packets are transmitted with a three (or optionally four) byte header 
which is not included in the packet length. The header contains 
information about the packet type, a "more data" bit which allows for the 
grouping of packets into logical records and a 12-bit field which identifies 
which communication (virtual Ciicuit) this packet beiongs to. 

Logical Channel 

Within the one physical link to the network the end user (OTE) may have 
many communications (virtual circuits) with other end users in the ( 
network. Since the packet header does not contain the network address 
of the destination, there needs to be some mechanism of identifying 
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where this packet is to be sent. That method is the logical channel 
number (and the logical channel group number). A logical channel is 
simply a reference number to identify which virtual circuit this packet 
belongs to. Another way of saying it is that many logical 
communications can take place over a single physical circuit by 
multiplexing the physical circuit into many logical channels. The Logical 
Channel Number (LCN) is the identifier which is used to distinguish 
which virtual circuit a particular packet belongs to. 

Virtual Circuit 

DTE 

DCE 

DSE 

A virtual circuit is simply an association between two logical channels, 
one at each communication endpoint. See Figure 126. A packet that is 
sent with a logical channel number of 3 by the user at interface A will be 
received at interface B with a logical channel number of 6 in its packet 
header. The detail of how the communication is achieved is left to the 
designers of the packet network. 

Data Terminal Equipment. This means anything that is a user of the X.25 
interface. It could be a simple terminal, or a protocol conversion device 
or a large mainframe CPU. The interface is the same and it is treated in 
the same way. 

Data Circuit terminating Equipment. This is the network end of the link 
from the user. In various contexts it can be the modem interface or the 
interface at the network node. In the X.25 context it normally refers to 
the network node. 

Data Switching Exchange. This term is not often used since the process 
of data switching is hidden from users of the network. It refers to the 
logical switching process within a node. 

Physical Link 

This is the link between the user and the network. In IBM "jargon" it is 
called the MCH (MultiChannel Link). 

-3 • -3-
-4- -4-
-5- -5-
-6- ~--------------~.~-6---

-7- -7-
Network 

DIE DCE DCE DIE 

Interface A Interface B 

Figure 126. Virtual Circuit. Two logical channels (number 3 on interface A and number 6 
on interface B) are communicating with one another. This pairing of logical channels is 
called a virtual circuit. 
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0.1.2 Logical Structure of the X.25 Interface 

End User Network Node 

Modem Modem 
User Pkt Link Phys EJ EJ Phys 
Upper Lev Lev Lev - DeE •• --.. ~ DeE - Lev 
Layrs DTE DTE DTE DTE 

I 

Phys 
Level 

Scope of Link Level 

Scope of packet Level 

Phys 
Level 

Li nk Pckt 
Lev Lev DSE 
DeE DeE 

Scope of higher layers To other end user'------.. ~ 
.. 

Figure 127. OTE and OCE Relationships. The scope of each layer is shown here. The 
relationship between OTE and OCE at each layer should be noted. 

Logically, the interface operates in three "layers" called physical, link, and 
packet levels. 

Physical Level 

This is the lowest logical layer and provides electrical connection 
between the DTE and the link to the network. If a modem is used then the 
physical layer is specified by the CCITT recommendations V.24 or V.35. 98 

If a "digital" link is to be used then recommendation X.21 is appropriate. 
This layer only provides for the sending and receiving of bits and for 
physical compatibility of plugs and cables and for voltage tolerances and 
signal timings etc. 

Link Level 

This is the "line control" or "link protocol" which passes frames of data to 
and from the network. Link contro! takes a queue of frames at each of 
the DTE and the DCE and is responsible for transferring them in as 
efficient a way as possible from one to the other. Link control takes 
frames from the packet level and delivers them to the packet level at the 
other side. Link level does not care about the content of the frames and 
does not know that the link is multiplexed among many virtual circuits. 
Link control is responsible for error detection and recovery 
(retransmission) between OTE and DCE. Inherent in the means of 
operation of the link control there is a "data flow control" enforced 
through a rotating "send window". However, it is not generally used for 
controlling flow except in conditions of extreme congestion because the 
OTE-DCE flow control is done at the packet level. 

98 V.24 and V.35 are also sometimes called "X.21 bis". There are minor differences in technical detail between these V-series 
recommendations and X.21 bis but the terms are often used interchangeably. "A rose by any other name ... " 
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The link control protocol used in X.25 is a version (subset of options) of 
the international standard data link control "HDLC". The subset is the 
"Asynchronous Balanced Mode" and is called LAPB in the jargon of X.25. 

Packet Level 

The packet level protocol performs basically two functions. The first is to 
multiplex the physical channel provided by the link control into a number 
(up to 4096) of logical channels. The second is to provide a flow control 
between the DTE and DCE to provide an even delivery of data per logical 
connection (virtual circuit). 

There is no error recovery in the packet level. (Though some network 
suppliers add one.) The scope of packet level is the same as for link 
level (from the nearest node in the network to the user) so error recovery 
is solely done at the link level. 

D.1.3 Setting Up a Virtual Circuit 
There are two kinds of virtual circuit: 

Permanent virtual circuits are set up by the network administration and consist 
of a permanent relationship between a particular logical channel on one 
particular interface (or port) and another logical channel on a different 
interface somewhere else in the network. A permanent virtual circuit is 
always there (provided the network is operating) and the end user DTE 
requires nothing special to start using it. 

Switched virtual circuits must be requested by the user and are then set up by 
the network (provided that the network has resources available). A 
special packet type (the "call" packet) is sent to the network on a logical 
channel that is not already in use. (There are strict rules for selection of 
the next logical channel to be used.) The call packet contains the 
address of the other user to which connection is requested. There is a 
standard format for addresses to be used by the network. The network 
then finds and sets up a path to the other user and selects a logical 
channel on which to notify the other user of the "Incoming Call". This 
incoming call (in reality the call packet sent by the other user with a 
different logical channel number and some fields changed) is presented 
to the other user which can then accept or reject the call. A "Call 
Accepted" packet is sent to accept the call or a "clear" packet is sent to 
refuse the call. "Clear" is the usual way of terminating an SVC 
connection (that is, hanging up). 

D .1.4 Packet Types 
There are surprisingly few different packet types in X.25. 

Data Packets 

These are the units in which data is sent through the network. Packets 
can be of different (maximum) sizes and in fact different logical channels 
on the same physical link can use different packet sizes. In the X.25 
recommendation, packet sizes of 32,64, 128, 256, 512, 1024,2048 and 
4096 bytes (octets) are allowed. However, every X.25 network must 
support a packet size of 128 in addition to the other sizes it may 
optionally support. For example, the network is capable of changing the 
packet size during transit so that a DTE at one end may have a packet 
size of 128 bytes and at the other end a packet size of 256. 
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Qualified Data Packets 

These are the same as data packets but have the "Q" bit in the packet 
header set on. This is simply a way of identifying a logically different 
kind of data from what is carried in a data packet and can be used by the 
DTEs in any way they like. 

Interrupt Packets 

These packets carry only a small amount of data (in the CCITT 1980 
version 1 byte) and are given priority in transit through the network. 
Whereas Data and Q packets are always delivered to the destination DTE 
in the order that they were presented to the network, interrupt packets 
are presented as soon as possible. It is up to the user to decide the 
meaning of data (if any) in an interrupt packet. 

Control Packets 

These are packets like "Call", "Reset" and "Clear" that are used to 
communicate information between the DTEs and the network. 

0.1.5 The PAD Function 
While the recommendation X.25 deals with the attachment of synchronous 
link-connected devices to a packet network, there are three other CCITT 
recommendations that are usually understood to be present when the phrase 
"X.25 network" is used. These relate to the attachment of "dumb" "ASCII TWX" 
devices to the packet network. Three recommendations are involved. These are 
X.3, X.28 and X.29. They are often referred to as "the triple-x pad" or just the 
"PAD." 

These asynchronous terminals typically send a character on the communications 
line every time a key on the keyboard is depressed. That is, transmission is one 
character at a time and the assembly of characters into logical records and 
blocks is done by the program to which the terminal is communicating. These 
types of terminal often do not use error checking at all but it is increasingly 
common to use a method of error control called "echo-plexing". In 
"echo-plexing", a character sent from the device to the computer is sent back in 
the opposite direction and the terminal compares the returned character with the 
character sent in. If they are the same then there has been no error. 

For efficiency reasons it is obvious that sending characters across the packet 
network as one character per packet will not be very attractive. There is then a 
need for a function that assembles characters from ASCII devices into groups to 
be sent through the network in packets. "PAD" stands for "Packet 
Assembler/Disassembler" and the PAD device performs this function. 
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Figure 128. The ASCII "PAD". Scope of the three CCITT recommendations X.3, X.28 and 
X.29 is shown. 

As characters are sent by the terminal, they are "echoed" (if needed) and 
assembled into a buffer. When certain criteria (such as a packet being filled or a 
predetermined control character being entered) are met, then the PAD will 
forward the new packet on a virtual circuit to the partner on the other side of the 
network. The three recommendations cover the following functions: 

X.3 This covers the internal operation of the PAD, the control parameters 
that can be entered from the terminal to customize the operation of the 
PAD and things like echo and flow control etc. 

X.28 This covers the data link interface between the terminal and the PAD. 
Access can be via the" PSTN" (Public Switched Telephone Network), or 
via leased line, or through TELEX etc. 

X.29 This covers the exchange of control messages between the P-DTE 
(Packet Mode DTE) and the PAD. These messages are used for example 
to set up PAD parameters in order to either relieve the terminal operator 
from the chore of setting up PAD parameters or to prevent the terminal 
user from changing parameters without the permission of the host 
application. 

In Figure 128 the PAD is shown as a function or a part of the network. This is 
not necessarily true. PADs are most often implemented as external devices as 
shown in Figure 129 on page 300. 
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Figure 129. An "Externar PAD. While described as a network function the PAD is most 
often implemented as an external piece of equipment. 
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Appendix E. Abbreviations 

ABBREVIATION 

AAL 
ACF 
AL 
ANSI 
APD 
ASCII 

ATM 
BER 
bps 
BRI 
B-ISDN 
CAU 
CBR 
CCITT 

CMIP 
CMIS 
CMT 
CPE 
CPN 
CRC 
CSMAICD 
dB 
DFT 
DLC 
DPG 
DQDB 
DSAP 
DTE 
EBCDIC 
FCS 
FDDI 
GFC 
HDLC 
HDTV 
IEEE 
ILD 
IMPDU 
INN 
10 
IP 
ISO 
IWS 
Kbps 
LAB 
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MEANING 

ATM Adaptation Layer 
Access Control Field (DQDB) 
Access Link 
American National Standards Institute 
Avalanche Photodiode 
American (National) Standard Code for Information 
Interchange 
Asynchronous Transfer Mode 
Bit Error Rate 
bits per second 
Basic Rate Interface 
Broadband ISDN 
Controlled Access Unit 
Constant Bit Rate 
Comite Consultatif International Telegraphique et 
Telephonique 
(International Telegraph and Telephone Consultative 

Committee) 
Common Management Information Protocol (ISO) 
Common management Information Service (ISO) 
Configuration Management 
Customer Premises Equipment 
Customer Premises Network 
Cyclic Redundancy Check 
Carrier Sense Multiple Access with Collision Detection 
decibel 
Distributed Function Terminal 
Data Link Control 
Dedicated Packet Group (FOOl) 
Distributed Queue Dual Bus 
Destination Service Access Point 
Data Terminal Equipment 
Extended Binary Coded Decimal Interchange Code 
Frame Check Sequence 
Fiber Distributed Data Interface 
Generic Flow Control 
High-Level data Link Control 
High Definition Television 
Institute of Electrical and Electronic Engineers 
Injection Laser Diode 
Initial MAC Protocol Data Unit (DQDB) 
Intermediate Network Node 
Input/Output 
Internet Protocol 
International Standards Organization 
Intelligent Workstation 
Kilobits per second (Thousands of bits per second) 
Latency Adjustment Buffer 
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LAM Lobe Access Unit 
LAN Local Area Network 
LAPB Link Access Procedure Balanced (X.2S) 
LAPD Link Access Procedure for the D_Channel (ISDN) 
LE Local Exchange 
LED Light Emitting Diode 
LLC Logical Link Control 
LMI Local Management Interface (Frame Relay) 
LPDU Logical Link Control Protocol Data Unit 
LSAP Logical Link Control Service Access Point 
LT Line Termination 
LU Logical Unit (SNA) 
MAC Medium Access Control 
MAN Metropolitan Area Network 
MAP Manufacturing Automation Protocol 
MB Megabytes 
Mbps Megabits per second (Million bits per second) 
MFI MainFrame Interactive 
MMS Manufacturing Messaging Services 
NADN Nearest Active Downstream Neighbor 
NAUN Nearest Active Upstream Neighbor 
NNI Network Node interface 
NRZI Non Return to Zero Inverted 
NT Network Termination 
NTRI NCP Token-Ring Interface 
OC-n Optical Carrier level n 
OSI Open Systems Interconnection 
PABX Private Automatic Branch Exchange 
PBX Private Branch Exchange 
PC Personal Computer 
PDU Protocol Data Unit 
PHY Physical Layer 
PMD Physical Medium Dependent 
PON Passive Optical Network 
POH Path Overhead 
PRI Primary Rate Interface (ISDN) 
PRM Protocol Reference Model 
QOS Quality of Service 
RAM Random Access Memory 
RF Radio Frequency 
RFC Request For Comment 
RI Routing Information 
RR Receive Ready 
SABME Set Asynchronous Balanced Mode Extended (Command) 
SAP Service Access Point 
SAR Segmentation and Reassembly 
SDH Synchronous Digital Hierarchy 
SDLC Synchronous Data Link Control 
"', .. "'t'" SMDS Interface Protocol 
SMDS Switched Multi-Megabit Data Service 
SMT Station Management 
SNA Systems Network Architecture ( 

i 

SNI Subscriber-Network Interface (SMDS) 
\ 

SNI SNA Network Interconnection (SNA) 
SOH Section Overhead 
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SPE 
SPN 
SRPI 
SSAP 
STM 
STP 
TA 
TCP/IP 
TDM 
TE 
THT 
TIC 
TR 
TRA 
TRM 
TRSS 
TRT 
TTP 
TTP 
TTRT 
UA 
UNI 
UTP 
VAD 
VBR 
VC 
VC 
VCI 
VP 
VPI 
WAN 
WOMAN 
XC 
XID 

Synchronous Payload Envelope (Sonet/SOH) 
Subscriber Premises Network 
Server/Requester Programming Interface 
Source Service Access Point 
Synchronous Transfer mode 
Shielded Twisted Pair 
Terminal Adapter 
Transmission Control Protocol/Internet Protocol 
Time Oivision Multiplexing 
Terminal Equipment 
Token Holding Timer (FOOl) 
Token-Ring Interface Coupler 
Token-Ring 
Token-Ring Adapter 
Token-Ring Multiplexor 
Token-Ring SubSystem 
Token Rotation Timer (FOOl) 
Telephone Twisted Pair (Wiring) 
Timed Token Protocol (FOOl) 
Target Token Rotation Time 
Unnumbered Acknowledgement 
User to Network Interface 
Unshielded Twisted Pair 
Voice Activity Oetector 
Variable Bit Rate 
Virtual Circuit (X.2S) 
Virtual Channel (ATM) 
Virtual Channel Identifier (ATM,OQOB) 
Virtual Path 
Virtual Path Identifier 
Wide Area Network 
Wide band Optical Metropolitan Area Network 
Cross Connect 
Exchange Identification 
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Glossary 

A 
access control byte. In the IBM Token-Ring Network, 
the byte following the start delimiter of a token or 
frame that is used to control access to the ring. 

access priority. The maximum priority that a token 
can have for the adapter to use it for transmission. 

access unit. A unit that allows multiple attaching 
devices access to a token-ri ng network at a central 
point such as a wiring closet or in an open work area. 

• Access unit refers to either IBM 8228s or IBM 
8230s. 

• Multistation access unit refers specifically to IBM 
8228s. 

• Controlled access unit refers specifically to IBM 
8230s. 

active monitor. A function in a single adapter on a 
token-ring network that initiates the transmission of 
tokens and provides token error recovery facilities. 
Any active adapter on the ring has the ability to 
provide the active monitor function if the current 
active monitor fails. 

adapter. In a LAN, within a communicating device, a 
circuit card that, with its associated software and/or 
microcode, enables the device to communicate over 
the network. 

adapter address. Twelve hexadecimal digits that 
identify a LAN adapter. 

adjusted ring length (ARL). In a multiple-wiring-closet 
ring, the sum of all wiring closet-to-wiring closet 
cables in the main ring path less the length of the 
shortest of those cables. 

all-routes broadcast frame. A frame that has bits in 
the routing information field set to indicate that the 
frame is to be sent to all LAN segments in the 
network (across all bridges, even if multiple paths 
allow multiple copies of the frame to arrive at some 
LAN segments). The destination address is not 
examined and plays no role in bridge routing. 

all-stations broadcast frame. A frame whose 
destination address bits are set to all ones. All 
stations on any LAN segment on which the frame 
appears will copy it. The routing information, not the 
destination address, determines which LAN segments 
the frame appears on. All-stations broadcasting is 
independent of all-routes broadcasting; the two can 
be done simultaneously or one at a time. 

© Copyright I BM Corp. 1992 

application program interface (API). The formally 
defined programming language interface that is 
between an IBM system control program or a licensed 
program and the user of the program. 

attenuation. A decrease in magnitude of current, 
voltage, or electrical or optical power of a signal in 
transmission between points. It may be expressed in 
deci bel s or nepers. 

automatic single-route broadcast. A function used by 
some IBM bridge programs to determine the correct 
settings for, and set the bridge single-route broadcast 
configuration parameters dynamically, without 
operator intervention. As bridges enter and leave the 
network, the parameter settings may need to change 
to maintain a single path between any two LAN 
segments for single-route broadcast messages. See 
also single-route broadcast. 

B 
backbone LAN segment. In a LAN multiple segment 
configuration, a centrally located LAN segment to 
which other LAN segments are connected by means 
of bridges. In a hierarchical network, the LAN 
segment that is at the highest level of the hierarchy. 

backup path. In an IBM Token-Ring Network, an 
alternative path for signal flow through access units 
and their main ring path cabling. The backup path 
allows recovery of the operational portion of the 
network while problem determination procedures are 
being performed. 

bandwidth. In analogue communications this is 
difference, expressed in hertz, between the highest 
and the lowest frequencies of a range of frequencies. 
For example, analog transmission by recognizable 
voice telephone requires a bandwidth of about 
3000 hertz (3 kHz). 

In digital communications this is often used to mean 
the total available bit rate of a digital channel. At 
other times it can mean the symbol rate (baud rate) 
of a digital channel. 

baseband. (1) A frequency band that uses the 
complete bandwidth of a transmission medium. 
Contrast with broadband, carrierband. (2) A method 
of data transmission that encodes, modulates, and 
impresses information on the transmission medium 
without shifting or altering the frequency of the 
information signal. 

baseband local area network. A local area network in 
which information is encoded, multiplexed, and 
transmitted without modulation of a carrier. 
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beaconing. An error-indicating function of token-ring 
adapters that assists in locating a problem causing a 
hard error on a token-ring network. 

bridge. (1) An attaching device that connects two 
LAN segments to allow the transfer of information 
from one LAN segment to the other. A bridge may 
connect the LAN segments directly by network 
adapters and software in a single device, or may 
connect network adapters in two separate devices 
through software and use of a telecommunications 
link between the two adapters. (2) A functional unit 
that connects two LANs that use the same logical link 
control (LLC) procedures but may use the same or 
different medium access control (MAC) procedures. 
Contrast with gateway and router. 

bridge 10. The bridge label combined with the 
adapter address of the adapter connecting the bridge 
to the LAN segment with the lowest LAN segment 
number; it is used by the automatic single-route 
broadcast function in IBM bridge programs. 

bridge label. A 2-byte hexadecimal number that the 
user can assign to each bridge. See bridge ID. 

bridge number. The bridge identifier that the user 
specifies in the bridge program configuration file. The 
bridge number distinguishes among parallel bridges. 
Parallel bridges connect the same two LAN segments. 

broadband. (1) A frequency band between any two 
non-zone frequencies. (2) A frequency band divisible 
into several narrower bands so that different kinds of 
transmissions such as voice, video, and data 
transmission can occur at the same time. 
Synonymous with wideband. Contrast with baseband 
carrierband. ' 

broadband local area network (LAN). A local area 
network (LAN) in which information is encoded, 
multiplexed, and transmitted through modulation of a 
carrier. 

broadcast. Simultaneous transmission of data to 
more than one destination. 

bus. (1) In a processor, a physical facility on which 
data is transferred to all destinations, but from which 
only addressed destinations may read in accordance 
with appropriate conventions. (2) A network 
configuration in which nodes are interconnected 
through a bidirectional transmission medium. (3) One 
or more conductors used for transmitting signals or 
power. 

bus network. A network configliiatioii that provides a 
bidirectional transmission facility to which all nodes 
are attached. A sending node transmits in both 
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directions to the ends of the bus. All nodes in the 
path examine and may copy the message as it 
passes. 

c 
cable loss. The amount of radio frequency (RF) 
signal attenuation caused by a cable. See attenuation. 

carrier. A wave or pulse train that may be varied by 
a signal bearing information to be transmitted over a 
communication system. 

carrierband. A frequency band in which the 
modulated signal is superimposed on a carrier signal 
(as differentiated from baseband), but only one 
channel is present on the medium (as differentiated 
from broadband). Contrast with baseband, broadband. 

carrier sense. In a local area network, an ongoing 
activity of a data station to detect whether another 
station is transmitting. 

carrier sense multiple access with collision avoidance 
(CSMA/CA) network. A bus network in which the 
medium access control protocol requires carrier 
sense, and in which a station always starts 
transmission by sending a jam signal. If there is no 
collision with jam signals from other stations, it 
begins sending data; otherwise, it stops transmission 
and then tries again later. 

carrier sense multiple access with collision detection 
(CSMA/CD) network. A bus network in which the 
medium access control protocol requires carrier 
sense, and in which exception conditions caused by 
collision are solved by retransmission. 

coaxial (coax) cable. A cable consisting of one 
conductor, usually a small copper tube or wire, within 
and insulated from another conductor of a larger 
diameter, usually copper tubing or copper braid. 

coaxial tap. A physical connection to a coaxial cable. 

communication network management (CNM). The 
process of designing, installing, operating, and 
managing distribution of information and control 
among users of communication systems. 

controller. A unit that controls input/output 
operations for one or more devices. 

crosstalk. The disturbance caused in a circuit by an 
unwanted transfer of energy from another circuit. 

cyclic redundancy check (CRC). Synonym for frame 
check sequence (FCS). 
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D 
datagram. A particular type of information 
encapsulation at the network layer of the adapter 
protocol. No explicit acknowledgment for the 
information is sent by the receiver. Instead, 
transmission relies on the "best effort" of the link 
layer. 

data link control (DLC) layer. (1) In SNA or Open 
Systems Interconnection (OSI), the layer that 
schedules data transfer over a link between two 
nodes and performs error control for the link. 
Examples of OLC are synchronous data link control 
(SOLC) for serial-by-bit connection and OLC for the 
System/370 channel. (2) See logical link control (LLC) 
sublayer, medium access control (MAC) sublayer. 
Note: The OLC layer is usually independent of the 
physical transport mechanism and ensures the 
integrity of data that reach the higher layers. 

designated bridge. In a LAN using automatic 
single-route broadcast, a bridge that forwards 
single-route broadcast frames. See also root bridge, 
standby bridge. 

destination. Any point or location, such as a node, 
station, or particular terminal, to which information is 
to be sent. 

destination address. A field in the medium access 
control (MAC) frame that identifies the physical 
location to which information is to be sent. Contrast 
with source address. 

destination service access point (DSAP). The service 
access point for which a logical link control protocol 
data unit (LPOU) is intended. 

destination service access point (DSAP) address. The 
address of the link service access point (LSAP) for 
which a link protocol data unit (LPOU) is intended. 
Also, a field in the LPOU. 

differential Manchester encoding. A transmission 
encoding scheme in which each bit is encoded as a 
two-segment signal with a signal transition (polarity 
change) at either the bit time or half-bit time. 
Transition at a bit time represents a O. No transition 
at a bit time indicates a 1. 

Note: This coding scheme allows simpler 
receive/transmit and timing recovery circuitry 
and a smaller delay per station than achieved 
with block codes. It also allows the two wires 
of a twisted pair to be interchanged without 
causing data errors. 

downstream physical unit (DSPU). A controller or a 
workstation downstream from a gateway that is 
attached to a host. 

E 
Early Token Release (ETR). In token-ring and Fiber 
Distributed Data Interface (FOOl) networks, a function 
that allows a transmitting adapter to release a new 
token as soon as it has completed frame 
transmission, whether or not the frame header has 
returned to that adapter. 

EBCDIC. Extended binary-coded decimal interchange 
code. A coded character set consisting of 8-bit coded 
characters. 

electromagnetic interference (EM I). A disturbance in 
the transmission of data on a network resulting from 
the magnetism created by a current of electricity. 

Ethernet network. A baseband LAN with a bus 
topology in which messages are broadcast on a 
coaxial cable using a carrier sense multiple 
access/collision detection (CSMA/CO) transmission 
method. 

F 

Federal Communications Commission (FCC). A board 
of commissioners appointed by the President under 
the Communications Act of 1934, having the power to 
regulate all interstate and foreign communications by 
wire and radio originating in the United States. 

Fiber Distributed Data Interface (FDDI). A 
high-performance, general-purpose, mUlti-station 
network designed for efficient operation with a peak 
data transfer rate of 100 Mbps. It uses token-ring 
architecture with optical fiber as the transmission 
medium over distances of several kilometers. 

filtered frames. Frames that arrive at a bridge 
adapter but are not forwarded across the bridge, 
because of criteria specified in a filter program used 
with the bridge program. 

frame. The unit of transmission in some LANs, 
including the IBM Token-Ring Network and the IBM PC 
Network. It includes delimiters, control characters, 
information, and checking characters. On a token-ring 
network, a frame is created from a token when the 
token has data appended to it. On a token bus 
network (IBM PC Network), all frames including the 
token frame contain a preamble, start delimiter, 
control address, optional data and checking 
characters, end delimiter, and are followed by a 
minimum silence period. 

frame check sequence (FCS). (1) A system of error 
checking performed at both the sending and receiving 
station after a block check character has been 
accumulated. (2) A numeric value derived from the 
bits in a message that is used to check for any bit 
errors in transmission. (3) A redundancy check in 
which the check key is generated by a cyclic 
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algorithm. Synonymous with cyclic redundancy check 
(CRC). 

frequency pair. In the broadband IBM PC Network, 
the two frequencies or channels used by an adapter: 
one to transmit data to the network, and one to 
receive data from the network. 

functional address. In IBM network adapters, a 
special kind of group address in which the address is 
bit-significant, each "on" bit representing a function 
performed by the station (such as "Active Monitor," 
"Ring Error Monitor," "LAN Error Monitor," or 
"Configuration Report Server"). 

G 

gateway. A device and its associated software that 
interconnect networks or systems of different 
architectures. The connection is usually made above 
the reference model network layer. Contrast with 
bridge and router. 

group address. In a LAN, a locally administered 
address assigned to two or more adapters to allow 
the adapters to copy the same frame. Contrast 
locally administered address with universally 
administered address. 

group SAP. A single address assigned to a group of 
service access points (SAPs). See also group address. 

H 

hard error. An error condition on a network that 
requires that the source of the error be removed or 
that the network be reconfigured before the network 
can resume reliable operation. See also beaconing. 
Contrast with soft error. 

header. The portion of a message that contains 
control information for the message such as one or 
more destination fields, name of the originating 
station, input sequence number, character string 
indicating the type of message, and priority level for 
the message. 

"hello" message. A message used by the automatic 
single-route broadcast function of IBM bridge 
programs to detect what bridges enter and leave the 
network and to cause single-route broadcast 
parameters to be reset accordingly. The root bridge 
sends a "hello" message on the network every 2 
seconds. 

hertz (Hz). A unit of frequency equal to one cycle per 
second. 

hierarchical network. A multiple-segment network 
configuration providing only one path through 
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intermediate segments between source segments and 
destination segments. Contrast with mesh network. 

hop count. The number of bridges through which a 
frame has passed on the way to its destination. 

Note: Hop count applies to all broadcast frames 
except single-route broadcast frames. 

hop count limit. The maximum number of bridges 
through which a frame may pass on the way to its 
destination. 

idles. Signals sent along a ring network when neither 
frames nor tokens are being transmitted. 

impedance. The combined effect of resistance, 
inductance, and capacitance on a signal at a 
particular frequency. 

individual address. An address that identifies a 
particular network adapter on a LAN. See also locally 
administered address and universally administered 
address. 

International Organization for Standardization (ISO). 
An organization of national standards bodies from 
various countries established to promote 
development of standards to facilitate international 
exchange of goods and services, and develop 
cooperation in intellectual, scientific, technological, 
and economic activity. 

J 

jitter. Undesirable variations in the arrival time of a 
transmitted digital signal. 

L 

LAN adapter. The circuit card within a 
communicating device (such as a personal computer) 
that, together with its associated software, enables 
the device to be attached to a LAN. 

LAN multicast. The sending of a transmission frame 
intended to be accepted by a group of selected data 
stations on the same LAN. 

LAN segment. (1) Any portion of a LAN (for example, 
a single bus or ring) that can operate independently 
but is connected to other parts of the establishment 
network via biidges. (2) An entirE: ring or bus network 
without bridges. See ring segment. 

LAN segment number. The identifier that uniquely 
distinguishes a LAN segment in a multi-segment LAN. 

latency. The time interval between the instant at 
which an instruction control unit initiates a call for 



data and the instant at which the actual transfer of 
data begins. Synonymous with waiting time. See 
also ring latency. 

layer. (1) One of the seven levels of the Open 
Systems Interconnection reference model. (2) In open 
systems architecture, a collection of related functions 
that comprise one level of hierarchy of functions. 
Each layer specifies its own functions and assumes 
that lower level functions are provided. (3) In SNA, a 
grouping of related functions that are logically 
separate from the functions of other layers. 
Implementation of the functions in one layer can be 
changed without affecting functions in other layers. 

limited broadcast. Synonym for single-route 
broadcast. 

link. (1) The logical connection between nodes 
including the end-to-end link control procedures. (2) 
The combination of physical media, protocols, and 
programming that connects devices on a network. (3) 
In computer programming, the part of a program, in 
some cases a single instruction or an address, that 
passes control and parameters between separate 
portions of the computer program. (4) To 
interconnect items of data or portions of one or more 
computer programs. (5) In SNA, the combination of 
the link connection and link stations joining network 
nodes. 

link station. (1) A specific place in a service access 
point (SAP) that enables an adapter to communicate 
with another adapter. (2) A protocol machine in a 
node that manages the elements of procedure 
required for the exchange of data traffic with another 
communicating link station. (3) A logical pOint within 
a SAP that enables an adapter to establish 
connection-oriented communication with another 
adapter. (4) In SNA, the combination of hardware and 
software that allows a node to attach to and provide 
control for a link. 

lobe. In the IBM Token-Ring Network, the section of 
cable (which may consist of several cable segments) 
that connects an attaching device to an access unit. 

local area network (LAN). A computer network 
located on a user's premises within a limited 
geographical area. 

Note: Communication within a local area network is 
not subject to external regulations; however, 
communication across the LAN boundary may 
be subject to some form of regulation. 

local bridge function. Function of an IBM bridge 
program that allows a single bridge computer to 
connect two LAN segments (without using a 
telecommunication link). Contrast with remote bridge 
function. 

locally administered address. An adapter address 
that the user can assign to override the universally 
administered address. Contrast with universally 
administered address. 

logical connection. In a network, devices that can 
communicate or work with one another because they 
share the same protocol. See also physical 
connection. 

logical link control protocol (LLC protocol). In a local 
area network, the protocol that governs the exchange 
of frames between data stations independently of how 
the transmission medium is shared. 

logical link control protocol data unit (LPDU). The 
unit of information exchanged between network layer 
entities in different nodes. The LPDU consists of the 
destination service access point (DSAP) and source 
service access point (SSAP) address fields, the 
control field, and the information field (if present). 

logical link control (LLC) sublayer. One of two 
sublayers of the ISO Open Systems Interconnection 
data link layer (which corresponds to the SNA data 
link control layer), proposed for LANs by the IEEE 
Project 802 Committee on Local Area Networks and 
the European Computer Manufacturers Association 
(ECMA). It includes those functions unique to the 
particular link control procedures that are associated 
with the attached node and are independent of the 
medium; this allows different logical link protocols to 
coexist on the same network without interfering with 
each other. The LLC sublayer uses services provided 
by the medium access control (MAC) sublayer and 
provides services to the network layer. 

logical unit (LU). In SNA, a port through which an 
end user accesses the SNA network in order to 
communicate with another end user and through 
which the end user accesses the functions provided 
by system services control points (SSCPs). An LU 
can support at least two sessions, one with an SSCP 
and one with another LU, and may be capable of 
supporting many sessions with other logical units. 

LU type 6.2. A type of logical unit that supports 
sessions between two application programs in a 
distributed data processing environment using the 
SNA general data stream, which is a structured-field 
data stream, between two type 5 nodes, a type 5 node 
and a type 2.1 node, and two type 2.1 nodes. 

M 
MAC frame. Frames used to carry information to 
maintain the ring protocol and for exchange of 
management information. 

MAC protocol. (1) In a local area network, the 
protocol that governs communication on the 
transmission medium without concern for the physical 
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characteristics of the medium, but taking into account 
the topological aspects of the network, in order to 
enable the exchange of data between data stations. 
See also logical link control protocol (LLC protocol). 
(2) The LAN protocol sublayer of data link control 
(OLe) protocol that includes functions for adapter 
address recognition, copying of message units from 
the physical network, and message unit format 
recognition, error detection, and routing within the 
processor. 

MAC segment. An individual LAN communicating 
through the medium access control (MAC) layer 
within this network. 

main ring path. In the IBM Token-Ring Network, the 
part of the ring made up of access units, repeaters, 
converters, and the cables connecting them. See also 
backup path. 

Manchester encoding. See differential Manchester 
encoding. 

Manufacturing Automation Protocol (MAP). A 
broadband LAN with a bus topology that passes 
tokens from adapter to adapter on a coaxial cable. 

medium access control frame. See MAC frame. 

medium access control (MAC) protocol. In a local 
area network, the part of the protocol that governs 
communication on the transmission medium without 
concern for the physical characteristics of the 
medium, but taking into account the topological 
aspects of the network, in order to enable the 
exchange of data between data stations. 

medium access control sublayer (MAC sublayer). In 
a local area network, the part of the data link layer 
that applies medium access control and supports 
topology-dependent functions. The MAC sublayer 
uses the services of the physical layer to provide 
services to the logical link control sublayer and all 
higher layers. 

mesh network. A multiple-segment network 
configuration providing more than one path through 
intermediate LAN segments between source and 
destination LAN segments. Contrast with hierarchical 
network. 

Micro Channel. The architecture used by IBM 
Personal System/2 computers, Models 50 and above. 
This term is used to distinguish these computers from 
personal computers using a PC I/O channel, such as 
an IBM PC, XT, or an IBM Personal System/2 
computer, Mode! 25 or 30. 
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N 
NetView. A host-based IBM licensed program that 
provides communication network management (CN M) 
or communications and systems management (C&SM) 
services. 

Network Basic Input/Output System (NetBIOS). A 
message interface used on LANs to provide message, 
print server, and file server functions. The IBM 
NetBIOS application program interface (API) provides 
a programming interface to the LAN so that an 
application program can have LAN communication 
without knowledge and responsibility of the data link 
control (OLC) interface. 

network layer. (1) In the Open Systems 
Interconnection reference model, the layer that 
provides for the entities in the transport layer the 
means for routing and switching blocks of data 
through the network between the open systems in 
which those entities reside. (2) The layer that 
provides services to establish a path between 
systems with a predictable quality of service. See 
Open Systems Interconnection (OSI). 

network management. The conceptual control 
element of a station that interfaces with all of the 
architectural layers of that station and is responsible 
for the resetting and setting of control parameters, 
obtaining reports of error conditions, and determining 
if the station should be connected to or disconnected 
from the network. 

noise. (1) A disturbance that affects a signal and that 
can distort the information carried by the signal. (2) 
Random variations of one or more characteristics of 
any entity, such as voltage, current, or data. (3) 
Loosely, any disturbance tending to interfere with 
normal operation of a device or system. 

non-broadcast frame. A frame containing a specific 
destination address and that may contain routing 
information specifying which bridges are to forward it. 
A bridge will forward a non-broadcast frame only if 
that bridge is included in the frame's routing 
information. 

o 
observing link. The reporting link (or authorization 
level) between a bridge and a network management 
program that authorizes the network management 
program to perform all network management 
functions except those restricted to the controlling 
link. (The restricted functions include removing 
adapters from a ring, changing certain bridge 
configuration parameters, and enabling or disabling 
certain bridge functions.) 

I 
( 
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Open Systems Interconnection (OSI). (1) The 
interconnection of open systems in accordance with 
specific ISO standards. (2) The use of standardized 
procedures to enable the interconnection of data 
processing systems. 

Note: OSI architecture establishes a framework for 
coordinating the development of current and 
future standards for the interconnection of 
computer systems. Network functions are 
divided into seven layers. Each layer 
represents a group of related data processing 
and communication functions that can be 
carried out in a standard way to support 
different applications. 

Open Systems Interconnection (OSI) architecture. 
Network architecture that adheres to a particular set 
of ISO standards that relates to Open Systems 
Interconnection. 

Open Systems Interconnection (OSI) reference 
model. A model that represents the hierarchical 
arrangement of the seven layers described by the 
Open Systems Interconnection architecture. 

p 

packet. In data communication, a sequence of binary 
digits, including data and control signals, that is 
transmitted and switched as a composite whole. 
Synonymous with data frame. 

parallel bridge. One of the two or more bridges that 
connect the same two LAN segments in a network. 

path. (1) In a network, any route between any two 
nodes. (2) The route traversed by the information 
exchanged between two attaching devices in a 
network .. 

path cost. A value, maintained by each IBM bridge 
program that uses the automatic single-route bridge 
function, that indicates to the automatic single-route 
bridge function the relative length of the path 
between the root bridge and a designated or standby 
bridge. 

PC Network. An IBM broadband or baseband LAN 
with a bus topology in which messages are broadcast 
from PC Network adapter to PC Network adapter. 

physical connection. The ability of two connectors to 
mate and make electrical contact. In a network, 
devices that are physically connected can 
communicate only if they share the same protocol. 
See also logical connection. 

physical layer. In the Open Systems Interconnection 
reference model, the layer that provides the 
mechanical, electrical, functional, and procedural 

means to establish, maintain, and release physical 
connections over the transmission medium. 

physical unit (PU). In SNA, the component that 
manages and monitors the resources of a node, such 
as attached links and adjacent link stations, as 
requested by a system services control point (SSCP) 
via an SSCP-SSCP session. 

port. (1) An access point for data entry or exit. (2) A 
connector on a device to which cables for other 
devices such as display stations and printers are 
attached. Synonymous with socket. 

primary adapter. In a personal computer that is used 
on a LAN and that supports installation of two 
network adapters, the adapter that uses standard (or 
default) mapping between adapter-shared RAM, 
adapter ROM, and designated computer memory 
segments. The primary adapter is usually designated 
as adapter 0 in configuration parameters. Contrast 
with alternate adapter. 

primary path. In the IBM Token-Ring Network, the 
normal flow of signals through access units and the 
main ring path cabling. 

protocol. (1) A set of semantic and syntactic rules 
that determines the behavior of functional units in 
achieving communication.(2) In SNA, the meanings of 
and .the sequencing rules for requests and responses 
used for managing the network, transferring data, and 
synchronizing the states of network components. (3) 
A specification for the format and relative timing of 
information exchanged between communicating 
parties. 

R 
random access memory (RAM). A computer's or 
adapter's volatile storage area into which data may 
be entered and retrieved in a nonsequential manner. 

read-only memory (ROM). A computer's or adapter's 
storage area whose contents cannot be modified by 
the user except under special circumstances. 

remote bridge function. The function of some IBM 
bridge programs that allows two bridge computers to 
use a telecommunications link to connect two LAN 
segments. Contrast with local bridge function. 

repeater. In a network, a device that amplifies or 
regenerates data signals in order to extend the 
distance between attaching devices. 

ring error monitor (REM). A function that compiles 
error statistics reported by adapters on a network, 
analyzes the statistics to determine probable error 
cause, sends reports to network manager programs, 
and updates network status conditions. It assists in 
fault isolation and correction. 
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Request for Comment (RFC). The Internet Protocol 
suite is evolving through the mechanism of Request 
for Comments (RFC). Research ideas and new 
protocols (mostly application protocols) are brought to 
the attention of the internet community in the form of 
an RFC. Some protocols are so useful that they are 
recommended to be implemented in all future 
implementations of TCP/IP; that is, they become 
recommended protocols. Each RFC has a status 
attribute to indicate the acceptance and stage of 
evolution this idea has in the TCP/IP protocol suite. 
Software developers use RFCs as a reference to write 
TCP/IP software. 

ring in (RI). In an IBM Token-Ring Network, the 
receive or input receptacle on an access unit or 
repeater. 

ring latency. In an IBM Token-Ring Network, the 
time, measured in bit times at the data transmission 
rate, required for a signal to propagate once around 
the ring. Ring latency includes the signal propagation 
delay through the ring medium, including drop cables, 
plus the sum of propagation delays through each data 
station connected to the Token-Ring Network. 

ring network. A network configuration in which a 
series of attaching devices is connected by 
unidirectional transmission links to form a closed 
path. A ring of an IBM Token-Ring Network is 
referred to as a LAN segment or as a Token-Ring 
Network segment. 

ring out (RO). In an IBM Token-Ring Network, the 
transmit or output receptacle on an access unit or 
repeater. 

ring segment. A ring segment is any section of a ring 
that can be isolated (by unplugging connectors) from 
the rest of the ring. A segment can consist of a 
single lobe, the cable between access units, or a 
combination of cables, lobes, and/or access units. 
See cable segment, LAN segment. 

root bridge. In a LAN containing IBM bridges that 
use automatic single-route broadcast, the bridge that 
sends the "hello" message on the network every 
2 seconds. Automatic single-route broadcast uses 
the message to detect when bridges enter and leave 
the network, and to change single-route broadcast 
parameters accordingly. See also designated bridge, 
standby bridge. 

router. An attaching device that connects two LAN 
segments, which use similar or different architectures, 
at the reference model network layer. Contrast with 
bridge and gateway. 

routing. (1 ) The assignment of the path by which a 
message will reach its destination. (2) The forwarding 
of a message unit along a particular path through a 
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network, as determined by the parameters carried in 
the message unit, such as the destination network 
address in a transmission header. 

s 
segment. See LAN segment, ring segment. 

server. (1) A device, program, or code module on a 
network dedicated to providing a specific service to a 
network. (2) On a LAN, a data station that provides 
facilities to other data stations. Examples are a file 
server, print server, and mail server. 

service access point (SAP). (1) A logical point made 
available by an adapter where information can be 
received and transmitted. A single SAP can have 
many links terminating in it. (2) In Open Systems 
Interconnection (OSI) architecture, the logical point at 
which an n + 1-layer entity acquires the services of 
the n-Iayer. For LANs, the n-Iayer is assumed to be 
data link control (DLC). A single SAP can have many 
links terminating in it. These link "end-points" are 
represented in DLC by link stations. 

session. (1) A connection between two application 
programs that allows them to communicate. (2) In 
SNA, a logical connection between two network 
addressable units that can be activated, tailored to 
provide various protocols, and deactivated as 
requested. (3) The data transport connection 
resulting from a call or link between two devices. (4) 
The period of time during which a user of a node can 
communicate with an interactive system, usually the 
elapsed time between log on and log off. (5) In 
network architecture, an association of facilities 
necessary for establishing, maintaining, and releasing 
connections for communication between stations. 

single-route broadcast. The forwarding of specially 
designated broadcast frames only by bridges which 
have single-route broadcast enabled. If the network 
is configured correctly, a single-route broadcast frame 
will have exactly one copy delivered to every LAN 
segment in the network. Synonymous with limited 
broadcast. See also automatic single-route broadcast. 

socket. Synonym for port. 

soft error. An intermittent error on a network that 
causes data to have to be transmitted more than 
once to be received. A soft error affects the 
network's performance but does not, by itself, affect 
the network's overall reliability. If the number of soft 
errors becomes excessive, reliability is affected. 
Contrasi with hard error. 

source address. A field in the medium access control 
(MAC) frame that identifies the location from which 
information is sent. Contrast with destination address. ( 



source service access point (SSAP). The service 
access point (SAP) from which a logical link control 
protocol data unit (LPDU) is originated. 

source service access point (SSAP) address. The 
address of the link service access point (LSAP) from 
which a link protocol data unit (LPDU) is originated. 
Also, a field in the LPDU. 

standby bridge. In a LAN using automatic 
single-route broadcast, a bridge that does not forward 
single-route broadcast frames. A standby bridge is a 
parallel bridge or is in a parallel path between two 
LAN segments. See also designated bridge, root 
bridge. 

station. (1) A communication device attached to a 
network. The term used most often in LANs is an 
attaching device or workstation. (2) An input or output 
point of a system that uses telecommunication 
facilities; for example, one or more systems, 
computers, terminals, devices, and associated 
programs at a particular location that can send or 
receive data over a telecommunication line. 

subsystem. A secondary or subordinate system, or 
programming support, usually capable of operating 
independently of or asynchronously with a controlling 
system. 

symbolic name. In a LAN, a name that may be used 
instead of an adapter or bridge address to identify an 
adapter location. 

T 

telephone twisted pair. One or more twisted pairs of 
copper wire in the unshielded voice-grade cable 
commonly used to connect a telephone to its wall 
jack. Also referred to as "unshielded twisted pair" 

throughput. (1) A measure of the amount of work 
performed by a computer system over a given period 
of time, for example, number of jobs per day. (2) A 
measure of the amount of information transmitted 
over a network in a given period of time. For 
example, a network's data transfer rate is usually 
measured in bits per second. 

token. A sequence of bits passed from one device to 
another on the token-ring network that signifies 
permission to transmit over the network. It consists 
of a starting delimiter, an access control field, and an 
end delimiter. The access control field contains a bit 
that indicates to a receiving device that the token is 
ready to accept information. If a device has data to 
send along the network, it appends the data to the 
token. When data is appended, the token then 
becomes a frame. See frame. 

token-bus network. A bus network in which a 
token-passing procedure is used. 

token-passing. In a token-ring network, the process 
by which a node captures a token; inserts a message, 
addresses, and control information; changes the bit 
pattern of the token to the bit pattern of a frame; 
transmits the frame; removes the frame from the ring 
when it has made a complete circuit; generates 
another token; and transmits the token on the ring 
where it can be captured by the next node that is 
ready to transmit. 

token-ring. A network with a ring topology that 
passes tokens from one attaching device (node) to 
another. A node that is ready to send can capture a 
token and insert data for transmission. 

token-ring network. (1) A ring network that allows 
unidirectional data transmission between data 
stations by a token-passing procedure over one 
transmission medium so that the transmitted data 
returns to and is removed by the transmitting station. 
The IBM Token-Ring Network is a baseband LAN with 
a star-wired ring topology that passes tokens from 
network adapter to network adapter.(2) A network 
that uses a ring topology, in which tokens are passed 
in a sequence from node to node. A node that is 
ready to send can capture the token and insert data 
for transmission. (3) A group of interconnected token 
rings. 

topology. The physical or logical arrangement of 
nodes in a computer network. Examples include ring 
topology and bus topology. 

transceiver. Any device that can transmit and 
receive traffic. 

translator. In broadband networks, an active device 
for converting an inbound channel to a higher 
frequency outbound channel. The conversion is done 
by removing the inbound carrier, adding the outbound 
carrier, and amplifying the signal. (A translator 
amplifies inbound errors and noise distortion.) 

Transmission Control Protocol/internet Protocol 
(TCP/IP). A set of protocols that allow cooperating 
computers to share resources across a 
heterogeneous network. 

twisted pair. A transmission medium that consists of 
two insulated conductors twisted together to reduce 
noise. 

u 
uninterruptible power supply (UPS). A buffer 
between utility power or other power source and a 
load that requires uninterrupted, precise power. It is 
usually battery powered. 

universally administered address. The address 
permanently encoded in an adapter at the time of 
manufacture. All universally administered addresses 
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are unique. Contrast with locally administered 
address. 

unnumbered acknowledgment. A data link· control 
(OLC) command used in establishing a link and in 
answering receipt of logical link col'ltrol (LLC) frames. 

318 High Speed Networking 

unshielded twisted pair (UTP). See telephone twisted 
pair. 
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