


































































































































































































































































































































































































































































































































































































































































































































































































































































































































































ODS-2 Disk Optimization 

WHERE IS THE "MIDDLE" 

OF THE DISK? 

A. ' ' ' 'sdu ' ' ' '1 doo 

Cylinder # 

Figure17 

PLACING FILES DELIBERATELY 

With QIO and RMS you can request specific allocation areas for 
new files. The QIO and the associated File Information Block (the 
FIB) are not easy to use, however. The easiest commands to learn are 
CREATE and EDIT/FDL as shown in Figure 18. These commands 
also allow you to specify all of the file options for creating files. (An 
even easier option is to use a restructuring utility that automatically 
performs file placement as requested by the system manager.) 

CREATING A "PLACED" FILE 

WITH "$CREATE/FOL" 

FILE 
NAME 

AREAO 
[]FILE.EXT 

2000 ALLOCATION 
EXACT_POSITIONING 
POSITION logical 

Figure18 

yes 
35000 

BALANCING LOAD ACROSS SPINDLES 

If you know where your I/O is taking place you can balance disk 
load across multiple spindles for better performance. $ MONITOR 
DISKS gives you an I/0 breakdown by disk. To distribute load, 
however, think about the following possibilities: 

1. Distribute user default directories to idle disks. 
2. Use volume sets to distribute indexed files by areas. 
3. Use shadow sets to reduce disk head read contention. 

The IDL editor lets you distribute the key structure of an indexed 
file to one physical disk and the data buckets to another. One set of 
heads can then be kept available at the index buckets while the other 
disk scavenges for data. Shadow sets can also be used to distribute 
I/0 traffic to multiple spindles. Aside from their value as fail-safe 
storage, shadow sets provide better read performance by sharing the 
read load between disks. 

SYSTEM CACHE EFFECTIVENESS 

The cache areas can be tuned by adjusting the following 
SYSGEN parameters: 

ACP MAPCACHE controls how many blocks of the allocation 
BITMAP-are loaded. 

Software Techniques, Inc. 
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ACP _HDRCACHE controls how many file headers from the 
index file are loaded 

ACP DIRCACHE controls how much memory is used to store 
blocks ordirectory files. 

ACP WINDOW controls the default number of window 
pointers allocated in a window. (This parameter can be overridden 
when specific volumes are Mounted or specific files opened.) 

The file system caches reside in system paged and non-paged 
pool Caches in non-paged pool are not "caches" in the strictest sense 
in that they do not contain actual blocks of disk data. Rather, they 
contain small shorthand data structures that summarize active areas of 
the disk. It is important that these caches be adequate in size, but the 
system defaults and those that AUTOGEN computes are almost 
always correct for every system. The ANALYZE/SYSTEM utility 
displays the amount of non-paged pool used via the 
SHOW POOL/NONPAGED/SUMMARY command. In Figure 19, 
the "VCA" line represents the "volume cache" and contains the quota 
block entries, file ID numbers and the list of recently freed extents. 

SDA> SHOW POOL/NONPAGED/SUMMARY 

Non-poged dynamic 1toroge pool 

Summary of no,..poged pool oontante 

50 UNKNOWN • 71808 (25%) 
1 ADP • 1184 (0%) 
1 LOG 32 (0%) 

10 PCB • 2880 (1%) 
35 UCB • 17280 (6%) 

4 VCB HD (0%) 
1 WCB 224 (0%) 
4 TYPAHD • 1472 (0%) 
I DPT • 12576 (32%) 

:i:m 1 

10 scs • 19104 (6%) 
1 LOADCODE • 2752 (0%) 
3 INIT • 31344 (14%) 
1 UIS 352 (0%) 

Disk Quota Blocks 
Free file-ID numbers 
Recently freed extents 

I 

Figurel9 

SHOW POOL/SUMMARY/PAGED displays the amount of 
paged pool being used for the caching areas set up by the SYSGEN 
parameters. Paged pool is loaded with cached blocks of the 
BITMAP.SYS file, blocks of directory files, the directory index table 
and file headers. These caches are considerably larger than those that 
reside in non-paged pool. The SYSGEN parameters controlling the 
HDRCACHE, MAPCACHE and DINDXCACHE can be increased 
rather liberally without penalty because the paged pool does not 
physically reside in memory unless being used. 6 As shown in Figure 
20, the paged pool caches appear in the $ANAL Y'ZE/SYSTEM 
display as "UNKNOWN". 

SDA> SHOW POOL/PAGED/SUMMARY 

Paged dynamic etorage pool 

Summary of PIQ•d pool content• 

i 8 UNKNOWN 
1 PQB 

55 GSD 
73 KFE 

3 MTL 
19 KFRH 

1 TWP 
1 RSHT 

88 LNM 
I KFD 
1 KFPB 
1 PMB 
2 ORB 
2 QVAST 

• 57824 !51 %) 
2256 (1 %) 
3296 (2%) 
4704 (4%) 

128 (0%l 
5360 (4% 

• 12336 (10%) 
528 (0%) 

7440 (6%) 
320 (0%) 
16 (0%) 

1 792 (1 %) 
5472 (4$) 

• 11904 (10%) 

File h!aders 
BITMAP.SYS blocks 
Diretory blocks 
Directory indexes 

Figure20 

6 Remember, however, that an increase in these caches' sizes 
should be accompanied by an increase in NPAGEDYN to 
accommodate them. 
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ODS-2 Disk Optimization 

RESULTS 

From experience, we know that disk tuning really does improve 
the performance of any system. Here's some example results of what 
you might expect to see from tuning efforts: 

DIRECTORY SEARCHES OPTIMIZED 

In an evaluation of our disk structuring methods published by the 
DEC Professional Magazine, a full volume-wide directory search took 
37% less time after restructuring the disk. This is shown in Figure 
21. The improvement was primarily due to the specific placement of 
directory files next to the index file. 

File cache (XQP) effectiveness 

BITMAP l 
hit rate(%) 

before after 

Time required for full directory search Figure 22 

UETP 20-USER LOAD BENCHMARK 

50% 

36% 

Elapsed t 
time I 

The UETP 20 user load was compared before and after 
restructuring to measure the improvement in disk response time. This 
is shown in Figure 23. The improvement resulted in a 35% 
improvement in user response time. 

before after 

OPTIMIZATION 

Figure21 

FILE CACHES MORE EFFECTIVELY UTILIZED 

In another test, the bitmap cache hit rate measured 14% more hits 
after restructuring the disk (as measured by V AX/SPM). This is 
shown in Figure 22. The hit rate improvement was due mostly to the 
fact that free space was contiguous after restructuring and could 
therefore be assigned more efficiently. 

Average 

Time to 

Service 1/0 

SUMMARY 

DISK RESPONSE TIME 
(UETP 20 user load) 

before after 

Figure23 

We began by talking about how a systematic approach to disk tuning gives you the most benefit. The 
basic operational constraints of disk drives was then explained, so you can understand if you have a 
performance problem and hypothesize what can be done to eliminate it. 

It was mentioned that it is just as important to understand the way VMS organizes the disk, according to 
ODS-2 structure, as it is to understand where the system might be experiencing bottlenecks in servicing disk 
requests. We also tried to understand some of the internal mechanisms VMS uses to eliminate the need for 
some disk accesses through caching and buffering. 

Various utilities were then listed for improving system performance, and some tips for locating the 
source of problems were provided. We also spent some time describing the methods for changing 
parameters that might help your system. 

From this point, it is your own initiative that determine show much system improvement is gained on 
your system. Disk performance management is one of the most challenging and exciting aspects to site 
management, and is an outright necessity at any large installation. Practicing these techniques will give you a 
better understanding of your own system. When you find the bottlenecks that limit your system, you can put 
these ideas to good use. 

To contact the author, please write to: 

WefAeischman 
Software Techniques, Inc. 

6600 Katella A venue, Cypress, CA 90630 
714/895-1633 

85ms 

55 ms 

Software Techniques, Inc. DECUS I Nashville Spring 1987 
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On-Line Security Monitoring System 

Dr. Marino J. Niccolai 
University of South Alabama 

Mobile, Alabama 

Linda B. Lankewicz 
Spring Hill College 
Mobile, Alabama 

Abstract 

The feasibility of constructing a model of user performance based upon monitored 
activities is discussed. The premise that users' activities can be determined by their 
utilization of system resources is supported by statistical analysis. A real-time analysis 
of activities is developed to allow system managers to detect classes of users. In 
particular, browsing, the act of searching for hole in the access control system, can 
be detected. The research shows a high correlation between browsing and the size of 
the working set, the number of images generated, and page faults. Data was collected 
using VAX VMS MONITOR and ACCOUNTING utilities and the $GETJPI System 
Service. 

This paper is the result of a research effort to develop 
an algorithm for identifying security violations. While VMS 
provides a means of auditing, the research is concerned with 
developing an on-line security monitoring system. 

A system manager's responsibilities include a number of 
areas which require knowledge of parameters of resource uti­
lization. These include creating access control lists for di­
rectories, setting working set limits when authorizing users, 
evaluating the users' use of cpu time in ACCOUNTING, and 
tuning the system. Security is one aspect of the responsibil­
ities. A system manager might establish procedures for the 
physical security of the system and rely on the mechanisms of 
the operating system for the internal security. 

A system manager develops a certain sense of how activ­
ities utilize a particular system. If you spend time monitoring 
users, you begin to recognize some activities based upon how 
they are using resources. For the specific system with its 
parameter settings, an experienced manager develops an intu­
ition about what activity is taldng place based upon resource 
utilization. It would appear that a process' use of system re­
sources could be used to identify the activity of the user. The 
parameters for the use of system resources are listed below. 
Disk utilization parameters are faults, reads, and direct 1/0 re­
quests. Buffered 1/0 is an indication of terminal usage. The 
working set size and the number of images generated reflect 
the memory usage, and the processor time indicates how the 
cpu is utilized 

Parameters 
page faults 

page fault reads 
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amount of buffered 1/0 
working set size 

number of images generated 
processor time used 

In addition, other resource parameters might be calcu­
lated. For example, it would be misleading to look solely at 
page faults. The number of faults per image would be more 
indicative of the behavior of the user. Other ratios which were 
investigated include the processor time per image, the buffered 
1/0 per image, and the ratio of faults to direct 1/0. 

Calculated Parameters 
page faults per image 

processor time per image 
amount of buffered 1/0 per image 

ratio of faults to direct 1/0 

Two questions were asked at the outset of the research. 
Can a process' use of system resources be used to identify the 
activity of the user? Can a process' use of system resources 
be used to determine whether the process is a security threat? 
In some instances monitoring users, a system manager is able 
to detect unusual activity based upon abnormal patterns of 
resource utilization. If the research determined that some of 
these parameters could be used to identify user activities, they 
could also be used to identify a security threat. 

The research was an effort to quantify this process. It 
consisted of two phases. First a statistical analysis was per­
formed to show that a combination of these parameters could 
be used to identify user activities. Then a model for a security-
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threatening behavior was developed along with an on-line se­
curity monitoring system. 

The Departtnent of Defense in the "Orange Book," 
Trusted Computer Systems Evaluation Criteria, states: 

The TCB shall contain a mechanism that is able to 
monitor the occurrence or accumulation of security 
auditable events that may indicate an imminent vi­
olation of security policy. This mechanism shall be 
able to immediately notify the security administrator 
when thresholds are exceeded. 

It is not sufficient to audit past activities of users. The 
trusted computing base should contain a mechanism for on-line 
monitoring of events which might possibly pose a threat to se­
curity. If specific activities are identifiable, unusual activities 
should also be recognizable. One unusual activity, browsing, 
was selected and a model developed that could be used on 
other systems. 

Browsing consists of attempts by knowledgeable users to 
compromise the security of the system. No operating system 
has been able to withstand penetration attempts by knowledge­
able users. Such a person might have a legitimate account on 
the system. The browser's efforts may include probing the 
operating system for weaknesses, searching for unprotected 
files, and attempting to change addresses at the channel level. 
Rather than depending solely on the ability of the operating 
system to protect its objects, some attempt should be made to 
dissuade users from activities which match this profile. 

To develop an on-line detection of possible security 
threats, the activities of users on the VAX 11/750 at Spring 
Hill College were analyzed by examining data collected in 
ACCOUNTING. The ACCOUNTING Utility provides infor­
mation about page faults, reads, peak working set, peak page 
file, direct 1/0, buffered 1/0, images executed, elapsed time, 
and processor time. 

An ACCOUNTING record is written for each process 
termination. The system manager is not able to look at AC­
COUNTING to see the variations in the parameters over the 
life of the process. The values recorded are the peak values or 
the total value when the process terminated. The peak work­
ing set size attained is recorded rather than the final working 
set size. 

The values recorded in ACCOUNTING were analyzed 
to determine whether the parameters could be used to identify 
the activities of users. A discriminant analysis was performed 
on three groups of Spring Hill College users whose activities 
were known. Data was analyzed for 11,0006 user processes 
during one semester of use. 

Group 1 consisted of a senior English class word pro­
cessing a collection of poetry and prose. Group 2 consisted of 
a beginning programming class involved in editing and using 
the Pascal compiler. An interactive statistical software pack­
age was used by Group 3, a business statistics class unfamiliar 
with the VAX. 

None of the classes received instruction in the use of other 
VMS features or software. 

The group means for some of the parameters appeared 
to be different, as shown below. A discriminant analysis of 
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the data showed that a combination of these parameters could 
be used to identify the activity of the user. This research is 
contained in the thesis "Resource Utilization and Security," by 
Linda B. Lankewicz. The combination of parameters exam­
ined could be used to identify a word processing activity 90% 
of the time and the other two groups 70-75% of the time. 

Once it was established that resource utilization param­
eters could be used to identify user activities, the research 
effort was directed towards determining how an activity such 
as browsing would use system resources. 

The MONITOR utility gives the current status of a pro­
cess. It can be used to derive a profile of the activity of a 
user in terms of shared pages, working set size, direct 1/0, 
page faults, and processor time. MONITOR is used by a sys­
tem manager to observe the activity on the system in terms of 
these parameters. It would be helpful if Monitor provided the 
number of images being generated and the buffered 1/0, but 
these items are not available. 

The information provided by MONITOR is hard to digest 
whether viewing the output interactively or reading it from a 
file. Its most effective use is in following the activity of one or 
two processes. The on-line detection system developed during 
this research would alert the system manager when a process' 
activity warranted close monitoring. 

MONITOR data was captured in a text file at one-minute 
intervals. An editor was used to delete the system processes 
and place the time on each row of information as shown be­
low. This data was then imported into LOTUS123. Each 
line of text file data enters LOTUS 123 as one cell so the data 
must be parsed into separate columns. Then the data can be 
sorted by process name so that information for each process 
is grouped together. This allows the system manager to see 
all of a process' activity. LOTUS123 graphs can be employed 
to view the changes in working set size, direct 1/0, or faults 
over the life of the process. 

For the system in this research, the WSDEFAULT was 
200, the WSQUOTA was 500, and the WSEXTENT was 1000. 
The working set of processes involved in word processing im­
mediately faulted in a working set size over WSQUOTA even 
if the document was only one word in length. This working 
set size was maintained as long as the process continued to use 
the word processor. When a process left the word processor, 
it was trimmed to WSDEFAULT. 

Processes using the editor maintained a working set size 
in the range 350-550. These processes maintained a steady 
working set profile although the size was much smaller than 
that of a process word processing the same size document. 

A process involved in browsing had a working set which 
stayed near or below WSDEFAULT. This was the result of the 
trimming that occurs with each image exit. Browsing activ­
ity is characterized by the generation of many images as the 
user attempts to examine files or move through the directory 
hierarchy. 

In addition to the working set, other parameters were ex­
amined in terms of dynamic behavior for the groups of users. 
For the particular system used in this study in an academic 
environment, the values listed below were significant in de­
termining whether a process might be browsing. For another 



GROUP MEANS FOR ONE SEMESTER 

PEAK BUFFERED PROCESS DIRECT 
NO. OF WORKING I/O PER TIME PER I/O PER 

GROUP IMAGES SET IMAGE IMAGE IMAGE 

1 6 895 498 7.7 71 
2 14 516 133 2.1 15 
3 11 378 61 1.3 14 

MONITOR Output 

Process Count: 11 VAX/VMS Monitor Utility Uptime: 0 20:52:31 
PROCESSES 

10-JUN-1986 13:38:00 

PIO STATE PR! NAME PAGES DIOCNT FAULTS CPU TIME 

00000080 COM 0 NULL 0/0 0 0 20:08:30.0 
00000081 HIB 16 SWAPPER 0/0 0 0 00:00:29.3 
00000084 HIB 8 ERRFMT 0/85 411 67 00:00:11.5 
00000085 LEF 8 OP COM 0/59 79 1094 00:00:02.1 
00000086 HIB 8 JOB CONTROL 0/287 428 174 00:00:24.4 
00000087 HIB 6 SYMBIONT 0001 0/46 20 915 00:00:10.6 
OOOOOB08 LEF 5 JONES 15/1000 1844 1610 00:01:46.5 
00000B97 LEF 9 TTBl: 22/805 83 1087 00:00:07.4 
OOOOOD9A LEF 9 MANAGER 25/775 75 854 00:00:06.0 
00000090 LEF 4 TTA6: 25/136 1 126 00:00:00.4 
00000024 CUR 6 LANKEWICZ 47/434 67 871 00:00:05.9 

12:46:00 00000603 LEF 6 STUDENT3824 49/200 207 1699 00:00:59.7 
12:46:00 00000608 LEF 9 STUDENT1487 32/823 229 1149 00:00:27.0 
12:46:00 0000060A LEF 9 STUDENT1820 28/934 452 2098 00:00:38.7 
12:46:00 0000060C HIB 4 LANKEWICZ 59/200 407 5550 00:00:49.1 
12:46:00 00000600 CUR 5 BATCH 555 28/405 53 621 00:00:04.0 
12:46:00 0000060E LEF 5 STUDENT3209 60/182 274 1499 00:00:11.7 
12:46:00 000005AO LEF 7 STUDENT3394 29/1000 2632 2146 00:01:51.6 
12:46:00 00000529 LEF 9 STUDENT1836 27/1000 831 1781 00:01:53.8 
12:46:00 000005B4 LEF 9 STUDENT0390 27/1000 1472 2348 00:01:40.9 
12:47:01 00000608 LEF 7 STUDENT1487 28/858 265 1315 00:00:28.6 
12:47:01 0000060C HIB 4 LANKEWICZ 59/200 407 5550 00:00:49.1 
12:47:01 00000600 CUR 5 BATCH 555 28/405 57 621 00:00:04.0 

Figure 1: Edited MONITOR Output 
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MONITOR Output in LOTUS123 

time pid username shared w. set dirio 
0806 OElD STUDENT8000 84 204 55 
0807 OElD STUDENT8000 69 203 59 
0808 OElD STUDENT8000 98 216 77 
0809 OElD STUDENT8000 40 150 159 
0810 OElD STUDENT8000 60 175 166 
0811 OElD STUDENT8000 41 145 170 
0812 OElD STUDENT8000 60 166 170 
0813 OElD STUDENT8000 45 200 202 
0814 OElD STUDENT8000 48 161 203 
0815 OElD STUDENT8000 60 212 219 
0816 OElD STUDENT8000 62 184 219 
0817 OElD STUDENT8000 56 157 251 
0818 OElD STUDENT8000 58 168 261 
0819 OElD STUDENT8000 59 171 263 

Browsing Model 

Pages in the Working Set 
Number of Images 
Page Faults per Image 

<= 300 
>= 30 
<= 150 

Page Faults per Working Set Page >= 15 

environment with different parameters limits in place, other 
values could be determined 

Once it was determined that user activities could be dif­
ferentiated and the parameters for browsing were identified, 
the implementation goals were determined to be low over­
head, simplicity, and consistency. Any added security on a 
system has a cost since it will also be competing for system 
resources. An effort should be made to minimize that cost so 
that the reduction in perfonnance is minimized. The goal of 
simplicity is related to efficiency and maintainability. Con­
sistency is a goal because any real security feature must be 
applied to all users of the system. 

Two approaches were considered for the implementation. 
One was the creation of a shadow process for each login pro­
cess which would monitor the activities of the user's process. 
The other implementation would be a single process taking 
snapshots of all the system's processes. 

The creation of shadowing processes at login would offer 
the advantage of individualized treatment. Yet this inconsistent 
treatment of processes could be a disadvantage as a shadowing 
process might be lulled into monitoring its twin process less 
often. The single process implementation would not bypass 
any process but take snapshots of all processes at set intervals. 
This would satisfy the consistency goal of the implementation. 
It would mean that even the system manager's activities would 
be monitored If a system manager forgot to log off at one 
terminal and someone was using the account to browse, that 
activity would be detected and an alert signaled. 

The shadowing processes approach also was rejected be-
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faults cputime 
576 00:00:03.8 
908 00:00:07.7 

1179 00:00:09.9 
1402 00:00:14.8 
1696 00:00:16.2 
1768 00:00:17.2 
1840 00:00:17.5 
2332 00:00:20.4 
2466 00:00:21.0 
2510 00:00:21.6 
2578 00:00:22.1 
3370 00:00:26.9 
3703 00:00:29.4 
3891 00:00:30.5 

cause of the additional overhead which would be generated 
by the creation of the shadowing processes. In addition to 
the overhead of process creation, the number of processes on 
the system would double. This might be acceptable in a dedi­
cated system, but not in an academic environment nor on most 
multiprogramming systems. 

The snapshots of process behavior involve calls to 
$GETJPI to access the parameter values identified as impor­
tant for detection of browsing. The snapshots are taken by 
a single process which hibernates, wakes up at the scheduled 
time, samples the activities of all processes on the system, 
and decides whether the parameters fit the browsing model. If 
browsing is detected, a bit is set in a bitmap associated with 
the port which the process is using. 

The bitmaps are rotated with each snapshot so that they 
provide moving windows reflecting the behavior of the users 
at each port. Some criteria is used to determine when to notify 
the system manager that the user might be browsing. All users 
display browsing-type behavior at times when conducting le­
gitimate activities in their accounts. It is sustained browsing 
behavior that should be noted so that the system manager can 
investigate further. For the implementation in this research, 
snapshots were taken at one-minute intervals and the system 
manager was notified when four consecutive bits were set in­
dicating four minutes of browsing activity. 

The research provided a methodology for modeling char­
acteristic user types and showed a statistical differentiation 
among user profiles. Then an on-line monitoring system was 
developed to detect a security-threatening behavior. 

Further research is needed to refine and extend the ana­
lytic model of browsing and to characterize and validate mod­
els for a full range of user groups. The work should be ex­
tended to other operating systems and the implications for 
networks should be investigated. 







ESTIMATING DEVELOPMENT AND RUN TIME RESOURCES: 
A PRACTICAL EXAMPLE 

Anthony C. P1card1, Sc.D. 
Cortex Corporation 

Waltham, Massachusetts 

ABSTRACT 

An empirically based method of estimating development and run 
tlme resources ts presented. The study is based on a survey of 
Application Factory users m the DEC VAX/VMS environment. A 
brief overview of the App 11cat ion Factory is given. Results of a 
survey of fifty-two applications developed with the Factory are 
presented. App I 1catlon size and comp Jex ity 1s expressed rn terms 
of function po1nts and this measure is then used to estimate 
development resources based on the statistical relation found in 
the survey. A worksheet 1s included so the reader may calculate 
function points and development effort for both the App l!cat1on 
Factory and COBOL. A comparison with another stat1st1cally 
-derived equation relating function points to COBOL effort 
1nd1cates that Factory development productiv1ty relative to COBOL 
increases as the size and complexity of the application increases. 
Survey data show that number of terminals and transaction 
volume, are the best indicators of hardware resources anel that 
amount of CPU memory is more sensitive to number of users than 
CPU type. A table is presented which qualltatively relates the 
surveyed applications to their hardware and run t1me 
environments. This survey results indicate the practical limits of 
what can be quantitatively learned about machine resource 
requirements via telephone surveys of application developers. 

1. APPLICATION FACTORY OVERVIEW 

The Application Factory is used to convert an 
information management application data model and 
operational specification into an implementation on the 
full range of DEC VAX computers (and Clusters) 
running the VMS operating system. An application as 
it is used here is an integrated set of source modules 
and data definitions, not just a heap of screen and 
report programs. The Factory is best used by small 
groups of developers working in a "prototyping 
environment n in which entire applications or modules 
of large integrated applications are developed in one­
to three-month time frames. The Factory is most 

appropriate for applications where the acceptance 
criteria emphasize operational functionality, screen 
and report content, onllne multiuser flexibility and 
speed of Implementation rather than cosmetic issues 
of appearance or specific navigational keystrokes. 
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The core of the Factory is the generator, which is 
capable of reading specifications about an application 
and generating a compiled and linked executable image. 
The process of collecting the specifications has been 
automated via a menu- and form-oriented user 
interface with a built-in smart guidance system. 
Since specifications are viewed as ·meta-data· about 
generic parts of an application, this user interface 1s 
in fact a generated Factory application. The input to 
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the generator is a set of RMS data files while the 
output is a set of interacting modularized object 
modules. Data for Factory applications is stored in 
either RMS files or an Rdb database or a combination 
of the two. 

The Factory development environment also 
includes a procedural language called Builder which is 
used via an action diagrammer to flowchart and then 
generate code for screen and report customizations or 
for standalone procedures such as purging or 
1mportmg data. Maintenance lo Factory applications 
is done by changing the specifications, after which the 
factory automatically regenerates the affected 
program object modules. 

2. SURVEY RESULTS 

The survev frame consisted of Factorv 
applications which had been completed over a period 
of time from June. 1985 lo December. 1986. 
Fifty-two questionnaires were completed either via 
mail or telephone interviews. fable 1 summarizes the 
results which describe the applications and their run 
time character1st1cs. The average application can be 

characterized as having 38 screens, 18 reports. 31 
datasets and 9 non-screen procedures. This amounts 
to 81 o function points, as defined below. and is the 
equivalent of approximately eightv-five thousand 
lines of COBOL code. Non-screen procedures typically 

TABLE~ Summary Stallsllcs for Survey or 52 Factory Applicallons. 

ll!m ...................................................... . 
Average number of: 

screens 
reports 
non-screen procedures called from menus 
key screens 
datasets (files) 
interfaces lo WW/SW systems 
size of largest file 
person-weeks for development 
development team size 
function points 
lines of COBOL -equivalent code 
months prior Factory use 

Number of applications using/having; 
VAXMAIL, DECNET or VMS Broadcast 
interacting CPUs or clusters 
FOL data file tuning 
performance-related data design 
response time < 1 second 
response time 1 lo 3 seconds 
response time > 3 seconds 
process state monitor 
audit trail 
appends from tape/disk 
data purge/archive 
procedures automatically startup/shutdown 
special navigation 
security 
Installed at more than one site 
designed for significant later modifications 
used by or sold to third parties 
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Response 

38 
18 
9 

29 
31 

1.6 
138,953 

36 
2 

810 
85,100 

10 

15 
12 
15 
19 
14 
16 
2 
9 

11 
12 
20 
15 
9 

28 
8 

43 
11 



Include data purges or appends of data from tapes. A 
process state monitor was specified in 9 of the 
applications to control the work flow based on past 
activities. For example, the company consolidation 
report could not be run until the divisions run their 
monthly accounts. Note that most applications, 43, 
were designed as modules of larger applications or as 
first cuts to be significantly changed during 
maintenance. Prior Factory experience Is most 
probably biased upward, since it is a simple average 
for the team, not taking Into account the percent of 
time an Individual worked on the project. It is biased 
upwards by a few consultants who appeared on many 
projects for short periods of time with over 120 
months of Factory and Builder experience. 

3. ESTlnATIN6 DEVELOPnENT AND RUN 
TlnE RESOURCES 

The object of this study Is to develop a method of 
estimating the development resources needed to 
produce business applications with the Application 
Factory. The procedure is to first describe the 
application in terms of function points and then derive 
the required development resources by means of a 
statistical model relating function points to 
person-weeks for Factory applications. The rationale 
for using an implementation independent metric such 
as function points to measure and compare 

applications is well developed in the literature ( 1, 2, 
3, 5) and has been used to compare COBOL and 
Factory productivity on a sample of 26 applications 
(4). The worksheet used to calculate function points 
is shown In Appendix A and involves the weighted 
addition of the application's extensive parameters, 
such as the number of screens, reports and datasets. 
This sum Is then modified by a set of difficulty 
factors such as the importance of telecommunications 
or performance, for example. 

The relationship between function points and 
development resources is shown by the scatter plot In 
Figure 1 for 48 applications. The best fit to these data 
is the linear model: 

Person-weeks = -1.57 + .064 * function points. 

This model had a correlation coefficient of 0.74 
and an F-stalistic, F( 1,46), of 55.6 indicating 
significance for the relation above 991'. Although it 
would seem that an exponential model would better 
explain the data by allowing for the "decreasing 
returns to scale" effect as the project size (function 
points) increased, such an exponential model resulted 
in both a lower correlation coefficient and a less 
s19nif1cant fit to these data. Attempts to explain 
more of the sample variance by the addition of 
development team experience as an independent 
variable did not result in a significant coefficient for 
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Point Size and Complexity Measure 
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experience, although the sign was correct - more 
experience reduced required person-weeks. The 
failure of experience to contribute to the relation may 
be explained by the fact that it was the average 
months of Factory and Builder experience for the 
entire Development team unwieghted by the fraction 
of time each developer spent on the project. Thus 
teams which had a highly experienced consultant for a 
short period of time probably ended up with a higher 
experience score than warranted. An earlier study of 
a smaller sample found that if the magnitude of 
participation of the consultant was taken into account, 
the result was a highly significant difference in 
efficiency between "novice· and "experienced" 
developer teams (4). 

4. USIN6 FUNCTION POINTS TO ESTIMATE 
PRODUCTIVITY DIFFERENCES 

One benefit of using function points to measure 
application size and complexity is that the same 
application can be estimated for Implementation in a 
variety of languages, and from this the relative 
productivities of using those languages can be 
compared. The only other statistical model for 
business applications in the DEC environment the 
author had access to was that used at Dupont and 
supported by a database of over 200 applications, 

most of them in COBOL. This model is presented In 
appendix A Citem 5.2). A productivity metric was 
defined as the ratio of the estimated person-weeks to 
develop the application in COOOL (using the model in 
5.2) to the actual person-weeks using the Factory 
(from the survey). A plot of the productivity ratios, 
in Figure 2, shows a strong and significant increasing 
trend as the application size increases. Based on 48 
cases, the following linear model had a correlation 
coefficient of 0 .60 and an F-statistic, F( 1,46), of 26 
indicating significance for the relation at greater than 
99~; 

Productivity = 7 .43 + 0.013 11 function points. 

The average productivity increase over COBOL 
was a factor of 15 with a standard deviation of 12. It 
is obvious from the statistical models that the 
Factory will show Increasing advantage over COBOL 
as the project size increases since the exponential 
COBOL model will necessarily diverge from the linear 
Factory model as function points increase. The 
difference in the two models is supported, however, 
by the fact that the Factory Is an application designed 
specifically to aid in the configuration management of 
the many interacting modules that make up a large 
application, a task that becomes Increasingly difficult 
as the application size and complexity increases. 

Application Development Productivity Related to Function 
Point Size and Complexity Measure 
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Specifically the Factory Incorporates a developer 
guidance system, automatically generated 
documentation, online data field cross referencing and 
the automatic selective regeneration and 
recompilation of modules affected by changes In 
specifications, for example. 

The survey sample was analyzed to discover how 
differences in efficiency across applications can be 
explained. Efficiency defined In terms of function 
points per hour was regressed against project size 
and experience. Only project size showed a 
statistically significant but small correlation, with a 
coefficient of 0.43 and an F-statlstlc, f( 1,46), of 
10. This relation, indicated by the scatter plot in 
Figure 3, Included 48 cases and was significant at 
greater than 99~. In spite of the fact the linear 
resource model above Indicated no significant 
decrease in efficiency with project size when overall 
resources were regressed with function points, 
Figure 3 shows the expected decrease in efficiency to 
be small but significant when project size is measured 
in person-weeks: 

Function points/hour= 0.82 - 0.0043 11 

Person-weeks. 

The fact that experience was once again not 
found to be significantly correlated with development 

efficiency suggests that a better measure of 
experience is needed, possibly not limited to Factory 
and Builder experience alone, but including facility 
with programming, data modeling and VMS. Finally, no 
survey data measured the effect of methodology on 
efficiency and In particular whether development 
teams that followed a rapid prototyping methodology 
were more efficient than teams using the Factory in a 
more traditional manner. Although there was a 
negative eff eel of team size on efficiency. this 
correlation was small and not significant. 

5. ESTlnATIN6 RUN TlnE RESOURCES 

What are the attributes of the run lime 
environment that result in acceptable run time 
performance? The first step was to Investigate the 
relation between response time and four independent 
variables: application burden, cpu size, performance 
related development activity and function points. 
Respondent were asked to characterize average 
response time on a typical day, putting the estimate 
into one of three qualitative categories. Application 
burden was measured in terms of other 
simultaneously running applications and the 
respondent's qualitative estimate of the degree of 
utilization of the CPU. CPUs, from microVAXs to 
8650s, were grouped in six categories roughly 

~~ 
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according to their processing speed. Performance 
related development activity was taken as a 
surrogate for performance related concerns at the 
site generally and thus the assumed ability to obtain 
optimal performance from the machine resource. The 
four independent parameters together resulted in a 
multiple correlation coefficient of O .47 which, with 
29 cases, yielded an F-statisllc, F(4,24), of 1.7 
which was not slgntncant. Although each of the 
independent variables had the expected sign, their 
Individual correlations ranged from 0 .07 to O .24 and 
only one was significant - application function points 
at the 95" level. The fact that survey respondent did 
not have access to quantitative operating system 
performance measures that could be compared 
consistently across the sample rendered this approach 
of little use. 

But respondent did know about their machine CPU 
model and Its memory size so these were investigated 
to see if a predictor of CPU model or memory size 
could be developed from a knowledge of a single 
application's run lime environment. This environment 
was expressed in terms of simultaneous users 
("terminals"), transaction volume, and application 
burden (explained above). Multiple stepwise 
regressions were performed on the survey data to 
determine the best statistical model. 

The only significant predictor of CPU type is 

number of terminals, with a correlation coefficient of 
0.31 and an F-stalistic, FCl ,34), of 3.5 which is 
signtncant at the 931' level. This relation, indicated 
by the scatter plot in Figure 4, is dominated by the 
single application with 180 users on a large machine 
and was rejected for this reason. Although a favorite 
question asked by DEC sales persons of the Application 
Factory Product Manager is "what size of CPU will be 
needed to run an application developed with the 
Factory", no significant relationship between 
application function points and CPU size was found In 
the survey sample. Indeed the sample includes all 
sizes of applications running on all types of CPUs. 
Knowledge of a single application alone is not 
sufficient to size CPU resources. 

In contrast ot CPU type, the relation between CPU 
memory ("megabytes") and terminals was found to be 
strong and highly significant with a correlation 
coefnclent of 0.79 and an F-statlstlc, FC2,37), of 60, 
making it significant at greater than 99~. The best 
fit linear model Is: 

Megabytes .. 8.73 + 0.60 * number of terminals. 

This relation ls Indicated by the scatter plot in 
Figure 5. 

Although the statistics relating megabytes and 
terminals are impressive, they still appear to be 
dominated by a single application. The fact that 
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Factory applications are very rarely the only 
applications running on a machine means that the data 
relating any single Factory application run time 
parameters and machine resources will be obscured 
by the background noise of all the other applications. 
Also, the knowledge of all but a few of the survey 
respondent about system-wide operational 
parameters was too limited to collect the kind of 
detailed quantitative information needed lo build a 
reliable model. Given that the original purpose of the 
study was to give Factory users a picture of some 
"typical" environments. It seems sufficient to present 
the individual survey applications and their run time 
features. Users of the study can then find the 
combination of application and run time environment 
that seems closest to what they expect. This 
qualitative feeling of whether "its been done before· 
is typically what users of a relatively new technology 
need lo know. Table 2 shows the application features 
and run time environments for the surveyed 
applications with the most complete data. It is 
assumed that the environments listed In Table 2 are 
·acceptable" in terms of performance of the Factory 
applications. Although there were cases where 
response time was greater than three seconds this 
always occurred in situations of high machine use 
intensity and was perceived as a resource constraint 
rather than a Factory limitation, since all machine 
operations were slow .. 
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6. SUHHARY AND CONCLUSIONS 

The results of a survey of Application Factory 
users were presented. Applications ranged in size 
from 2 screens, 0 reports and 7 datasets to 204 
screens, 90 reports and 108 datasets with the 
average being 38 screens, 18 reports and 31 
datasets. The reduction of application attributes to a 
function point metric was found to be useful for 
estimating development resources. A linear model 
relating function points and effort was found to be the 
best flt with a highly significant correlation 
coefficient of 0.74. The included worksheet can be 
used to estimate projects with the Application 
Factory. For the purpose of demonstrating how 
function points can be used to compare relative 
productivities of different methodologies, the survey 
applications were also estimated for COBOL using a 
model adapted from Dupont. Development with the 
Factory showed Increasing productivity as application 
size and complexity increased as expected due to 
features in the Factory specifically aimed at dealing 
the configuration management of large applications. 

Although qualitative information was collected on 
the run lime environment, the required system-wide 
performance data needed to make reliable predictors 
of performance was not known by the survey 
respondents. Information about a single application's 
size is not sufficient to recommend machine 



TABLE~ Appllc•llon FHlures •nd Run Tllfte Envlron•ents 

Application Megabytes Number Transaction Largest 
Function CPU CPU Simultaneous Volume File Size, 

Aoollcatlon HJmt ....... fi!nti .. ~ .. tl~mm:~ ....... Uua ...... S'2c:~*,. B~'gc:d~ 
Apparel Sales Marketing 810 750 6 5 45,000 
Inventory-Finished Goods 1125 750 10 14 12,000 
Std Cost of ProdUcts Estimator 120 785 24 1 1 2.000 
Inventory Management and Processing 931 780 8 3 1 10,000 
Accounting and Qiotation System 1221 8200 1 1 3,000 
PIO Tracking System 101 750 2 1 1,400 
Bank of ( __ ) Bankline* 140 780 10 8 I 200,000 
Tracking Telex & Telefax 55 750 10 4 1 6,000 
( __ )Revenue System* 1107 750 5 2 1 
Demand Billing 105 760 6 2 1 250 
Stores Inventory System 63 760 8 5 1 
Deposit System 43 780 8 6 1 400 
Maintenance Tracking 527 780 10 14 I 6,000 
Wholesale Importer, 4 Applications 560 750 4 1 40,000 
Crude Oil ContracVShippinglRecelving 341 750 4 8 1 12,000 
Supply Control 246 750 6 2 1 2.000 
Administration System 325 780 16 7 1 15,000 
Cortex Corporate Inf ormatlon System 976 750 6 5 1 4,000 
Hotline & Bug Reporting 425 750 8 6 1 10,000 
Appllcatlon Factory User lnterf ace 1296 750 8 12 1 2,000 
Medical Office Mgl- BC/BS 480 MVAX 4 3 1 5,000 
Kevlar Management Information System 2419 8600 30 50 4 
Data Structure Modeler 204 8600 16 4 1 1.000 
Finished Product Spectncatlon System 203 8650 64 12 1 20,400 
Spinning Area Management System 215 MVAX 4 5 1 
Bulk Continuous Fiber Inspect & Pack 1090 785 16 24 4 3,000,000 
Bulk Continuous Fiber Scales 243 750' 8 14 4 540,000 
Estate Donation Probate 602 8500 20 10 1 1,500 
Maintenance Work Order Control 269 765 10 1 
Raw Materials Inventory 369 765 16 5 1 900 
Sales Order Processing System 1504 750 8 34 
Sales Tracking 751 765 16 6 1 1,000 
Product History 393 6600 64 12 1 90,000 
Training Registration 196 6600 4 1 300 
Project Forecasting 236 785 10 2 I 1.000 
Installment Loan Tracking 96 750 8 2 1 2.000 
Costing System 344 765 16 65 4 6,500 
Beverage Lab Analysts and Reporting 1511 MVAX 9 6 2 1,000,000 
Formula Tracking System 249 8600 10 10 1 500 
Customer Information System 689 8500 10 15 2 8,000 
Inventory-Raw Stock 292 8650 32 2 1 1,000 
Telephone Communication Control 576 8600 16 3 1 7,000 
Customer Service Database 1910 8600 130 180 4 300,000 
Petroleum Products Wholesale Pricing 1595 765 8 12 4 
Oil Market Analysis & Research 367 785 8 10 2 10,000 
Animal MIS 1056 MVAX 9 7 1 50,000 

* Customer names omitted for proprietary reasons 
,.,. 1• 0 to 5,000; 2 = 5,000 to 10,000; 4. 10,000 to 100,000 
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resources. Much more must be known about the 
number of users and the use intensities of other 
processes. Although the qualitative data exhibited the 
correct trends, correlations were often too weak and 
Insignificant to form predictive models. CPU memory 
was found to be highly correlated with number of 
application users, but this appeared to be dominated 
by the largest application with 180 users and 128 
megabytes of memory. A table describing the 
application characteristics and their run time 
environmental parameters is offered so users can 
derive a qualitative impression of whether they are 
within the workable range of other users. 
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8. Appendix A: Function Point Estimating Worksheet 

Application Name: -------

1. Application Size Estimates Center number and multiply by given weights) 
l .1 Number of Screens = __ X 4 = __ 
1 .2 Number of Reports = __ X 4 = __ 

l .3 Procedures called from menus = --X 4 = __ 
1 .4 Number of Key Screens = __ X 4 = __ 

1 .5 Number of Datasets = -- X 7 .. --
1.6 Interfaces to ~/SW systems = __ X 5 = __ 
1.7 Sum of l .1 to 1.6 = Unadjusted Function Points 

2. Application Difficulty Factors 
2. 1 Telecommunications Center indicated score if used) 

VAXMAIL (2) 

DECNET (2) 
VMS Broadcast (2) 

Sumof2.l =--
2.2 Two or more Interacting CPUs (enter Indicated score if used) 

Ves, synchronous, well defined (2) 
Ves, asynchronous, Interrupts (2) 
Used on a VAX Cluster (2) 

Sum of 2.2 = __ 

2.3 Performance-related changes (Enter indicated score if done) 
FOL tuning ( l ) 
Performance data/dataview design (2) 
Custom procedures &/or Jobstreams (2) 
Response-time Requirements? ( l ) 

Sum of2.3 = __ 
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2.4 Other simultaneous applications (Enter indicated score if applicable) 
Word processing (2) 
DBMS queries (2) 
Few other applications (< 1 /2 CPU)(O) 
Many other applications ( > 112 CPU) (2) = 

Sum of2.4= __ 
2.5 Transaction volume, records/day (Choose one, enter indicated score) 

0 to 5,000 ( 1) 
5,001 to 10,000 (2) • 
10,001 to 100,000 (4) • 
100,001 and over (6) • 

Score for 2 .5 • __ 
2.6 Degree of Customization 

Percent of screens customized (Choose and enter indicated score) 
o" to 10" CO) • 
1 rn to 50" < o • 
s rn to 1 oo" (2) 
Percent of reports customized (Choose and enter Indicated score) 
o" to 1 o" CO) 
11" to 507C ( 1) 
5 rn lo 100" (2) 
Percent of total exe code customized (Choose and enter indicated score) o" to 1 % (0) 
rn to s" co 
Greater than 57' (2) 

Sum of 2.6 = __ 
2.7 Process stale monitor coded (Choose and enter indicated score) 

<20" of processes, <6 states (3) 
Most processes, >6 states (6) 

Score for 2.7 = __ 

2.8 Specification/Program Re-use (Choose and enter indicated score) 
Automatic documentation only (3) 
Auto doc plus shared data specifications (4) 
Auto doc plus shared process specifications (4) = __ 
Auto doc and all specifications shared (6) 

Score for 2 .8 = __ 
2.9 Used by/sold to third parties? (If yes enter 5) 

Score for 2.9 = __ 
2 .10 Application Custom Features (Enter 1 for each that applies) 

Audit trail ( 1) 
Append form tape/disk ( 1) 
Purge/archive ( 1) 
Automatic startup/ shutdown ( 1 ) 
Special navigation ( 1) 
Security ( 1) 

Sum for 2.10 = __ 
2.11 Installed at multiple sites (Choose and enter indicated score) 

Two or three sites (3) = 
>3 sites (5) 

Score for 2.11 = __ 
2.12 Designed for later modifications (Choose and enter indicated score) 

Yes, < 30~ functionality change (4) 
Yes, >30" functionality change (5) 

Score for 2.12= __ 

472 



3. Calculate adjustment multiplier. 
3.1 Add sums and scores for Items 2.1 to 2.12 • __ 
3.2 Adjustment Multiplier= .65 + C.01 * (6+Sum from 3.1)) • __ 

4. Calculation of Function Points. 
4.1 Function points• Unadjusted Function Points* Adjustment Multiplier 

•Sum from 1.7 above • Multiplier from 3.2 above 

4.3 Lines of COBOL-equivalent code .. Function points from 4. t • l 05 
• 

5. Calculation of Development Resources 
5.1 Application Factory Person -weeks"" -1.58 + 0.064 * Function Points 

5.2 COBOL Person -weeks • (expClnCFunction Points)-ln(34))/0.59)* 130/40 
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ABSTRACT 

Cornmunication transfers inforrnation f"rorn 
one -vvho has it to one "vho needs it and can 
understand it. \v'hether reader involvement is 
casual or interactive. -vvriters must prepare 
docurnents based on three points: (1) \v'hat 
does nn· reader need to knovv'? (2) Ho-vv can I 

'i 

help my reader understand'? (J) \-,'hat is rny 
reader going to do -vvith the material? Far too 
often. docurnentation "\vriters overlook the 
second and third. \vhile occasionally 
overlooking lor misjudging) the first. In 
addition to kno-..ving the reader's needs and 
abilities. the \\Titer must knovv -vv·hether the 
reader v-vill access the information 
sequentially or randomly. This paper. then. 
focuses on these three points and presents a 
system-a tic approach -vvriters can use to 
prepare rnore effective. reader-based 
documentation. 

\4 endell .Johnson, in a 1953 article {1). uses 
an interestinE term to describe 

mouth (or pen) charged \;Vith the fateful task 
of conveying information. v-.rhether they 
actually do that or not, is another matter. 

._, 

communication: The fateful process of ~fr. A 
talking to ~fr. B. Certainly communication is 
process, but fateful'? Can there be any hope 
that information can flo\;V frorn one vvho has 
it to one vvho needs it if that process is 
fateful'? Consider the average conversation. 
Mr. A chats v-vith Mr. B. Both have other 
things on their minds: \vha t to say next. 
-..vhat did he just say, \Vhat's the solution to 
this nagging problem, have I paid the gas bill, 
and so on. A torrent of vvords issue from the 

Proceedings of the Digital Equipment Computer Users Society 

That manuals are the last thing used to 
solve problenu-; C:Off1es as no surprise to any 
one ·who reads them. Cert.a.inly. \Ve all have 
had "fateful" encounters vvith manuals. 
Recently, for example. I got a data 
management prograrn for my office 
computer. I follo-\ved the install routine and 
turned to the tutorial. There, in line 18 of 
page 1. I was told to put a specific disk in 
drive A. This I did. I -..v as then to type a start 
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command, ·which I did. Instead of the opening 
screen, I got an error rnessage. Because I "\-Vas 
using the backup copy of the program (as per 
instructions), I got the original and tried 
again. The same error message appeared. I 
then tried another of the original disks and it 
-vvorked. There "\Vas a major error on that 
first page. Had I not inferred that the real 
error \.Vas in the manual, I "\-vould still be 
trying to run the program. 

READERS AND WRITERS 

~1y topic. ho"'\vever. is not debugging 
manuals or running through a catalog of -vvar 
stories on errors in manuals. Rather. my topic 
is a much m.ore irnportant part of 
cornmunic<ttion. focusing instead on the 
problern of \Vriters failing to kno"'\v their 
readers. 

Every def ini ti on of cornmunica ti on I kno-vv 
includes at least four elements: a sender. a 
rnessage. a medium for sending the rnessage. 
and a receiver. If \.Ve kept all our 
comrnunica tions locked in our heads or could 
demand that our readers be as kno"\-vledgeable 
as \Ve are about the subject, \.Ve "vould never 
have fateful breakdo"vns in comrnunication. 
But "\-Ye shouldn't communicate to ourselves 
or our clones or even pretend to because 
comrnunication involves the fio"\v of' 
information from one "\Vho has it to one "\-Vho 
needs it. so manuals could become superfluous 
f'or those "\vho knovv the subject. Because 
most people aren't kno,,vledgeable, manuals 
exist. And because the people 'vho "\-\Tite 
thern kno\.v more than those vvho read them, 
those ''-Titers must understand their readers 
so they can transfer the inforrnation. I 
seriously doubt that any "\-\.Titers totally 
ignore their readers. In selecting one "vord 
over another because it more accuratelv 

":.,! 

conveys a meaning, \\1Titers sho"\-v concern 
for readers. Actually, reader analysis is more 
complex than deciding if the reader kn<nvs 
the tenn. '"rriters may approach that analysis 
from several angles. Three are 

1. A psychological profile 
2. A systems analysis profile 
3. An inf'ormational need profile 

Psychological 
The psychological prof'ile (best discussed 

by Pearsall [2]) relies on the '\vriter 
understanding some demographics about the 
reader (assumed education, f'or example) and 
then constructing a profile based on that 
information. This analysis actually centers on 
ho"\-v \.Vell the individual could process text. 
To look at one example, Pearsall shovvs that 
the \.Vriting style one adopts for the lay 
readers C\vho are outside their field of 
specialization) has a very high percentage of 
non-complex sentences (i.e., a high percentage 
of' subject-verb-object constructions). 
Average lengths are about 15 "\-Vords per 
sentence and 50 vvords per paragraph. The 
vvriter assumes that because the reader is not 
sophisticated in the subject, he or she \.Vill 

have to focus most of the information 
processing activity on understanding 
vocabulary and grasping relationships among 
the ·vvords. On the other hand, the expert (one 
\.Vith advanced degrees or many years of 
experience) requires no such considerations. 
Sentences are longer as are paragraphs, 
because the processing time is much reduced. 
The \.Vriter develops a total profile by using 
the other eleven categories of analysis for the 
assumed reader. The psychological profile, 
ho"\-vever. presents the assumed reader 
outside a context. 
Systems 

A systems analysis profile i~equires that 
the "\vriter be aware of ho"\-v the individual 
relates to the rest of the organization. 
Perhaps more useful "\-Vhen "\-Vriting reports 
rather than \Vhen vvriting training manuals, 
the approach nonetheless has some value for 
such docurn.ents. Kno"\ving the positioning of 
the individual ·within the organization 
suggests a reason for reading. Is the person 
an executive in upper management? Then the 
reason for reading the document can be 
greatly different than if the person is a clerk 
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needing to learn an application. Such 
differences certainly call for not only 
different styles of '\Vriting and content, but 
also organization of the material-including 
page layout and design"'. 
Informational 

The third method, based (1n information 
need. combines elements frorn both. It begins 
with the '"Titer asking hcn.v much 
information the reader needs. Ce1·tainly. the 
histor}- of the cornputer is not ne,:::essar;y if 
the reader ·wants to !Barn a \.vord-processing 
program. The '\\Titer then decides ho'\v to 
''Tite the text to best help that reader 
understand. Th•:! readET rnust be able to 
understand the lnf'orrnation for it to be 
useful. Finally. J.mo'\ving '\vhat the reader is 
to do ·with the material influences the 
writing. the organizing. and the layout and 
design. Materials ~uch a:J DEC's Personal 

Computer: Docurnentor'.s Gui.de(3) ernphasize 
reader analysis. They tell us to kno'v the 
reader (DEC's Guide names three: novice. 
someone familiar vdth another operating 
system [but not yours;. and sorneone familiar 
\vith a preYious version of your product 
~emphasis ci.dd•:.d:). lvhd.t this advi<::;e suggests. 
in effect. is kno">v '\Vhat your reader already 
kno·ws and build on that (see Appendix A for 
a table summarizing the Guide's advice on 
reader analysis). Such advice certainl;v is 
valuable because it forces the "Titer to 
control the number of inf'erences the reader 
must rnake. But the ad,-ice doesn't go far 
enough. And that's the purpose of this paper: 
To provide '\\Titers ·with a 3-step process to 
help them analyze their readers: 

1. w·hat does mv reader need to know? ,, 
2. Ho'\V can I helo mv reader understand'? • '.! 

3. What will my reader do with the 
information'? 
1-. What Does my Reader Need to Know? 

w·riters '\Vho follow DEC's Guide have a 
fairly good idea of what the reader already 
kno'\vs. The Guide's classification system 

j(See also my papers in DECUS Fall. 1985 
and Spring. 1986 Proceedin_gs. 

makes the writer think about the technical 
sophistication of the reader relative to the 
topic. It suggests indirectly that the writer 
may make other assumption (such as 
vocabulary level, sentence length, etc.) about 
ho'\'v well the reader can process information. 
Notice that these assumptions as well evolve 
from the reader's familiarity with the 
program. If the writer is "\-Vorking on a 
reference section of a word processing 
manual and wants to explain how to merge a 
mailin& list with a document. that writer v . 

analyzes the reader by deciding what level of 
knovvledge the reader already has about the 
command and '\<Vhat he or she needs to know. 

If. however, the \.'\Titer omits a step that is 
to him or her obvious (as I have found in a 
merge explanation in a \.vord-processing 
manual), the reader/operator can become 
extrernely frustrated. The crucial step may 
have been omitted because the writer forgot, 
or because the '\Vriter assumed that the 
reader would kno\.V \.Vhat to do. In either 
case. the reader faces the same situation I 
faced '-Vi th the data management tutorial. 

A rn.a.jor problem in communicating is for 
the person "\-Vho has the information to clearly 
perceive '\-\~hat the reader needs to kno'\v. 
Just as the writer causes the communication 
breakdo'\-vn '\vhen assuming too much 
kno'\-vledge, so too could there be problems if 
the '\-\'Titer assumed too little kno'\vledge. 
Take an extreme case: The mail merge 
program assumes that the reader has the 
computer on and running the program. The 
'\Vriter also assumes that the reader kno'\'vs 
·where certain keys are and how to use them 
("Select.'' f'or example). To include 
information on either of these would 
frustrate the reader's attempt to find 
reler..:ant information. Erroneous assumptions 
about the reader's level of' computer 
kno'Vvledge could result in too much or too 
little information. A fateful communication 
'\vould then occur, although the results of 
assuming too little kno'\vledge are not as 
f'ateful as assuming too much. Guideline one, 
then, is What does the reader need to know? 
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The second guideline relates to helping the 
reader understand what the writer has 
written. 

2. How can I Help my Reader 
Understand? 

DEC's Personal Computer: Documentor's 
Guide instructs writers to be concerned 
about the language they use (see Appendix A 
below). That language ·will range from 
concrete, with short sentences and 
monosyllabic words, to abstractions, long 
sentences, and, presumably, polysyllabic 
words. Good advice in so far as it goes and in 
so far as we assume that length of sentence 
and word directly relates to reader 
understanding. But that is a poor assumption 
to make. Not many people kno""· what quark 
means in quantum physics, yet it is a 
relatively short word. Television, a long 
""·ord by comparison, is very well-known. 
Word length is really no measure of 
difficulty. 

Sentence length is likewise identified as 
bein11 related to the reader's sophistication. t> 
Joseph Williams, in his book Style: Ten 
Lessons in Clarity and Grace, presents two 
samples of long sentences: 

1. We have to distinguish two kinds of long 
sentences; the one you're reading right now, 
for example, is rather long, sixty-four words 
to be exact, but it's long simply because I 
have chosen to punctuate what might be a 
series of shorter sentences as one long 
sentence; those semicolons could have been 
periods-and that dash could have been one 
too. 

2. I can write a different kind of sentence 
just as long as that but one that doesn't let me 
trade a comma. semicolon. or dash for a 
period. because it is composed of several 
subordinate parts. all depending on a .single 
main clause-a sentence such as the one you 
are no"\-v reading "\-Vhich is al.so exactly 
sixty-four '\vords long. (4) 

Both are the same length, but the one (#1) is 
much harder to read than the other because 
of the way Williams wrote it. Certainly, in a 
series of instructions on merging a mailing 
list, the writer is not going to use 64 ·word 
sentences. Even in the "Getting Started" 
section, writers are going to be more aware 
of length. But my point is that length is really 
a poor measure of the reader's ability to 
understand a word or sentence. 

I have discussed these t""·o points at length 
because they are central to the numerous 
readability formulas that are available for 
analyzing" text. I h.ave .already questioned 
their assumptions about length as a factor in 
difficultv. and I think that '\-Yriters need to 
use othe; matters in analyzing their readers 
and helping them understand the information. 
(5) Advice to '\·Vriters that focuses on '\-Yord 
and sentence length suggests that one need 
change ~ength to improve readability. \vhile 
of some value. these measures must be only 
one of rnany tools '\--VTiters use in analyzing 
text to produce inf orr.-1.ation the reader can 
easil",'.\' process. 

Underst<J.nding information is a complex 
process. The mind processes the information 
using memory to develop inferences: 

1. Information that is in the passage (such 
as supplying antecedents for pronouns. or 
remembering previous steps), and 

2. Information outside the context of the 
passage (information the reader brings to the 
reading). 

When the mind must make numerous 
inferences or seek information outside (i.e., 
turning backwards and forwards in a manual 
looking words up in a dictionary, etc.), the 
processing slo"\vs down and the reader 
quickly tires of the effort. Consider the 
following sentence: 

No command will be sent by the 
computer until it has been checked. 



The question is who or "vhat needs checking? 
The command? The computer? The reader 
must drnv an inference. '\i"hile context and 
common sense might help. the reader still 
must work. So, "vhat the "vriter assumes 
about the level of sophistication of the reader 
does make a difference, not only in technical 
sophistication, but also sophistication in 
dra"ving inferences. 

These sophistications, ho"\-vever, are not as 
interrelated as the Guide assumes. A reader 
may be familiar with an older version of the 
program, yet have problems processing 
complex concepts, sentences, or paragraphs. 
By the same token. a novice may be insulted 
if forced to read "See Dick Run. See Jane run" 
sentences. Certainly, "vriters must make 
some assumptions about the reader's ability 
to process information or all manuals would 
be primer books. The 'vriter, therefore, must 
kno"\.v ·which techniques to use in order to 
help the reader understand. 

\vhile the first guideline reminds the 
writer of hovv much content to put in, this 
second one relates to assumptions about the 
reader's sophistication. The third guideline 
has the "\'\triter determine what the reader 
will do "\Vith the material. 
3. What will my Reader do with the 
Material? 

Readers read for many purposes. Technical 
manuals provide general information about 
systems and programs. as "veil as specific 
information on how they ""rork and ho"\v to 
use them. tvfanuals. by definition, are sets of 

0 

instructions for performing some action. 
Therefore, elements of successful 
instructions are important: white space, small 
steps. appropriate definitions, visuals, and so 
on. Yet, there are really t"vo major kinds of 
instructions: what "\Ne can call the arrnchair 
variety and 'vhat we call the "\vorkbench 
variety (a distinction Cunningham makes, [6]). 
Armchair Instructions: Armchair 
instructions are those meant to be read and 
absorbed into memory so that the reader can 
go some place and perform them. For 
example, "\vhen you re.ad a set of instructions 
on controlling the slice of a golf ball, you need 

479 

to be able to remember them so that when 
you are at the golf course, you can perform 
better. You don't take the instructions with 
you. Writers must prepare armchair 
instructions so th.at they are easil;y 
remembered when the reader is a"\vay from 
them. 
Workbench Instructions: Workbench 
instructions, on the other hand, are meant to 
be read and used on the spot. A manual that 
tells technicians how to trace a signal 
problem through a circuit board is used at the 
spot "\vhere they need the material. The 
demands on memory, consequently, are 
considerably less. The writer must 
accommodate readers who shift their gaze 
from manual to board and back again. 
Operators are similar. They must be able to 
read an instruction, perform the action, and 
return to the page for the next step. If the 
'vriter assumes that readers can hold t'vo or 
more steps in mind while performing the 
action and writes .accordingly, problems could 
easily ensue "\vith this demand on memory. 
Because of the job demands, operators read to 
perform at two levels. 

At one level, operators "\-vrant to re.ad 
instructions that "\vill .allo"v them to perform 
an isolated action or series of actions 
("merge", for example). Infrequent use of this 
material means operators will not need to 
remember it. On the other hand, a command 
such as "insert" is one operators 'vill use 
frequently and "\Vill need to learn. The 
.approach to these t"\vo 'vriting problems 
decidedly influences ho"\v the ·writer prepares 
the text. 

What that means involves not only the 
actual ·writing, but also layout and design. If 
operators are going to make immediate use of 
the material, the ·writer might be able to ask 
them to hold a little more in memory than if' 
they "\Vere going to memorize or other,vise 
learn the material. Like"\vise, if the '\.Titer can 
assume that operators know a particular key 
sequence (''Insert," for example), the 
instruction might be a little more complex 
than if they did not kno'v the sequence. The 
individual instruction could then need special 



attention, being laid out in such a way as to 
make it easier for operators to locate in case 
they needed to return to the page. This means 
using white space or even subpoints; grouping 
instructions and visuals into chunks is 
another way. 

When operators must learn the material. 
then small steps, plus the usual white space 
and visuals are an approach the ""Titer could 
use. Learning through repetition. as most 
manuals approach the problem, is another 
·way. Like"\vise, the writer can link the 
known with the known, allowing them to 
relate the new material to the old. One 
manual. for example, describes moving a 
block of text in terms of a knife, cutting, and 
pasting-all activities familiar to most people. 
(7)So. knowing -..vhat the reader -..viii do ·with 
the material influences hovv the \·Vriter 
prepares the material. 

CONCLUSION 
My point in this paper has been to suggest 

that while manuals for ""Titers such as those 
from DEC stress that the writer understand 
and kno""' the reader, they don't go far 
enough. Too often the writer understands the 
reader's sophistication based on how much 
the reader knows about the program at hand. 
The result is that the material is confusing 
and unclear, leading to misunderstandings and 
certainly additional evidence that the manual 
should be the l.ast thing read. 

Writers should therefore consider three 
questions as they prepare to ·write the 
material and "\Vhile ""·riting it: 

1. What does my reader need to know? 
<The details) 

2. How can I help my reader understand? 
<Definition, word/sentence/paragraph length, 
etc.) 

3. \~'hat is my reader going to do with the 
material? (Learn, apply immediately) 
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n lust.r::itions. 
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Number 
Comp le>: i ty 

Cover ·'39•?. 
Depth/ Br e:adth 

1..!oc::ibul:::iry 

APPENDIX A 
Summary of Reader Analysis 

From t££~90]! G9IDDY1£r: 
R9£~ID!D19I'§ GYi~f 

I~ E f.U!E RS 
PRE 1.JIUUS 

NOVICE OTHER SOFTWARE USEP 

Obvious>>>> >>>>>>>>>>>>>> Sophisticaterl 

Many>>>>>>> >>>>>>>>>>>>>> Few 
·:; i m p l ~? > > > > > > > > > > > > > > > > > > > C o m p 1 e >' 

Step-by >>> >>>>>>>>>>>>>> Summarips/ 
";t,c~p 

Overview>>> >>>>>>>>>>>>>> 
( genl':)r .:i l) 
How to '-'~'·€:' 

Concrete>>> >>>>>>>>>>>>>> 
~>ho rt 
~" entences 
M<.rnos.yl l :i-­

bl 1':~-S. 

In--deP,th or 
topic:: of 
l':)Vl2I'yd.3y 

COf"ICl':)l' n. 

Ab~;tr'3ctions 

J. cm '.3 
~=entence<::. 

Adapted from E~t!Q011 ~QillRYi~t: QQ~Yffi~Oi9t'! Q~i~~' pp. 1-1-7 to 
I··l-El .. 
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