






























































































































































































































































































































































































































































































































































































































































































































































































































































































































































it can access protected information and make it available
to an intruder. Therefore, a complete penetration sce-
nario involving viruses and worms, like the one described
earlier involving LOGINOUT, would give the intruder all
privileges—including the BYPASS and SECURITY privi-
leges.

Use of Read-Only Memory

Using Read-Only Memory (ROM) can be very effective
in reducing the risk of a Trojan Horse attack [3], since
data stored in ROM cannot be overwritten. Examples of
possible ROM devices are

e ROM chips
o Optical disks (i.e., CD-ROM)
o Magnetic tape with the write ring or tab removed

ROM can be effective in the prevention and detection
of Trojan horses when used in one or more of the following
ways:

e Store executable programs
e Store data for comparison during integrity checking

o Store integrity checking routines for protection from
tampering

Executing programs from ROM prevents anyone from
inserting a Trojan horse into that program other than
when the program is first placed in ROM. However, devices
like optical disks can be much slower than more conven-
tional media. When speed is important, it may be more
cost effective to use the ROM for storing comparison in-
formation and integrity checking routines. This provides
an unmodifiable standard for use in detecting covert logic
that may have been placed in programs.

In order to truly use ROM to defend against a Trojan
horse attack, however, a site must carefully certify each
program before placing it into ROM. Otherwise, the site
incurs the added expense of ROM without actually mini-
mizing the chance of a Trojan horse attack.

Controlled Program Creation

Another method for reducing a system’s exposure to Tro-
jan horses, viruses, and worms is to restrict the inser-
tion and creation of programs on the system. This can
be partly accomplished by acquiring software only from
known, reliable sources. On particularly sensitive systems
it may be necessary to perform a source code review and
certification before placing an outside program on the sys-
tem.

As an additional precaution, it may be necessary to
restrict the creation of executable programs. This can be
partially accomplished by controlling access to the various
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compilers, assemblers and linkers on the system. How-
ever, executable code could still be downloaded from a
PC or some other system. By monitoring terminal input,
it would be possible to detect downloading of executable
code and flag this as a potentially suspicious event.

Integrity Checking

Trojan horses, viruses and worms function by compromis-
ing the integrity of programs and files on the system. Con-
sequently, their presence may often be detected by check-
ing to see if any programs have been changed or if any file
protections have been modified. Such an integrity check
could consist of the following:

1. Compare the protection codes and ACLs of system
files to a previously determined standard.

2. Check for viruses and worms by comparing system

programs and files to a previously determined stan-
dard (i.e., perform a CRC).

3. Perform such a check upon each execution of a pro-
gram image.

4. Store programs as encrypted images and then de-
crypt upon execution. This approach requires that
the problems of encryption key storage and manage-
ment be solved first.

While these procedures will detect that system in-
tegrity has been compromised, they do not provide suffi-
cient information for identifying the source and method of
the initial intrusion. Collecting such information requires
surveillance.

Surveillance of System Use

As indicated by the earlier sections, it may be difficult
to totally prevent the insertion of a Trojan horse onto a
system. Nevertheless, a vigilant system security officer
can employ surveillance in an effort to discover one of the
following conditions [7]:

e Original insertion of a Trojan horse, virus or worm.

e Abnormal use or access as a result of a Trojan horse,

virus or worm making certain files or services avail-
able.

The following are potential sources of surveillance
data:

e VMS security alarms.
e VMS accounting log.
e Monitoring terminal 1/0.

e Monitoring system service use.



Only the first two sources are inherently available with
VMS [6]. The other two would require additional system-
level programming.

Once surveillance data has been collected, it must be
analyzed. This can either be done manually or automati-
cally. Ifit is done manually, the volume of data would most
likely preclude any type of review other than spot check-
ing. A computerized analysis, on the other hand, could
greatly reduce the burden on the system security officer.

Analysis of Surveillance Data

The purpose of collecting and analyzing surveillance data
is to detect any type of suspicious activity—not just Tro-
jan horses, viruses, and worms. Nevertheless, this method
should also be effective against these particular intrusions
into the system. (Of course, the surveillance system must
have tamper resistant mechanisms of its own.)

For example, the VMS alarms could flag any use of
the AUTHORIZE program. A security officer, knowing
who is supposed to be able to run AUTHORIZE, could
check these alarms and recognize if AUTHORIZE had
been run by an intruder. (Note, however, that if the in-
truder acquired the SECURITY privilege, he could disable
the alarms before running AUTHORIZE.)

Monitoring system service requests would make it
possible to detect such things as

e Increases in privilege level

e Use of executive and kernel mode

The analysis program could search through the moni-
tored terminal I/O and perform pattern matching in order
to detect such things as follows:

e Browsing through directories
e Execution of AUTHORIZE, SYSGEN, INSTALL, etc.
e Displaying of sensitive information

e Downloading of executable code

Perhaps the most important benefit of monitoring ter-
minal I/O is that it provides the system security officer
with a complete record of what a particular user did at a
terminal. Thus if a user entered a Trojan horse via the ter-
minal, this action would be recorded. If a Trojan horse has
made certain sensitive data available, the terminal surveil-
lance would contain a record of what the intruder did with
that data. Thus, the terminal surveillance data may con-
stitute valuable evidence if disciplinary action or prosecu-
tion becomes necessary.

Conclusion

Trojan horses, viruses and worms function by compromis-
ing the integrity of programs and files on the system. A
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concerted attack using all three can be particularly trou-
blesome. Although mandatory access controls provide
some defense against Trojan horses, viruses and worms,
they may not provide a sufficient defense. Surveillance and
integrity checking may be implemented on a VMS system
with or without mandatory access controls. The use of
surveillance coupled with integrity checking can provide a
potent defense against Trojan horses, viruses and worms.
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REMPRINT
Remote Printing for VAX/VMS

Marty Adkins
Westinghouse Electric Corporation
Baltimore, Maryland

ABSTRACT

Although DECnet-VAX provides a rich set of features, Digital
has yet to give the VAX user a simple way to print files on

another node, while retaining all print qualifiers.

Over the

years, DECUS members have attempted elegant solutions in
the form of distributed print symbionts, each with significant

REMPRINT

drawbacks.

takes a simpler approach by

implementing this capability (mostly) in DCL as a DECnet

requester/server object.

INTRODUCTION

As long as VMS and DECnet-VAX have
existed, users have asked for the ability to
print files to a printer on another DECnet

node, and with all the relevant qualifiers of
the PRINT command:

$ PRINT filelist /QUEUE=LASER -
/FORM=SPR /SETUP=modulel -
/NODE=node

VMS offers primitive remote printing in
several steps:

$ COPY filelist node::

$ PRINT /REMOTE node::filelist
Wait until printed ...

$ DELETE node::filelist

Besides being quite tedious, this method does
not permit any PRINT qualifiers to be
specified. Also, the print job is charged to
either the default account field of the proxy
username, or to the default DECNET
account, if no proxy exists. For sites with
resource chargeback, this is not acceptable.
An abbreviated form is easier,

$ COPY filelist node::device:jobname

but only works if the remote queue name is
the same as the remote printer device name

(LPAO => LPAO:).
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Over the years, a number of custom and
modified print symbionts have attempted to
solve this deficiency.  Although these have
been elegant solutions, they have had their
drawbacks.  Symbionts contain sophisticated
code which may break with future VMS
releases.  Moreover, if your printer already
uses a modified print symbiont supplied by
DEC or a third party, there is currently no
way to merge their functions. Examples
include @ LATSYM for terminal servers,
TFMSMB for Talaris laser printers, SPRINT
for  classification = markings, and several
Postscript conversion symbionts. Lastly,
these distributed symbionts require that every
queue be defined on every node, which is
impractical in a large network.

DEC RESPONDS

Digital has been listening, but with impaired
hearing. At first glance, the newly-
announced Distributed Queue Service appears
to be what we have awaited for eight years.
All relevant print qualifiers are supported,
with automatic retry on the file transfer,
plus remote queue manipulation. However,
closer inspection shows that DQS also
requires a queue to be defined on both the
client and server nodes. Also, the remote
print job accounting record has the account
field set to the client node name, and the
node name field set to blank, thereby
defeating chargeback systems!

Anaheim, CA - 1987



Digital has also ignored the many requests
to bundle such a capability within DECnet-
VAX. For this V1.0 release, DQS is a
layered product, requiring a license (plus
maintenance) on these nodes. Perhaps future

releases of DQS will address these
shortcomings, by using the Distributed Name
Service, plus possible changes to the job
controller.

POOR MAN’S SOLUTION

REMPRINT uses the “KISS”
achieve a reasonable compromise.

supports most print qualifiers,
exception being /NOTIFY:

method to
Its syntax
one notable

$ REMPRINT node filelist -
/ACCOUNT=account] [/[NOWAIT] -
/ qualifiers ...]

Filespecs may  include full wildcarding.
Remote queues need not be defined on the
client node, and REMPRINT does not
interfere with the symbiont of the remote
target device. The /NOWAIT qualifier
permits lengthy file transfers to be performed
in a subprocess. The /ACCOUNT qualifier
can be used to override the default of the
current account.

Remote queue operations include display:
$ REMPRINT node /SHOW__QUEUE

and job abortion:

$ REMPRINT node /ABORT=nnn gqueue

DCL TASK-TO-TASK

REMPRINT is implemented
DECnet client/server.  Before examining its
details, let’s look at a simple example of
using DCL for DECnet task-to-task functions
(figure 1). The client expects to invoke a
DECnet object on the remote node called
SERVER, which is really just a command
procedure called SERVER.COM. The server
procedure opens the logical name SYSSNET
to complete the DECnet logical link with its
client.

as a DCL

Although this example employs two command

procedures, the client and server functions
could easily be combined into a single
procedure:
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$ IF FSMODE() .EQS. “NETWORK” -
THEN GOTO Be-server
$! Do Client part here

$!
$!
$Be-server:
$! Do Server part here
$!
REMPRINT IN DEPTH
REMPRINT exploits this feature of DCL

and DECnet to accomplish its aim, but in a
more complex fashion. Figure 2 depicts the
simplified interaction between REMPRINT’s

two personalities.

Note that REMPRINT is defined as a DCL

verb. (“What? You just said it was done
with DCL!” Well, that’s almost true.) The
REMPRINT command has many qualifiers

plus three syntax variants - show__queue,
abort, and regular printing.  Although it’s
possible to parse this in DCL, this author
would never attempt it, especially when the
CLI utility routines do it so nicely. The
same reasoning applies to parsing file lists
with wildcards. So REMPRINT.EXE parses
the command line, and verifies file existence.
It segregates the qualifiers into those that
determine file selection, and those related to
printing, and then builds COPY and PRINT
commands into DCL  symbols. The
supported qualifiers are:

File selection:
Since /Before /Created /Modified
/Backup /Expiration /Confirm
/By __owner /Exclude

Print attributes:
/After /Lower_case /Burst /Flag
/Trailer ~ /Header  /Space /Feed
/Form /Setup /Copies /Job_ count
/Queue  /Device  /Passall /Note
/Characteristics /Parameters /Name

The /Delete qualifier is always appended so
that the temporary files are deleted on the
server node.

Now that all the preprocessing is done,
REMPRINT.EXE exits by  chaining to
REMPRINT.COM. The first step is to open
the logical link to the server, and to tell it
which function we would like to perform - in
this case, printing. The client passes along
its username and account, and the server,



with the aid of a privileged image, validates
the account, and sets its username and
account to match. This will produce the
proper accounting record for the print job,
and cause the desired name to appear on the
flag page. The server now creates a unique
subdirectory to hold the files to be copied.
The name, generated by the client, is the
concatenation of the client’s node name,
username, and time of day. The server
informs the client that it is ready to receive
the files.

The client uses the previously formed COPY
command to push the files to the remote
subdirectory. The PRINT command follows,
and is executed verbatim by the server.
The resulting status message is deflected and
displayed on the client’s SYSSOUTPUT,
usually the user’s terminal. The server now
restores its original username and account,
and both parties close their logical link.

At this point, the user is back to a “§”
prompt, and believes everything is finished.
However, on the server side, some house-
keeping remains. Although the temporary
files will be deleted after printing, the
subdirectory will not. The server is unable
to delete it now because it contains files!
So we compromise - by deleting all files that

have resided here longer than 24 hours,
which means today’s invocation cleans up
yesterday’s litter. Other approaches were

considered, such as a batch job that runs
each night, but all had flaws.

RESOURCE CHARGEBACK

A bit more should be said about NETJOB
and our accounting system. At login time,
a user must supply an account, or charge
number, which will pay for the session. Not
only must the account be valid, and open,
but that user must be authorized to charge
it. In VMS, print jobs inherit the account
field of the submitter, and so should remote
print jobs. Therefore, NETJOB modifies the
account field of the surrogate submitter to
produce the desired result. Before it does, it
still verifies that, on the server node, the
account is valid and open. Should the client
node not be running our accounting system,
or for some other reason, the client’s account
is rejected by the server, the /ACCOUNT
qualifier may be used to specify a valid one.
For this case only, NETJOB also insists that
the user be authorized to charge the account
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on the server node.
change one’s

An image that can
username and account invites

abuse, so NETJOB has several security
checks. For example, it makes sure the job
mode is “network”, and that the DECnet

object is REMPRINT.
ERROR HANDLING

When writing any task-to-task application,
the approach to error handling is simple -
leave nothing to chance and trap
everything! Use /TIME_OUT on READ
to avoid hangs. If one party detects an
error condition, it should inform its partner
to permit a graceful cleanup. And if the
connection to the server fails, check node
reachability.  This last item is harder than
it sounds. A DCL OPEN statement that
takes a /ERROR branch gives no error
display, nor does it make the RMS status
codes available.  There is no DCL lexical
function to test node reachability, so one’s
first inclination might be to redirect SHOW
NET or NCP results to a scratch file. But
beware - both give erroneous answers! These
commands access the same NETACP volatile
database, which is as stale as the last
routing update. Moreover, if the remote
node is in another DECnet area, then a level
one router will always show it as reachable.
Frankly, the only way to know for sure if a
node is reachable at a given moment, is to
“touch it”. REMPRINT does this with a
subroutine which is summarized below:

$ Assign scratch-file Sys$output, Sys$error

$ OPEN /Read Node“”::“0="

$ READ scratch-file looking for:
“NOSUCHOBJ” - success
“NOSUCHNODE” - typo
“UNREACHABLE” - bashful

$ DELETE scratch-file

PERFORMANCE FACTORS

To eliminate the large overhead of VMS
process creation, permanent NETSERVER
processes should be used. For the default
DECNET username, these are the same ones

used for Mail, Phone, etc. With that
assumption, REMPRINT’s transfer delay
approximates the COPY time. Small files
will typically transfer in 3-5 seconds for

DECnet links of 56Kbps or greater.
DCL COPY  utility performs block-mode
transfers, so more elegant solutions should
attain minimal improvement.

The



INSTALLATION

REMPRINT’s installation consists of two
steps. On the client node, REMPRINT.CLD
must be interpreted by SET COMMAND
and stored in DCLTABLES, with the image
specification pointing to the location of
REMPRINT.EXE. On the server node,
REMPRINT.COM must be defined as a
DECnet object:

NCP> Define Object REMPRINT -
Number 0 -
File Loc:REMPRINT -
Proxy Outgoing -
User user Password pass -
Account account

Lastly, NETJOB must be Installed with
CMKRNL privilege to modify the username
and account, and with SYSPRV to access
our accounting authorization files:

INSTALL> Loc:NETJOB /Open /Header
/Priv=(Sysprv,Cmkrnl

CAVEATS

Every poor man’s solution has its limitations,
and REMPRINT is no exception:

1) The DCL READ /TIME_ OUT qualifier
does not currently work for logical links
due to a deficiency in the VMS mailbox
driver. This has been SPR’d to Digital.

2) REMPRINT does not provide a way for
other applications to spool files to a
remote queue, since it creates no local
server queue.

3) REMPRINT does not currently support
Unix/Ultrix systems.
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CLIENT SERVER

$ OPEN /Read /Write /Error=No-server - $ OPEN /Read /Write /Error=False-alarm -
DCLserver Node::“Task=SERVER” DCLclient SYS$NET

$ DEFINE SYS$OUTPUT DCLclient
$ DEFINE SYSSERROR DCLclient

$ WRITE DCLserver /Error=Disappeared - $ READ DCLclient /Error=Goodbye -
“SHOW USERS” /Time-out=30 COMMAND

$! Result displayed on SYS$OUTPUT $ "COMMAND

$ CLOSE DCLserver /Error=Continue $ CLOSE DCLclient /Error=Continue

Figure 1: DCL for DECnet Task-to-Task

CLIENT SERVER

REMPRINT.EXE - Parse command line,
verify file existence, and store COPY
and PRINT commands in DCL symbols

$ OPEN Server $ OPEN Client
$ WRITE “PRINT” $ READ Option
$ WRITE Id, Username, Account $ READ Id, Username, Account

NETJOB.EXE - Set Username, Account
$ CREATE /DIRECTORY -
[[PRINT.’ID’] /PROT=0:RWED
$ READ State $ WRITE “READY”

$ COPY filelist node:[.PRINT.’ID’| -
/PROT=(S:RD,0:RD,G, W)

$ WRITE Print-command $ READ Print-command
“Job 99 started on queue LASER ...” $ ’Print__command

NETJOB.EXE - Restore Username, Account

$ READ State $ WRITE “DONE”
$ CLOSE Server $ CLOSE Client

$ DELETE /MODIFY /BEFORE=%1-" -
[PRINT...]*.%;*

Figure 2: REMPRINT Client/Server Interaction
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SOFTQUOTA
A Diskspace Management Utility

Shari Dishop
VAX Support Group
Westinghouse Electric Corporation
Baltimore, Maryland 21203

Abstract

Since the introduction of disk quotas in VMS 2.0, the VAX system manager has been
empowered to manage disk storage. Unfortunately, the implementation of “overdraft” is
inflexible, and does not track the typical development scenario. During the life of a
process (or login session), a user will likely create a number of sizable, temporary files
through the actions of editing, compiling, linking, and executing programs. At the end of
the session, most of these files are purged, printed and deleted, or rolled out to magnetic
tape. SOFTQUOTA adds a third threshold to the quota system, a “soft” quota. This
utility is invoked at login time to check a UIC’s permanent disk usage against its soft
quota, while still permitting growth to the regular hard quota during the session.
Parameters for each UIC (or identifier) are maintained on a per-volume basis, and may be

displayed or modified with the SOFTDB utility.

In a VAXcluster system, coordination

between nodes is done via the distributed lock manager.

Note:
updated to reflect changes since that time.

Introduction

In VMS release 2.0, Digital introduced
the disk quota mechanism and in VMS 4.0
they introduced ownership of files by
identifiers in addition to by UIC’s. This
disk quota mechanism permits the system
manager to establish an absolute limit on
disk storage for each user (UIC or identifier)
on a per-volume basis. The quota for a
user is specified by two parameters:

PERMANENT quota - ceiling on total usage

OVERDRAFT quota - margin above
PERMANENT quota
to extend an already
open file

The USAGE value for a user is
constantly updated at every file creation,
deletion, and extension. If the requested
allocation would increase USAGE above
quota, the operation is not performed, and
the user receives the familiar message:

%SYSTEM-F-EXDISKQUOTA, disk quota exceeded

Unfortunately, the implementation of
“overdraft” is inflexible, and does not track
the typical software development scenario.
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This is a repeat of a paper presented at the Spring 83 DECUS.

It has been

During the life of a process (or login
session), a user will likely create a number
of sizable, temporary files through the
actions of editing, compiling, linking, and
executing programs. At the end of the
session, most of these files are purged,
printed and deleted, or rolled out to
magnetic tape (or at least they should be!).
To augment the standard permanent or
“hard” quota, we established a “soft” quota
with the following relationship:

SOFT quota
PERMANENT quota

static disk storage
static disk storage
+ workspace area

So as not to interfere with Digital’s
implementation, we created a separate
database to contain the additional
parameters, and a SOFTQUOTA utility
which is invoked for the user at login to:

1. Display current usage statistics

2. Optionally lower hard quota to equal
soft quota

3. Restore original hard quota if soft
quota no longer exceeded

A SOFTDB utility was also developed
for ease in maintenance and display of the

Anaheim, CA - 1987



database.

SOFTQUOTA UTILITY
The SOFTQUOTA utility is defined as

a verb with the following syntax:

$ SOFTQUOTA |[/MODIFY] /QUIET)]
/NOUNIQUE] |/START]
denn,denn,...
denn - Volume to check (defaults
to SYS$DISK)
/MODIFY - Allows modification of
hard quota
/QUIET - Suppresses informational
messages (e.g., “quota file
not active”)
/NOUNIQUE - Don’t check for unique
UIC
/START - Start the listener for

remote nodes on clusters

Examples are:

$ SOFTQUOTA
You have used 3488 blocks of 5000 block softquota on
USER$DISK

$ SOFTQUOTA DBA1,DBA2

%SOFTQ-I-QFNOTACT, quota file not active on DBA1
You have overdrawn 224 blocks of 3000 block softquota
on DBA2

$ SOFTQUOTA /MODIFY/QUIET DBA1,DBA2
You have overdrawn 224 blocks of 3000 block softquota
on DBA2

You will not be able to create new files until you have
cleaned up.

... User cleans up on DBA2 ...
User must invoke softquota to reset quotas

$ SOFTQUOTA
You have used 2634 blocks of 3000 block softquota on
DBA2

When to run it
At our sites, SOFTQUOTA is invoked

at login time in the system-wide command
procedure SYS$SYLOGIN.

$ IF F$MODE() .NES. “INTERACTIVE” THEN -
$ GOTO DONE

$ SOFTQUOTA /MODIFY/QUIET

$DONE:

We do not run it at logoff time because:
1. The user should never be inhibited
from logging off.
2. Logoff procedures are still easily
circumvented.
3. It interferes with processes of same
UIC.
The third item deserves more discussion.
Each interactive login permits SOFTQUOTA
to conditionally “lower the boom”. If Userl
has a batch job running which has exceeded
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the soft quota for that UIC, and Userl then
logs in, SOFTQUOTA will lower his hard
quota, which may cause problems for the
batch job. Similarly, if User2 with the same
UIC logs in, he will cause problems for
Userl. This is why checks are performed in
the program to determine if there is another
active process with the same UIC. As long
as NOUNIQUE is not specified,
SOFTQUOTA will detect possible interference
and will display a status message, but will
not modify the user’s hard quota. The same
action is taken for batch logins; if the user
is not around to correct the problem, there
is little to be gained by impacting his batch
job.

SOFTQUOTA Databases

If quotas are enabled on a disk volume,
the parameters for each user are stored in
the file [000000]QUOTA.SYS, which is
managed by the ACP. To prevent
performance degradation, a portion of the
entries are cached in main memory. To
examine or modify an entry, SOFTQUOTA
issues ACP QIO requests specifying a
function code of 10$__ACPCONTROL and
parameter lists for the File Information Block
(FIB), and the File Transfer Block (FTB).
The SOFTQUOTA data items are
maintained on a per-volume basis in the file
[000000]SOFTQUOTA.DAT, which is indexed
by UIC. The record definition is:

Softquota Record Structure

UIC I4  Primary Key 0
Group Key 2
Member Key 1
SOFTQUOTA 14 Amount of residual
space allowed
HARD-SAVE I4 Saved PERM quota
from QUOTA.SYS
MESSAGE-COUNT I4 Number of times user

has exceeded softquota

SOFTQUOTA General Algorithm
The following structured English
describes the SOFTQUOTA algorithm in a
slightly simplified form:
if USAGE .LE. SOFTQUOTA then
Display “usage” message
if HARD-SAVE .NE. 0 then {User cleaned up}
PERMQUOTA := HARD-SAVE
HARD-SAVE := 0
else if PERMQUOTA .LE. SOFTQUOTA then
Display “Still Overdrawn” message

MSG-COUNT := MSG-COUNT + 1
else

Display “Overdrawn” message




if “/MODIFY” specified AND “unique UIC” then
HARD-SAVE := PERMQUOTA
PERMQUOTA := SOFTQUOTA
MESSAGE-COUNT := MESSAGE-COUNT + 1
Display “Must Cleanup” message

Error Handling
SOFTQUOTA checks the status returns

from all system calls. Certain errors are
handled gracefully, and display a message to

the user. Other messages are displayed only
if the “/QUIET” qualifier is not specified.

Quotas not enabled -- if “/QUIET” not specified, display
%SOFTQ-I-QFNOTACT, quota file not active on
<volume>

No entry in QUOTA.SYS -- if “/QUIET” not specified,
display

%SOFTQ-W-NODISKQUOTA, no HARD disk quota entry
on <volume>

No entry in SOFTQUOTA.DAT -- use DISK DEFAULT
%SOFTQ-W-DEFSET, no SOFTQUOTA entry on
<volume>, using default

Record locked in SOFTQUOTA.DAT -- retry 50 times

All other errors are fatal and a rather
noticeable error exit is taken:

25-Mar-19838 11:05:34.10
IMPORTANT:

Please tell SYSMGR that the following error occurred in
SOFTQUOTA
Thank you.

%SOFTQ-F-QIOERR, initial QIOW failed
%SYSTEM-F-DEVOFFLINE, device is offline

Clusters: A Special Challenge
A problem was discovered with the

Softquota utility upon the introduction of
clustered machines in VMS 4.0. Although
the database files are shared among the
nodes of a cluster, each machine is only
aware of the processes local to it. The
check for a unique process no longer worked.
Users quickly complained about having a job
running on one node in a cluster, where it
had accumulated substantial amounts of CPU
time and temporary disk space, then logging
on to another node in the cluster and having
their first job killed. It was discovered that
when they logged on to the second node
they were informed by softquota that they
were over their quota and since they had a
unique process on that node their permanent
quota was lowered. This caused the process
on the first node to be killed for violating
their quota. Thus all of the time spent by
the first process was wasted.

A solution to this problem was needed
and it required very fast inter-processor
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communication. It should not take longer to
log on to a cluster than to log on to a non-
clustered machine. The solution also had to
have an extremely clean way to synchronize
the inter-processor communication. Timing
races between machines are no fun!

We chose to use the distributed lock
manager as a way to implement our
solution. It provides the fast inter-processor
communication desired and has a 16 byte
block (lock value block) for passing data
between processes. It also provides a
method of synchronization to avoid the
timing races.

A Look at the Distributed Lock Manager

The lock manager is a means of
controlling shared access to resources (files,
data structures, databases, executable
routines, etc.). A request to access a
resource is called a lock and has a level of
access and sharability or mode associated
with it. These modes are:

NL Null Mode

- grants no access, indicates interest
in the resource

CR Concurrent Read

- grants read access, allows others to
read or write

CW Concurrent Write

- grants write access, allows others
to read or write

PR Protected Read

- grants read access, allows others to
read but not to write

PW Protected Write

- grants write access, allows others
concurrent read access but no write
access

EX Exclusive

- grants write access, prevents others
from accessing the resource

The compatability of the lock modes is
summarized in the table following.



Compatability of Lock Modes

Requested Granted Locks
Locks NL CR CW PR PW EX
NL Y Y Y Y Y Y
CR Y Y Y Y Y N
CwW Y Y Y N N N
PR Y Y N Y N N
PW Y Y N N N N
EX Y N N N N N

A lock can be in one of three states:
it can be in the granted state, it can be
waiting in the queue to be granted, or it
can be waiting in the queue to be converted
to a different mode. Lock conversion is used
to provide the synchronization of the inter-
processor communications. Converting a lock
to a higher mode that is incompatible with
an existing lock will cause the first lock to
be placed on the conversion queue until the
second lock is dequeued or is converted to a
compatible mode. This can be used to cause
one process to wait for another process to
complete a desired task. Lock conversion
can also cause the contents of the lock value
block to be read from the master copy or to
be written to the master copy. The table
below summarizes this aspect.

Effect of Lock Conversion on Lock Value Block

Held Mode Converted to
Mode NL CR CW PR PW EX
NL R R R R R R
CR N R R R R R
Cw N N R R R R
PR N N N R R R
PW W W W W W R
EX W W W W W W

Unique User Algorithm

The following is the algorithm used to
determine if a user has a process on another
node in the cluster.

Look in local process table for same UIC
If match found then
return non-unique user status
exit algorithm
Else
If member of a cluster then
For each node in the cluster loop
If not the local node then
Issue lock on resource to awaken remote node
Remote awakened by blocking AST on resource
Remote reads UIC from lock value block
Remote looks in its process table for match
Remote puts match value in lock value block
Remote converts lock to release resource
Remote hibernates till nezxt request
If error occurs in communication then
Continue

310

Else

Read lock value block

If match found then
return non-unique user status
exit algorithm

New Version

Some advantages to this new version of
the softquota utility are that the same
software runs on a single node or on a
cluster and in a cluster environment it
dynamically adjust to nodes entering or
leaving the cluster. But one drawback is
that this current version of the utility
requires a continuously running batch job on
cluster nodes to provide fast execution time
for processing unique user check requests.

SOFTDB UTILITY

Just as the DISKQUOTA utility is used
to maintain the hard quota file, some
method is required to edit the SOFTQUOTA
indexed file. In the early days of
SOFTQUOTA, we utilized an existing in-
house forms/update tool which supported
only character data fields; hence,
SOFTQUOTA.DAT was a formatted
character file. Within the past year, the file
has been converted to a binary format and
the SOFTDB utility has been enhanced and
expanded. The SOFTDB utility will now
report the information in the QUOTA.SYS
file, and will also handle adding and
modifying entries in the QUOTA.SYS file.
Its command set resembles the familiar
syntax of the AUTHORIZE utility.

SOFTDB Command Set:

USE <volume> - Defaults to SYS$DISK

ADD <UIC>  [/SOFTQUOTA=n|

JHARDSAVE=n|

/MESSAGE=n|
/PERMQUOTA=n]
JOVERDRAFT=n
/SOFTQUOTA=n
/HARDSAVE=n]|
MESSAGE=n]
PERMQUOTA=n]
/OVERDRAFT=n)

MODIFY <UIC>

REMOVE <UIC>
SHOW [/USEHARD
LIST [/USEHARD

<UIC> -

Paginated display.
<UIC> -

lists specified
record(sg on
FORSPRINT
(defaults to

SOFTQUOTA.LIS)
HELP <Keywordl> <Keyword2> etc.

@<filespec> - command file, default type is
“.COM™~. If logical name
SOFTDBINI is defined, that file is
executed at startup.



EXIT

<UIC> - [g,m], [*,m], [g,*], [*,*], identifier,
USER, or DISK

J/USEHARD uses the QUOTA.SYS file as the

reference file on wildcard operations.

CURRENT LIMITATIONS & PLANNED
ENHANCEMENTS

Currently the remote process for
clustered systems only runs from a batch
job. We are planning to make it run as a
detached process to remove it from the batch
queue. Currently the SOFTDB utility will
accept identifiers and add entries for them to
the database but the SOFTQUOTA utility
only checks a user’s UIC when they log in.
We wish to also check the quotas of all of
the identifiers a user holds. In the SOFTDB
utility the REMOVE function does not
support access to the QUOTA.SYS file. We
have not determined whether to remove a
quota for a UIC that still owns files or not.

SUMMARY

No quota system ever won a popularity
contest with users, and SOFTQUOTA is no
exception. At our sites, it is accepted as
one of life’s necessary evils, and is
considerably less offensive than ordinary hard
disk quotas. We have been using this tool
since 1981, and unless the cost of disk drives
plummets, or VMS provides an equivalent
capability, SOFTQUOTA should enjoy a long
life.

311

Keywords: VAX/VMS, DISK QUOTA,
SOFTQUOTA, SOFTDB

Acknowledgments: The author would like to
credit Martin J. Adkins for presenting the
original paper in 1983 and additional help in
designing the solution for the clusters. The
author would also like to credit Art
Moorshead for developing the SOFTDB
utility. SOFTQUOTA was a product of
design by committee, with the initial
implementation by Brad Schafer (now with
DEC). Robert A. Koppelman added support
for multiple volumes, and ancillary routines
and assistance were provided by Almon T.
Sorrell. This author implemented the cluster
support for checking for unique UIC’s and
the latest enhancements to the SOFTDB
utility.







FAST RESPONSE ON OVERLOADED SYSTEMS
(or the alchemy of the VMS scheduler)

Silvano de Gennaro
European Organization for Particle Physics Research (CERN)
Geneva, Switzerland

Abstract

This report describes the features and the ...non-features (euphemism) of the
VMS scheduler, and presents the analysis work we have done at CERN, trying
to make scheduling more effective, particularly in situations of CPU saturation.
By modifying the logic of the scheduler we could obtain remarkable results in
interactive response time under conditions of computing overload.

The purpose of this presentation is to show you how we
managed to obtain a fast interactive response out of our
overloaded VAX computer systems.

By “Fast Interactive response”, I mean the response
you typically get from an empty system, and by an
overloaded VAX I mean a well tuned and reasonably well
configured one, running at 100% of its CPU capacity.

A VAX is first of all an interactive machine, and
therefore it should guarantee a constant response time to
people who want to use it as such.

Users who are very interactive will use such a small
portion of the CPU, that it is logical on a timesharing
system to give them easier access to it.

Typically you may think of a full screen editor as a
very interactive application, where you spend most of your
time moving through the file with the cursor. It seems
unreasonable that a cursor movement or a page scroll
must wait for someone else to finish computing the 17th
root of 3454. But unfortunately this happens, because of
the way the scheduler works.

In fact the design of the VMS scheduler is full of good
intentions, and uses a mechanism of dynamic priorities
which tries to reward terminal bound people as opposed
to CPU bound ones.

The implementation was simple and proved sufficient
when VAX computers were minicomputers, but now it
can no longer cope with the complexity of the production
environment supported by the new large systems.

Our analysis led us to conclude that the problem
was in the handling of the dynamic priority, so finally we
developed, in our Alchemy lab, a witchcraft that turned a
saturated VAX into a responsive machine.

Before introducing you to the mysteries of our
alchemy and revealing the magic formula of instant
response time, I must initiate you to the infernal rites of
the VMS scheduler.
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The unitary entity considered by the Scheduler is
a Process. The process parameters that influence the
Scheduler decisions are the Process state and priority.
Process state and priority change according to process
behavior and with the occurrence of System Events.

The process running in the CPU is called the Current
(CUR) process. There is at any one time only one
Current process per processor. To be eligible to become
Current, a process must be Computable (COM), which
means waiting for the CPU. If it is not Current, nor
Computable, a process can be in a wait state: Suspended
(SUSP), Hibernating (HIB), Local Event Flag wait (LEF),
Common Event Flag wait (CEF), or generic Resource
Wait (RWxxx).

A process in COM, LEF, HIB or SUSP may be
outswapped if the system is short of free memory, in
which case its state is changed to COMO, LEFO, HIBO,
SUSPO respectively.

Apart from being in COM state, to get the CPU a
process must also have the highest priority in the system.
In fact the VMS scheduler always picks up the first COM
process at the highest priority. If there are more processes
with the same priority, then they are queued together in
the priority ring relative to that priority. The scheduler
takes jobs from the top of their priority ring, and puts
them back at the bottom.

Normally a process executes at its base priority,
which is fixed and assigned at process creation.

On top of this Base priority, a process scores an extra
grant, called “Priority Boost”, for every I/O operation
completion it experiences.

Once boosted up, the priority will start decaying
back to the Base amount via decrements that take place
at every CPU reassignment.

In standard VMS the values assigned to the priority
boosts are: 6 for terminal input, 4 for terminal output,
3 for resource available, and 2 for disk I/O completion.
These boosts are added to the base priority and are
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not cumulative. So, for instance, a process with a base
priority of 4 will be boosted to 10 after a Terminal Input
completion, but will be executing at 9 next time it gets
the CPU, because the Scheduler decrements by 1 at CPU
reassignment time.

When it gets the CPU, a process may keep it for the
duration of a QUANTUM, (SYSGEN parameter; by default
200ms on all machines!) unless it issues a resource request
or is pre-empted by another process which becomes
Computable at a higher priority.

The drawback of pre-emption is that the pre-empted
process not only loses the CPU, but it also loses priority, as
pre-emption causes a rescheduling, therefore the Scheduler
will subtract 1 next time it reassigns the CPU to the
pre-empted process, which also ends up at the tail of the
ring for this lower priority level.

So in a busy system, where the hammering of pre-
emption is high, your priority boosts may vanish very
rapidly. And of course, the lower your priority gets,
the faster it decays towards your base priority. And
what is really dramatic here is that the speed of your
priority decay is independent from your sins or virtues,
and becomes basically random.

And what did you do to be punished so crudely?

Nothing. You were just unlucky to bump into
someone stronger than you. This fundamental law is
called “The law of the jungle”, and the method is called
“Wild scheduling”.

Apart from this basic mechanism of priority adjust-
ment, the VMS scheduler has three joker cards, which
make it even more unpredictable.

The first important joker is what we call the
PIXSCAN boost.

What is given to common mortals to know is that
every second the system scans through the COMputable
processes and boosts one or more of those to the same
priority as the highest non-realtime computable process
in the system. The reason to do this is to prevent possible
deadlocks caused by processes at a low priority keeping
locks for a long time.

The parameter PIXSCAN defines the number of
Process blocks to scan. This parameter plays an important
role in system performance. In fact processes which are
most of their time COM are usually compute-bound low
priority ones (most likely batch). So, if PIXSCAN is too
high, you risk to give them too easy access to the CPU,
with bad results for interactive performance.

A typical side effect of this is that if you have privileges
and you need to raise your priority up for a legitimate
reason, like investigating a system problem, or getting a
decent response out of PACMAN or STARWARS, then be
aware that you will bring up together with you a bunch of
people at random, including batch jobs every second.

The second joker in the list is the special parameter
IOTA.

A process normally runs for a CPU QUANTUM. But
most I/O operations require so little CPU that an I/O
bound process may take too long to reach its Quantum

End. So, because some important actions like Working
Set Adjustment happen at Quantum End, the parameter
IOTA was introduced to cut the quantum shorter for
I/O bound processes. The value of IOTA (def. 20 ms)
is subtracted from the quantum time left for every I/O
operation.

The third joker is the fact that all this nice setup
goes completely berserk if there is one or more processes
in COMO state. In this case everyone will be taken down
to his base priority at every Quantum End.

The reason for that much violence is to give a chance
to the COMO guy to get back in memory sometime. This
may be correct in a machine which is totally interactive,
but causes incredible degradation in a wide job mix which
includes batch. It is absolutely unreasonable to slow
down 100 people editing just to swap back in a 12 hours
computing batch elephant.

To resume what we said so far:

A priority boost is linked to events that depend on
process or system context (I/O completion, PIXSCAN).
Priority decrement instead goes along with CPU assign-
ment, which in busy systems becomes random due to a
high pre-emption rate. In these conditions, the priority
decay speed becomes uncontrollable. This narrows the
distance between CPU and I/O intensive jobs, lining them
all back to their base priority too soon.

So, to make scheduling more effective and controllable
by the system manager, we tried to remove some of these
random factors.

In fact, the major effort for us was not in modifying,
but in understanding the dynamics of things; what was
going on exactly. The documentation tells you almost
nothing about it, and there are no utilities in the sky or
on earth that can help you monitor the reactions of the
VMS scheduler to different environments and parameters
settings.

VMS performance manuals kindly suggest to “acquire
more CPU capacity” if the CPU becomes saturated. That
in reality would not be necessary with a better scheduler.

Other major operating systems, that we have expe-
rience of, don’t kill interactive performance so drastically
when the CPU is hogged, and the reason is that they have
a deterministic scheduler, not a random wild dog.

To understand and solve the problem we set up
a team composed essentially of wizards with a long
background of experience on different operating systems
for large scale production.

We started writing some simple utilities to analyze
priority changes and measure their effects.

We finally found the solution to the VMS scheduler
problem in an ancient book of black magic written by
Hermes Trismegistos, who was the father of modern
Alchemy. In fact although Alchemy and Black Magic
have nothing to do with each other, the amount of
fantasy and blind faith which existed in both does bear a
remarkable resemblance to the techniques commonly used
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by computer manufacturers when producing operating
systems.

Therefore like all good alchemists we attacked the
problem using the method of syllogism.

Syllogism is a demonstration method invented by
Aristotle, by which you can prove that a predicate is true
if obtained by inference from two true hypothesis.

All animals are mortal
Man is an animal
Man is mortal.

The first two statements are true, so the resulting
one is true as well.

All stones are made of elements
Gold is an element
All stones are made of gold.

In fact, the problem of turning stones into gold,
and the one of getting a good response time out of an
overloaded VAX are very similar, with the difference that
stones to gold is easier to do.

So we needed a slightly more powerful syllogism, and
therefore we used this multi-threaded, para-inferential,
phylo-exoteric syllogism of the 3rd kind:

A decrement is a punishment.
A punishment is to a crime.

A crime is abuse of CPU.
CPU is given in quantums.

A crime is abuse of quantums.
A decrement is for a quantum.

In other words, the more quantums you use, the more
you are CPU intensive, therefore criminal, therefore the
scheduler must punish you by decreasing your priority.

It is not a crime to lose the CPU when you are
pre-empted, but it is a crime to ask for it again and again
at every end of quantum. So we took our magic wand and
turned the random frog into a deterministic prince, by
decreasing the process priority at Quantum End instead
of at CPU assignment.

This makes the priority decay much more controllable
through SYSGEN parameters, and makes it easy for the
system manager to enhance the difference in decay speed
between CPU and I/O bound processes, through the
length of Quantum and the setting of IOTA.
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To measure the results of our transmutation we
performed a “margin conditions” benchmark.

Figure 1: Benchmark
PITAGORA 100% cpu
ARCHIMEDES 90% cpu + disk
EUCLID 90% cpu + t/out
HERACLIT 90% cpu + t/in
DIOGENES 50% cpu + disk
ARISTOTELES  50% cpu + t/out
PLATO 50% cpu + t/in
SOPHOCLES 10% cpu + disk
EURIPIDES 10% cpu + t/out
DEMOSTENES 10% cpu + t/in

We used 10 jobs executing concurrently, and requiring
a fixed percentage of CPU, plus some sort of I/O (Fig.
1). These jobs were run all at the same time, in an empty
VAX 780 with default SYSGEN settings, and observed
running for 5 minutes by an home-written monitoring
program which was able to compute the real percentage
of CPU obtained by each of the jobs in the lot, as well as
its average priority.

Figure 2: VMS Scheduler
User CPU% Priority
ARCHIMEDES 6.21 5.00
EUCLID 6.18 5.19
HERACLIT 4.99 6.00
DIOGENES 5.65 5.31
ARISTOTELES 6.74 5.88
PLATO 8.66 6.71
SOPHOCLES 5.75 5.19
EURIPIDES 7.15 6.88
DEMOSTENES 14.74 8.35

Figure 2 shows the results obtained running with the
standard VMS scheduler, and Figure 3 those obtained by
the CERN modified version.

You can see that in standard VMS the differences in
percentage of CPU obtained are minimal, even between
jobs that have totally different attitudes: PITAGORA
is 100% CPU bound and gets 6.18% of the VAX CPU,
while PLATO, who is 50% CPU and 50% Terminal Input
oriented, gets a mere 2% more. The only job that gets a
reasonable attention by standard VMS is DEMOSTENES,
which is in fact an endless loop on keyboard read, with a
1 byte buffer. Hopefully there is nothing like that in real
life.



Figure 2: CERN Scheduler
User CPU% Priority
PITAGORA 3.38 8.63
ARCHIMEDES 3.22 8.69
EUCLID 4.66 9.13
HERACLIT 11.28 9.25
DIOGENES 4.00 9.19
ARISTOTELES 5.24 10.13
PLATO 30.92 11.50
SOPHOCLES 3.19 9.38
EURIPIDES 5.47 10.63
DEMOSTENES 16.68 12.06

In the CERN version instead (Fig. 3), you can see
that the larger percentage of the CPU goes to Terminal
Input bound users. These are the most interactive ones,
because a terminal input normally requires human (or
generally a speaking animal) intervention by a finger (and
brain too sometimes).

Figure 4: Relative speed
PITAGORA 0.54
ARCHIMEDES 0.51
EUCLID 0.75
HERACLIT 2.26
DIOGENES 0.70
ARISTOTELES 0.77
PLATO 3.57
SOPHOCLES 0.55
EURIPIDES 0.76
DEMOSTENES 1.13

Figure 4 shows the “relative speed” (ie. fig. 3
divided by fig. 2). You see that all Terminal Input jobs
run up to 3.5 times faster. In particular, PLATO and
HERACLIT represent a closer approximation to a full
screen editor, or a data entry system.

As a consequence, all the other Greeks slow down by
half or one third on our scheduler. What this shows really
is the limit which Terminal Input oriented applications
can get if working at a Kalatchnikov typing speed, and
proves that our scheduler is more sensitive to interaction
than the standard one.

Please note, however, that this is a “margin condi-
tions” benchmark, not done with real life applications,
but with impressionist programs that are very specialized
in only one kind of operations.

PITAGORA, who lives full time in the CPU, with no
I/O whatsoever, exists only in a mathematician’s mind,
and DEMOSTENES can only exist if someone falls asleep
in EDT, with his nose on the RETURN key.

A real life job consists in fact of a mixtures of these
types of I/O operations, so it will get different kind of

316

boosts, at varying intervals, therefore smoothing down the
difference in the size of the buildings.

Also note that this benchmark was done with a
quantum value of 200 ms. A lower value will give extra
control on the CPU re-partition.

Our mod to the scheduler consists of a binary patch
to VMS. Which is a terrible thing to do.

Don’t forget that patching the system makes you
blind, or worse, you lose the DEC Software Warranty.

So by this mortal sin we sold our soul to buy user
satisfaction.

And now we are wandering restless in the Depths of
the Fiery Caverns for System Managers.

I thank Eric Mc Intosh and Les Robertson for their
contribution in work and ideas, Hermes Trismegistos
(currently reincarnated in the body of Mike Dawkes) for
the magic formulas, and Alan Silverman for letting us all
infest his machines.
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ABSTRACT

A number

of third party vendors have

introduced disk

compression utilities which promise to eliminate the use of

BACKUP/RESTORE for disk

presents a detailed

evaluation

optimization.

This paper
of three

products with

emphasis on disk integrity, algorithms used and degree of

optimization obtained.
and benchmarks are included.

INTRODUCTION

This evaluation began in November 1986 as
an attempt to obtain an apples-to-apples
comparison of third party disk optimization
products. Any product to be tested in-house
needed to meet the following requirements:

- Must permit other disk access

- Interactive and batch modes

- No file characteristics changed

- Data integrity preserved

- Runs quickly

- Concurrent processing of multiple disks

- Volume and shadow sets handled

- Likely to work with future VMS
updates

- Gracefully handles unexpected events

- Optimizes free space and files

- No spare disk required

In December 1986, three products met the
pretest criteria, Squeezpak, Diskeeper, and
Rabbit-7 (figure 1). Defrag V2.0 was no
longer considered because information from
H&E Concepts stated “All file characteristics
(except FILE ID) are unchanged for moved
files...”. Diskit/VMS was not further
considered since it operated only in an offline
mode. Demonstration  copies  of the
remaining products were obtained for a two
part evaluation: initial test and stress test.
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Description of evaluation methods used

INITIAL TEST

The initial testing was designed to quickly
identify any problems in the following areas:

- Product installation

- Ability to handle
(power outages, etc)

- File header modifications

- Data integrity

- File and free space optimization

unexpected events

The preliminary test environment consisted of
a standalone VAXstation II/GPX with two
RD54s, one for all logging and the other as
the test disk. The author was the sole user
of the system. The initial test was
comprised of two portions:

1) A Dbit-by-bit comparison of the disk
before and after optimization
2) Recovery from unexpected events.

A command procedure initialized the test

disk with a cluster size of one, then created
31 files:

- Twenty of various sizes placed by
specific logical block number (LBN)
- Ten one-block files placed by VMS

- One 101-block file split into nine
one-block chunks plus one 92-block
chunk.
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The resulting disk was less than 1% full
with one non-contiguous file (NCF). A
DUMP of each file on the disk was recorded
and each product was allowed one pass or
run. DCL DIFFERENCES was used to
compare the before and after DUMP files.
Anything flagged in the file header area was
carefully examined. Changes in the map
area, for example, would be acceptable while
a new creation date would not.

One item  worth  mentioning is that
Squeezpak “tags” all files that it moves, as
the relocated files are moved by exact
placement. Squeezpak sets a file character-
istic bit in the file header area to indicate
on successive passes that a file was placed

by Squeezpak and not by a wuser. VMS
sources indicate that this bit is user-
definable.

For the second portion of the initial test,
each product was interrupted during the file
copy phase by pressing the halt button,
pulling the power plug, and typing control-Y
in successive trials. The vendor’s specified
recovery procedure was performed and the
disk was scrutinized for any anomalies.

All three products were easy to install,
successfully handled unexpected events, did
not damage any data, and files were

manipulated to eliminate the non-contiguous
file and to consolidate the free space.

ALGORITHMS

In an attempt to better understand how each
product attacked the optimization problem,
the strategy utilized by each was inspected.

Squeezpak

Squeezpak’s simplified algorithm has a two-
step approach - all the file fragments are
collected to make as many files contiguous
as possible, and then the free space is
consolidated (figure 2). In the first step, a
list of all the non-contiguous files is made,
ordered by block size from the largest to
smallest.  Scanning begins with the largest
file and continues through the entire list.
The file is moved only if enough free space
is available to make the file contiguous
(figure 3). If more than one such free space
exists, the file is moved to the one closest
to logical block zero.
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In the second step, free space collection
begins at logical block zero and the entire
disk is scanned, stopping at each free space
(figure 4). When a free space is located,
one of two things can occur:

A) A file which has the same number of
blocks as the free space is moved to
fill the free space

OR

B) The file immediately following the free
space is “slid” or relocated into the
free space. This sliding of files
continues until two free spaces are
joined.

The overall result is that contiguous files are
positioned near the front of the disk and free
space near the end.

Diskeeper

Diskeeper’s simplified algorithm (figure 5)
moves through the disk by file id.
Contiguous files are not moved unless doing
so makes the free space more contiguous. If
more than one area of free space exists
where a file could be made contiguous, the
area closest to the end of the disk is chosen.
Files that are mnot able to be made
contiguous are only moved if doing so results
in less file fragments. The overall result is
that contiguous files are positioned near the

end of the disk and free space near the
beginning.
Rabbit-7
Rabbit-7’s  simplified algorithm (figure 6),
begins with LBN zero and scans to the

largest LBN. When a free space is located,
the largest file that fits is moved into the
free space and the scanning continues. If a
file to occupy all or a portion of the free
space does not exist, the file immediately
following the free space is moved,
contiguously if possible, toward the end of
the disk. A larger free space is created and
again an attempt is made to find and move
the largest file that fits into the space.

When a file is located, if it is contiguous,
the scanning continues. If the file is
non-contiguous, it is moved toward the end
of the disk, contiguously if possible. This
creates two or more free spaces. The free
space with the lowest logical block number is



treated as any other free space and the
processing continues.  The overall result is
that contiguous files are positioned near the
end of the disk and free space near the
beginning.

STRESS TEST

The stress test was  performed under
controlled conditions to provide a valid
comparison. This environment consisted of a
VAX 86XX, part of a three node cluster,
two RAS81s, and an HSCT70. The disks,
when used for the test, were mounted
privately.  Actual user disk snapshots were
copied from  tape through the HSC70 so
each product could have the same starting

point. The test cases were:
A) Single RAS81
B) Shadowed RAS81
C) Two-RA81 volume set
AND
D) Different single RA81
E) Different two-RA81 volume set

Test A was performed on a VAX 8600, all
others on a VAX 8650. Tests A, B, and C
were concluded in June 1987, and test cases
A, B and C destroyed. Since these
snapshots were no longer available when
new versions of Squeezpak and Diskeeper
were released in November 1987, the three
products were again tested using D and E.

Command procedures were used to collect
data before, during and after every pass of
the compression product. All journal, log
and report files were not written to the
disk(s) being optimized. No spare disk was
provided for optimization. Directory files
were allowed to be moved and none of the
test disks contained any open files.

The disk analysis utilities provided by
each product, as well as VAX SPM and
DCL commands, were used to collect

additional and duplicate information. Each
product was allowed six consecutive passes
on each test -case. The batch jobs were
executed in a dedicated, interactive priority,
system queue during light load periods -
evenings, nights and weekends.

RESULTS

Using the mythical “perfect” disk compression
product as a standard, it was hoped that
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the following could be obtained: on a disk at
least 85% full, in one pass, return zero
NCFs, one free space equal in size to the
total number of free blocks on the disk, in
minimal run-time without user disruption or
system manager interaction. Conversely, the
number of NCFs and free spaces should not
increase and the largest free space should
remain constant. That is, a product should
NOT make a bad situation worse.

Some trends to keep in mind while reviewing
the results (figures 7-10):

- Mean extents/file should approach 1.00.

- Number of free spaces should approach
1, except on the volume sets.

- Mean blocks/free space and largest free
space should approach the same number,
the total number of free blocks on the
disk.

indicator of the
“work” done to accomplish

- File transfers are an
amount of
the results.

- Wall clock time is included only as a
rough guideline of what to expect in
similar situations.

CONCLUSIONS

The test results for the earlier versions and
the most recent versions demonstrate rapid
product development. Diskeeper version 1.3,
instance, made the free space less optimized
(figures 7 and 8), but this trend was
improved in version 2.0 (figures 10 and 11).

The actual number of non-contiguous files on

a disk still remains a mystery. Although
discussion with each vendor revealed no
differences in the definition of a non-
contiguous file, it is obvious that the

variance is non-trivial. These results should
be used to better understand each product’s

strengths and weaknesses and how each
might be exploited in a particular
environment.

While  perfection remains elusive, safe,
reasonable disk optimization 1is attainable,

and offers significant advantages over the
traditional method of BACKUP/RESTORE.



Product Vendor Tested

Squeezpak V1.2 DEMAC Software Ltd. YES

Diskeeper V1.2 Executive Software, Inc. YES

Rabbit-7 V1.0 RAXCO Rabbit Software YES

Defrag V2.0 H & E Concepts NO - changes FID
Diskit/VMS Software Techniques Inc. NO - offline mode only

Figure 1: Products Considered - Dec 1986

320



(payidung)

{ 2IaNSTHg

a3

/N

3JoVdS
33¥4
12371700

N

S31Id
G3ILN3IRADVYS
1237709

A

1yv1s

wyiuos|y d>edzooanbg

321



(443

Squeezpak

-- Collect Fragmented Files

START

/

1 LIST NCF BY SIZE
(LARGEST TO SMALLEST)

2 FIND FIRST NCF ON LIST

N
7~
ENUUG\ N
CONTIG SPACE —>{ DO NOT MOVE
?
A\

MOVE FILE TO SPACE
NEAREST FRONT OF DISK

Figure: 3
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Squeezpak -- Collect

A

4

START AT LBN O

MOVE FILE

FIND NEXT
FREE SPACE

Free Space

| END

SLIDE NEXT FILE

2 FREE
SPACES JOINED
?

Figure: 4
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Diskeeper Algorithm (Simplified)

FIND FIRST FID

FREE SPAC

MOVE CONTIG FILE:
1 T0 EXACT MATCH

Fioure: 5

/\ P MORE CONTIG FREE SPACE
IF MOVED OR
? 2 CLOSEST TO END
OF DISK
N
\
MOVE TO SPACE ENOUGH
NEAREST CONTIG SPACE FOR
END OF DISK
DO NOT MOVE
MOVE FILE
N
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Rabbit-7 Algorithm (Simplified)

START

A\

BEGIN AT LBN g AND
SCAN TOWARD LARGEST LBN

MOVE POINTER TO MOVE POINTER TO

END OF FILE END OF FILE
N
N FIND
BIGGEST FILE MOVE IT

MOVE FILE TOWARD MOVE FILE FOLLOWING

END OF DISK, CONTIG FREE SPACE TOWARD END

IF POSSIBLE DISK, CONTIG IF POSSIBLE
/

Y

LOOK AT 1ST (LOWEST LBN)
FREE SPACE GENERATED

Figure: 6
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PASSES

0 1 2 3 4 5 6
# NCF 4,404 765 674 671 671 670 670
Mean Extents/File 2.21 1.75 1.70 1.69 1.69 1.69 1.69
Free Spaces 7,809 7,474 7,391 7,361 7,357 7,350 7,347
Mean blocks/Free Space 15 16 16 16 16 16 16
Largest Free Space 240 901 901 1026 1026 1026 1026
File Transfers --- 16,101 2,855 688 238 235 173
Elapsed CPU Time * --- 33:44 24:51 13:39 13:32 13:29 12:56
Elapsed Wall Clock * --- 6:00:43 6:30:39 3:33:18 3:20:38 2:20:24 1:43:52
Squeezpak Results Version 2.0a - Single RAS81
# NCF 4,453 408 353 335 334 331 322
Mean Extents/File 2.21 1.57 1.53 1.52 1.52 1.52 1.51
Free Spaces 7,809 7,925 5,868 5,595 5,591 5,628 5,723
Mean blocks/Free Space 15 14 20 21 21 20 20
Largest Free Space 240 196 434 240 240 242 240
File Transfers - 17,997 11,236 8,244 5,148 389 3,271
Elapsed CPU Time * - 13:28 11:33 9:36 8:47 7:43 8:16
Elapsed Wall Clock * --- 3:51:22 2:19:04 1:41:13 1:03:32 13:09 43:34
Diskeeper Results Version 1.3 - Single RA81
# NCF 4,405 1 1 1 1 1 1
Mean Extents/File 2.21 1.00 1.00 1.00 1.00 1.00 1.00
Free Spaces 7,809 17 17 17 17 17 17
Mean blocks/Free Space 15 6,929 6,9296 6,929 6,929 6,929 6,929
Largest Free Space 240 60,720 60,720 60,720 60,720 60,720 60,720
File Transfers --- 13,860 29 0 0 0 0
Elapsed CPU Time * - 17:41 2:31 2:28 2:32 2:31 2:28
Elapsed Wall Clock * -— 3:31:50 13:48 13:14 13:14 13:16 13:14

Rabbit-7 Results Version 1.03f - Single RAS81

Environment:

Run on VAX 8600 - system batch queue; disk 86.7% full; cluster size=1;

analyze/disk/repair performed before compression.

* rounded to the nearest second

Figure 7:

TEST CASE A RESULTS
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PASSES

0 1 2 3 4 5 6
# NCF 290 4 2 2 2 2 2
Mean Extents/File 1.03 1.00 1.00 1.00 1.00 1.00 1.00
Free Spaces 175 44 37 38 33 32 38
Mean blocks/Free Space 219 869 1,034 1,007 1,159 1,195 1,007
Largest Free Space 8,240 8,819 8,502 7,111 7,046 9,072 14,662
File Transfers - 2,576 424 148 130 136 140
Elapsed CPU Time * - 5:37 3:43 3:31 3:33 3:31 3:28
Elapsed Wall Clock * - 1:09:04 21:40 17:57 16:26 17:51 17:24

Squeezpak Results Version 2.0a - Shadowed RAS81
# NCF 292 5 4 4 4 4 4
Mean Extents/File 1.03 1.00 1.00 1.00 1.00 1.00 1.00
Free Spaces 175 525 163 169 169 169 169
Mean blocks/Free Space 219 73 235 226 226 226 226
Largest Free Space 8,240 3,246 3,246 3,246 3,246 3,246 3,246
File Transfers - 4,968 2,818 380 0 0 0
Elapsed CPU Time * - 3:00 3:48 2:17 2:18 2:18 2:17
Elapsed Wall Clock --- 1:11:38 34:04 6:25 2:42 2:40 2:40
Diskeeper Results Version 1.3 - Shadowed RAS81

# NCF 291 3 3 3 3 3 3
Mean Extents/File 1.03 1.00 1.00 1.00 1.00 1.00 1.00
Free Spaces 176 3 2 2 2 2 2
Mean blocks/Free Space 217 12,750 19,124 19,124 19,124 19,124 19,124
Largest Free Space 8,240 35,855 35,854 35,854 35,854 35,854 35,854
File Transfers --- 2,330 2 0 0 0 0
Elapsed CPU Time * - 3:37 2:06 2:04 2:06 2:08 2:05
Elapsed Wall Clock * - 38:26 11:10 11:00 11:05 11:02 11:01

Rabbit-7 Results Version 1.03f - Shadowed RAS81

Environment: Run on VAX 8650 - system batch queue; disk 95.7% full; cluster size=1;
analyze/disk/repair performed before compression.

*

rounded to the nearest second

Figure 8:

TEST CASE B RESULTS
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PASSES

0 1 2 3 4 5 6
# NCF 3,318 450 0 0 0 0 0
Mean Extents/File 1 1 1 1 1 1 1
Free Spaces 7,420 1,320 109 65 58 44 40
Mean blocks/Free Space 35 202 2,437 3,988 4,474 6,091 6,628
Largest Free Space 2,348 20,197 100,585 51,047 47,228 61,137 59,172
File Transfers - 39,951 13,808 538 406 394 364
Elapsed CPU Time * - 30:33 18:34 7:56 7:50 7:40 7:39
Elapsed Wall Clock * - 6:17 3:26 46:39 42:09 40:42 39:30

Squeezpak Results Version 2.0a - Vol Set
# NCF 3,334 132 34 29 29 29 29
Mean Extents/File 1.21 1.04 1.02 1.02 1.02 1.02 1.02
Free Spaces 7,420 6,042 3,976 3,850 3,826 3,820 3,821
Mean blocks/Free Space 35 43 64 66 67 67 67
Largest Free Space 2,348 7,385 6,991 5,717 5,707 5,717 5,717
File Transfers - 36,322 16,567 6,249 864 73 6
Elapsed CPU Time * --- 16:28 15:08 11:18 11:47 14:12 13:53
Elapsed Wall Clock * -— 3:38:58 1:36:38 42:46 29:35 59:38 34:44
Diskeeper Results Version 1.3 - Vol Set

# NCF 3,328 11 10 10 10 10 10
Mean Extents/File 1.22 1.00 1.00 1.00 1.00 1.00 1.00
Free Spaces 7,420 5 2 2 2 2 2
Mean blocks/Free Space 35 129,589 129,589 129,589 129,589 129,589 129,589
Largest Free Space 2,348 123,239 129,589 129,589 129,589 129,589 129,589
File Transfers - 21,069 3,016 0 0 0 0
Elapsed CPU Time * - 23:34 10:01 7:44 7:43 7:45 7:51
Elapsed Wall Clock * - 4:11:39 1:06:50 42:32 42:37 42:33 42:38

Rabbit-7 Results Version 2.0 - Vol Set

Run on VAX 8650 - system batch queue; volume 92.7% full; cluster size=1;
analyze/disk/repair performed before compression.

Environment:

* rounded to the nearest second

this data represents 2 RA81s, therefore perfection in free spaces = 2

Figure 9: TEST CASE C RESULTS
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PASSES

0 1 2 3 4 5 6
# NCF 5,896 387 161 128 122 117 117
Mean Extents/File 3.02 1.96 1.60 1.54 1.54 1.50 1.49
Free Spaces 12,198 10,369 8,295 7,919 7,861 7,478 7,399
Mean blocks/Free Space 17 19 24 25 25 27 27
Largest Free Space 690 2,371 6,215 1,802 2,228 1,012 1,183
File Transfers - 18,692 1,989 323 26 438 12
Elapsed CPU Time * - 42:10 19:58 13:33 12:41 14:12 12:28
Elapsed Wall Clock * — 5:49:47 3:11:56 1:59:59 1:54:02 3:43:52 2:17:40
Squeezpak Results Version 2.1y - Single RA81
# NCF 6,029 666 162 30 2 1 1
Mean Extents/File 3.02 1.24 1.01 1.01 1.00 1.00 1.00
Free Spaces 12,198 5,487 1,047 261 96 36 19
Mean blocks/Free Space 17 37 194 781 2,123 5,662 10,729
Largest Free Space 690 392 1,832 3,632 12,077 24,677 34,798
File Transfers - 10,452 4,276 1,934 694 1,544 302
Elapsed CPU Time * - 38:01 8:55 3:00 00:48 1:44 00:22
Elapsed Wall Clock * - 3:19:25 1:09:06 32:13 13:48 16:30 4:50
Diskeeper Results Version 2.0 - Single RA81

Z NCF 5,902 34 20 20 20 20 20
Mean Extents/File 3.02 1.19 1.19 1.19 1.19 1.19 1.19
Free Spaces 12,198 1,098 1,042 1,014 1,040 1,039 1,038
Mean blocks/Free Space 17 186 196 196 196 196 196
Largest Free Space 690 13,489 13,489 13,489 13,489 13,489 13,489
File Transfers — 15,860 103 70 15 15 15
Elapsed CPU Time * - 15:56 2:40 2:40 2:39 2:37 2:38
Elapsed Wall Clock * — 3:05:36 14:28 14:02 13:36 13:37 13:42

Rabbit-7 Results Version 2.0g - Single RA81

Environment:

Run on VAX 8650 - system batch queue; disk 77% full; cluster size=I;

analyze/disk/repair performed before compression.
* rounded to the nearest second

Figure 10: TEST CASE D RESULTS
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PASSES

0 1 2 3 4 5 6
# NCF 12,095 1,178 687 632 507 506 463
Mean Extents/File 2.04 1.55 1.42 1.37 1.36 1.35 1.35
Free Spaces 17,879 14,172 14,046 12,975 12,665 12,400 12,303
Mean blocks/Free Space 10 13 13 14 15 15 15
Largest Free Space 966 5,729 3,749 1,782 1,000 1,406 1,298
File Transfers --- 33,138 24,970 16,147 12,788 9,498 7,583
Elapsed CPU Time * --- 78:12 43:02 30:57 26:40 25:54 25:29
Elapsed Wall Clock * — 11:50:58 11:03:36 5:23:08 4:31:42 4:48:18 7:22:00
Squeezpak Results Version 2.1y - Vol Set
# NCF 12,183 1,613 1,182 941 794 697 614
Mean Extents/File 2.04 1.6 1.15 1.06 1.04 1.03 1.03
Free Spaces 17,879 9,430 3,804 1,890 1,320 1,145 706
Mean blocks/Free Space 10 19 47 96 138 192 258
Largest Free Space 966 1,001 504 573 1,013 962 1,805
File Transfers 122,158 8,397 5,702 4,582 4,170 3,724
Elapsed CPU Time * --- 1:09:34 29:26 18:30 11:11 8:12 6:17
Elapsed Wall Clock * --- 1:09:34 29:25 18:30 11:11 8:12 6:17
Diskeeper Results Version 2.0 - Vol Set
# NCF 12,129 27 17 17 17 17 17
Mean Extents/File 2.04 1.04 1.04 1.04 1.04 1.04 1.04
Free Spaces 17,879 564 339 340 340 340 340
Mean blocks/Free Space 10 343 3,356 3,355 3,355 3,355 3,355
Largest Free Space 966 46,102 99,837 99,837 99,837 99,837 99,837
File Transfers - 31,906 3,094 1 0 0 0
Elapsed CPU Time * - 41:47 8:59 6:45 6:40 6:43 6:46
Elapsed Wall Clock * - 7:54:27 1:08:49 35:38 35:35 35:35 35:35

Rabbit-7 Results Version 2.0g - Vol Set

Environment: Run on VAX 8650 - system batch queue; volume 89.7% full; cluster size=1;
analyze/disk /repair performed before compression.

* _ rounded to the nearest second

this data represents 2 RA81s, therefore perfection in free spaces = 2

Figure 11: TEST CASE E RESULTS



VMS DISK PERFORMANCE

Wef Fleischman
UIS/Software Techniques, Inc.
DECUS Anaheim, Fall 1987

ABSTRACT

Disk performance under VMS is determined by many factors. This article surveys the most important factors
under the system manager's control. The efficiency of the VMS file caching system also contributes to file
throughput and so this topic is covered in some detail. By understanding the basis of disk performance you can make
the most intelligent tuning decisions about managing your VAX system. The following text is a transcript of a
DECUS presentation given at the Anaheim, Fall 1987 symposium.

INTRODUCTION

It seems that no matter how many advances are made in computer
technology one thing always surfaces as a top wish-list item: make the
system run faster.

Today, I would like to talk about several aspects of VMS disks that
probably interest you. At every DECUS, for the past several years, I've
talked about different aspects of disk optimization, none quite the same. I
don't like to repeat material because it gets tiring to both you and me.
Therefore, those of you who may have attended my sessions before are in
luck because I plan to address some topics that have not been discussed in
detail before. These are areas that will become commonly debated in the
future.

Figure 1 summarizes the basic areas of my talk today.

TOPICS

+ Disk performance factors

+ Cache performance

+ Evolution of structuring software
+ Some internals

Figurel

As compared to a few years ago, when there was very little concern
about disk performance, today we've grown up and realized that disk
performance problems arise on all systems, from time to time, and good
system managers must maintain a constant vigil. The hope is that by
learning to recognize the tell-tale signs of disk performance problems, we
will be prepared to deal with the problems effectively.

Why has disk performance become such a hot topic? Part of the
reason is that VAXes are being used in increasingly demanding
environments, more challenging than even two years ago. And as we
become more demanding, the more performance becomes a decisive factor.
With these increasing needs, system managers have become more skillful
and creative in finding techniques to squeeze out more throughput.

My first objective today is to review five basic disk performance
factors that you may or may not have already heard something about.
Second, most of you, if not all, are aware that there are third-party tools
available to help optimize disks in various ways. But you need answers to
the questions of: "Which tool is best for me?" and "What features will
make the job of system management easier?"

As one of the veterans who's studied disk performance for many years,
I hope to be able to share some of the history and evolution of disk
structuring software with you now. I think it's interesting to see how far
we've come in this technology, and how the most recent techniques in-use
are becoming increasingly important.

The technology that is just breaking today is what you and I have
come to DECUS to hear about. It is my hope that you will come away
from this session with a good working knowledge of the technical issues
involved in disk performance management.
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FILE PLACEMENT

The location of active files has an important effect on disk
performance. Disks are mechanical devices, so it takes time to move the
heads to the correct cylinder and to wait for the desired sector to rotate into
position for reading or writing.

If two files, that are often used (such as those shown in Figure 2), are
located right next to each other, the throughput of the disk is the best
possible. Consequently, all users of the disk benefit.

However, if these same two files are located many cylinders apart, the
disk makes the user wait for the heads to seek from one position to
another, lowering the disk's throughput and tying it up from performing
other user's requests.

Figure2

I would like to share a benchmark which I performed to quantify the
effect of file placement on disk throughput.

A small test program repetitively read one block from the disk at one
location, and then a block from another location on the disk. This
simulated the disk operations that occur when accessing two files located at
different places on the disk. After 1000 iterations, the elapsed time was
recorded for each of three different disks on a MicroVAX.

The first disk tested was a Fujitsu 2242 disk, 61 megabytes in size.
Note in Figure 3 that when the two files were close to each other it took
around 30 seconds to complete 1000 iterations. As the separation distance
was increased, this elapsed time increased to about 8 times this amount.
The time increased roughly proportional to the seek distance between the
files.

I also wanted to demonstrate the effect on a Digital disk, so I then
benchmarked a 71 megabyte RD53 drive. Again, very similar results were
observed, as shown in Figure 4.

Lastly, I performed the identical benchmark on a very high
performance drive, a CDC 9772 XMD. This drive is very large (858
megabytes) and known to be quite fast. This disk showed basically the
same characteristics as in the previous two examples. When the separation
of the data was minimal, it still required about 30 seconds to complete the
benchmark. When widely separated, it took longer.

It's worth noting that in the last test, the worst separation was faster
than that for the other disks, despite the fact that the CDC 9772 XMD disk
is over 800 megabytes while the other disks were both less than 100
megabytes.

Anaheim, CA - 1987
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Throughput vs.
Adjacency

Time
(sec)

Fujitsu 2242 / 61MB

23,000 blocks / division

Figure3

Throughput vs.
Adjacency

120

Time ,,,
(sec)
RD53 71 MB
27,600 blocks / division
Figure4
Throughput vs.
- Adjacency
Time :Z:
(sec)
CDC 9772 XMD 410 MB
170,000 blocks / division

Figure5

The moral to be learned here is: faster disks can better hide the effects
of randomly separated files. Faster disks can be left with more scattered
data and the performance impact will be less painful. The converse is also
true: the slower a disk is, the more important it is to worry about file
placement.

Now that we have established the importance of file placement, the
next task in turn is to identify the files that are being accessed the most.
This allows you to concentrate your efforts on their placement. You
should, of course, first use your own knowledge about your particular
applications and how users run them on your system. This will probably
lead you to the conclusion that certain key files are accessed regularly;

Page 2

write these files down as deserving special attention. Then consider a
second category of files: those that the VMS operating system accesses
often. These files also benefit from being placed optimally. The files to
consider are summarized in Figure 6.

HEAVILY ACCESSED
SYSTEM FILES

* Pagefiles, swapfiles

° INDEXF.SYS, BITMAP.SYS

* Directory files

: Shareable images
SYSUAF.DAT, VMSMAIL.DAT

Figure6

The single most-used files on a VMS system are the pagefiles. If
your system lacks bountiful memory resources, the swapfiles may be
utilized often as well. The volume directory structure, stored in .DIR files
are also often referenced. Those files common to many users (such as
system directories like SYSEXE) may be re-read many times. Note that
directory files are accessed so often that the Files-11 Extended QIO
Processor (the XQP) stores as much of them as possible in the directory
cache. The cache is not large enough to store all directories, however, and
so placement of the directory files should not be overlooked.

As shown, other files that tend to be accessed regularly are the system
and network authorization files, the proxy database and VMSMAIL.DAT.

When you have identified the files to be placed for optimum accessing,
the next question you must ask is: "Where?" The center (see Figure 7) of
the disk is the most optimal file placement. This is because it takes the
least amount of time and distance, on average, to reach the center of the
disk. In addition, when a heavily accessed file is located centrally, it takes
less time to make excursions to other files.

WHERE IS THE "MIDDLE"

OF THE DISK?

63001000
Cylinder #

Figure7

Once you have determined the important files and you've decided on
the best location for them, how do you get them there? VMS is,
unfortunately, somewhat incomplete in its ability to allow you to
accomplish this.

Creation of template files using File Definition Language (FDL) can
be used. The POSITION keyword allows you to declare where on the disk
to locate your file. Figure 8 below shows a minimal FDL file that could
locate a specific file precisely at block 25000 of a disk. But FDL cannot
help you if some file is already located at the desired location. It also is
unable to define and move directory files, so their placement cannot be
accomplished at all using this method.

1For more on directory cache performance see below.
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PLACING A FILE USING
CREATE/FDL
FILE
NAME "NAME"
AREA 0
ALLOCATION <size>
EXACT_POSITIONING YES
POSITION LOGICAL 25000

Figure8

The lack of standard VMS tools was one of the prime motivations for
the development of third-party software to perform such functions.

FILE FRAGMENTATION

The next performance factor I would like to discuss is the level of file
fragmentation: i.e., the breakup of single files into many smaller pieces
that are distributed across the disk. This is a normal outcome during
normal VMS operation for disks that undergo file creations, deletions,
extends and truncates (which includes just about every disk ever attached to
a VMS system). All of these operations are carried out by the XQP, so as
to be completed as quickly as possible, rather than spend undue time and
overhead finding the best available location. This is necessary because it
can sometimes take a considerable amount of extra time to determine the
best place to locate a new file. Generally, the user wants a file allocated as
fast as possible. An undesirable side effect, however, is that individual
files become scattered across the entire surface of the disk. Believe it or
not, a new file will be broken into multiple fragments in many cases even
if there's room available to allocate it c:om.iguously.2

Fragmented files slow disk performance due to two effects: split I/O
and window turns. Each is discussed briefly below, along with the best
method to measure each.

Split I/O occurs when a portion of a file that you wish to read or write
is not located on the disk adjacently. This is not apparent to the
application program because VMS supports the notion of virtual disk
storage. The thinking that the blocks of data files are located together is
only an illusion, however. File segments that a user thinks are contiguous
are sometimes split across the disk in a thousand pieces. To support the
illusion, VMS performs multiple 1/O operations behind the scenes to
satisfy what the user thinks of as a single operation.

How much does split I/O affect your system? It depends on your
system, but it is not unusual for split I/O to lengthen processing by 300%
on a badly fragmented file or more.

Unfortunately there is no convenient utility in VMS to measure the
number of split [/Os. You can, however, measure the total number of
split I/Os that have been processed by your entire system since it was
booted and thus collect at least a coarse measure. This procedure simply
involves using ANALYZE/SYSTEM and examining a special statistics
cell maintained by VMS. The procedure for this is shown below:

$ SET PROCESS/PRIVILEGE=CMKRNL
$ ANALYZE/SYSTEM

SDA> EXAMINE PMS$GL_SPLIT
PMSS$GL_SPLIT: 00005243 "8.."

This example shows that 5243 hex (or 21,059 decimal) split I/Os have
occurred on this system since it was booted. By observing this statistic
over time, and subtracting the difference in the PMS$SGL_SPLIT value,
you can begin to know if split I/O is a problem on your system and further
understand what particular user operations might be leading to it.

File fragmentation also leads to a second form of avoidable overhead:
window turning. This is an operation the XQP performs when it does not
already know the whereabouts of a requested file block. When this happens
VMS stalls the user temporarily and reads the volume index file for the
necessary retrieval information.

In practice, high window turn rates are unusual but can be measured
with the command:

2This is largely the result of the operation of the extent cache, discussed
in more detail in a later section.
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$ MONITOR FCP

By the time the system window turn rate exceeds five per second,
though, disk files are probably so highly fragmented that the split I/O rate
has soared, too. In such a case, severe performance degradation is almost
always observed.

A specific file's level of fragmentation can be ascertained with the
DUMP/HEADER command. This utility produces a list of each fragment
and shows where each is stored on the disk.

In addition, we have written a utility we call FRAG that produces a
report of the fragmented files on a given disk, sorted so that the worst
fragmented files (the ones we're most concerned about), appear first. (See
Figure 9.) Notice that for the worst fragmented files, a number is shown
inside parentheses after the number of fragments: this designates the
number of additional file headers (known as extension headers) needed by
the XQP to store all the retrieval information for the file. These extension
headers are generally required when a file has a hundred or more fragmems.3
The presence of extension headers is also a strong indication that moderate
to severe file fragmentation is present.

FRAG Displays the
Worst Fragmented Files

Fragment

count (ext) Worst 100 Fragmented Files:

252(2) [00,001]BCKMGR.LOG;348
101(1) [SYSTEM]SWAPFILE.SYS;1
27 [001,001)BCKMGR.LOG;347
22 [001,001]BCKDUB1.LOG;3
22 [SYSTEM]ERRLOG.SYS;1
21 [WEF]DISKIT_DSU.EXE;10
18 [DMP[TESTO0.PHYS;2

Figure9

A number of remedies can be used to correct file fragmentation. One
simple way is to use the COPY command. In the process of copying a
file from one location to another, the file may become less fragmented--
depending on the nature of the free space available on the volume at the
time. CREATE/FDL allows much more control in allocating files as
contiguous (as well as placing a file at a particular location on the disk, as
mentioned before). But CREATE/FDL is still not very convenient for use
on regular basis for all the files that need to be defragmented. Again, this
formed the motivation to develop special software specifically designed to
perform file defragmentation.

FREE SPACE COMPACTION

The organization of a disk's free space can be important, as well, for
two main reasons: First, when a new file is created, VMS has no choice
but to allocate whatever space is left on the volume for the file. If the free
space is fragmented at the time that the allocation request is received, VMS
has no choice but to fragment the file from its very first allocation.

Second, some application programs require contiguous free space for
operation, and lack of contiguous free space is a constant nemesis.# On
such systems, the free space must be carefully managed to allow the
application software to do its job.

The traditional technique for dealing with free space fragmentation is
to take the disk out of service and use the BACKUP utility to perform a
time consuming backup and restore operation, yielding yet another
explanation for the development third-party software to ease this
inconvenient management chore.

DISK CHARACTERISTICS

Last, but not least, the performance characteristics of the disks you

3Extension headers can also appear if you use ACLs or RMS journaling
extensively on your system.

4The most notable example of this is Intergraph VAX systems which
require contiguous free space for hardware-mapped graphic design files.
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have on the system, and those that you are considering purchasing for your
system in the future, have significant bearing on disk throughput. There
are a vast array of features and capabilities (see Figure 10), offering
performance that can range within an entire order of magnitude. The most
important performance parameter is average access time.

DISK CHARACTERISTICS

« Access time
. Seek optimizations (MSCP)

- Specilal features

Figure 10

Some disks offer special performance-related features as well. Digital
disks that use the MSCP protocol incorporate a feature known as "elevator
seek optimization.” This feature comes into play on disks that handle a
continuous and heavy load of I/O (e.g., a minimum of three pending
requests at all times). Some more exotic disks offer integral RAM caches
for speeding access to disk blocks that are used often and repeatedly.

Most disks, nowadays, also incorporate error correction features. This
is a big advantage in making drives more reliable, but something you may
not have thought about is that error correction can slow throughput. This
sense of security can lull the unsuspecting system manager into believing
that all is well with the disk when, in fact, it is progressively nearing a day
of disaster. If you've ever grappled with an apparent performance loss on a
disk and a user innocuously asked you why there's a five digit number in
the error count field of a $ SHOW DEVICE display, you may have just
solved your performance problem.

CACHE TUNING

The last area of disk performance optimization I'd like to talk about is
the tuning of the file system cache. This is a subject that deserves your
attention, especially if the system you manage is not typical, because this
is the only (and rare) case for which VMS comes already optimized. As
you will see, VMS does not make all-knowing adjustments to cache sizes
for you” -- you must incorporate your knowledge of how your system is
configured, and applied by your users, to effectively maximize your system
efficiency.

If you call Digital and ask their advice on cache adjustments they're
very likely to recommend that you just run AUTOGEN and accept its sole
advice. Many software support specialists consider it absolute heresy to
try to improve on these calculations. However, in reality, AUTOGEN is
quite primitive, and works best if it works along with you.

AUTOGEN beases all of its decisions concerning cache on two factors,
and is oblivious to other important information: 1) the BALSETCNT
parameter (the maximum number of processes concurrently kept in
memory), and 2) the number of disks on the system. Both of these are a
good starting point-- after all, the higher your balance set, the greater your
probable need for cache space to accommodate the buffers for file system
requests. Likewise, the greater the number of disks, the greater the
probable need for cache space for processing each. But this is fallible and
simplistic.

The need for cache space is not simply based on the number of users
on the system-- it depends, more accurately, on the number of file requests
the system must process. One user who repetitively opens & closes files
represents a far greater load to the system than ten who stay logged in to
the same application program all day. Also, counting the number of disks
does not necessarily reflect the correct amount of cache space needed. The
number of disks that are actually mounted is important. What happens if
you have only one disk and it is heavily used? What happens if you forget
to run AUTOGEN after you've added disks? AUTOGEN doesn't take into

SDigital has confirmed that in the next major future version of the VMS
(V5.0) AUTOGEN will adjust cache sizes somewhat, based on actual
user activity. However, this will be done in a conservative fashion,
and will preferentially reduce cache sizes rather than expand them.
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account MSCP-served disks on other nodes of a cluster, yet they occupy
cache space just as do local disks. It is quite possible for your cache space
to be underestimated for a number of such reasons.

So, if your users submit a higher than average number of file system
requests (e.g., a typical educational site with many interactive student
accounts), or if you are in a cluster, you may benefit significantly from
increasing the size of your caches. Even if you consider your system to be
normal, you may be able to achieve noticeable improvement through cache
enlargement.

Why not increase the cache sizes infinitely? If your system is low on
memory (i.e. page faults heavily) then cached data ties-up paged pool.
This may lead to heavier system working set paging or user process
paging. On a typical 11/780 with 3 RMOS's and a balance set of 30,
AUTOGEN selects a cache of 512 pages, or about a 1/4 of a megabyte. If
the 780 has less than 4MB of total memory-- its probably best to stick
with AUTOGEN's computation. If you have 6MB or more, though, you
can probably increase performance by increasing the cache size.

The best way to determine if you have enough free memory to
consider dedicating some to additional cache is to monitor the size of the
free page list. If substantial numbers of free pages exist in excess of the
SYSGEN parameter FREELIM, then you probably should be considering
an increase to the size of cache.

Increased cache size can also be detrimental due to another effect:
greater numbers of cache buffers imply increased searching, and higher
demands on the CPU. This is generally not an observed problem,
however, since most machines have an ample surplus of CPU time
(usually several percent) to use for cache management. This may become
even less of a concern in the future as more and more VMS systems
operate in the multi-processing environment. On such systems, surplus
CPU time should be even more available.

In summary, with additional unused memory on the FREELIST,6 and
several percent extra CPU resources, there is no detriment to doubling or
quadrupling the cache sizes computed by AUTOGEN.

Note that if you increase the demand on paged pool by increased the
cache sizes, you may be defeating yourself unless you also adjust the
system working set size. It would be ironic to create a larger cache only to
have most of it paged out when most needed! This is AUTOGEN's main
function in life: to ensure that the SYSGEN parameters are consistent
with one another. The proper procedure to ensure this is always to make
your trial adjustments in MODPARAMS.DAT, and then run AUTOGEN
to allow it to adjust any other affected parameters and so be consistent with
your changes. In this way, you and AUTOGEN can work together to
achieve better performance.

I will be the first one to admit that I'm far from knowing everything
about VMS's caching system, but I think that by sharing some of my
experiences with you I can demystify the various file system caches so you
can better understand their functions. This can help you predict the
changes in performance that should result from tuning.

I should mention how the following benchmark numbers were
collected. First, the benchmarks were taken with everyone off the system.
This made it possible, in some cases, to use elapsed time as the
performance indicator. Second, in order to control the caching parameters,
I mounted the test disks test with the PROCESSOR=UNIQUE qualifier.
This sets up a private cache just for the disk under test. (Normally, the
XQP shares the cache area across all disks mounted on the system for
easier management of cache memory.)

One last note: if you run the SYSGEN utility and use the
SHOW/ACP command, you receive a tidy list of all of the cache control
parameters. In addition, note that most of these are "dynamic" parameters.
This means that they can be adjusted while the system is up and running.
This is true in one sense and false in another. True, the XQP will honor
changes you make to the caching parameters the next time it builds a new
cache, but this is false in the sense that it will not effect any caches that
are already built. This means that, in general, the parameters are not really
dynamic because the single central cache is built one time only-- when the
system is booted. (Which was fine for my purposes because I wanted to
rebuild the cache every time I mounted a new test disk anyway.)

THE BITMAP CACHE

There are actually two "caches" associated with the volume allocation
bitmap, BITMAP.SYS (see Figure 11). A BITMAP.SYS file on every
disk denotes the blocks are currently free or in use. The BITMAP is the
on-disk record of what is and is not currently in use on the disk.

6See $ MONITOR MEMORY for this statistic.
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BITMAP.SYS CACHES

EXTENT BITMAP
CACHE  CACHE
allocate E
deallocate
64 2 * disks
up to 10% (8 min)
Figure 11

The file system keeps blocks of the bitmap in memory (in the
BITMAP cache) to speed new file allocation and file extension. When an
allocation request is received, the system must scan this bitmap, looking
for enough free bits to satisfy the request. If the block of the BITMAP
that is contained in cache doesn't have sufficient space, other blocks of the
BITMAP file are read and scanned until the request can be satisfied.

Because this scanning process itself can require significant time, the
XQP keeps a list of recently deallocated space. It uses this list first, if it
can, to satisfy new allocation requests. This list is called the extent
cache, although this term is somewhat of a misnomer because it's not a
cache in the traditional sense at all. More aptly, it might be described as a
"look-aside" list.

EXTENT CACHING

expedites allocation &
deallocation requests

+

tends to lead to
fragmentation

Figure 12

An interesting property of the extent cache is that it tends to create file
fragmentation. Since the extent cache is checked first for space to allocate
to new files, the space allocated may not be the best suited for that file. It
is not uncommon to see the XQP allocate several non-contiguous pieces of
free space from the extent cache for a new file, even when enough space
would have been available for a contiguous allocation, if the XQP had
bothered to check the bitmap file.

I performed a benchmark to see the effect that the size of the bitmap
cache (controlled by the ACP_MAPCACHE SYSGEN parameter) had on
allocation and deallocation requests. I chose a disk that would not be
accessed by other users during the benchmark. The disk had about 15,000
free blocks that were known to be dispersed over the entire disk. I then
allocated and deallocated a 15,000 block file 30 times and measured the
total time required. The results of this benchmark are presented in Figure
13.
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Figure 13

As can be seen from Figure 13, the time decreased as more and more
blocks of the BITMAP file were allowed to become resident in the cache.
For some unexplained reason, however, the performance continued to
improve even past the point where the entire bitmap file should have
become resident (this disk's BITMAP file was 31 blocks in size).

AUTOGEN does not adjust the extent cache size and limit. These
usually set at 64 extents and 10% of the disk size simply because these are
the default values that come with all VMS and MicroVMS systems.
AUTOGEN allocates 2 blocks per disk it sees attached to the system for
ACP_MAPCACHE.

My general recommendation is to allow a larger ACP_MAPCACHE
value than the one that AUTOGEN computes. It is highly likely that the
system will need more than two blocks of each bitmap file, especially if
space on the disk is nearly exhausted (which also induces more frequent and
more extensive bitmap file searches).

‘When free space becomes scarce, allocation requests become more
difficult to satisfy because the XQP must check all blocks of the bitmap
file to find a sufficient amount of space. This is another reason why the
extent cache has become an integral part of the bitmap caching system.
The extent cache alleviates the need for the system to scan the bitmap file
for space, especially if the same size allocations and deallocations are
routinely requested.

THE HEADER CACHE

There are two caches for file headers from the INDEXF.SYS file (see
Figure 14) that are similar to the BITMAP caches. These caches are
referenced for many system operations, including file creation, deletion,
extension, truncation, access, deaccess, and modify. The header cache
contains copies of recently read file headers (including extension headers).
The number of headers, for all disks that will fit, is controlled by the
SYSGEN parameter ACP_HDRCACHE.

INDEXF.SYS CACHES

FID HEADER

CACHE CACHE
create
delete
extend

truncate| 64 id's
access|
deaccess
modify
2 * BALSETCNT
(28 min)
Figure 14
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By default, AUTOGEN sets the size of header cache to 2 headers per
process in the balance set. This implies that each user will place a demand
on only 2 file headers. This default is probably too small in most cases
and could be doubled without any troublesome side effects.

Just as the extent cache is really a list of recently deallocated storage in
the bitmap file, the file-id, or "FID" cache is a list of recently deleted
headers that are available for reuse. The FID cache enables VMS to
quickly assign a new header when one is needed without having to scan the
index file's header bitmap. As with the ACP_EXTCACHE, AUTOGEN
does not adjust ACP_FIDCACHE, which controls the number of headers
that are listed in the FID cache. Instead, this parameter is generally set to
64-- the default value that is shipped with all VMS distributions.

I performed two benchmarks to confirm the effect that the FID cache
and header cache sizes should have on file processing performance. Figures
15 and 16 summarize these results.

To test the FID cache, 30 files were created and then deleted. The time
required to complete this was measured and plotted for various sizes of
ACP_FIDCACHE. Approximately a 10% improvement in create/delete
performance resulted from the availability of enough FIDs to accommodate
all files to be created. A significant benefit was seen by allocating just a
few FIDs to the FID cache. Then, a tapering but increasing amount of
further improvement was seen as more FIDs were added. The conclusion I
have drawn here is that a relatively small FID cache will deliver a
significant level of optimization. The default ACP_FIDCACHE value of
64 is quite generous, however, and probably quite adequate for most
systems. It needs to be increased only for large systems with a great deal
of expected file creation and deletion.

CREATE / DELETE
Performance (30 files)

o .10 ”20 36 40‘ 50 .60
ACP_FIDCACHE

Figure 15

The size of the header cache, on the other hand, should affect the
performance of many file operations. This is due to the near universal need
for file headers to complete file system operations. The SYSGEN
parameter ACP_HDRCACHE controls the size of this cache.

The header cache size was tested by opening and closing 18 pre-
existing files, measuring the time required to complete this task for various
header cache sizes. Note that the smallest possible header cache size is 3
headers-- this is a minimum value imposed by VMS. The size of the FID
cache was held at zero during this benchmark to remove any effect it might
have had on the results. As expected, the performance improved markedly
at the point where all of the required headers could be expected to be loaded
in cache, rather than VMS having to read these from the volume index file.

OPEN/CLOSE
Performance (18 files)

Time *°

(sec.) *°
30

20
10

° 3 10 20 30 40 50 60

ACP_HDRCACHE

Figure 16
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An unexpected result was observed as the size of the header cache was
increased to even greater sizes, however. At about 60, nearly all of the
performance benefit of having any header cache at all seemed to disappear.
Not shown on the graph, this degradation continues to be observed till
about a size of 80 when the performance again improved as if all headers
were installed in cache.”

DIRECTORY CACHE

The directory cache is constructed slightly differently than either the
bitmap or header caches. The main directory cache contains actual blocks
of directory files. These are referenced by VMS as it performs file name
lookups.

It is important to note that when a file is opened, such as the file
[SYSO.SYSEXE]SYSUAF.DAT, VMS must not only find the
SYSUAF.DAT file name in the [SYSEXE] directory, but must also find
the SYSEXE.DIR directory name in [SYS0], and the SYSO0.DIR directory
in [000000]). Therefore, quite a significant amount of directory processing
is implicitly required owing to each subdirectory level used.

The directory cache is used for all operations that locate files by the
file names: this includes file creation, deletion, renaming, access and
lookup. The directory file itself is organized as an alphabetically sorted list
of all file names stored in the directory with the file-ID of each file stored
in it.

In order to speed directory processing, a directory index (DINDX)
cache is used. Like the FID cache and the extent cache, the DINDX cache
is not a true cache, nor is it like a "look-aside" list. Instead, it contains a
small portion of data from each block of the pertinent directory file. A
separate DINDX cache is built from each directory file as the file is used.
Its function is to speed up certain aspects of directory processing. Figure
17 depicts the directory and DINDX cache structure.

DIRECTORY CACHES

DIRECTORY
and DINDX
CACHE

(paged)

lookup
rename

2 * BALSETCNT
(min 28)

Figure 17

The use of the directory and DINDX caches are best illustrated by an
example:

A telephone book is similar to a directory file in that both are
alphabetically, sorted lists of names. Generally, when searching for a
particular name in a telephone book, you use the index printed at the top of
the page, which contains the first and last entry for that page. You can
then scan the phone book fairly quickly without searching the entire page.
Once the correct page is determined, you can then search the page in detail.

The DINDX cache is analogous to the index printed at the top of each
page in the telephone book. It contains a copy of the last file cataloged by
each block of its directory file. This list allows the XQP to determine
quickly which block of a directory file contains a particular file name
without having to go to the trouble of reading other blocks of the directory
file. The DINDX cache for a particular directory is built on-the-fly the first
time a directory is scanned for use. Any time the directory changes, such
as by the addition of a new file entry, the DINDX cache is discarded and
rebuilt on the next use.

A representative from the VMS Development Group confirmed that some
aberrations in the cache performance are currently under investigation.
I hope to present a better explanation of this phenomenon at the
Cincinnati DECUS symposium in May 1988.
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For instance, assume there is a four block directory that catalogs 26
files with the names "A" through "Z." If you ask VMS to locate file "Z,"
it first reads block one of the directory file. It then examines the last entry
and notice that the file "F" is the last file cataloged in that block. Before
moving on, however, the XQP stores the fact that the last file name in
block one is "F" in the DINDX cache. The search then continues. Block
two, three and four are read in search of file "Z." Each time the last file
name of each block is inserted in the DINDX cache for future reference.
Finally, file "Z" is located and VMS returns to the user.

Next, assume that we ask VMS to look up file "Q." This time the
XQP notices that file "Q," if cataloged at all, is in the DINDX cache and
should be located in block three of the directory. So VMS goes directly to
block three without re-scanning blocks one and two.

AUTOGEN sets the size of the directory cache (parameter
ACP_DIRCACHE) to at twice the balance set count or 28, whichever is
greater. It sets the DINDX cache (parameter ACP_DINDXCACHE) to be
25% of this size (in addition to the directory cache). These values are
likely to be too small for many systems, especially those that have a large
numlg:r of directory and subdirectory files, or have very large directory
files.

Figures 18 and 19 demonstrate the effect of directory and DINDX cache
size on directory processing. For the benchmark, a directory was created
with 3 subdirectories. Each of the subdirectories contained 3 subdirectories
of their own, and each of these contained 3 subdirectories of their own.
This created a total of 40 directory files. (Note that all directory files were
one block in length.)

Finally, a file was created in each of the bottom level directories to
create a structure four levels deep. The time taken to complete a full scan
of the entire subdirectory tree was measured under varying cache sizes.

DIRECTORY LOOKUP Performance
(40 directories / 4 levels deep)

2 10 20 30 40 50
ACP_DIRCACHE

Figure 18

For the first benchmark, the size of the directory cache was varied but
the size of DINDX cache was held at a minimum constant size.
Performance improved in two stages until the point at which all 40 blocks
of all of the directory files should have been resident in cache. After about
10 blocks of cache were available, a noticeable performance improvement
of 8-10% resulted. When the cache reached a size where all directory
blocks were resident, another 5% improvement was observed. The reason

for the two-stage nature of the observed data is presently unknown.?

Next, the same directory scanning benchmark procedure was applied
while holding the directory cache size constant at a small, intermediate and
large values of 2,27, and 47. For each size of directory cache, the size of
the DINDX cache was varied and performance differences noted. (Note that
the smallest value for directory and DINDX cache tested was 2 blocks-- the
minimum value allowed by VMS for these parameters.)

8Directory files greater than 127 blocks in length are to be avoided. Aside
from general slowness resulting from scanning directories of this size,
certain optimizations that RMS normally provides are precluded in
this instance.

9Again, a topic to hopefully be explained in Cincinnati.
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DIRECTORY LOOKUP Performance
(40 directories / 4 levels deep)
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Figure 19

This benchmark showed the marked performance advantage provided by
the availability of DINDX cache when the directory cache is constrained.
Contrarily, the advantage gained by an ample DINDX cache was negligent
when the entire directory tree was resident in directory cache.

The role of DINDX cache then can be seen to be quite important in the
case that not all of the directory file is resident in directory cache. This is
an important conclusion because it most closely describes most VMS
systems. In the normal case, there are far more directory blocks competing
for residency in the directory cache than can be accommodated. This is
because users generally access a large number of directories, but also
because directories are relatively large files, sometimes containing hundreds
of blocks. The DINDX cache reduces greatly the performance degradation
that otherwise would be felt if only directory cache were available, and thus
is an important tool.

THE EVOLUTION OF STRUCTURING TOOLS

As a last topic, I would like to survey the evolution of disk
structuring software. It is interesting to review how software of this type
originated, and what features evolved later. In the process, I want to share
with you some of the more advanced techniques that have been developed
recently.

THE 1ST GENERATION

The first efforts at disk structuring were accomplished with no more
than glorified COPY programs. The utilities of this type, by-and-large,
never saw widespread distribution and were mostly only an experimental
attempt to understand the problem better and achieve at least some
improvement.

The primary aim of such 1st Generation software was to make
fragmented files contiguous. Unfortunately, however, they gave up rather
easily if free space was unavailable-- a case that is quite common in the
real world. Other subtle problems also needed to be conquered. In the
worse attempts, the files were processed without considering that users
might be in the middle of processing, causing various undesired conflicts.
In the better attempts, the files were locked during processing, but that
carried some undesirable behavior too, as users unaware of the restructuring
software were locked-out from their files for periods of time.

One other underestimated pitfall was the fact that restructured files
received new file-ID numbers during defragmentation. This caused
incompatibilities with system utilities that tracked files by file-ID number
instead of by name (such as the batch and print symbionts).

Free space tended to become more and more fragmented as old
fragmented files were copied to contiguous free space over and over again.
Eventually, unless the disk had substantial amounts of free space,
insufficient contiguous space prevented full defragmentation.

Other problems included excessive use of system resources while
running, poor (nonexistent) reports of what had been done, and very limited
(or nonexistent) error recovery.
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Figure 20
THE 2ND GENERATION

Next came what I categorize as the 2nd Generation utilities (Figure

21). Software in this category is characterized by its greater sophistication.

Many of the currently marketed disk structuring software belongs to this
classification.

The benefits of the 2nd Generation tools are manifold. They
accomplish the goal of defragmenting files, but they also address the need
to consolidate fragmented free space. This is done by packing files
together to create a (usually one) large area of free space. In addition, most
utilities solve the problem of preserving file-ID numbers. To be easier for
the already harried system manager to use, they are equipped to be
scheduled and run in BATCH when users are likely to be less active.
Lastly, they provide better reports about their activities for audit purposes.

Some drawbacks still remain, however. Most importantly, these
utilities lock the files they are working on for at least a short period during
processing. This is a disadvantage because it can cause an unsuspecting
user to receive a file access conflict error that the user would not otherwise
expect. This can be a big problem for late night users who attempt to
work during the time scheduled, by the system manager, for running a disk
structuring operation in batch. And no system manager needs this sort of
frustration cropping up on his desk in the morning.

A second unsolved problem for 2nd Generation utilities is that
scheduling the execution of such a utility in the BATCH stream is
somewhat simplistic, and the utility may not be able to handle situations
that are incompatible with its operation without an operator's assistance.
These utilities also generally impose a heavy load on the system while
running. This defeats, to some extent, the whole purpose of enhancing
system performance through optimizing the disk. And so the cure is
almost as painful as the affliction. Error recovery in some still leaves
something to be desired, depending on the thoroughness and testing of the
particular implementation.

2nd GENERATION TOOLS
benefits drawbacks

+ defragmented files | - file locked

... also free space | + Incompatible access
« more Intelligent + heavy system load
+ FID's preserved - err recovery limited
» can run in BATCH
+ operation reports

Figure 21
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THE 3RD GENERATION

The most recent arrival on the scene is disk structuring that has
improved significantly enough to be considered the 3rd Generation tools.
The hallmark of this software is its full transparency.

This type of utility has the advantage of scheduling flexible and
appropriate times for disk structuring operations. The system manager
should be able to say, "I want the disk to be restructured only between the
hours of midnight and 2:00 AM on Saturday nights only."

Flexible Scheduling

Figure 22

In addition, the system manager should be able to place constraints on
the operating schedule to preclude activity during periods when the system
is being used by others, even if that is known in advance. Thus, not only
should it run during specified time intervals, it should also monitor system
resources and scale-back or suspend operations if a preset amount of CPU
or I/O is observed.

Dynamic Load Sensing
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P AGEFAULTS
DIRECT IO
COMPUTE QUEUE

Figure23

In the 2nd Generation tools, locking files for exclusive access was the
common method of determining if a file was open by any other user or
application on the system. This is not a sufficient technique, however, due
1o a seldom 10 but sometimes used file access option called "NOLOCK"
access. With this style of VMS file processing (and suitable privileges),
the system grants access to a file, despite any other users that have
requested their own exclusive access to the file. Worse yet, with the
NOLOCK option, no other access attempts are rejected. Thus, a
restructuring utility that expects to determine if a file is open by requesting
exclusive access to a file, does not properly detect the operation of
applications that can use this option. The incompatibility of most 2nd
Generation tools with NOLOCK files is a common oversight.

10INGRES file access, for example, is incompatible with this technique
and can lead to database file corruption because the structuring tool
cannot determine that INGRES has the file open.
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The 3rd Generation tools provide a solution for this problem by using
the VMS distributed lock manager to determine conclusively all types of
file access, even instances of hidden NOLOCK file access.

Another significant problem to be solved was how to be sure that the
restructuring tool could safely update a file's retrieval information after
moving a file. This had to be done without allowing a user to come along
and attempt a file access. 2nd Generation tools (see Figure 24) prevented
this possibility by locking up the file with exclusive access. But again,
this is a faulty technique if users implement NOLOCK access files: the
tool would first satisfy itself that no user presently had access to the file in
question, and then request exclusive access from the VMS and, when this
was granted, the structuring tool would perform its processing, conclude,
and then release its exclusive access.

THE TRANSPARENCY

PROBLEM
XaP

request access
Cmr——

oK GRANTED

request access

G [REJECT
CONFLICT

ERROR
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Figure 24

This mode of operation could cause file access conflicts, however, for
users whose applications might attempt to access a file while the
structuring tool had data in transition. This occurrence was statistically
rare, so most users have not experienced or even realized the potential for a
problem. The 3rd Generation tools offer an elegant fix for this problem,
without any possibility of conflict with a user.

In the 3rd Generation tools, the VMS lock manager is used in
conjunction with the XQP to create a file access notification AST. This
technique uses existing VMS capabilities that have never before been used
in this fashion. In this design, the structuring tool first ensures that a file
to be restructured is not open anywhere on the local system (or on the
VAXcluster, if appropriate). An exclusive mode access is then requested
from the XQP and a special option is set-up via the distributed lock
manager. A notification AST routine is defined to be called by the lock
manager in case any user or XQP activity should attempt to access the
specific file.

If a user should attempt access, the 3rd Generation structuring utility
is notified immediately. In almost all cases, the utility can immediately
relinquish its access to the file and the user is granted their access with
complete transparency. Then, the structuring tool can abandon any
intermediate processing that was interrupted and try again at a later time
when the file is inactive.

In the rare case, when a user is attempting to access a file at the most
critical phase of processing (when the structuring utility has initiated the
update of the file's retrieval information), the utility simply continues
processing until all critical processing is complete and then relinquishes its
lock on the file. The user simply waits a few extra milliseconds to gain
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access to their file; they receive no access conflict errors. The benefit of
this type of file locking is that users can transparently run their
applications and never receive an unexpected error message due to the
structuring tool. This improved technique is a major development in the
evolution of the disk structuring tools.

THE TRANSPARENCY
SOLUTION
XQP
<2quest_access
ok GRANTED
request access InoTiFY S
(1-100ms) | AST <:eacis:_“__
1 oK
GRANTED
Figure 25

To summarize, the 3rd Generation tools offer all the benefits of 2nd
Generation tools but are even more intelligent and sophisticated in their
features. They support a greater breadth of controls to allow the system
manager a great deal of flexibility in adapting the tool to his specific
environment, and they are completely transparent to users.

Some of the areas not addressed by the 3rd Generation tool are the
defragmentation of files that are open during processing. Also, no current
structuring tools address the need to internally restructure RMS indexed
files. Both of these areas may be addressed by future software offerings.

3rd GENERATION TOOLS
benefits drawbacks

- defragmented files + can't defragment

... also free space
« still more intelligent .
+ FID's preserved
« flexible scheduling

open files
can't defragment
INDEXF.SYS

+ load sensing
« cluster disk support
» fully transparent

Figure 26

SUMMARY

We began by talking about five basic factors that affect disk performance: file placement, file
fragmentation, free space fragmentation, inherent disk characteristics and the tuning of the cache system. In
understanding the way VMS organizes the disk, you can come closer to diagnosing where your system is
experiencing bottlenecks and make the most appropriate adjustments.

Third-party disk structuring utilities have evolved to help with these management tasks, all the way from
methods of using standard system utilities solely to having sophisticated utilities that take into consideration
the need for full user transparency and system load management.

The author, Wef Fleischman, can be contacted at:
UIS/Software Techniques, Inc. - 6600 Katella Avenue, Cypress, CA 90630
714/895-1633
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COPING WITH FULL DISKS

Malcolm Dunn
UIS/Software Techniques, Inc.
DECUS Anaheim, Fall 1987

ABSTRACT

The management of disk (online) storage can affect the performance of any VAX/VMS system, while offline
storage presents its own set of organization and security problems. This article discusses the problems of full disks
on the typical VMS system, and some of the possible solutions to cope with the situation. An attempt is also made
to clarify the different methods for insuring data integrity: i.c., the differences between Backup procedures, tape
management and file archiving, and the applications of each. The following text is a transcript of a DECUS
presentation given at the Anaheim, Fall 1987 symposium.

INTRODUCTION HOW DO WE COPE WITH FULL DISKS ON THE VAX?
Before my intra-company transfer to the United States, I worked with
the DP division of the company, which has been in the DP business for ’,

over 20 years. We had a traditional timeshare bureau service with a
communications network connecting users to DEC 10 and Xerox Sigma 9

mainframes. So we were concerned about data management for our clients TN
and internal users. We supported our user community running a great N— O
variety of programs under several different operating systems, as shown in
Figure 1.
~—
MAINFRAME
VAX
—
USER
TERMINAL Figure2
5 VMS' idea of multiple versions of files was terrific, but made it easy
for users’ disk usage to grow at an unexpectedly fast rate. Imposing strict

disk quotas helped us keep users in check for a while. However, we had to
find out what to do when those users genuinely needed to keep files that
were presently inactive but were required at a later date.

We looked at the various ways we could control disk space on our
VAX: through BACKUP, through a tape management system, and file
archiving, as shown by Figure 3.

MAINFRAME

Figure 1

TAPE MANAGEMENT DISK BACKUP

We faced the same problem that seems to be universal across virtually
the whole computing community-- the headache of diminishing disk space.
Every time we added more disk drives to our hardware an unwritten law
would mysteriously come into play: the extra space was rapidly absorbed
to the point where we were back where we started. This even seemed to
happen on a system that gave no indication to the users what disk space
was available to them. We wanted to avoid unnecessary disk hardware
purchases. But we couldn't simply ignore the problem of full disks, and
hope it would go away because experience showed that it would not. Users
were understandably upset when they ran totally out of disk space.

One of the most effective solutions implemented was a file archive
management system that ran on each of our computers. These systems
gave us a fairly tidy way of migrating data between on and offline storage.
The archiving software was tied to using tape as the offline storage
medium.

When the hardware on-site started becoming a little long in the tooth,
to say the least, we had to consider our next major hardware purchase. The
decision was made to go for DEC VAX, and we purchased our first 11/780.
This was great-- all these wonderful tools and facilities that our other
systems did not have; a program developer's dream compared to them. )

However, we soon realized that we were back to our old problem. Figure3

. . A .,
I:muédb\:;;acnxﬁezc;}?:’r;samvgaicll;sb:eu;:rg ;:clhtg;mﬁvogfc These were the choices we faced. T'll discuss what these choices really

adequately sort this out. Would we have to throw more disk hardware into are, and what we actually found we needed for our users. Let's take each
the system? one in turn and explore what they will do for you.

DISK
OPTIMIZATION

ARCHIVE MANAGEMENT
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SYSTEM BACKUP

The regular system backup, that you carry out with the VMS
BACKUP utility, comes as part of your VMS license, and it is therefore
worth exploring what data management can be achieved with this utility.

First of all, when you use the BACKUP utility for regular file saves,
you usually make your file saves on a disk-by-disk basis. You are also
likely to save either all the files on each disk (the full backup), or only
those files that have been modified since a given time, such as the last full
save (the incremental backup).

The system manager usually coordinates BACKUP activity. He
decides what to backup and how to arrange the backup schedules and tape
cycles. The end users are not really involved, at least not until they lose
data and come running to their system manager or operations department
for help.

The backup tape cycles are just that-- cycles. You don't want to keep
them indefinitely or you could end up with vast numbers of tapes over a
period of years. So you perhaps have daily incremental cycles whose life
span might be a week; weekly backups, each kept for 4 weeks; and
monthly backups might be kept for 6 months or a year. A tape
management utility helps you track both the tapes available for backup,
and track the data that has been saved to tape.

However, although you have the data on tape (and even a tape
management utility to help locate files), you may still have a major
headache-- the problem of responding right away to user restores.

You know the situation: a user loses a file for whatever reason. He
asks for help, but he may be unsure exactly when the file was last in good
shape. He probably doesn't know what backup cycle the file is on because
that is not his concern. So he pesters the operations department to restore
his file, providing only vague information. The operators then typically
have a manual task of looking up various listings for the file, checking
which tape to mount, and finally running a job to restore the file. And if
you site is security conscious, as most are these days, you'll probably want
a manager's signature to authorize the restore.

Finally, BACKUP's main strength is in dealing with disaster
situations such as a head crash. To wind-in one tape after another from an
image save set is really not too difficult. It may be time consuming, but
this is simpler than restoring individual files tucked away in the middle of
atape. BACKUP is better suited to recover from total disaster, such as the
loss of a disk, than from specific accidents, such as a user deleting his own
file or his own directory.

SYSTEM __BACKUP

. DISK AND TIME BASED

. SYSTEM MANAGER DRIVEN

. LIMITED LIFE SPAN

. DIFFICULT TO SEARCH

. DESIGNED FOR DISASTER RECOVERY

Figure 4

To summarize BACKUP, as shown in Figure 4, regular save
operations are carried out on a disk-by-disk basis, with files selected for
saves by data and time criteria. The system manager is responsible for
performing BACKUP procedures. Information saved to a BACKUP tape
usually has a limited life span, due to the nature of tape cycles. BACKUP
tapes are difficult to search, unless you have a good tape management
utility. And BACKUP is designed for disaster recovery mainly, rather than
to create an organized "archive” for important data that must be kept.

So what else can you use?

TAPE MANAGEMENT

Let's turn our attention to tape management systems. This type of
system is not so much concerned with the software to read and write tapes
as maintaining the tapes themselves. So a tape management system will
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have tapes as the basic units of interest. A tape management system is
really an outer shell around the tape read and write software to control the
environment. Let's now examine some of the features, benefits and
drawbacks of these systems, as shown in Figure 5.

[ TAPE__MANAGEMENT _ SYSTEMS

. TAPE BASED

*  AUTHORIZATION OF TAPES

. REEL SECURITY

¢+ CHECKING OF MOUNT REQUESTS

. TAPE DRIVE SCHEDULING

Figure5

One of the features to look for in a tape management utility is tape
authorization. You want simple procedures that let you put tapes into the
system for use by whoever you wish.

A decent tape management system is concerned about tape security.
When Joe Blow asks for tape XYZ123, you don't want to just mount the
tape and hope that the tape truly does belong to Joe. The alternative to
this is to manually look-up a file to sec whether a request is legitimate.
Your management software should actually make these checks, and blow
old Joe away if he's trying to break security, without your involvement.
That's real (and reel) security.

Once Joe gets past the first security check, the tape management
utility also needs to ensure that the correct tape is mounted. Anybody
could make a mistake and select the wrong tape from the shelf. So, these
systems handle tape label checking once the tape is on the drive.

Another good feature you may find useful is scheduling of tape drives.
A system that knows what devices are available, what devices are already in
use, which tapes are already mounted and what drives can handle the density
you require makes your life a lot easier, and your time more productive,
especially where you have heavy tape usage.

A good tape management utility can help you automate a lot of the
work done by BACKUP, and can give you a better method of taking files
offline. However, what if you have several hundred users? Or have ten
very demanding users? Or have users who cannot give you sufficient
information about files so that you can use a tape management utility and
restore the lost data? In any of those situations, which covers almost every
type of site, you'll need something in addition to the tape management
utility.

FILE ARCHIVING
An archive system has some features in common with BACKUP and

tape management systems, but archiving specifically addresses important
issues. These issues are summarized in Figure 6.

ARCHIVE _MANAGEMENT __ SYSTEMS]

«  FILE BASED

+  USER SAVES AND RESTORES
+  LONG TERM STORAGE

+  ONLINE DIRECTORY

«  AVIRTUAL FILESTORE

Figure 6
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An archive management system focuses the interest on the user. Itis
a system that allows files to migrate between disk and an offline medium,
such as tape. So it is user and file based, rather than disk based.

The end user, not the system manager, can be given responsiblity for
deciding which files to save (or take offline) and which to restore (or put
online again). He does so on whichever criteria he wishes. However, a
good archiving utility allows the system manager to control exactly how
much or little access is given to different users.

Providing safe and compact long term storage is the heart of the
purpose of data archiving systems. Because such a system can save
specific files as requested, rather than all files on a disk, it is more practical
for selecting data that requires long term storage. Critical information--
statistics on chemical experiments, contractor's building plans, safety
records, company information-- can be kept in one compact, easily accessed
location.

A good archive management system allows you to see what is located
on the offline media. You don't want the same frustrations of ploughing
through listings in order to check what files you have and which tape they
happen to be on.

In all, a decent archive management system can be summed up as
being a virtal file store. BACKUP and tape management systems provide
important features, but they are not adequate to meet the needs of larger
sites, sites that depend on vital data, or sites with heavy user activity that
require offline file management. This is why we selected archiving as the
best solution to crowded disks: it gave us the means to clear-up the
excessive online disk storage that we could not afford to erase. And gave
our system managers more time for their work by automating this
management.

But let's go a little further into the situation in England.

DESIGN GOALS

As we wheeled in our first VAX, we knew that we needed an archive
management system. The problem was how to design a solid, effective
utility. A product that would really meet the needs we anticipated. So,
when we got down to the actual design goals, we took into careful
consideration the point of view of the end users, the system manager and
the operators, as shown in Figure 7. We did not want anything which
worked great for one group but at the expense of the others.

END SYSTEM
USER MANAGER

OPERATOR

ARCHIVE MANAGEMENT DESIGN GOALS

Figure7

First, we evaluated the needs of the end users, and came up with the
list of needs shown in Figure 8.

END ER

. EASE OF USE
. CONTROLLED ACCESS
. FLEXIBILITY

Figure8
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For the end users, we knew we had to create something that was easy
to use. It's great to have bells and whistles for the guys who are able to
make use of them, but there was no way we wanted to have our users
complaining that they would like to co-operate but it was just too
complicated to be worth the effort.

It was also our intention to give the users enough control to create and
access offline directory structures that would suite their needs. But we had
to give users assurance of sufficient controls that they would feel confident
that, once offline, their data was just as safe and intact as if it were still
online.

We also wanted a flexible utility. Haven't you experienced the
situation where you put a lot of effort into some software project and
within days of you handing over your precious baby, people come back to
you complaining "I don't want it if it can't do such-and-such!”

The needs of the operator, shown in Figure 9, proved to be similar to
those of the users.

OPERATOR

. EASE OF USE
. EFFICIENCY
. SECURITY

Figure9

From the operator's point of view, we didn't want to build a system
that put him at the mercy of the user. The system had to be easy and
friendly and clear for operators as well as users.

Another important goal was to avoid inflicting upon operators yet
another system that required them to run around looking up listings and
looking for tapes every hour of the day. We wanted a system which was
efficient in time and effort, letting the operator's schedule their day to work
with the archiving system, not against it.

And security was again a big issue. The system needed to be solid
enough to avoid mistakes as much as possible. A system that lets an
operator mount the wrong tape and overwrite archived data is NOT designed
to win friends and influence users.

But what could we put in such a system for the system manager?

SYSTEM __ MANAGER

. OPERATIONAL SAVINGS
. ADAPTABLE AND CONFIGURABLE
. CONTROL OF ACCESS

Figure 10

As Figure 10 shows, the system manager had different needs from the
users and operators. All system managers are, or should be concerned with
cutting costs, so the product had to produce demonstrable operational
savings. At our site, the system manger wanted this tool to help him
avoid unnecessary hardware purchase or labor intensive procedures.

We were not quite sure exactly what sort of operational parameters we
would want to run under. This was our first VAX, so many details about
actual usage were unknown to us. Avoiding assumptions helped us avoid
making decisions about the archival software that could restrict us
unnecessarily. So we decided we should build into it as many choices
about the archival environment as we were ever likely to want.

And our own system manager, true to his kind, was concerned with
security issues, at different levels. For a start, he didn't want people
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getting hold of data which they should not be allowed to access; but also
he didn't necessarily want to let everybody use the software. He anticipated
that he might need to restrict usage to certain authorized people. So we had
to build in that ability, too.

IMPLEMENTING THE GOALS

After evaluating the goals, we came up with the main archiving
program. As shown in Figure 11, the archiving program allowed a 2-way
flow between that program and the user at his terminal.

USER
FILES

ARCHIVING
PROGRAM

USER

ONLINE
DIRECTORY

Figure 11

This flow allows the user to send requests to the program, which can
then send back information. The program then accesses user files. For
instance, if the user wants to archive a file, the program checks that the file
exists and that the user has access to it. There's no point in delaying those
checks.

The next major component in our diagram is the central online
directory. The archive program reads and writes the master directory file so
that it contains up-to-date information about all files which have been
archived or are in the process of being archived. User archive directory
commands cause the program to read the directory and pass information to
the user.

What happens when files are to be transferred from disk to some
offline medium, or vice-versa? We handled this situation by creating a
separate VMS process to perform the data transfer, as shown in Figure 12.

- —
B DISK-TAPE
+| TRANSFER
USER PROGRAM
FILES
TAPE
ARCHIVES
ARCHIVING
USER
PROGRAM |
ONLINE
DIRECTORY
Figure 12

The archiving program hands the transfer program a list of commands
to be carried out. One or more requests can be processed for files to be
saved offline (transferred from disk to tape or some other medium), or
restored to online media. The commands include all the details of the disk
file specification, the archive file specification and the tape to be used. The
online directory keeps the information about which tape holds which file,
and this is used for any restore request.

Finally, we built a request queue system for our operators. We didn't
want the operators having to run around the instant anybody entered a
request for a file to be saved or restored. So requests usually enter a queue,
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as shown in Figure 13, which is simply a file managed by the archiving
system rather than a VMS queue.

DISK-TAPE
TRANSFER
PROGRAM
TAPE
ARCHIVES
N
USER ARCHIVING
l PROGRAM
TO BE SAVED ONLINE
QUEUE DIRECTORY
TO BE RESTORE
QUEUE
Figure 13

Separate queues are maintained for files to be saved and files to be
restored. When the operator wishes to process the queues, the queue entries
are processed one by one and the tapes read or written as required. We felt
that the queue system was convenient for holding requests together from
any number of users until they were to be processed at some agreed time.

RESULTS ACHIEVED

The acid test was: did our design tumn into the features that our
various categories of users wanted, to make this whole thing work? T'll
outline a few of the features that we implemented so you can judge for
yourself whether we achieved those design goals.

Again, let's evaluate the results for the end user, as shown in Figure

14,
. VMS STYLE COMMANDS & HELP
. VMS STYLE DIRECTORY
. SIMPLE SAVE & RESTORE
. FLEXIBILITY
. NO REFERENCE TO TAPES
. COMMENTS ON FILES & DIRECTORIES
Figure 14

Any self-respecting designer or programmer on VMS is going to want
to use the VMS parsing, command syntax and help features. It's one of
the aims you tend to have-- to make your software look as if it came
straight from DEC. The benefit then to the end user is that the software is
easier to use.

Our central directory for the archiving software lets users duplicate
standard VMS directory structures. This means that users can save and
maintain whole directory tree structures onto archive storage. That also
means that the online directory information is displayed in a form very
similar to that produced by the standard VMS directory command.

You may recall that simplicity was a goal. We achieved it by
allowing users to enter save or restore requests. They can use all sorts of
fancy qualifiers as well, but a basic save or restore request applies sensible
defaults in much the same way that VMS copy would.

‘We also felt that there was really no need for users ever to be aware of
which files were on which tape. There was no need for any concern about
the physical media. The operators could manage that. So the end users are
not given the unnecessary information about tape names.

A common problem with long-term storage is that users forget the
directory for a particular file, and can forget a whole directory structure.
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The names of files and directories can give you a good idea, but we decided
to allow comments that can be held in the online directory. Users can put
comments on individual files or on the archive directories and
subdirectories. For instance, some of our departments were concerned with
software development. They needed to freeze a software release and archive
it. A comment on the top level directory of the software tree structure was
useful as a reminder of exactly which revision level had been archived.

To make life easy for the operators, we had to fit in with their style of
working, which was mainly working to schedules, and so we provided the
abilities shown in Figure 15.

OPERATOR
. SCHEDULED OPERATIONS
. SECURITY CHECKING
. CLEAR INSTRUCTIONS
. RESTART AFTER FAILURE
Figure 15

We didn't want to introduce unnecessary ad-hoc work for them to do.
So our queue-based request system allows them to schedule archiving
activity. We agreed that regular archive save and restore requests would be
handled after 6 PM, making the normal service effectively an overnight
one. (Other agreed times can also be added, if wished, such as midday.)

It's not that we don't trust our operators, but, like other sites, we
cannot afford the risk of accidentally trashing a tape that is in use for long
term archiving. So we made sure that our software makes careful checks
on every tape that is mounted. The tape has to be recognized as a valid
archive tape and have the correct label before it is read or written.

Whenever our operators perform the archival save or restore
operations, the program knows exactly which tape to use. For saves it
requests the current archival tape and appends to it, continuing where it left
off the previous run. The next tape in sequence is requested when a tape is
full. For restore operations, the software knows which tape each file is
held on. In all cases, the operators just need to follow the instructions and,
as we have seen, if they make a mistake, the system protects them from
the unpardonable sin of data trashing.

Tape, of course, is not known as the world's most reliable medium.
You can get tape read or write errors when archiving or restoring files; or
the archiving job may be interrupted accidentally witha CONTROL Y key
command, and so on. The software needed to be able to pick up where it
left off. This means, for instance, putting unprocessed requests back into
the queue to be dealt with next time. We certainly didn't want operators to
manually re-insert requests.

How did all this fit in for our system manager?

YSTEM MANAGER

. FULLY ITILIZED TAPES
. MULTIPLE ARCHIVES
. UP TO 4 COPIES

. USAGE CONTROL

. EXPRESS SERVICE

Figure 16

Figure 16 shows the abilities we put in the product for the system
manager.

Using the full capacity of a tape allows us to cut our magnetic tape
bills, and reduced the system manager's problems of managing tape
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storage. In a study of our tape usage on our timeshare services, we
estimated that the average amount of tape in use on a user tape was less
than 10%. That tumns into a lot of tape wastage. Our archiving always
appends to tapes until the end of tape marker so we use far fewer tapes than
we would with user tape cycles.

Our business was also expanding. This meant that the requirements
for archiving would be many and varied. We needed a flexible system that
could cope. An "archive” is a whole group of tapes that, together, forms
an offline archival set . By allowing multiple archives, we could
accommodate different needs: for instance, we have set-up a general archive
for long term file storage, and one that automatically sets the files to
expire after 6 months. Hospitals in England have to keep archival records
for a fixed number of years even if they are not likely to be required. A
computerized archival system with automatic expiration of files can satisfy
such a law.

A further refinement of archive configuration lets us specify that an
archive should have from 1 to 4 tape copies. (We typically make 2 copies,
but with growing importance of data, we saw the need to be flexible and
create more copies. For example, sites may want 3 copies of every file
archived: one in the computer room as the first choice for file restores,
another in the basement in case the first cannot be read, and a third offsite
in a secure vault.) The archiving system should let you define the number
of copies when you first set up the archive, and then sort everything out
from there.

Realizing that we may need multiple archives, one for general use by
anybody, another for some special purpose restricted to a certain group of
users, we allowed an archive to be configured with different authorizations.
Users could simply start archiving files, or the system manager or other
privileged user could explicitly authorize each user before he could begin to
use the archive facility.

We had a slightly uneasy feeling about one aspect of our request queue
system: agreeing with the users that we would process the save and restore
requests at a certain time each day would probably be fine most of the
time, but there is always the guy jumping up and down telling you that he
absolutely MUST have his file restored by yesterday. So we allow an
express service or a fast queue system. This means that whenever
somebody puts a restore request in the fast queue, the operators repeatedly
see messages telling them there is urgent work to be done. But you have
to make sure your users don't abuse this privilege, or your operators may
be overworked.

DESIGN INTERNALS

We've gone over why you might select an archiving system to help
take data offline, and both the goals and appearance of such a system.
Now, I'd like to focus on a few of the practical design aspects of our
archiving system, or the internals as identified in Figure 17.

Figure 17

The topics shown above emphasize the ways in which the software
should be designed to be self-maintaining, modular and efficient while
serving the needs of the user, operator and system manager groups. As I
go through each distinct area, I'll bring out some of the reasons why we
designed the software the way we did and mention changes we may be
making in the future.
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Each separate archive needs its own online directory in a central file for
all the users of that archive. If individual directories for every user resided
in the user's VMS area, a user could damage his archive directory or even
deleted it, destroying access to his archive files. A centralized directory
also makes it easier to secure data from non-privileged users. For the
directory structure, we used an indexed sequential file whose keys are based
on the directory and file specification. This provides an entry for every file
archived or put in the archive save queue, and keeps plenty of information
about the file, such as name, size, dates, etc. (It's important to keep this
data in a compact form or you defeat the object of saving disk space.)

The request queue system uses an RMS sequential file that contains
the details of users' save or restore requests. This method suits both the
users and the operators. Separate queues are used for saves, restores, fast
saves, and fast restores. Each different archive has its own set of queues.
When a restore queue is processed, all the requests are sorted into tape
order. The online directory entries shown which tapes hold which files.
By sorting restore entries, the system doesn't need to ask for the same tape
twice.

We also provided a modular media handler-- which is the process that
handles all the data transfer between disk and tape for save or restore
operations. This is run as a separate subprocess for several reasons. First,
there is no need for our users to have that data transfer code brought in
when they run normal archiving operations. That code is only needed by
the operators.

Second, by making the code modular, we can configure an archive to
use different media handlers. Our normal handler is a process that transfers
files between disk and tape. However, we also created a disk handler to
transfer from disk to disk, with the archival disk acting as a pseudo-tape.
(The main benefit of this was for debugging purposes in the development
phase.) There was another interesting fact to take into account: a high
proportion of file restores take place in the first few days after the file has
been saved. This meant that it would be a good idea to allow the option of
a disk cache. We allow our system manager to define an area on any
mounted disk of any size that he chooses. He can also define the
maximum size of any individual file that may be saved into this disk
cache. Whenever a user enters an archive save request, the system checks
whether a cache is enabled, whether there is enough room in it, and
whether the file to be saved is at or below the maximum size allowed. If
these parameters are met, the file is saved immediately and no queue entry
is made. If not, a regular queue entry is made. Eventually, files in the
cache migrate to the normal archival tapes, either because their life span in
the cache has reached some pre-defined limit, such as a week, or because
the cache is getting full.

A question that may have occurred to you is that after we write files to
tape, what happens if users wish to delete these files? Well, a deletion of
an archived file causes the directory entry to disappear. That means that
there will be files on tape that are no longer active. Tape compression
allows us to take archival tapes which are no longer very full, say less than
60%, and compress them. The active files are restored from the tape into
the disk cache and then re-saved, using the current tapes. Then , of course,
the original tape can be re-used as needed.

The file protection scheme we chose at first was fairly simple: all
protection, including any ACL, was held with the data on tape so it could
be faithfully restored; we also had access protection in the online directory
entry for every file to indicate who could restore the file. This protection
specified group and world user access. Owner and system were assumed to
have access. Later, we decided that we could do better. The full system,
owner, group and world protection fields are now entered directly into the
directory. We also keep ACLs there, but it is possible to configure an
archive so that the ACLs are only kept on tape, just in case we end up
with excessive space taken up in the online directory.

Finally, we decided that we should have a notification procedure. If
archival saves or restores were not happening immediately, via a disk
cache, then our users needed some way of knowing when their request had
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been processed and what the result was. So we send notification of errors
through VMS mail-- for example, a file that is to be saved may no longer
exist on disk at the time of the disk-to-tape transfer. We also allow the
user to specify if he wants a mail message even if the save or restore is
successful. Mail seemed the obvious mechanism because VMS already
does the work of alerting the user to new messages, and VMS Mail lets
him read them.

So, in summary, as shown in Figure 18, we have ended up with a
system that has evolved to a state where all our main file archiving needs
are being met. Our tape library is greatly reduced in size as a result, and
our operational procedures are simpler and more efficient.

PHYSICAL __DESIGN |
. SECURE ONLINE DIRECTORY

. REQUEST QUEUES GOOD FOR EVERYONE
. MODULAR MEDIA HANDLER

. DISK CACHE FOR IMMEDIATE TRANSFERS
. TAPE COMPRESSION RECLAIMS TAPES

. VMS STYLE PROTECTION WITH ACLS

. RESULTS REPORTED THROUGH VMS MAIL

Figure 18
THE FUTURE

As far as our archiving software goes, we do not intend to put the
brakes on our development. We've developed an interface to All-In-1 for
document archiving, and we already handle a variety of media such as
standard half inch tape and TKS50 and removable disks, as shown in Figure
19. However, we have also put together a prototype for optical disk - the
write-once-read-many mass storage medium fits nicely into the concept of
file archiving.

It doesn't matter whether the archiving medium is fast or slow, is
mounted ready for use or needs to be manually placed on a drive, such as
tape-- these are just variations on the basic theme. We will probably be
looking into an interface to the 'juke box' packaging of optical disks as
well. And as other storage technologies emerge we can develop interfaces
for them too and plug them in, so who knows what the future may hold?

Figure 19

SUMMARY

We have defined different solutions to coping with full disks, evaluating BACKUP procedures, tape management
and archiving to see what each offers. Archiving systems, as was demonstrated, meet the needs of larger sites, or
sites with heavy user activity. The design goals of a good archiving system were discussed. With the resources now
available, there is no longer any need to allow the situation to develop where those bulging disk drives and huge
volumes of tapes threaten to engulf system manager, operators and user with an unmanageable amount of data.

The author, Malcolm Dunn, can be contacted at:
UIS/Software Techniques, Inc. - 6600 Katella Avenue, Cypress, CA 90630
(714) 895-1633
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