






















































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































2 THE NE1WORK MANAGEMENT MODEL 

The basic model of network management is shown 
below. 

On the director side, we see applications built 
on top of more basic management functions. The 
functions are the primitives needed to access the 
management data in the agent. The application 
provides the added value and user interface needed to 
make sense of and ease the management process. In 
the general case, the director provides 
configuration, fault, accounting, performance, and 
security management. Note that these functions are 
those prescribed by the ISO model and they are not 
necessarily implemented by Digital. 

Software on both sides carries out the functions 
by building and parsing messages that convey the 
desired operation between the director and the agent. 
Messages are sent back and forth between director and 
lgent. In a typical operation, the user types a 

Director 

Applications 
------------------
Configuration 
Fault Management 
Performance 

Accounting 

------------------

Functions 
I 
I 

v 
------------------

"set" command. The intention of the set command is 
to modify an attribute in the entity being managed. 
For example, the network manager may want to "SET 
LINE 1 COST 10" in a bridge. In this case, the 
application in the director, which does configuration 
management, calls a function that builds the 
appropriate message to be sent to the agent. The 
message is then sent over the network using an agreed 
up.on management protocol. Depending on the entity 
bemg managed, a datagram or virtual circuit is used. 
The agent receives the request anJ validates it. It 
then carries out the operation and t1ends status back 
to the director. The director reads the status and 
reports any errors to the user. 

In the typical operation above, the context of 
the command is a single bridge. However, in our 
architectural models we allow for the concept of user 
defmed groups of entities which may be managed 
essentially at the same time. RBMS, for example, 
allows the context of a "set" command to be all the 
bridges "known" to RBMS. 

Agent 

Management Data 

Characteristics 
Counters 
State 
Events 

I 
I 

Functions v 
------------------

Set Operation Protocol 
Get Operation !<-------------------->' 
Action Operation! 

Do Set 
Send information 
Do action 
G.enerate Event Event Reception I 

Figure 2 

529 



2.1 Attributes, Directives, And Events 

Another way of looking at an entity is shown 
below. 

We see that the agent and the service element 
Hshareu directives, attributes, and events. The 
service element is that part of the entity not 
dedicated to management (that is, does whatever work 
the entity is chartered to do). 

Attributes are values associated with the 
entity. These may be characteristics, counter ... , or 
status. Characteristics are operational parameters 
used to control the operation of the entity. 
Examples are baud rate on a terminal server or 
maximum addresses on a DECnet node. Counters are 
those attributes that count events. Examples are 
number of lost packets for a DECnet node or framing 
errors in a data link. Finally, status are 
attributes that reflect the current state of the 
service element. 

Directives are a command to the agent to do 
something. We can classify them as either examine, 
modify, or action directives. Examine directives 
return the value of counters, status, or 
characteristics. Modify directives modify the value 
of attributes. Finally, actions perform some 
management action such as rebooting a server. 

Some common actions are listed below. 

o Initialize entity- Reset the attributes to 
those stored in a database for the server or 
the factory defaults and reboot the server. 

o Create entity- Create a new instance of an 
entity. For example, there may be a create 
entity directive to create a new service on 
a terminal server. 

o Create iink- Create a communications link 
between two entities. For example, there 
may be a directive to create a logical link 
between two nodes. 

o Delete link- Destroy a communication link 
between two entities. For example, there 
may be a directive to break a logical link 
between two nodes. 

Directives may change attributes of the entity. 
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Events are the occurrence of conditions within 
the entity that are of significance to management. 
For example, a server may generate an event when it 
reboots. Events are sent over the LAN and are 
received by event sinks and usually put in a log fLle 
at the management station. 

I ligher level software in the director calls the 
primitive functions in order to provide an easy to 
use interface that controls and monitors the agent. 
This is illustrated graphically below. 

We see the higher level applications layered on 
top of the primitive functions. This is because the 
primitive functions can be shared by different higher 
level applications. 

Configuration management includes the typical 
management in currently available products such as 
the maintenance of attributes and seeing what is on 
the network. Fault management addresses the 
diagnosis of failing network components and includes 
things like loopback testing and invoking diagnostics 
on the communications hardware. Performance 
management addresses how the network works under 
various loads. This might include monitoring 
counters or providing histograms of daily traffic. 

Accounting addresses keeping track of who is 
using what. This might include generating usage 
reports so that network components can be charged 
back to the user. 

Security management addresses keeping the 
network secure. This includes password maintenance 
and perhaps security event logging. Authenticati~n . 
also comes under security management. Authentication 
means verifying the identify of the person performing 
the requested management function. 

2.2 Typical Operations 

Some typical operations provided by network 
management are discussed next. The most common 
operation is to access attributes. This includes 
setting characteristics, reading counters, and 
reading status information. Network management 
software also includes a summary display which shows 
only the most important information about an entity. 
Counters are especially important when things go 
wrong. They can indicate which component is in 
trouble. 



For fault management, the network manager may 
also choose to invoke diagnostics from the network 
management software. Most products allow at least a 
reboot of the product, which normally invokes. self 
test on power up. The results of the self test may 
or may not be available to the network management 
software. 

The network manager may also perform security 
management. He or she may set passwords on the 
communications product. 

Another common network management operation is 
down line loading. The network management station 

Manager I Protocol I A 
1<---------->1 g 
I I e 

I n 
I t 

sends the operational software, diagnostic software, 
or operational parameters to the server when the 
server boots up. Usually, the server multicasts a 
load me" message to the network and the host 
responsible (it could be many) takes responsibility 
for down loading the server. Some products, like the 
LAN Bridge 100, have their operational software and 
characteristics stored on board since they must come 
up operational despite potential host problems. A 
similar operation is the upline dump of software and 
attributes when a server is in trouble. This allows 
support personnel to diagnose the problem with the 
server. 

Directives 

Attributes 

Events 

Service 
Element 

Figure 3 
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I Get I Set I Action I Event I 
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To Agent 
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2.3 System Management Protocols 

There are many different system management 
protocols around now and we are moving towards 
standardizing on a single protocol (most likely, 
whatever becomes the ISO standard). MOP and NICE are 
two examples of protocols that have been used for 
DECnet. MOP is oriented towards low level datagram 
operations. NICE runs over a virtual circuit and is 
intended for use with a running node. RBMS uses a 
version of the IEEE 802.1 protocol over a datagram 
service. In the future, we hope to use a standard 
protocol and a standard transport mechanism. 

In general, these protocols are all 
request/response protocols. That is, a request is 
made and the initiator of the request waits for the 
response. The typical format for a set request 
packet is shown below (based on IEEE 802. l ). 

The request ID is copied irito the response 
message to allow the director to uniquely identify 
the message. The request ID field can also be used 
to hold information such as user identification, 
retry count, and sequence number in the case of a 
connectionless datagram transport mechanism. 

2.4 Management Information Databases 

In general, the following databases may be 
present for any particular product. 

Volatile- This is the local copy of 
operational parameters. Counters are always 
here along with the local copy of 
attributes. These are the ones used by the 
currently running service element software. 

Local permanent- This database may or 
may not exist depending on the product. It 
may reside on local mass storage or in 
non-volatile RAM (NVRAM). The local 
permanent database is saved across a power 
down or reboot. The LAN 100 bridge has 
local permanent storage in the form of 
NVRAM. Usually, if local permanent storage 
is present, there is no need to have a host 
permanent database. 

Host permanent- This is a copy of the 
attributes stored on the host management 
station. These are sent to the server when 
the server reboots. Usually, these are 
present if the product does not have local 
permanent storage. 

Directory- This is a management station 
database that maps names to addresses and 
may contain other data only of interest to 
management software. Basically, this is a 
list of servers that can be managed. The 
management software may have a command tc, 
add all responding servers to this list; 
this builds the directory automatically. 

+-------------------------------------------------------------------+ 
Ethernet data link header (Source, destination, type) I 

-------------------------------------------------------------------: 
Function type (Set) : 

-------------------------------------------------------------------
Component Type (Bridge link) 
------~------------------------------------------------------------

Subcomponent Type (Link l) 

-;~~~~~-~~-(~-~~~b~~-i~~~~i~;i~~-~h~-~~~~~~~-~~-~h~-i~i~i~~~~)----
-------------------------------------------------------------------
Action Type (Null if not an action) 

-------------------------------------------------------------------
Parameter List (Cost, 20 ) 

-------------------------------------------------------------------
Ethernet Data Link Trailer (CRC) 

+-------------------------------------------------------------------+ 
Typical Ethernet Management Message 
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2.5 User Interfaces 

The user interface is software that parses the 
user's command and displays the output. This is 
another area we hope to standardize and make 
consistent across all our network management 
products. The old style NCP style interface will 
probably give way to a more screen oriented display 
such as seen in the NMCC/DECnet Monitor. One new 
concept that can be seen in RBMS is the USE command. 
The USE command selects the entity or entities to be 
managed in subsequent commands. This becomes 
necessary as we move towards managing more than one 
server or more than one product by the same network 
management software. 

I I 
I I 

2.6 Implementation Model 

Next, we show a generic model of a single 
product network management package. 

The display, command parser, and command 
executor make up the user interface. The user 
interface parses commands, forms messages if needed 
(some commands may not access the network), relays 
the message to the listener process, and then waits 
for the response from the listener process. It then 
decodes the status of its request and formats the 
result if need be. 

------ I Display I <------------ Command 
' '<----' '• I I I 

I User I 
I I----
1 I 

------ I ---------

I 
I 

v 

-->I Command I 
I Parser 1----------> 
I I 

Management Messages 

Executor 

Listener 
Process 

'<------------------------->! 
I I 
I I 
I I 

------------- I 

I 
I 

v 

LAN 

I 
I 

v 

I Managed 
I Entity 

Figure 5 
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The listener process handles communications with 
the network and the the managed entities. It is 
responsible for demultiplexing any incoming traffic 
between the user interfaces (there may be more than 
one) and the unsolicited message process. If the 
product uses virtual circuits, it handles these. If 
a datagram service is used, the listener handles 
retries, timeouts, and sequencing. 

The unsolicited message process handles any 
messages that arrive unsolicited. These could be 
events or requests for down loads. 

Together, these three components show a general 
implementation model for a single network management 
product. Next, we look at RBMS, which is an actual 
implementation of some of the ideas we have 
presented. R BMS is a VMS layered product that will 
allow users at a VAX/VMS host to control and monitor 
any LAN Bridge 100 in an Extended LAN. 

3 J,AN BRIDGE 100 FEATURES 

The bridging function performed by the LAN 
Br'...i5e 100 operates at the data link layer, therefore 
it is an intelligent forwarding/filtering device 
which is protocol independent. It bridges two 
Ethernets (802.3 CSMA/CD LAN's) together. It uses 
the 802. l standard request and response 
connectionless protocol for system management access. 
Bridges do not require RBMS, the management software 
running on VMS, to operate; however the Network 
manager gains a tremendous advantage with the use of 
RBMS. RBMS not only allows for the control of 
bridges, but also gives the Network Manager a tool to 
troubleshoot the network. 

As Local Area Networks (I AN) grow they may 
exceed the physical limitations of signal propagation 
on the cable. The extension of the LAN using bridges 
solves this problem. This provides transparent data 
link connectivity. It also provides the ability to 
build redundancy in the network by placing bridges in 
parallel so that if one of them fails, the other will 
take over immediately. Finally, remote management 
capabilities provide the added feature of being able 
to control the filtering and fonvarding of the 
traffic am! to assist in isolating faults. 
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3.1 Dynamic Address Learning 

Digital's LAN Bridge 100 receives all frames 
(from both Ethernets) since it operates in 
promiscuous mode. It dynamically learns \\'here nodes 
are in the network by observing the source address of 
these frames. The bridge has a cache of table 
entries for these addresses that includes the 
Ethernet on which it was received and an "aging" 
timer. This information is used to forward and 
filter frames. Periodically, the table is checked 
for "aged'' entries that have not been heard from; 
these are deleted from the table. 

3.2 f'orwarding Decision 

When a packet is received, the bridge must 
decide whether it should be forwarded. To make this 
forwarding decision, the bridge looks up the 
destination address in its forwarding database. 

Figure 6 shows an Extended LAN example where 
Station C is on the right side of Bridge_ l. Assuming 
that a packet comes in Linc I (Ethernet I) of 
Bridge_ l with a destination address of C, the bridge 
will look up C in its forwarding database. If C is 
found, the bridge will have an entry that marks it as 
last being seen on its right side, so it would be 
forwarded on Line 2. If destination address B was 
received by Bridge_!, it would be discarded, because 
the packet is already on the correct side. If an 
address is not in the database, the hridgc will flood 
the packet on all Ethernets except the Ethernet on 
which it was received. It will then learn this new 
address by putting it in the forwarding datahase. 

3.3 Remote Management Module In lbe Bridge 

The LAN Bridge 100 has a network management 
module (agent) that responds to management requests 
sent by an RBMS station. RBMS can be used to query 
the bridge for information, to control the bridge's 
state, to cause it to run self-test code and to set 
addresses in the forwarding database. This control 
over the fonvarding database enables the Network 
Manager to filter traffic selectively on the Extended 
LAN. 



3.4 Loop Detection 

If bridges are to function in an environment 
free from management intervention, they must be able 
to break any loops that might occur in the topology 
either intentionally (for redundancy) or 
unintentionally. The LAN Bridge I 00 uses a Loop 
Detection algorithm called the Spanning Tree 
Algorithm. (See reference 3 for a complete 
description of the Spanning Tree Algorithm.) The 
Spanning Tree Algorithm allows bridges in the network 
to automatically configure themselves into a loop 
free topology. This algorithm requires no management 
intervention, but can be tuned by Remote Bridge 
Management. 

In very simple terms, this algorithm elects a 
Root Bridge by selecting the bridge with the lowest 
priority. The Root Bridge is the root of a loop free 
spanning tree. The Root's priority field is settable 
by management. Setting this priority field can force 
a choice of which bridge becomes the Root. In the 
case of a tie, the lowest physical address is 
selected. 

End Stations 

Line 1 

Next, for each LAN, a Designated bridge is 
elected based on the lowest cost path to the Root. 
The Designated bridge is the bridge which forwards 
frames for the LAN segment. The other bridges on 
that LAN segment will be in a backup mode. The cost 
parameter is settable by management and can force the 
selection of a certain bridge to be the designated 
bridge. All bridges will turn off all of their 
lines, except for the single line that is the 
shortest path to the Root. The designated bridges 
will also tum on any lines attached to LANs for 
which they are designated. 

Figure 7 is an example of some physical 
topology. It contains a backbone connected to 3 
floors, each by a bridge. The third floor also 
contains a second LAN with 2 bridges in parallel. 

For simplicity, we will assume that all bridge 
priorities and line costs are the same. These 
parameters could be changed by RBMS to force the 
topology to configure differently. 

I 
I 
I 
I 

I Line 2 I 
Bridge_l '--------------------------' I 

LAN 1 
I 

Forwarding Table 

<-- A 
<-- B 

c --> 

Figure 6 
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Figure 8 shows the results of the spanning tree 
algorithm. Bridge B 1 with the lowest id 
(address/priority) is the Root. It is designated on 
both the Backbone LAN and LAN 3. Both of its lines 
are in the forwarding state. 

Bridge BS is designated on LAN 2. Line 2 is in 
the forwarding state because it is the least cost 
path to the Root. Line 1 is in forwarding state 
because Bridge BS is designated on LAN 2. 

A similar situation exists for Bridges B4 and 
B2. Bridge B3 is not a designated bridge; therefore 
it placed it's Line 2 in the backup state to prevent 
loops. It left Line 1 in forwarding since it is the 
least cost path to the Root. 

Result of the Spanning Tree Algorithm 
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4 REMOTE BRIDGE MANAGEMENT SOFTWARE 

RBMS allows the Network Manager to observe and 
control bridges. It runs on any VAX/VMS host with a 
DEC Ethernet controller. RBMS gives the Network 
Manager a tool to troubleshoot the network. This 
troubleshooting can help selectively filter traffic 
in the network as well as determine where potential 
faults have occurred. For example, if the Network 
Manager wanted to isolate a babbling transceiver to 
one network, the address could be placed in the 
bridge's forwarding database to be filtered. 

4. l Overview Of Remote Bridge Management Software 
(RBMS) 

4.2 Using RBMS In A Trouble Shooting Environment 

RBMS allows the Network Manager to examine 
bridge or line status, characteristics and c~unters. 
It also allows examination of the forwardmg database 
in the bridge. The forward~g database ~an ~e 
examined one address at a time or exammed m 
categories (i.e. those addresses set by management, 
those addresses learned by the bridge, permanent 
entries or all entries). RBMS can be used to set 
certain bridge/line parameters, such as the spanning 
tree parameters, and to set addresses in the 
forwarding database. 

Groups of bridges or lines can be addressed with 
a single command by using the KNOWN BRIDGES/KNO\\ 
LINES command. If the Network Manager is interested 
only in those bridges that are in the OPERATE.state, , 

RBMS is made up of 2 processes. One i~ the the ACTIVE BRIDGES option may be used. ( fhe OPI•,RA 
Bridge Control Process (BCP) and the othe~ ts the state is the normal state of the bridge.) A USE 
Bridge Management Listener (BML). Multiple users. can command is also available that allows the Network 
access RBMS on a VAX/VMS system. Each user will have Manager to establish a target for subsequent 
a BCP process. commands. 

BCP is the user interface to RBMS. It provides 
the translation of a user's command to a bridge 
protocol message. It checks to see that the user has 
the privileges required to execute the requested 
command. It sends the protocol messages to BML for 
transmission. When it receives a reply from a bridge 
through BML, it parses the answer, and displays the 
resulting data on the user's screen. 

BML handles all communication over the Ethernet. 
it is responsible for multiplexing and demultiplexing 
the requests from BCPs. It is also responsible for 
command retries and timeouts. 

RBMS manages several databases. It keeps a host 
directory to associate ASCII names to bridge 
addresses. This feature enables the Network Manager 
to give meaningful names to the bridges rather then 
typing in their physical addresses. The directory 
also contains descriptive information about the 
bridges. RBMS allows access to the databases kept on 
the bridge. The bridge keeps a database with counter 
and status information. It keeps a cache for all of 
the forwarding entries it knows about. These entries 
include those dynamically learned and those set by 
RBMS. 
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This command set gives the Network Manager a 
means to determine the condition of an Extended LAN 
and to selectively filter traffir.. These 
capabilities allow RBMS to be used as a 
troubleshooting tool on an Extended LAN. 



4.2.1 Example I -

In Figure 9, there are two LANs connected 
together by a bridge. The fault is that node ABC and 
node XYZ cannot communicate. 

First the state of the bridge connecting the two 
LANs is examined. The "USE" command is executed to 
establish bridge Lanl_to_Lan2 as the current target 
for subsequent commands. Next a SHOW STATUS command 
is executed to determine if the bridge is in operate 
state (Figure 10). 

Extended LAN Trouble Shooting Example #1 

AA-AA-OC-OC-13-13 

I ABC I 

I 
I 

AA-AA-00-00-12-12 

I XYZ I 

I 
I 

I Line 1 I I Line 2 I 
-------------------------' I Lanl to_Lan2 !--------------------

LANl 

Figure 9 

I 
I 

RBMS> USE BRIDGE LANl_TO_LAN2 

' I 

RBMS> SHOW BRIDGE LANl_TO_LAN2 STATUS 

Bridge Status as of 10-APR-1986 09:53:22 

LAN2 

Bridge LAN1_TO_LAN2, Address 08-00-2B-02-99-55 

Bridge state: 
Forwarding entries - current volatile: 
Forwarding entries - current non-volatile: 
Management heard link: 

Figure 10 
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The bridge is in the OPERATE state, so next the 
line states are examined. Given this topology, both 
lines should be in the FORWARDING state (see Figure 
11 ). 

The reason the two nodes cannot communicate is 
that the address is in the forwarding database as 
being filtered (destination is set to NONE). This 
can be rectified by issuing a management command to 
set the address to be forwarded on the appropriate 
line as is shown in Figure 13. 

Since both lines are in the forwarding state, 
the address of the unreachable node is examined in 
the Bridge's forwarding database (see Figure 12). 

RBMS> SHOW KNOWN LINES STATUS 

Line characteristics for Line 1 
Bridge LAN1_TO_LAN2, Address 

as of 10-APR-1986 09:54:09 
08-00-2B-02-99-55 

Port id: 
State: 
Line type: 
Remote management SETs: 
Collision Presence: 

A 
FORWARDING 
Ethernet CSMA/CD 
Enabled 
Disabled 

Line characteristics for Line 2 
Bridge LANl_TO_LAN2, Address 

as of 10-APR-1986 09:54:09 
08-00-2B-02-99-55 

Port id: B 
State: 
Line type: 
Remote management SETs: 

FORWARDING 
Ethernet CSMA/CD 
Enabled 

Collision Presence: Disabled 

Figure 11 

RBMS> SHOW BRIDGE LANl_TO_LAN2 PHYSICAL ADDRESS AA-AA-00-00-12-12 

Forwarding Entry for Address AA-AA-00-00-12-12 as of 10-APR-1986 
Bridge LAN1_TO_LAN2, Address 08-00-2B-02-99-55 

Set by: 
Outbound Line: 
Last seen on: 
Destination: 
Auto-delete: 

MANAGEMENT 
Line NONE 
Line NONE 
NONE 
NO 

Figure 12 

RBMS> SET BRIDGE LAN1_TO_LAN2 PHYSICAL ADDRESS AA-AA-00-00-12-12 LINE 2 

Figure 13 
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4.2.2 Example 2 -

In Figure 14 there are 3 LANs interconnected by 
bridges. This example shows how to locate a node in 
the network given its address. 

The address AA-00-04-00-lE-10 is the one that 
needs to be located. This is done by examining the 
forwarding databases of the bridges. Figure 15 shows 
the output of examining this entry in the database on 
Lanl_to_Lan2. The display shows that the bridge 
knows that the address is to be forwarded on Line 1. 

Extended LAN Trouble Shooting Example #2 
RBMS 

I 
I 

! ! 
! ! 
! ! L2 
1 ! ----------- ILanl_to_Lan2 

I 
I 

Ll 

L2 Ll 

LAN 1 

Bridge 
Backup_Bridge 

Figure 14 

I 
I 

------------1 Root_Bridge 

Ll 

LAN 2 --------------------------------------
LAN3 

I AA-00-04-00-lE-10 I 

RBMS> SHOW BRIDGE LAN1_TO_LAN2 FORWARDING ADDRESS AA-00-04-00-lE-10 

Forwarding Entry for Address AA-00-04-00-lE-10 as of 10-APR-1986 
Bridge LAN1_TO_LAN2, Address 08-00-2B-02-99-55 

Set by: 
Outbound Line: 
Last seen on: 
Destination: 
Auto-delete: 

LEARNING 
Line 1 
Line N/A 
NORMAL 
YES 

Figure 15 
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Figure 16 shows the forwarding entry for the 
address to be located. The display indicates that 
the bridge ROOT_BRIDGE has learned that the address 
is on its Line 1. This us indicated by the field 
"OutBound Line". This narrows the location of the 
node to be somewhere on LAN3. 

The field "Last Seen on" only applies to 
addresses that are set by management. If this were 
an address set by management, the "Last Seen on" 
field would indicate which side the bridge "saw" the 
address on; that is which side it would have learned 
it on. This is because when an address is set by 
management the "Outbound Line" is set, even though it 
may not be the line the address was last seen on. 

RBMS> SHOW BRIDGE ROOT_BRIDGE PHYSICAL ADDRESS AA-00-04-00-lE-10 

Forwarding Entry for Address AA-00-04-00-lE-10 as of 10-APR-1986 
Bridge ROOT_BRIDGE, Address 08-00-2B-02-0B-1A 

Set by: 
Outbound Line: 
Last seen on: 
Destination: 
Auto-delete: 

5 SUMMARY 

LEARNING 
Line 1 
Line N/A 
NORMAL 
YES 

Figure 16 

We have seen that current Networks require a 
distributed system of management. To facilitate this 
distributed system, Remote Server Management is 
needed to control the various network components on 
the Extended LAN. We discussed a general model and 
defined some of the desired features for Remote 
Server Management. 

We discussed Remote Bridge Management Software 
(RAMS) as an example of Remote Server Management and 
noted that it not only gave us the ability to control 
and observe bridges; but also is an invaluahlc tool 
in trouble shooting an Extended LAN. 
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Productivity Increases with the CORTEX Application Factory: 

Empicical Survey Results 

Anthony C. Picardi 
Cortex Corp. 
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Waltham, Mass. 02154 

Abstract 

The purpose of this paper is to present empirical evidence of productivity 
increases resulting from use of Cortex's Application Factory. A high-level 
architectural overview of the Factory is given first, including a sketch of 
how the modules work together and where the Factory fits in the application 
development life cycle. A list of some recent Factory applications is 
given next for the purpose of aquainting the reader with the types of 
applications the Factory is used for. 

The productivity estimates given in this paper were derived by 
comparing the actual time needed to produce applications with the Factory 
against production time using standard COBOL. Since none of the 
applications could be done twice, the COBOL efforts were estimated from the 
actual delivered functionality using function point estimating techniques 
developed by Albrecht in the late 1970's. The results of the comparison 
indicate an average productivity increase of a factor of 15. 

Further survey results are given which serve to quantify the size and 
complexity of the applications in terms of function point inputs such as 
the number of screens and reports and the type of VAX target computer. 
Finally, some relationships between the size and complexity of the 
application and development efficiency are investigated using some of the 
metrics developed. 

Beyond the average estimated productivity gain of 15, the survey 
showed that Factory applications were not concentrated in any one business 
sector or application. Average Factory applications included 45 screens 15 
reports and 33 datasets. There is some indication from graphical data that 
large applications are less efficient in terms of required hours per 
function point, which is also true of the estimated COBOL effort for large 
projects. However, it seems that the relative advantage of the Factory 
relative to standard COBOL increases slightly as the application size and 
complexity increase. These conclusions are made tentatively, however, due 
to the small sample size and variance of the sample data. 
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1 APPLICATION FACTORY OVERVIEW 

1.1 What Is The Application Factory? 

The Cortex Application Factory evolved quite 
literally from the same roots as all other factories 
-- from the need to automate repetitious and tedious 
production processes. Cortex had long been involved 
in the development of business applications and had 
developed its own high-level language (Builder) for 
that purpose in the late 1970's. The fact that 
modern on-line multi-user business applications are 
composed of generic modules -- menus, screens, 
databases, reports, and procedural logic -- prompted 
Cortex developers to seek ways of capturing their 
expertise in building business applications to 
automate the process. If this could be achieved, 
then each consultant could be freed to concentrate on 
the creative part of the application development 
process, leaving the tedious coding to the computer. 

This was the genesis of the Application Factory. 
The core of the Factory is the generator, which is 
capable of reading specifications about an 
application -- the application "meta data" -- and 
generating compilable code from them. The process of 
colJecting specifications has also been automated by 
producing a Factory application for this task! Since 
specifications are nothing but data about generic 
parts of applications, it was possible to generate an 
application to collect and organize information ahout 
applications. Figure l shows a schematic of the 
Application Factory concept. The visible part of the 
Factory is the developer interface (a Factory 
application) which collects meta data information and 
stores it as a collection of RMS files. The input to 
the generator is this set of RMS files while the 
output is a set of programs which are the highly 
modularized components of an application. 

Since it is so easy to create and change modules 
with the Factory, it is best used in a "prototyping" 
type of development process in which users are 
involved in the development process to test the 
various modules as they are developed. Experience 
has shown that much richer applications and more 
satisfied users result from this prototyping method 
rather than the more formalized specification method, 
especially when the applications are highly 
user-interactive. 
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1.2 What Is The Application Factory Used For? 

The Application Factory is used to convert a 
business application data model and operational 
specification into an implementation on the full 
range of DEC VAX computers (and clustered computers) 
running the VMS operating system. An application is 
an integrated set of source modules and data 
definitions, not just a heap of screen and report 
programs. 

Applications that have been developed with the 
Factory range from the "bread and butter" sales 
tracking, order entry, accounting, inventory and 
payroll applications to esoteric applictions to track 
samples in quality control labs or to track raw 
materials through manufacturing, inspection, 
labelling, packing and shipping stages of automated 
manufacturing plants. Businesses using the Factory 
range from heavy manufacturing and energy production 
to ravel agencies and health clubs. A number of 
consulting enterprises have sprung up to use the 
Factory to deliver customized business applications. 
Figure 2 shows a list of some of the representative 
applications included in the survey. 

2 FUNCTION POINT sonw ARE ESTIMATING 
TECHNIQUES 

2.1 Major Inputs 

The need for a new measure of software 
productivity beyond the traditional '1ines of code" 
(LOC) evolved with the advent of higher level 
languages with which developers were producing fewer 
lines of code per unit time at a greater cost per 
line, yet sti11 claiming productivity increases. The 
relevant question became: regardless of the number 
of lines of code, how do languages compare in terms 
of functionality delivered? Late in the 1970s Allen 
Albrecht of IBM began to develop a method of 
measuring an application's size and complexity in 
terms of function points. Function points measured 
the delivered functionality of a program instead of 
the developer's prior estimate of how many lines of 
code it would take (Albrecht, 1979). Since then his 
work has been extented to include numerous measures 
of complexity and environmental influences on 



developer performance (Drummond, 1985; Zwanzig, 1984) 
as we11 as coefficients linking function points to 
many programming languages. 

Function point estimating is done by first 
counting up the number of function-providing elements 
in each of five classes: inputs such as data 
screens; outputs such as reports; files; inquiries 
such as key screens or queries; and interfaces to 
other hardware or software systems. For each type of 
function, the number is weighted by a judgemental 
difficulty factor, and all the functional components 
are then added up to yeild the "unadjusted function 
point total". This unadjusted total is then further 
modified up or down based on the importance of a set 
of "project influencing factors". These factors 
measure the importance of features such as 
communications, performance, hardware utilization or 
documentation and thus the extent to which developers 
will spend time devising elegant solutions to these 
problems. For example, the more critical performance 
is to an application, the more time will be spent on 
ways to deliver performance even though the total 
number of function points is not increased. The 
result of this activity is a total function point 
index which is independant of programming language 
and which embodies measures of both the size of the 
application, via extensive measures such a number of 
screens and the complexity of the application, via 
intensive mensures such as influencing factors 
pertaining to procedural complexity. 

The heart of the function point technique is to 
relate the resulting function point index derived 
from the above activity to some empirical sample of 
software projects to establish a quantitative 
relation between function points and the expected 
time the project will take. Indeed much of the work 
since Albrecht's original paper has been to establish 
coefficients relating development effort in a 
particular language to total estimated function 
points. Even though the function points for a 
particular application may be fixed, technological 
advances in programmer development tools or languages 
can now be reflected in this coefficient. Thus a 
more efficient programming language will deliver more 
function points per unit time than an older language. 
This applies equally to non-procedural languages and 
application generators for which the old measures of 
lines of code are irrelevant. 
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2.2 Use To Estimate COBOL-Equivalent Effort 

In order to be useful, a measure of productivity 
increase must be relative to some familiar standard. 
For this reason, the estimates of productivity 
increses in this paper are based upon the effort it 
would take to produce the same application 
functionality using the Application Factory relative 
to COBOL. The empirical coefficient relating COBOL 
to total function points was obtained from a 1983 
GUIDE publication. The coefficient relates the total 
function point measure for an application to the 
total time it would take to produce the application 
entirely coded in COBOL, with the level of technology 
(editors, report painters and generators) that was 
typical at IBM in the early 1980s. Since the most 
common language for business applications has 
traditionalJy been COBOL, this was thought to be the 
least common denominator for the Factory comparison. 

3 THE APPUCA TION FACTORY SURVEY 

3.1 The Sample 

The survey sample consisted of applications 
which have been completed by Cortex's Application 
Factory customers and internal Cortex Factory users 
in the period between late summer of 1985 and early 
spring of 1986. About half of the data was colJected 
via a four-page written questionnaire and half via a 
telephone survey. The target population was censused 
rather than sampled since the numbers were smalJ 
enough to allow complete inclusion in this time 
frame. Even so, probably a full 20 percent of the 
applictions were not included due to non-reporting or 
omission from the census list. It is not felt that 
this introduced any significant bias in the results, 
however, since the omissions were not concentrated in 
a particular sector or application type. Jn all the 
sample consisted of 29 applications. 



3.2 Descriptive Results 

The following figures describe the quantitative 
aspects of the applications that were used as inputs 
to the function point estimate. Figure 3 shows the 
distribution of the number of data screens in the 
app1icatins among the sample. The average number of 
screens was 45 with a definite trend toward more data 
screens in the later telephone survey sample. 

Figure 4 shows the distribution of the number of 
reports among the survey sample, with the average 
being 15. This is a clear underestimate of the 
number of reports in a "typical" application since a 
number of the sites reported that they had delivered 
the first application with only a fraction of the 
required reports due to aggressive delivery 
schedules. Nevertheless, the function points were 
calculated on the basis of the actually delivered 
number of reports. 

Figure 5 shows the distribution of the number of 
datasets included in the survey sample. Datasets are 
logical file data structures and are implemented in 
the Factory as RMS files. The average number of 
datasets was 33, again with the trend being to larger 
applications over the time span of the survey. 

The survey included fourteen "influencing 
factors" which could potentially add complexity to 
the delivered application. Among the factors which 
were found to be inportant were: communications 
between the application and sources of data via 

include: on-line entry of data; complex multi-screen 
functions; on-line update of the database; full 
documentation of the application meta data; and 
utilities which automate database updating for data 
structure changes and moving the application to 
various target operating machines. 

The resulting distribution of total function 
points for the sample applictions is shown in Figure 
6 with the average being 657 total function points 
per application. This average number of function 
points corresponds to a generic application with an 
average of 45 screens, 15 reports and 33 datasets 
with an upward adjustment factor of 7 percent due to 
performance and logical complexities of the type 
mentioned above. This average number of function 
points corresponds to an equivalent of 68,960 lines 
of COBOL code. 

Information on the relation between function 
points and the CPU size that the applications were 
targeted for was only available for about half the 
sample and is most meaningfully given in terms of the 
ranges below. The surprising lack of correlation 
between the size of machine and the function points 
in the application results from the facts that 
machines are shared among other applications most of 
the time and the wide variety of configurations 
achievable with any one basic CPU via additions of 
memory or disk drives. 

CPU Function Point 

Microvax 237 to 1325 
750 111 to 1437 

VAXMAIL or other means over DECNET in 14 percent of 
the cases; distributed processing via CPU sharing of 

780 
785 
8600 

458 
291 
763 

to 1640 
to 1195 
to 2418 data files in IO percent of the cases; 

performance-related FDL tuning and other 
modifications in 66 percent of the cases; 
customizations related too a high number of 
concurrent users or transaction volume relative to 
the target CPU in 48 percent of the cases; attention 
paid to application generality for multiple 
installations in 24 percent of the cases; 
customizations needed to add application features not 
obtainable via non-procedural Factory specification 
in 38 percent of the cases; and hooks added to the 
application for the purpose of easing future 
modification in 59 percent of the cases. 

There are a number of adjustment factors that 
normally add function points to an application which 
the Factory provides by default with no extra effort 
on the part of the developer. These features 
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3.3 Productivity Ratio Of COBOL To Factory Effort 

Function points were used to estimate the 
person-weeks of effort that each of the applications 
in the survey would take if coded from scratch in 
COBOL. This estimate was then divided by the actual 
person-weeks that the application took to develop. 



This ratio is termed the productivity increase of the 
Factory relative to COBOL and was found to average 15 
over the entire survey sample. The distribution of 
productivity increases is shown in Figure 7. The 
smallest productivity increase was found to be 3.& 
and the largest was found to be 32. A ratio of 32, 
for example, can be interpreted as meaning that the 
programmer on this particular application was 3100 
percent more efficient using the Factory than an 
average COBOL programmer would be expected to be 
using COBOL! 

3.4 Relationships Among Size, Efficiency And 
Productivity 

Having data on both function points and actual 
resources, it is appropriate to ask whether the 
larger applications take longer than the shorter 
ones. Figure 8 shows an exploratory plot relating 
the delivered function points to actual person-week 
resources. One would expect the effort to increase 
as functionality increases, which is the case in 
general, however, there does seem to be the slight 
"decreasing returns to scale" phenomenon common in 
all production systems. This behavior means that you 
get proportionately fewer and fewer function points 
per person-week expended as the project increases in 
size (function points). 

The decreasing returns to scale relation between 
effort and application size can be seen more clearly 
in Figure 9 in which actual hours per function point 
is related to total function points in the 
applications. This scatter plot suggests, again, 
that function points are harder to come by as the 
application size and complexity increases. 

But decreasing returns to scale for production 
factors is nothing new -- indeed the relative 
efficiency of small-developer teams is well-known in 
the software industry. The important question is 
whether the Factory performs better on large projects 
than COBOL could be expected to perform. Figure 10 
shows the relation between the productivity increase 
ratio (shown in Figure 7) and the size of the 
application as measured in function points. The 
scatter plot indicates a slight trend to increased 
advantage relative to COBOL as application size and 

549 

complexity increases. These last inferences drawn 
from Figures 8, 9 and 10 are made only tentatively 
since the small sample and its large variance do not 
admit to strong statistical inferences. 

4 CONCLUSIONS 

This survey of applications produced with the 
Cortex application Factory has shown them to be 
diverse, covering a wide range of industries and 
application types. The average application consisted 
of 45 screens, 15 reports and 33 datasets and was 
produced 15 times more efficiently than it could have 
been expected to have been produced using COBOL (in a 
1980s IBM COBOL coding environment). Although the 
small sample and its variance do not admit to 
quantitative inferences, there is an indication that 
Factory- produced development efforts may not be as 
subject to the large project decreasing returns to 
scale as could be expected using COBOL. This may be 
due in part to the Factory's application STATUS and 
developer guidance system, and automatic meta data 
documentation which significantly reduces the 
confusion and interference among multi-developer 
teams. 

Future investigation of Factory productivity 
will endeavor to establish the nature of the learning 
curve for developers as they accumulate experience 
using the Factory in successive applications. 
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Figure 2: Representative List of Factory Applications 

Job quotation and interface to order entry system 

International purchase order tracking 

Consultant job and time tracking and reporting 

Software maintenance contract tracking and renewal letter production 

Integrated inventory, accounts receivable/payable and payroll for 
wholesaler in Bermuda 

Hotline call tracking and bug reporting 

Application Factory user interface 

Medical office management, patient registration, scheduling, billing 

Manufacturing material tracking, wieghing, packing, labelling, 
storage, history 

Inventory and reorder for municipal utility water Department 

Order entry, inventory and production scheduling for a variety of 
industries 

Student registration, student and teacher scheduling, and reporting 

Sample testing and quality control for beverages and pharmaceuticals 

Field service scheduling for software hardware/software customers 

Travel club membership, mailing list, trip discount tracking 

Commodities daily price tracking, analysis and reporting 

Document tracking for large engineering firms 

Customized payroll packages for universities or foreign countries 

Health club membership, checkin, billing and dietary analysis 
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Figure 3: Number of Data Screens In an Appucauon 
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Figure 4: Number of Reports In an AppUcaUon 
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Figure 5: Number of Datasets in an Application 
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Ftgure I 0: Relationship Between Application Size and 
Productivity Increase Relative to COBOL 
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Rainbow Color/Graphics Option Use 

in an 

Assembler Language Programming Course 

Robert Workman 
Southern Connecticut State University 

New Haven, Connecticut 

ABSTRACT 

The Rainbow .Color/Graphics Option is used in an assembler language and 
computer arclutecture course. to demonstrate macro assembler programming and 
coprocessor contr~l and ar~h1tecture. Topics covered are graphics option 
software level architecture, mterface with the 8088, display of graphics 
data, and the use of Macro Assembler J ,anguagc to implement a graphics 
standard. ' 

The study of The Rainbow Color/Graphics Option is an 
excellent supplementary topic for use in 8088 
Assembler Language and Architecture courses. The 
Rainbow Color/Graphics Options is based on a NEC 
uPD7220 Graphics Display Controller (GDC) and a 64K 
byte vidio memory. The Rainbow Assembler Language 
programmer can control the GDC by use of the 
Rainbow's 8088 microprocessor's 1/0 ports. The 
details of how the Rainbow interacts with the GDC is 
documented in the "Rainbow Color/Graphics Option 
Programmer's Reference Guide"[I). This manual 
provides a clear description of the GDC architecture 
and how the Rainbow interacts with it. A serious 
shortcomming of the manual is that there arc no 
demonstration programs. This paper will comment on 
the advantages of including GDC programming in an 
Assembler Language course and present a sample 
program that uses procedures presented in 'The 
Color/Graphics Option Programmer's Reference Guide". 

Assembler l,anguage texts generally include sections 
on the software level architecture of a 
microprocessor; machine language coding; the use of 
software development tools such as an editor and a 
debugger; the use of an assembler such as Microsoft's 
MASM; the microprocessor's instruction set; and 
several short application examples that illustrate 
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topics such as sorting and searching[2). It is 
unusual to find examples of programs that take 
advantage of procedures written by others. This 
omission can leave students with the false impression 
that "real" programming consists of starting a 
project from the begining and writing all the code 
that is needed to complete it. Including an exercise 
that uses the Rainbow's GDC has a number of 
advantages. Students get to create a small part of a 
large system. They learn how to set up a large 
assembler program. They get to work with 
professionaly written and documented code. Finally 
they are able to work on an interesting problem that 
is fairly easy to solve with assembler language and 
that has many interesting expansion possibilities. 

User programming of the GDC is possible only because 
of the execellent documentation and demonstration 
assembler code provided in the "Color/Graphics Option 
Programmer's Reference Guide". The guide includes 
material on the Graphics Option's operating 
principles, programming guidelines with over thirty 
demonstration assembler language procedures, and a 
reference section that documents the Graphics 
Option's instructions and software level 
architecture. The demonstration procedures were 
developed by Digital to test the Rainbow's Graphics 
Option. Procedures documented included routines that 



initialize the GDC, set up the GDC registers, and do 
area, vector, and text write operations. Read 
operations and vertical scrolling are also 
demonstrated. The assembler language source code is 
an excellent model of what professionally written 
assembler code should look like. An example of this 
code is shown in Figure 1. 

program uses several GDC procedures, these procedures 
are listed in extrn statements. The program includes 
a demonstration macro that displays a graphics 
character in a user selected row and column on the 
graphics screen. The GDC procedure used to select 
and place the text is named GTEXT. As commented 
machine readable source code is available it is 
relatively easy to change the characters. A small 

An additional feature of using the GDC assembler 
language procedures is that this source code has been 
widely available on Rainbow Fido network bultetin 
boards making this code available in machine readable 
form. As previously pointed out a problem exists in 
that the "Color/Graphics Option Programmer's 
Reference Guide" does not include any working 
examples. The user is left with the task of setting 

part of GTEXT where characters are defined is shown 
in Figure 3. It is also possible to modify GTEXT to 
change the size of the characters. 

up their own Assembler Language EXE file. The 
program in Figure 2 shows how to set up an EXE file 
with seperate Code, Data, and Stack Segments. Also 
shown in the program is a sample programming exercise 
and the commands that must be given to the I JNK 
program. The object code that is linke with the 
exception of TEXT, the main program, is assembled 
code from the "Rainbow Color/Graphics Option 
Programmer's Reference Guide". The demonstration 

·******************************************************************** ' 
p r o c e d u r e o p t i o n p r e s e n t t e s t 

test if Graphics Option is present. 
none. 

* 
* 
* 
* 
* 

purpose: 
entry: 
exit: dl = 1 option present. * 

dl = 0 option not present. * 
; register usage: ax,dx * 
·******************************************************************** ' cseg segment byte public 'codesg' 

public option_present_test 
assume cs:cseg,ds:nothing,es:nothing,ss:nothing 

option_present_test proc near 
mov dl,l ;set dl for option present 
in al,8 ;input from port 8 
test al,04h ;test bit 2 to see if option present 
jz optl ;if option is present, exit 
xor dl,dl ;else, set dl for option not present 

optl: ret 
option_present_test endp 
cseg ends 

end 

Figure 1. A sample procedure from the Color/Graphics Option Programmer's 
Reference Guide, page 5-1. 
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;This program demonstrates the use of the Rainbow Graphics option 
;text write option. It shows: 

EXE file set up with seperate code, data, and stack segments. 
The use of several external procedures and public data. 
A macro definition and use. 

Use of the GTEXT procedure from the GOO reference manual. 
User defined text location and character selection 
The use of the FGBG register to create light on dark text. 

;Programming Assignment 12: 

' 

a. Accept characters from the keyboard 
b. Display the character. 
c. Accept additional characters adjust the cursor 

and display the new characters. 
d. Allow the user to exit this routine. 
e. Print what has been entered using JOBSDUMP. 
f. Modify procedure gtext display 6 nonstandard letters 

See extern statements for procedures used. 
Link parameters are: 

link text+ex03+ex04+exOS+ex08+ex09+exlO+exl6+exl9+ex20+ex2l+ex24; 
Text is the object file from this program. All other object files 
are from the "Color/Graphics Option Programmer's Reference Guide". 

·*********************************************************************** ' m a c r o d i s p 1 a y t e x t * 
* 

purpose: display 8 by 10 graphics text * 
entry: row is the column location of the character * 

column is the column location of the character * 
character is the ascii code for the character * 

notes: This macro makes use of procedure gtext * 
; which is defined in the C/GO Reference Guide. * 
·*********************************************************************** ' 
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DISPLAY_TEXT MACRO ROW,COLUMN,CHARACTER 
mov bx, row ;row number 
mov ax, column ;column number 
mov dl,character ;character number 
mov dh,OfOh ;set fgbg register for light on dark 
call gtext 

ENDM DISPLAY_TEXT 
;*************** Set up Code Segment 
cseg segment byte public 'codesg' 
extrn gtext:near ;text write 

********************************** 

extrn init_option:near,graphics_on:near,graphics_off:near 
extrn gdc_not_busy:near,imode:near 
extrn set_rectangle:near,pixel:near,pattern_register:near 
extrn pattern_mult:near 

assume cs:cseg,ds:dseg,ss:sseg,es:dseg 
org lOOh 
mov 
mov 

ax,dseg 
ds,ax 

mov es,ax 
mov dx,2 ;select 
call init_option 
call graphics_on 

Display characters 80 through 
mov cx,80 

text: 
push ex 
DISPLAY_TEXT 1,CX,CL 
pop ex 
loop text 

set up data segment 

; set up extra segment 
high resolution 

;initialize graphics option 
turn on the graphics 

0 in columns 80 through 0. 

display_text 10,15,80 ;use display_text macro with constants 
Character 80 which is a capital P 
will display in row 10, column 15 

mov ah,Olh ;wait for character to be typed 
int 21h 

call 
mov 
int 

cseg ends 

graphics_off 
ah,4ch 
21h 

;leave graphics mode 
;end of job 

;*************** Set up Stack Segment ********************************* 
sseg segment stack 

db 50 dup (" ") 
sseg ends 
;*************** Set up Data Segment ********************************* 
dseg segment byte public 'datasg' 
extrn yinit:word,yfinal:word,xinit:word,xfinal:word 
extrn xstart:word,xstop:word,ystart:word,ystop:word 
extrn gbmod:byte,curlO:byte,curll:byte,curl2:byte 
extrn xinit:word,yinit:word 
dseg ends 

end 

Figure 2. A program that displays graphics mode, high resolution text. 
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greatr db llllllllb 
db lOOlllllb 
db llOOllllb 
db llllOOllb 
db lllllOOlb 
db llllOOllb 
db llOOllllb 
db lOOlllllb 
db llllllllb 
db llllllllb 

ques db llllllllb 
db llOOOOllb 
db 1001100lb 
db lllllOOlb 
db llllOOllb 
db lllOOlllb 
db llllllllb 
db lllOOlllb 
db llllllllb 
db llllllllb 

Figure 3. Graphics character definition of "greater than" and "question 
mark" from procedure GTEXT. "Rainbow Color/Graphics Option Programmer's 
Reference Guide", page 9-11. 
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An excellent source of programming projects is the 
development of routines that conform to established 
graphics standards. The Core Graphics System [4J for 
example, includes a series of text attribute 
commands. These commands include, SETCURRENTCil/\RSIZE 
which is used to set relative character size and 
CHARSPACE which is used to set X-axis and Y-axis 
displacement between the starting points of adjacent 
characters. Implementing commands such as these, 
while not trivial, is approachable through the use of 
procedures provided in the "Rainbow Color/Graphics 
Option Programmer's Reference Guide". 

Digital has provide excellent documentation and 
commented assembler language source code in machine 
readable form for users who wish to use the 
Color/Graphics Option. Once working demonstration 
programs such as the one provided here are available 
the assembler language programming of the GDC is 
reasonable easy and makes an excellent supplementary 
exercise for courses in assembler language 
programming. 
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ABSTRACT 
"Speakeasy is a conversational computer language that has 
evolved over the past two decades through the continued use by 
a large and varied international community of users. A large 
audience of economists, research scientists, statisticians and 
students from a large variety of disciplines find Speakeasy a 
powerful yet natural means for using a computer. The modular 
structure of the language enables each group of users to adapt 
the system to its own needs by adding new words to the 
existing Speakeasy vocabulary."(2) Speakeasy contains 
facilities for defining and operating on a variety of data 
structures including scalars, matrices, sets, time series and 
character data. This paper discusses the VAX implementation 
of Speakeasy and examines its use in an elementary statistical 
analysis. A method for extending the vocabulary and porting 
extensions between the VAX and IBM versions is described. 

IRTRODUCTIOB 

Speakeasy is a conversational computer language 
in wide use as an interactive problem solving tool on 
VAX and IBM systems. Speakeasy provides an extremely 
user-friendly interface to a powerful set of tools 
for data analysis and presentation. Speakeasy was 
originally developed in the mid 1960's for large IBM 
mainframes to provide a data analysis tool to a 
research scientist co11D11unity. The natural syntax 
made possible the direct use by the research 
scientist at a time when other languages required 
extensive familiarity with the computer system. 
Also, Speakeasy's design allowed for simple addition 
of new operations to meet the analysis needs of the 
user. Thus, the early and continued involvement of 
the end-user co11D11unity in directing the evolution of 
the language contributed to the ~apid expansion of 
language features and capabilities. 

LANGUAGE FEATURES 

Speakeasy offers both an interactive and program 
mode. In the interactive mode, a user is prompted 
with :_ for a line of input. The user then types a 
Speakeasy statement consisting of references to data 
objects defined by the user and operators from the 
Speakeasy vocabulary. When the line is read, 
Speakeasy parses the line and controls the execution 
of operations that the user has specified. Results 
from the processing may be printed or assigned to a 
Speakeasy object. When the execution is complete, 
the user receives another prompt and may enter the 
next statement. In the program mode, collections of 
Speakeasy statements are executed as a single 
program. Special statements for use in the program 
mode allow for flow control. 

Many different types of 
by Speakeasy, including 
dimensional arrays, vectors 
and sets. Real, complex 
used in most structures. 
illustrated below. 

data objects are allowed 
scalars, one and two 

and matrices, time series 
and character data may be 
A number of these are 

Much of Speakeasy's power results from its 
ability to operate on collections of numbers or text 
without the user having to be concerned about 
dimensioning. Operators deal with entire objects, 
thus generally eliminating the need for looping and 
subscript operations. Presently, there are about 800 
operators in the Speakeasy vocabulary, including 
numerical operations, such as SQRT which takes the 
square root of elements in an object, text 
operations, such as TABULATE which automatically 
formats and prints objects, and graphics operators 
which allow the presentation of results on a variety 
of device types. The operators are used in a natural 
syntax which resembles that of Fortran but is far 
more error tolerant. A general guideline is that if 
a line makes sense in an unambiguous way, then 
Speakeasy should be able to understand it. 

Speakeasy's vocabulary may be extended and 
tailored to fit the needs of an individual user 
community. Large numbers of statistical, econometric 
and graphics operators have been added to the 
language by the user co11D11unity. 

Speakeasy offers extensive online documentation 
in the form of interactive tutorial sessions for 
learning to use the language, help documents for 
locating and using operators and examples of operator 
use. 

LANGUAGE EXAMPLES 

Speakeasy is best understood by actually looking 
at some simple examples. In this section, examples 
of the use of scalars, arrays and matrices are given. 
Later sections discuss the online documentation and 
demonstrate the use of Speakeasy in performing an 
elementary statistical analysis. 
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In the examples below, the user input is typed 
in lowercase after the :_ prompt and the computer 
output has been set for uppercase. First, some 
examples of elementary scalar operations: 

:_2 + 2 
2 + 2 4 

:_2 * 3 + 1 
2*3+1 7 

:_2 - 2 
2 - 2 0 

:_sqrt(8) - 2/3 
SQRT(8) - 2/3 2.1618 

:_answer 
ANSWER = 2.1618 

:_answer + 4.94 
ANSWER+ 4.94 = 7.1018 

:_x = 5 * log(2) 
:_x 
x = 3.4657 

:_angles in degrees 
:_y = cos(x) - 2.8 
:_y 
y = -1.8018 

:_names 
X, Y, ANSWER 

Arrays are objects with multiple elements 
arranged in a list (one dimensional array) or table 
(two dimensional array). Operations may be performed 
on a whole array as shown in these one dimensional 
array examples: 

:_a 1, 3, 9, 6, x 
: a 
-A (A 5 COMPONENT ARRAY) 

1 3 9 6 

sum( a) 
SUM(A) = 22.466 
:_answer/noels(a) 
ANSWER/NOELS(A) 4.4931 

:_mean a 
MEAN A 4.4931 

:_2 * a + 3 
2 * A + 3 (A 5 COMPONENT ARRAY) 

5 9 21 15 

i = locs( a .gt. 3) 
==b=a( i) 
:_tabulate i,b 

I B 
* ****** 
3 9 
4 6 
5 3.4657 

3 .4657 

9. 9315 

Two dimensional arrays are also provided. Note 
that arithmetic is performed element by element. 

: a = a2d( 2, 3: integers(l,6) 
:=:a; l/a 

A (A 2 BY 3 ARRAY) 
1 2 3 
4 5 6 

l/A (A 2 BY 3 ARRAY) 
1 .5 .33333 
.25 .2 .16667 

_total=sumrows(a) 
:_tabulate a,total 

A TOTAL 
***** ***** 
1 2 3 6 
4 5 6 15 

:_a + l/a 
A + l/A (A 2 BY 3 ARRAY) 

2 
4.25 

:_sqrt(a) 

2.5 3.3333 
5.2 6.1667 

SQRT(A) (A 2 BY 3 ARRAY) 
1 1.4142 1.7321 
2 2.2361 2.4495 

a - 2 
A-- 2 (A 2 BY 3 ARRAY) 

-1 0 1 
2 3 4 

Matrices obey the rules of matrix algebra. All 
of the elementary matrix operations are included. 
Several are demonstrated here: 

:_m = matrix(3,3:3 4 2 4 5 6 1 3 4) 

: l/m 
lfM (A 3 BY 3 MATRIX) 
-.1 .5 -.7 

.5 -.5 .5 
-.35 .25 .05 

:_answer * m 
ANSWER * M (A 3 BY 3 MATRIX) 

1 5.5511E-17 l.1102E-16 
0 1 -l.1102E-16 
7.8063E-18 -3.4694E-18 l 

:_eigenvalues(m) 
EIGENVALUES(M) (A VECTOR WITH 3 COMPONENTS) 
-.89 2.0785 10.811 
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The online documentation provided includes tutorials and a tree structured help facility. A sample of 
the main menu for the tutorial is shown below along with a small portion of the tutorial dealing with matrix 
use. In the HELP sample, assume that the user wishes to perform a correlation but does not remember the 
correct word. By following the tree structure, the user may arrive at the document describing the word 
CORREL. 

:_tutorial 
INDEX PAGE 0 
CONTENTS 
Index to the Speakeasy tutorial sessions December 1979 

SESSION SUBJECT 
An introduction to Speakeasy 
Array definitions and operations 
Matrix definitions and operations 

Start 
Arrays 
Matrix 
Vector Vector definitions and operations including 

vector-matrix operations 
Logic 
Edit 

Use of logical and relational operators 
Use of the editor 

Stat How to use the statistical routines 
Keep Saving information between runs 
Tektron Using the Tektronix Graphics Package 
Tek Tektronix graphing (older package) 
Printgraph Graphics for a printer. 
Sets Set definition arid operations 
Misc Miscellaneous information 

Type TUTORIAL XXX to begin the tut.orial session called XXX. 
Type TUTORIAL XXX N to display page N of the session, XXX. 
(TUTORIAL XXX will give you a table of contents for that session.) 
Type MORE to continue a session. 

:_tutorial matrix 5 
MATRIX PAGE 5 
MATRIX ADDITION AND MULTIPLICATION 

Rules for adding and multiplying matrices in Speakeasy are just 
those utilized for matrices in mathematics. Hence, if 

X=MATRIX(2,2:1,2,3,4) and Y=MAT(2,2:5,6,7,8), 
then, 

X+Y= 6 8 X-Y= -4 -4 X*Y= 19 22 Y*X= 23 34 
10 12 -4 -4 43 50 31 46. 

Remember that 
Let 

A=MAT(3,2:1, 
So, A= 1 2 

5.6 45 
23 0 

the order of multiplying matrices does matter. 

2' 5. 6' 45' 23) 
B= 10 0 

0 1 

and B=DIAGMAT(2:10,l). 
A*B= 10 2 

56 45 
230 o. 

Typing B*A will result in an error message because the sizes of A and 
B are incompatible in matrix multiplication. Notice that both A+B 
and B+A are undefined and therefore Speakeasy will also print out an 
error message for them. 

:_help 
HELP 

QUIT 
OBJECTS 

explains how to use the HELP processor. 

MATH 
ECONOMETRICS 
IOWORDS 
DATAWORDS 
PROGRAMS 
MISCELLANEOUS 
DOCUMENT 
EXAMPLE 
NEWS 
TUTORIAL 
TSOPERATIONS 
GRAPHICAL 

HELP XXX 

is the command to leave Speakeasy. 
lists words dealing with structured 
lists mathematical functions. 

objects. 

lists words which perform econometric analysis. 
words about data input, storage, output, and graphing. 
lists words relating to data organization or type. 
lists words used in writing and running programs. 
lists words not falling under any other classification. 
explains how to use the Speakeasy documents. 
explains how to use the Speakeasy Examples. 
lists information on new features in Speakeasy. 
tells how to use the Speakeasy tutorial. 
lists words relating to TIMESERIES objects. 
lists words relating to graphical operations. 

gives an explanation of the word XXX. 
XXX is any vocabulary word. 

The following is the name of a tree structure document for 
operations which have not been included in the standard Help data set. 
CONTRIBUTIONS lists words contributed by users. 
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:_help math 
MATH lists categories of mathematical functions. 

DIFFEQUATIONS are words used to solve differential equations. 
ELEMENTAL are elemental mathematical structures and functions. 
FITTING are words which are used to fit or interpolate fens. 
INTEGRATION are words dealing with numerical integration. 
LP are words dealing with linear programming. 
PHYSICS are functions of interest primarily to physicists. 
SINGLEVAR are functions of one variable. 
SPECIAL are special mathematical functions. 
STATISTICS are words related to statisical analysis. 

To obtain the words in a given subclass SC, enter 
HELP SC 

:_help statistics 
STATISTICS are words related to statistical analysis. 

AUTOCOR returns a vector of autocorrelation coefficients. 
AUTOCOV returns a vector of autocovariance coefficients. 
AVERAGE returns the average value of the elements of an object. 
CHIPROB calculates chi-squared probabilities. 
CHISQUARED performs a chi-squared test. 
COMBINATIONS gives the combinations of X items taken Y at a time. 
CORREL returns a correlation matrix. 
CORRELATION gives the correlation coefficient between 2 sets of data. 
COVARIANCE returns a covariance matrix. 
FPROB calculates f-statistic probabilities. 
GETRANDOM returns the random number seed. 
GETSEED returns the seed for the next invocation of NORMRAND. 
KURTOSIS produces a coefficient of kurtosis. 
LSQPOL finds a least-squares polynomial fit for two sets of data. 
MEAN returns the mean of the elements of an object. 
MEDIAN returns the median. 
MODE returns the most frequently occuring value in an object. 
MULTIREGRES performs multiple linear regression. 
NORMRAND returns random numbers from a normal distribution. 
PARTIALAUTO returns an array of partial auto-correlation coefficients. 
PERMUTATIONS gives the permutations of X items taken Y at a time. 
PROBIT scales data for a probability plot. 
RANDOM generates random numbers. 
RANGE returns the range of a series of real numbers. 
RMS returns the root mean square. 
SETRANDOM sets the random number seed. 
SETSEED sets the seed for the next invocation of NORMRAND. 
SKEWNESS returns a coefficient of skewness. 
STANDDEV returns the standard deviation. 
STANDERROR returns the standard error of the mean. 
TINDEPT performs a t-test on two independent sets of data. 
TPROB returns a significance value for a t-statistic. 
TRELATE performs a t-test on two related sets of data. 
TSAMPPOP performs a t-test on a sample and a population mean. 
VARIANCE returns the variance of the elements of an object. 

See also the MATRIXOPS tree structure document. 
To obtain a description of a given word XXX, enter 

HELP XXX. 

:_help correl 
CORREL(Xl,X2) returns a correlation matrix. 

For 1-dimensional arrays or vectors use CORREL(Xl,X2,X3, ••• XN). The 
(i,j)th entry is the coefficient of correlation between the ith and the 
jth input arguments. Xl to XN must be (I-dimensional) arrays or vectors 
with equal numbers of elements. 

If CORREL is called with a 2-dimensional array or matrix as its only 
argument, as in CORREL(X), the (i,j)th entry of the correlation matrix 
is the coefficient of correlation between the ith and the jth rows 
of X. X must have at least two rows and two columns. 
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Examples of the action of Speakeasy words use 
stored collDll8nds to demonstrate how a given word 
performs: 

:_example median 

EXAMPLES OF THE USE OF MEDIAN. SEE HELP STATISTICS 
FOR A LIST OF RELATED WORDS. RW 

INPUT ••• MEDIAN(l,2,3) 
MEDIAN(l,2,3) = 2 
INPUT ••• MEDIAN(l,2,3,4) 
MEDIAN(l,2,3,4) = 2.5 
INPUT ••• 
INPUT ••• As(l,2,3,4) 
INPUT ••• B=(5,6,7) 
INPUT ••• C=(8,9) 
INPUT ••• MEDIAN (A,B,C) 
MEDIAN (A,B,C) = 5 

STATISTICS EXAMPLE 

In the following section, a set of data 
representing fuel economy ratings are used to 
demonstrate the use of a variety of statistical 
words. The variables involved are miles per gallon, 
MPG, make of car, CARMODEL, cubic inches of 
displacement, CID, number of cylinders, CYL, 
transmission type, TRANS, and number of gears, GEARS. 
HEAD was previously defined as a character object for 
the title of the TABULATE. Methods for obtaining 
simple statistics are presented and followed by a 
regression. Finally, a printer plot is made of MPG 
on CID. Using other plotter devices, regression 
lines could be drawn. While this example is 
extremely simple, it demonstrates the ease of 
interacting with the data to arrive at an 
understanding of any underlying relationship in the 
data. 

:_tabulate(mpg,carmodel,cid,cyl,trans,gears:title=head) 

EPA FUEL ECONOMY RATINGS FOR 1985 MODELS 
TWO SEATERS - CITY DltIVING 
SOURCE: USA TODAY, 9/24/84 

MPG CARMODEL CID CYL TRANS GEARS 
*** ******************** *** *** ***** ***** 
21 Alfa Spider 2000 120 4 M 5 
23 Bertone Xl/9 91 4 M 5 
16 Chevrolet Corvette 350 8 L 4 
16 Chevrolet Corvette 350 8 M 4 
25 Ford Exp 98 4 A 3 
25 Ford Exp 98 4 M 5 
23 Ford Exp 98 4 M 5 
28 Honda Civic Coupe 91 4 L 3 
31 Honda Civic Coupe 91 4 M 5 
49 Honda Civic Coupe HF 91 4 M 5 
17 Mazda RX-7 70 2 L 4 
17 Mazda RX-7 70 2 M 5 
16 Mazda RX-7 80 2 M 5 
16 Mercedes 380SL 234 8 A 4 
16 Nissan 300ZX 181 6 A 4 
17 Nissan 300ZX 181 6 L 4 
17 Nissan 300ZX 181 6 M 5 
19 Nissan 300ZX 181 6 M 5 
20 Pininfarina Spider 122 4 A 3 
23 Pininfarina Spider 122 4 M 5 
25 Pontiac Fiero 151 4 L 3 
26 Subaru XT-DL 109 4 M 5 
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:_mean(mpg); median(mpg) 
MEAN(MPG) = 22.091 
MEDIAN(MPG) = 20.5 

:_standdev(mpg) ; standdev(cid) 
STANDDEV(MPG) = 7.5145 
ST.Am>DEV(CID) = 79.85 

:_extrema(mpg) 
EXTREMA(MPG) (A 2 COMPONENT ARRAY) 

16 49 

:_covariance mpg,cid,cyl,gears 
COVARIANCE MPG,CID,CYL,GEARS (A 4 BY 4 MATRIX) 

56.468 -250.68 -3.7749 .72727 
-250.68 6376 130.15 -13.29 
-3.7749 130.15 3.1948 -.24242 

.72727 -13.29 -.24242 .62338 

:_correl mpg,cid,cyl,gears 
CORREL MPG,CID,CYL,GEARS (A 4 BY 4 MATRIX) 

1 -.41778 -.28105 .12258 
-.41778 1 .91188 -.2108 
-.28105 .91188 1 -.17178 

.12258 -.2108 -.17178 1 

:_eigenvals(answer) 
EIGENVALS(ANSWER) (A VECTOR WITH 4 COMPONENTS) 

.075776 .7944 .92719 2.2026 

:_regress(mpg,c,cid,cyl,gears) 

ORDINARY LEAST SQUARES ESTIMATION 

DEPENDENT VARIABLE: MPG 
NAME LAG COEFF STD ERROR T-STATISTIC 

IC 0 22.466 
CID 0 -.089503 
CYL 0 2.4815 
GEARS 0 .22353 

10.369 
.047719 
2.1153 
2.0107 

.10671 
R-SQUARE = .23433 
R-SQUARE (CORRECTED) = 
NUMBER OF OBSERVATIONS 
DURBIN WATSON STATISTIC= 
SUM OF SQUARED RESIDUALS = 

22 
1.4148 

907 .95 

STD ERROR OF REGRESSION= 7.1022 

2.1666 
-1.8756 

1.1731 
.11117 



:_graphz mpg cid 
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PROGRAM EXAMPLE 

Once the procedures for an analysis have been set, a Speakeasy program may be written to perform the 
analysis using different sets of data. The program shown below performs a simple regression and draws plots 
of the variables, predicted values and residuals. The program REGPLOT was prepared using a standard editor 
and was then invoked in Speakeasy by simply typing its name. Only one of the plots is shown. 

EDITING REGPLOT 
1 PROGRAM 
2 GRAPHICS TEK4010 
3 ERASE 
4 "ENTER NAMES OF VARIABLES OR RETURN TO KEEP THE SAME VARIABLES" 
5 ASK ("DEPENDENT VARIABLE (Y) ", "Y=") 
6 ASK ("INDEPENDENT VARIABLE (X) ", "X=") 
7 ASKLIT("ENTER TITLE","SETTITLE") 
8 N=NOELS(X) 
9 N 

10 MEAN(X);STANDDEV(X) 
11 MEAN(Y);STANDDEV(Y) 
12 CORRELATION(X,Y) 
13 COEF=MULTIREGRES(X,Y:RESID,MULTR) 
14 "REGRESSION OF Y ON X GIVES FOLLOWING COEFFICIENTS" 
15 TYPE "Y = ",COEF{l)," + ",COEF(2)," * X" 
16 SUMSQ(RESID) 
17 HARDCOPY 
18 SETXLABEL("X - INDEPENDENT VARIABLE") 
19 SETYLABEL("Y DEPENDENT VARIABLE") 
20 LINECODE=-2 
21 GRAPH(Y:X) 
22 Xl=MIN(X)-1000,MAX(X)+lOOO 
23 Yl=COEF{l)+COEF(2)*Xl 
24 LINECODE=l 
25 ADDGRAPH(Yl:Xl) 
26 Xl=MEAN(X) ; Yl=MEAN(Y) 
27 LINECODE = -5 
28 ADDGRAPH(Yl,Xl) 
29 HARDCOPY 
30 LINECODEc-2 
31 SETYLABEL("RESIDUALS") 
32 GRAPH(RESID:X) 
33 HARDCOPY 
34 SETXLABEL("PREDICTED Y VALUES") 
35 GRAPH(RESID:RESID+Y) 
36 HARDCOPY 
37 SETXLABEL("ACTUAL Y VALUES") 
38 GRAPH(RESID:Y) 

*39 HARDCOPY 
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:_regplot 
EXECUTION STARTED 
ENTER NAMES OF VARIABLES OR RETURN TO KEEP THE SAME VARIABLES 
DEPENDENT VARIABLE (Y) mpg 
INDEPENDENT VARIABLE (X) cid 
ENTER TITLE epa two 
N = 22 
MEAN(X) = 143.64 
STANDDEV(X) = 79.85 
MEAN(Y) = 22.091 
STANDDEV(Y) = 7.5145 
CORRELATION(X,Y) = -.41778 
REGRESSION OF Y ON X GIVES FOLLOWING COEFFICIENTS 
y = 27.738 + -.039316 * x 
SUMSQ(RESID) = 978.85 
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SYSTEM STl.UCTUB.E 

One of the most important features of Speakeasy 
is the ability to add words to the language to tailor 
it to a specific user coumunity's need. Words in 
Speakeasy are really just Fortran function 
subprograms, so that it becomes possible to convert 
local libraries of analysis routines to operate in 
the Speakeasy environment. To understand how this 
works, the following section briefly describes 
Speakeasy's internal structure shown in figure 1. 

+-----------+ 
Input- I 
Output I 

+-----------+ 
I 

+-----------+ +-----------+ +-----------+ 
I System l __ I SPEAKEASY l __ I User I 
I Libraries I I Processor I I Libraries I 
+-----------+ +-----------+ +-----------+ 

I 
+-----------+ 

Named I 
Storage I 

+-----------+ 

Speakeasy System Structure 

figure 1 

The Speakeasy processor is responsible for 
accepting input from the user, parsing it and 
directing the execution of the various operations 
that have been requested. The processor interfaces 
with the (Speakeasy) system libraries to map, 
activate and unmap the operators as required. A very 
few operators are actually implemented in the 
processor. The processor also maintains an area of 
memory called named storage used to store all objects 
used in a session. 

All input and output during a Speakeasy session 
is controlled through the processor. In addition to 
the user prompts and replies shown above, Speakeasy 
also provides error handling and, at the user's 
request, will log any portion of a session. A number 
of the internally used routines are available for use 
when adding operators to Speakeasy. 

Named storage is an area of memory maintained by 
the processor that contains all Speakeasy objects 
that are in use. Objects may be defined, read, 
modified and freed. Named storage is dynamically 
maintained with efficient algorithms for locating and 
using objects. 

The system libraries contain the help, tutorial 
and example files, data to be stored between sessions 
and the operators which are also known as "linkules." 
Each user may also create libraries corresponding to 
the system copies for individual modifications or 
enhancements. 

SPEAKEASY LI!llCULES 

As mentioned above, Speakeasy linkules are just 
Fortran functions. Each linkule is an executable 
file that is mapped and activated by the processor 
when first used. Speakeasy maintains internal tables 
of which linkules have been used and will not unmap a 
linkule until necessary. This retention of linkules 
speeds repeated use since the linkule does not have 
to be remapped. The processor coumunicates with the 
linkule through a standard calling sequence which 
provides information about named storage and how the 
linkule was invoked by the user. The linkule may use 
named storage to examine values of objects and to 
compute and define results. It is the responsibility 
of the linkule writer to check the calling sequence 
specified by the user for errors and to produce error 
messages. If the arguments specified are acceptable, 
space may be reserved for a result and the result 
computed and returned to the user. Typically, a 
linkule is written by writing a code fragment that 
handles these details and then calls a computational 
routine. For example, SQRT would check whether it 
had received a positive real argument and then pass 
that argument to the correct routine for computing 
square roots of real numbers. Finally, the linkule's 
Fortran function value is used to tell the processor 
if errors occurred and if a result was defined. 

A Fortran macro preprocessor, Mortran, may be 
used to assist in preparing linkules. If linkules 
are being used only on the VAX, Mortran can be used 
to generate the standard calling sequence and define 
a number of important Fortran variables. Mortran's 
primary purpose, however, is to isolate 
machine-dependent code in macro form. For instance, 
Mortran has a macro which represents the largest real 
number. The linkule writer types CONSTANT(BIGEST) in 
the Mortran source file, specifies a target machine 
and runs the preprocessor. Mortran expands the macro 
and outputs a file of Fortran statements that will 
compile on the target system. On the VAX, 
CONSTANT(BIGEST) expands to 'FFFFFFFFFFFF7FFF'X and 
on IBM to Z7FFFFFFF FFFFFFFF. Only the Fortran 
compile has to be run on the target system as long as 
the appropriate macro files exist. Thus, it is 
possible to use the VAX as a development system for 
linkules which will run under the IBM version of 
Speakeasy. Speakeasy itself is written in Mortran 
and uses this facility to support versions for 
different machines. 

CONCLUSION 

Speakeasy's ease of use and extensive vocabulary 
make it an ideal tool for interactive data analysis. 
Analytical techniques may be developed and formulated 
as programs for general use. Existing libraries of 
Fortran subprograms may be added to the vocabulary, 
thereby extending and tailoring the language to meet 
special needs of virtually any user coumunity. 
Moreover, by using Mortran, additions to the language 
are portable across different machine versions. 
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UFEUNCES 

For the reader who wishes to learn more about 
Speakeasy, the following reading list is suggested. 

[l] Cohen, Stanley, "A Look at Speakeasy, The 
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[2] Cohen, Stanley, "Speakeasy: A Conversational 
Language on VAX", Proceedings of the Digital 
Equipment Corporation User Society, Spring, 
1983, pp. 1 - 7. 

[3] Saxe, David, "Introducing Speakeasy to the New 
User", Speakeasy Meeting: 13th Annual 
Conference Proceedings, 1985, Speakeasy 
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1985, Speakeasy Computing Corporation, Chicago, 
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Extraction of 1022 Data to PC Files: 
New INIT and PRINT Features in Vll7B 

1.0 OVERVIEW 

John Duesenberry 
Software House 

This paper describes new features in Vll7B for the extraction of 
1022 data to spreadsheet and other applications on personal 
computers. Enhancements to the System 1022 PRINT and INIT 
command~ provide users of Lotus 1-2-3 and Symphony with data in 
Lotus worksheet file format from within 1022. 1022 also 
provides data in Data Interchange Format (DIF). 

The following examples illustrate command sequences such as 
a user might employ to obtain data at his or her PC. We will 
assume that the user's link between the PC and the host computer 
is MOBIUS. 
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2.0 CREATING LOTUS PRN FILES WITH FORMATTED PRINTS 

Before considering the new 117B features, let us briefly look at 
what is probably the most direct method previously available for 
extracting 1022 data into a file that Lotus 1-2-3 can translate. 

FIGURE 1 is an example program; 
in Lotus 'PRN' format. In this 
separated by commas, text strings are 
each CRLF delimits a spreadsheet row. 

MAKPRN.DMC 

MAKPRN.DMC creates a file 
format, all data items are 
delimited by quotes,and 

A DMC to write out 1022 data in Lotus PRN format. 

OPEN MOBDEM RO. 
F SYSID BET 1 10. 
SORT LN FN. 
!NIT 2 DEM02.PRN. 
PRINT ON 2 "From 1022 Dataset: "+$TRIM{SYSDSNAME}+" in " -

+$TRIM{SYSDSFILE} FMT 1 " 1 ,lx,'-'11 , 1 , 1 1111 ,A, 1 " 1 END. 
PRINT ON 2 SYSDATE FMT -

1111 ,lx, 1111 , 1 , 1 , 1111 ,"Extracted on: ",'"' , 1 , 1 , 1 '" ,D2,''" END. 
!skip a row 
PRINT ON 2 FMT 1111 ,'"' END. 
PRINT ON 2 "FIRST NAME" "LAST NAME" "# CHILDREN" "CITY" -

"STATE" "ZIP" FMT 5 {I 111 ,A, I II' I) 1111 ,A,I 111 END. 
!skip a row 
PRINT ON 2 FMT I II I 'I II I END. 
PRINT ON 2 FN,LN,NCH,CITY,STATE,ZIP FMT -

2 { I II ' 'A' I " I ' I ' I } ' I ' 2 { I ' I ' I II I 'A ' I II I I I } I II ' 'A' I II ' END . 
!skip a row 
PRINT ON 2 FMT ' 111 , 1111 END. 
PRINT ON 2 MEAN{NCH} FMT -

' 111 ,lX,'"' ,' ,' , 111 ' ,"Average# Children:",'"' , 1 , 1 , F2.l END. 
RELEASE 2. 
TYPE "DEM02.PRN has been created on host. -

It can be FILE IMPORTed to 1-2-3." 

Fig. 1 
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FIGURE 2 is the actual output of MAKPRN.DMC. Note the use 
of quote-delimited spaces in order to 'indent' 1 cell at the 
start of some rows. The null string is printed to skip a row. 

" ","From 1022 Dataset: NEW in MOBDEM.DMS" 
" ","Extracted on: ","Jul-29-1985" 
"" 
"FIRST NAME","LAST NAME","# CHILDREN","CITY","STATE","ZIP" 
II II 

"CHARLES","CARAGIANES",3,"DEDHAM",,"NY","02138" 
"RICH","GARLAND",4,"BRISTOL",,"CT","d2138" 
"CHARLES","GOTT",2,''BRISTOL",,"CT","22209" 
"KATHY","HOUSMAN",0,"AUGUSTA",,"GA","43220" 
"MARK","JONES",0,"DEDHAM",,"NY","60064" 
"ROGER","LEVINSON",3,"BRISTOL",,"CT","11729" 
"LOUIS","MERZ",0,"ROXBURY",,"TX","77056" 
"OLGA","PONG",3,"STONEHAM",,"MA","02238" 
"ALFRED","SAVIO",l,"ROXBURY",,"IN","46225" 
"ALFRED","STEVENS",0,"BRISTOL",,"CT","02238" 
1111 

" ","Average # Children:", 1.6 

Fig. 2 

FIGURE 3 shows the sequence of commands the user would give 
in order to create the .PRN file on the host and load it into 
1-2-3 after having defined the device D: as the host area where 
the datasets and output files reside and having created the PC 
command "1022" with the MOBIUS MAKE feature: 

A>l022 
*USE MAKPRN 
DEM02.PRN has been created on host. 
It can be FILE IMPORTed by 1-2-3. 
*QUIT 
A>l23 
/File Import Numbers D:DEM02 

Fig. 3 
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Having imported the file and changed the width of a few 
spreadsheet columns, the user sees the 1-2-3 screen of FIGURE 4. 

From 1022 Dataset: NEW in MOBDEM.DMS 
Extracted on: Jul-29-1985 

FIRST NAME LAST NAME # CHILDREN CITY STATE ZIP 

CHARLES CARAGIANES 3 DEDHAM NY 02138 
RICH GARLAND 4 BRISTOL CT 02138 
CHARLES GOTT 2 BRISTOL CT 22209 
KATHY HOUSMAN 0 AUGUSTA GA 43220 
MARK JONES 0 DEDHAM NY 60064 
ROGER LEVINSON 3 BRISTOL CT 11729 
LOUIS MERZ 0 ROXBURY TX 77056 
OLGA PONG 3 STONEHAM MA 02238 
ALFRED SAVIO 1 ROXBURY IN 46225 
ALFRED STEVENS 0 BRISTOL CT 02238 

Average # Children: 1.6 

Fig. 4 

To the end user, this is quite straightforward, 
MOBIUS. However, if we return to the DMC of FIGURE 
deficiencies become apparent, from the viewpoint 
programmer who must write such DMC's: 

thanks to 
2, various 

of the 

* 

* 

* 

* 

Coding the format statements is tedious and error-prone. 
The code becomes virtually unreadable, and making a simple 
change in the program, such as adding a new item to a PRINT 
list, is more difficult than one would wish. 

Kludges (the aforementioned blanks and null strings) must be 
used if empty cells or rows are desired. 

Ad hoc queries are difficult, especially for end users who 
are likely to know little of 1022 PRINT formats. 

The resulting file is not native to 1-2-3, in the sense that 
the PRN file must be translated and loaded into the 
spreadsheet and the result saved to a WKS file. 

580 



3.0 CREATING A LOTUS WORKSHEET FILE DIRECTLY FROM 1022 

By way of contrast, consider FIGURE 5. MAKWKS.DMC is a working 
program that uses the Vll7B enhanced INIT and PRINT commands to 
produce a 1-2-3 worksheet file directly from 1022. A cursory 
glance shows that the FORMAT statements have been eliminated or 
greatly simplified. 

MAKWKS.DMC 
A program to create a Lotus WKS file 
using Vll7B INIT/PRINT features 

OPEN MOBDEM RO. 
F SYSID BET 1 10. 
SORT LN FN. 
INIT 123 2 DEM03. 
PR ON 2 "From 1022 Dataset: "+$TRIM(SYSDSNAME)+" in " 

+$TRIM(SYSDSFILE) FMT lX,A END. 
PRINT ON 2 SYSDATE FMT lX,"Extracted on: ",LB / END. 
PRINT ON 2 "FIRST NAME" "LAST NAME" "# CHILDREN" "CITY" -

"STATE" "ZIP" . 
PRINT ON 2 ALL. 
PRINT ON 2 MEAN(NCH) FMT /,lX,"Average # Children: 11 ,Ll.l END. 
RELEASE 2. 
TYPE "DEM03.WKS has been created on host. -

It can be FILE RETRIEVEd by 1-2-3." 

Fig. 5 

Before walking through the code, let's look at how the user 
would produce the file with MOBIUS and 1022 (FIGURE 6): 

A>l022 
*USE MAKWKS 
DEM03.WKS has been created on host. 
It can be FILE RETRIEVed by 1-2-3. 
*QUIT 
A>l23 
/File Retrieve D:DEM03 

Fig. 6 
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FIGURE 7 is a screen dump from 1-2-3 after loading the 
resulting file. The results are practically identical to those 
obtained with the PRN file, with the exception of the formatting 
of SYSDATE. (This will be explained below). 

From 1022 Dataset: NEW in MOBDEM.DMS 
Extracted on: 30-Jul-85 

FIRST NAME LAST NAME # CHILDREN CITY STATE ZIP 

CHARLES CARAGIANES 3 DEDHAM NY 02138 
RICH GARLAND 4 BRISTOL CT 02138 
CHARLES GOTT 2 BRISTOL CT 22209 
KATHY HOUSMAN 0 AUGUSTA GA 43220 
MARK JONES 0 DEDHAM NY 60064 
ROGER LEVINSON 3 BRISTOL CT 11729 
LOUIS MERZ 0 ROXBURY TX 77056 
OLGA PONG 3 STONEHAM MA 02238 
ALFRED SAVIO 1 ROXBURY IN 46225 
ALFRED STEVENS 0 BRISTOL CT 02238 

DMC: 

* 

* 

Average # Children: 1.6 

Fig. 7 

Returning to FIGURE 5, notice the following features of the 

The new '123' keyword in the INIT command informs 1022 that 
any output directed to PRINT channel 2 must be formatted as 
1-2-3 data cells, rather than the usual ASCII strings. The 
extension for the output filespec is defaulted to .WKS, and 
several other actions are taken in the background at 
INIT-time. The most significant action is the 
initialization of internal counters which, in effect, always 
point to the spreadsheet cell to which 1022 will next PRINT 
data. These counters are automatically updated in the 
course of printing, and are also accessible to user programs 
in the form of system variables. They will be discussed in 
more detail below. For now, it suffices to say that in our 
example, after the INIT command the counters will point to 
cell Al, by default. 

There are two instances in the example of a new ~ormat spec 
- "L" format. (The L stands for Lotus). This format serves 
a dual purpose: 

1. It enables a 1022-to-l-2-3 data transformation which 
maps 1022 datatypes (integer,real,date,double integer,or 
text) into Lotus datatypes (integer, real, or text 
[label] ) . 
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2. It allows the user to specify a Lotus display format to 
be used with the item. In our example, a date(SYSDATE) 
is printed under L8 format. This causes a Lotus binary 
date to be written, with its format code set to (Dl) -
l-2-3's day-mon-yr format. (This is why SYSDATE shows 
up differently in FIGURE 7). In the last PRINT of the 
example, a 1022 function result (type real) is printed 
under Ll.l format. The 1022 real is converted to a 
Lotus real, with a format code set to Fixed format, 1 
decimal place."Ll" format signifies Fixed format, with 
the argument after the "."indicating the desired number 
of decimal places. 

* Unformatted PRINT statements also occur in the DMC. 
Unformatted PRINTS simply default to "L" format by virtue of 
the fact that they are directed to a PRINT channel that has 
been INITed to a 1-2-3 file. Thus, in the PRINT ALL 
statement, 1022 looks at each attribute it is to write out, 
and produces a 1-2-3 label, integer, or real record on the 
basis of the attribute's datatype. 

The data transformations made under L format are 
summarized in FIGURE 8: 

1022 
TYPE 

INTEGER 
DOUBLE INTEGER 
REAL 
DATE 
TEXT 

LOTUS 
TYPE 

INTEGER or REAL * 
INTEGER or REAL * 
REAL (8087 DP floating point) 
INTEGER or REAL ** 
LABEL*** 

* Integers or double integers that exceed the range 
+/- 32767 will be converted to 1022 reals and then 
to Lotus floating point. 

** The stored binary date is offset such that 
Jan.1,1900 = 1. The Lotus format byte is set 
for (Dl) format. 

***The maximum length of a LABEL is 240 characters, 
including a Label-Prefix (') and a terminating null, 
both of which are automatically added to the string 
by 1022. Any text epression or literal longer than 
238 characters will be truncated to 238 characters. 

Fig. 8 
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* 

FIGURE 9 summarizes the possible L format specs and the 
resultant Lotus format types: 

Form of an L-format spec: rLm.n 

where r = repeat count 
m = integer signifying Lotus format type 
n = number of decimal places (0<=n<=l5) 

Default for m = 12 

Default for n = 2, in accordance with 1-2-3 default 
(n is applicable only to types 1-5 below) 

Values of m 

1 
2 
3 
4 
5 
6 
7 
8 
9 
10 
11 
12 

Fig. 9 

Lotus type 

fixed 
scientific 
currency ($) 
percent 
comma (xxx,xxx.xx) 
+/- horiz. bar graph 
general 
day/mon/yr 
day/mon 
mon/yr 
text 
default 

Notice also in FIGURE 5 the presence of conventional 1022 
format specs: "A" format, "/" format, "X" format and quoted 
literals. Conventional 1022 formats, in the context of 
PRINTing to 1-2-3 files, work differently than in normal 
printing. 

"X" format is a means to skip some number of cells 
within a row. Thus, in our example the lX format in the 
first PRINT command repositions the internal cell counter 
such that the first actual data item in the worksheet is in 
cell Bl. 

"/" format is a means to skip some number of rows.The 
"/" spec at the end of the 2nd PRINT command in the example 
repositions the internal cell counter such that the next 
item will be written to cell A3, instead of to the next 
consecutive row. 
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Most of the other conventional 1022 formats (such as 
the "A" format in the first PRINT command or the literal in 
the second) will cause a LABEL to be written to the 
worksheet, whether the type of the 1022 expression being 
printed was text or not. The content of the label will be 
an ASCII string identical to that which 1022 would have 
produced while printing 'normally'. For example, consider 
the following command sequence: 

*INIT 123 3 FOO.WKS. 
*DEFINE INTEGER Q. LET Q 9999. 
*PRINT ON 3 Q Q+l FMT L I. 
*RELEASE 3. 

When loaded into 1-2-3, the spreadsheet will contain 
the binary integer 9999 in cell Al, while cell Bl will 
contain a label consisting of the DIGIT STRING '10000'. 
Since, presumably, most of the data that 1022 users will 
want to extract will be for computational purposes, they 
will therefore wish in most instances to use L format, which 
is the default. 

3.1 Summary Of 1-2-3-Related INIT/PRINT Features 

Our example has covered the basics of PRINTing to Lotus 1-2-3 
files. Let us now summarize the points covered so far, and 
explore further options available under this file format: 

3.1.1 L Format - is the default format used when PRINTING to a 
channel that has been INITed to a 1-2-3 file. The optional 
specification m.n following the L selects the Lotus format type 
and (if applicable) number of decimal places. L format MUST be 
used to derive computational spreadsheet data from 1022 numeric 
data. 

3.1.2 Conventional Formats - such as I, F, 
used to produce labels. /, X, and $ 
available for controlling the cell location 
and literals also produce labels. 
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3.1.3 Data-Positioning Options - One requirement of Lotus 
worksheet format is that the cell coordinates of every data item 
be included in the data record. In order to do this, 1022 
maintains three counters for each channel that has been 
initialized to a 1-2-3 file. These counters are available to 
user programs in the form of three system variables, indexed on 
channel number N. 

3.1.3.1 Cell Location Counters SYSPCROW,SYSPCCOL,SYSPCRESET -

* 

* 

* 

SYSPCROW(N) points to the spreadsheet row to which 1022 is 
currently printing or is about to print. By default, 
SYSPCROW points to row 1 at !NIT-time and is incremented 
upon completion of every PRINT command. 11 / 11 format may be 
used to increment SYSPCROW at any time. SYSPCROW is 
user-settable. 

SYSPCCOL(N) points to the spreadsheet column to which 1022 
is currently printing or is about to print. By default, 
SYSPCCOL points to column A at !NIT-time. It is then 
incremented once for every cell produced in a given PRINT 
command. "nx" format adds n to SYSPCCOL, effectively 
skipping cells. Whenever a new-row action is triggered (as 
at the conclusion of a PRINT command or the execution of a 
"/" format) , SYSPCCOL is reset to point to the column whose 
value is stored in a third PC-related variable, SYSPCRESET. 

SYSPCRESET(N) points to the column at which each new row is 
to start. By default, SYSPCRESET points to column A at 
!NIT-time. 

SYSPCCOL and SYSPCRESET, like SYSPCROW, are user-settable. 

NOTE that all the SYSPC variables are "zero origin": 
that is, when the column and row counters are pointing to Al, 
they are both set to 0. To advance SYSPCROW to row 5 and 
SYSPCCOL to column D, therefore: 

LET SYSPCROW(N) 4 SYSPCCOL(N) 3. 

3.1.3.2 $SYSPCPOS Function - As a convenience, the string 
function $SYSPCPOS(N) has been added. $SYSPCCOS(N) returns the 
ASCII representation of the cell coordinates to which 
SYSPCROW(N) and SYSPCCOL(N) currently point. An example: 

*LET SYSPCROW(2) 5 SYSPCCOL(2) 4 
*TYPE $SYSPCPOS(2) 
*E6 
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3.1.3.3 Controlling Data Position Via The SYSPC variables -
FIGURE 10 shows an example of manipulating the position of data 
within a target spreadsheet by changing the values of the SYSPC 
variables.: 

!program fragment showing placement of data in spreadsheet 
!via alteration of SYSPCxxx variables. 
!attributes AT1 ... AT5 are from GOO.OMS 
!attributes VV ... ZZ are from POO.DMS 

OPEN GOO.OMS 
INIT 123 2 

!start at Al 

POO.DMS. FIND SYSID BET 1 10. 
FOO.WKS. 

!SYSPCROW(2) ,SYSPCRESET(2) ,SYSPCCOL(2) all=0 
!fill COLS A-E of ROWS 1-10 

PRINT ON 2 ATl AT2 AT3 AT4 ATS. 
DBS POO.DMS. FIND SYSID BET 1 10. 

right now, SYSPCROW=l0,SYSPCCOL=0 
!go to another ds 

LET SYSPCROW(2) 0. !reset to row 1 
LET SYSPCRESET(2) 6. !slide over to col.#G 

!NOTE!! SYSPCRESET is now pointing to COL. G. but if we 
!do not also set SYSPCCOL, SYSPCCOL will be set to COL. A 
!when the first record is printed below. 

LET SYSPCCOL(2) SYSPCRESET(2). 
PRINT ON 2 VV WW XX YY ZZ !fill cols G-K on rows 1-10 

3.1.3.4 Setting 
arguments have 
initial values 
PRINTing data. 

Fig. 10 

The SYSPC variables At 
been provided in order to 
of SYSPCROW, SYSPCCOL, 

The syntax is as follows: 

INIT 123 [COL c] [ROW r] ... 

INIT-Time - Two new 
allow the user to set 
SYSPCRESET prior to 

If COL is present, SYSPCRESET and SYSPCCOL are set to c. 
If ROW is present SYSPCROW is set to r. The defaults for c and 
r are Al, as mentioned previously. 

3.1.3.5 Columnwise vs. Rowwise Data Formatting - In all our 
examples thus far, data cells have been written in left-to­
right fashion within each PRINT command, with the row counter 
advancing down the spreadsheet upon each new PRINT. This is 
termed "columnwise" representation in spreadsheet parlance, and 
is the default action. However, a "rowwise" representation is 
also possible when printing to a 1-2-3 file. we include an 
optional CWISE/RWISE clause in the INIT command for this 
purpose: 
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CWISE 
INIT 123 [COL c] [ROW r] { } 

RWISE 

FIGURE 11 shows a DMC using these options. FIGURES 12A-12B 
show the spreadsheet results: 

!this DMC prints the same data to two Lotus WKS files. 
!the first files is INITed CWISE (by default) 
!while the second is INITed RWISE. 
INIT 123 2 EELSl.WKS. 
INIT 123 RWISE 3 EELS2.WKS. 
DEF TEXT 10 A B C D E F. 
LET A "My" B "Hovercraft" C "is" D "full" E "of" F "eels." . 
PRINT ON 2 A B C D E F. 
PRINT ON 3 A B C D E F. 
RELEASE. 

Fig. 11 

Bl: 'Hovercraft READY 

A B c D E F G 
1 My Hovercraft is full of eels. 
2 
3 
4 
5 
6 
7 

Fig. 12A - CWISE 

Al: 'My READY 

A B c D E F G 
1 My 
2 Hovercraft 
3 is 
4 full 
5 of 
6 eels. 
7 

Fig. 12B - RWISE 

As one might imagine, the underlying effect of the RWISE 
option is simply to switch counters; SYSPCROW is 
auto-incremented as individual items are printed, "X" formats 
executed etc. SYSPCCOL is auto-incremented on the end of each 
PRINT command, by "/" formats, etc. Programmers who want to 
change the counters would do well to remember this. 
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3.1.3.6 "$" Format - "$" format behaves as an analog to 
"$"-format in normal printing: it disables automatic 
incrementing of SYSPCROW and resetting of SYSPCCOL at the end of 
a PRINT command. This enables your program to (for example) 
print some data to a given row, "save its place" and do more 
calculation, and resume printing in the same row. 

3.1.4 NAMED RANGE (NRANGE) Option - The final INIT option for 
1-2-3 files is the ability to designate a block of cells within 
a worksheet as a Named Range: 

INIT 123 NRANGE FRED B3 Dl0 

uses the defaults for COL,ROW, and CWISE, and creates the Named 

Range FRED in the worksheet. One could use this with the File 
combine feature, for example, to extract the subset FRED of the 
1022 data into 1-2-3. 

The user may define as many 
using multiple NRANGE clauses. 
of such clauses. 

Named Ranges as desired by 
There is no limit on the number 

The default is no NRANGE present. 
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4.0 CREATING DIF FILES DIRECTLY FROM 1022 

DIF is an ASCII format; therefore DIF files can be written from 
1022 using normal formatted PRINTS. FIGURE 13 is an example: 

!This DMC extracts 1022 records and fields and produces a DIF 
!file. Note that the number of 'VECTORS' = 7 (6 attr's and one 
!blank cell) and IWDITH is set accordingly. The number of 'TUPLES' 
!equals the number of selected records, + 1 for the 'tuple' of 
!labels, + 1 for the blank 'tuple' and NTUPLES is set accordingly. 
CLEAR. 
OPEN MOBDEM.DMS RO. 
F SYSID BET 1 10. SORT LN FN. 
!NIT 2 DEMDIF.DIF. 
DEF TEXT 9 SKIPCELL TEXT 11 BOT EOD TEXT 2 CRLF TEXT 63 SKIPROW. 
LET CRLF $CHAR(l3)+$CHAR(l0). 
LET SKIPCELL "l,0"+CRLF+'""'+CRLF. 
LET SKIPROW SKIPCELL+SKIPCELL+SKIPCELL+SKIPCELL+SKIPCELL -

+SKIPCELL+SKIPCELL. 
LET BOT "-l,0"+CRLF+"BOT"+CRLF. 
LET EOD $REPLACE("BOT","EOD",BOT). 
LET !WIDTH 7. ! kludge to setup correct VECTORS item 
LET NTUPLES SYSNREC+2. !kludge works as long as we print !WIDTH 

!cells for SYSNREC+ (# of label rows and 
!blank rows) records 

!print the header section, note vectors and tuples counts. 
PR ON 2 "TABLE" "0,1" '''"' "VECTORS" "0," !WIDTH -

FMT 4(G I) 2G I '""' END. 
PR ON 2 "TUPLES" "0," NTUPLES FMT G / 2G / '"''' END. 
PR ON 2 "DATA'' "0,0" '""' FMT 2(G /) G END. 
!print the data section. start with a row of text labels, with a 
!blank cell in col. A (all rows will be like this) 
PR ON 2 BOT "FIRST NAME" "LAST NAME" "# CHILDREN" "CITY" 

"STATE" SKIPCELL "ZIP" FMT G 5("1,0" I '"' G '"' I) G "1,0" I -
'"' G '"' END. 

!now print a row of blank cells 
PR ON 2 BOT SKIPROW FMT G G $ END. 
!now print the stuff from the records 
PR ON 2 BOT FN LN NCH CITY STATE SKIPCELL ZIP -

FMT G 2("1,0" I '"' G '"' I ) "0," GI -
"v" /2("1,0" I '"' G '"' I> G "1,0" I '"' G '"' END. 

PR ON 2 EOD FMT G $ END. 
PR ON 2 $CHAR(26) FMT G $ END. !ctrl-Z eof mark 
RELEASE 2. 
TYPE "DEMDIF.DIF has been created on host and may be File". 
TYPE "Translated into 1-2-3 format.". 

Fig. 13 
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Like our previous example (MAKPRN) , this one suffers from 
intractably complicated FORMATS. Furthermore, there are two 
requirements imposed by DIF which our DMC does not really 
address: 

1. The file must consist of a known number of "TUPLES" (we can 
consider them spreadsheet rows) and this number must be 
recorded in the file header; 

2. Each "TUPLE" must be of equal length - i.e. each tuple must 
consist of the same number of "VECTORS" (we can consider 
them spreadsheet columns) and this number must be recorded 
in the file header. 

Our example meets these requirements only because it was 
constructed knowing the correct counts in advance. Obviously 
this is not usually the case. 

A more general way to handle requirement (1) would be to 
have the program keep track of the number of lines(TUPLES) 
printed, and to write this count to the DIF file header when 
done. This is in fact what the 1022 DIF printing option does. 
The means of counting "TUPLES" is SYSPCROW, whose value is used 
for the count at RELEASE-time. 

Requirement (2) is handled by assuming that each "TUPLE" 
will contain 100 cells ("VECTORS") unless the user says 
otherwise at !NIT-time. The user specifies this via an optional 
NCOLS (Number of COLumns) clause in the !NIT command. Given 
this NCOLS parameter, 1022 ensures that each row is of equal 
width. 

Given a large enough NCOLS, then, a program need not worry 
about uniform length of its PRINT commands. If the correct 
NCOLS value can be known in advanvce at !NIT-time, however, it 
can be used to advantage by avoiding padding and therefore 
saving file space. 

4.1 !NIT Syntax For Printing DIF 

The full !NIT syntax for DIF is: 

!NIT DIF [COL c] [ROW r] NCOLS n chan filespec 

defaults: c=A, r=l, NCOLS=l00, filespec extension= .DIF 
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4.2 DIF Example DMC 

FIGURE 14 shows a DMC using the new !NIT/PRINT features to 
produce a DIF file equivalent to the previous example. Note the 
use of "X" and "/" formats. 

!This DMC extracts 1022 records and fields and produces 
!a DIF file using Vll7B DIF printing features. 
OPEN MOBDEM.DMS RO. 
F SYSID BET 1 10. SORT LN FN. 
!NIT DIF 2 DEMDIF. 
!!NIT wrote the header ••.• no fuss, no muss. 
!Note use of X and I fmts in next command 
PRINT ON 2 "FIRST NAME" "LAST NAME" "# CHILDREN" "CITY" -

"STATE" "ZIP" FMT G lX G / END. 
!now print the data from the records 
PR ON 2 FN LN NCH CITY STATE ZIP FMT 5G lX G END. 
RELEASE 2. 
TYPE "DEMDIF.DIF has been created on host nd may be File" • 
TYPE "Translated into 1-2-3 format.". 

Fig. 14 

"X" and "/" (as well as the COL and ROW options) are 
functionally identical to their usage in printing 1-2-3 files. 
However, they actually work by writing out "padding" (blank 
cells). 

FIGURE 15 is the result of using the Lotus File Translate 
utility to derive a WKS file from the DIF file produced by the 
program of FIG. 14, and loading the WKS file into 1-2-3: 

FIRST NAME LAST NAME # CHILDREN CITY STATE ZIP 

CHARLES CARAGIANES 3 DEDHAM NY 02138 
RICH GARLAND 4 BRISTOL CT 02138 
CHARLES GOTT 2 BRISTOL CT 22209 
KATHY HOUSMAN 0 AUGUSTA GA 43220 
MARK JONES 0 DEDHAM NY 60064 
ROGER LEVINSON 3 BRISTOL CT 11729 
LOUIS MERZ 0 ROXBURY TX 77056 
OLGA PONG 3 STONEHAM MA 02238 
ALFRED SAVIO 1 ROXBURY IN 46225 
ALFRED STEVENS 0 BRISTOL CT 02238 

Fig. 15 
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4.3 1022 --> DIF Data Transformations 

DIF format recognizes only two datatypes: text and numeric. 
Numeric data is represented by ASCII digit strings. The rules 
for data transformation and formatting are quite simple: 

1. The type of the 1022 item being printed determines the DIF 
data type: 

1022 type 

Integer 
Double Integer 
Real 
Date 
Text 

DIF type 

Numeric 
Numeric 
Numeric 
Text 
Text 

(Note the date --> text transformation. If a 
computational date is desired, $INT(date-item) should be 
printed. This does not guarantee that the resultant number 
will be correct when read into the target spreadsheet or 
other program, which is likely to represent dates 
differently than 1022. The $INT result may have to be 
offset by an amount that will cover the difference.) 

2. Conventional 1022 formats are employed when printing to DIF 
files; there is no DIF equivalent to "L" format. The 
actual text or digit string that results is the same as that 
which would normally be produced under a given format spec. 
It is the programmer's responsibility to ensure that such a 
result is appropriate for the spreadsheet or other program 
which is to receive the DIF file. To mention a fairly 
obvious example, PRINTing an integer under ''O" (octal) 
format would produce a numeric DIF item which would be 
interpreted as a string of decimal digits by any program 
that adheres to the DIF standard. 
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by 
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Mobius is a micro/host integration package that extends the 
capabilities of Software House's 1022 or 1032 systems to personal 
computers. The personal computer user can now extract data from 
a large central data base and process it using the vast array of 
readily available personal computer software. This can all be 
accomplished without ever leaving the familiar environment of the 
microcomputer. In addition, host system capabilities, such as 
its mail system, are now directly available to the microcomputer 
user. 

This paper shows how the 1022 system interacts with Mobius to 
provide a smooth interface between the host and micro computers. 
While the examples given are for 1022, the principles and most of 
the details are identical for 1032. How Mobius meets the varying 
needs of the microcomputer end user, host computer user, 
programmer, and information manager will also be addressed. More 
complete information and technical details about Mobius may be 
obtained by contacting the author. 

1.0 MOBIUS, 1022, AND THE MICROCOMPUTER END USER 

Mobius allows the microcomputer user to access host progrruns, 
data, and other resources (such as printers) in exactly the same 
way that the micro's own programs, data, and resources are 
accessed. Thus, the end user only needs to master one computing 
environment - that of the microcomputer. Mobius handles access 
to host resources completely transparently, so that the user can 
be totally unaware of where the programs and/or data actually 
reside. Therefore, the user is left to concentrate on the task 
to be accomplished, unencumbered by difficult and error-prone 
file transfer and communication tasks. This results in more 
efficient use of the person's time, both because no additional 
training is required and because the operations being performed 
are handled smoothly and easily. 
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1. 1 An Example 

An example will illustrate how easily the micro-to-host 
interaction becomes to the end user. Here, the host 1022 data 
base management system is used to extract information from a 
central data base, and then that information is loaded into a 
Lotus 1-2-3 spreadsheet on the micro. With Mobius, this task is 
performed completely on the user's microcomputer with the 
following sequence of commands: 

(1) A)l 022 
(2) *USE MAKWKS 
(3) *QUIT 
(4) A)123 
(5) /File Retrieve D:DEM03 

Line (1) of this example shows the "A)" prompt displayed on the 
user's personal computer (IBM-PC, Rainbow, etc.). The user now 
wants to run the 1022 system which is written for and runs on the 
host machine, so he enters the "1022" command to the 
microcomputer's prompt. Notice that this is exactly how the user 
would start a program that was written for and runs on the 
microcomputer. As far as this user is concerned, he is simply 
running a program; he does not know or need to know where it 
actually resides. 

Between lines (1) and (2) of the example, Mobius operates 
invisibly so as to make the host program access completely 
transparent to the user. First, Mobius starts the host 1022 
program and then it automatically causes the microcomputer to 
operate as a VT-100 terminal. Thus, when 1022 outputs its "*" 
prompt, it appears on the screen just as would the prompt from 
any microcomputer program. 

Lines (2) and (3) are commands which the user enters into the 
1022 system. These commands can be as simple or elaborate as the 
application requires, and all features of the host 1022 system 
can be utilized. In this example, MAKWKS is a program that 
extracts data from a 1022 data base file and outputs a file in a 
format that can be read by the Lotus 1-2-3 spreadsheet program 
which runs on the user's microcomputer. The file itself is 
stored in a directory on the host computer, but the user need not 
be concerned about this. All the user in this example needs to 
know is that when the MAKWKS program is run, it produces a file 
called "DEM03" on the microcomputer's "D" drive which is internal 
to his machine and which he can't actually see. In fact, later 
on, Mobius will perform the appropriate tasks, invisibly to the 
user, which cause this file to be retrieved when the "D" drive is 
referenced. 

Between lines (3) and (4), Mobius again operates invisibly. 
First, it detects that the host 1022 program has terminated; 
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then it causes the microcomputer to operate as it normally does, 
instead of as a VT-100 terminal; and finally, it causes the 
micro's "A)" prompt to again appear. 

Now, wher. the Lotus 1-2-3 program is started (line 4), all that 
the user needs to do is to retrieve the file D:DEM03 that was 
created by the 1022 system, just as any other file would be 
retrieved with 1-2-3 (line 5). Again, Mobius operates invisibly 
to retrieve the file from the host system and to make it 
available to the 1-2-3 program. 

1.2 An Even Simpler Example 

The above example illustrates how Mobius operates to provide 
truly integrated micro/host interaction. The entire process can 
be even further simplified by using still other features of 
Mobius. For example, for users who do not know how to use 1022, 
but still have a need to access its data, Mobius provides a 
facility where lines (1) through (3) of the example can be 
combined into what ap~~ars to the user simply as a microcomputer 
program. If we call this program "GETWKS", then the following 
user commands to the micro perform the same function as the 
previous example: 

(6) A)GETWKS 
(7) A/123 
(8) /Flle Retrieve D:DEM03 

In this example, the user isfreed from needing to know anything 
about the host 1022 system. This is particularly useful in the 
somewhat common situation where the user wishes the same type of 
updated data on a regular basis. 

Since Mobius is completely integrated into the microcomputer's 
operating system, its "batch" facility can be used to even 
further simplify the action required by the user. For example, 
if lines (6) and (7) are combined into a batch file called 
"START123", then the entire process of accessing the host, 
starting the 1022 system, extracting data from the data base, 
outputting the 0 xtracted data into 1-2-3 file fo'rmat, and loading 
that data into a 1-2-3 spreadsheet can be performed with only two 
microcomputer commands: 

(9) A)START123 
(10) /File Retrieve D:DEM03 

Note that in these examples, Mobius has worked completely 
invisibly and has not required the user to deviate from normal 
microcomputer procedures in any way. 
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1.3 Additional Versatility 

The above is only one illustration of how Mobius allows end users 
to access host resources without needing to know any of the 
details of the host system. While the examples used the 1022 and 
1-2-3 programs, they are equally valid for any host and/or micro 
program or combination of them. For instance, the host MAIL 
program can be run just as conveniently as 1022 was run in the 
example, thus providing the micro user with access to all of the 
features of the host mail facility as if that facility resided on 
the micro. 

As another example, a microcornputer text editor, such as 
WordStar, can be used to edit files that have been created by a 
host program. In this case, Mobius allows the host file to be 
read directly into WordStar, eliminating the need to perform any 
complex file transfer tasks. 

As can be seen by all of these examples, the integrated 
applications which Mobius makes available are virtually 
unlimited, since every host program can now be run as if it were 
on the micro, and every micro program can directly access host 
data and other resources. Mobius imposes no constraints on these 
whatsoever, thus eliminating user retraining and preserving 
current invescm·ents in software. 

2.0 HOW MOBIUS SUPPORTS THE HOST USER WHO HAS A MICROCOMPUTER 

While Mobius allows the microcomputer end user complete 
transparency when accessing a host machine, such transparency may 
not always be desired by a person who is familiar with the use of 
the host. Also, this type of person is most likely to be setting 
up applications for end users, and therefore needs a mechanism to 
accomplish this quickly and conveniently. 

2.1 Switching Between the Micro and Host 

Switching directly between the microcomputer and host 
environments can be accomplished in a variety of ways with 
Mobius. The way most familiar to most host users is simply to 
type the following microcomputer commands: 

A) PUSH 
A)SPAWN 

(if the host is TOPS-20) 
(if the host is VMS) 

When this is done, Mobius invisibly starts a new host process and 
causes the microcomputer to operate as a VT-100 terminal. At 
this point, any host program or function can be performed, such 
as editing a file, reading mail, running a data base system, etc. 
When Mobius detects that the process is terminated (ie: the user 
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enters "POP" on TOPS-20, "LOGO" on VMS), it causes the 
microcomputer to.operate as it normally does, instead of as a 
VT-100 terminal, and then to display the "A)" prompt again. 

2.2 Configuring the Micro/Host Environment 

Rather than requiring direct access to the host operating system 
functions as above, the user may wish instead to access that 
portion of the Mobius system itself which resides on the host 
machine. It is this portion of Mobius that contains an 
easy-to-use set of commands which allow the user to configure the 
Mobius environment, as was necessary for the 1022 example given 
above. To do this, the user simply enters a single keyboard 
character (initially defined as "CONTROL-A", but resettable by 
the user). Then, the current activity taking place on the 
microcomputer is instantly suspended (so that it can be resumed 
later), the host Mobius system is activated, and its "MOBIUS))" 
prompt is displayed. At this point, Mobius is waiting for a 
command to be entered by the user. 

The host Mobius commands provide a tremendous amount of 
convenience and capability for setting up applications as well as 
for performing useful host functions. In the 1022 example above, 
a file called "DEM03" was written to a host directory, and that 
file was seen by the microcomputer to reside on its disk drive 
"D:". This relationship between host and micro resources is 
established using the Mobius "DEFINE" command. For instance, the 
command 

MOBIUS))DEFINE (micro device) D: (to be) Host (resource) * * . 
tells Mobius that whenever the microcomputer's "D:" device is 
referenced (such as was done with Lotus 1-2-3 in the example), 
the files of the currently accessed directory (as specified by 
the"*.*") are to be accessed. Thus, as an additional example, 
the microcomputer command 

A)DIR D: 

will display all of the files on the user's currently accessed 
host directory. If the list of files specified to the DEFINE 
command had been "*.DOC,*.MEM", then only those files with "DOC" 
and "MEM" ex tens ions would be 1 isted. Similarly, if "SYS:" had 
been specified, then all of the files associated with that 
logical name would be displayed, no matter how many directories 
that represents. 

The DEFINE command can also be used to specify that output 
normally destined for the microcomputer's printer will instead be 
routed to a host device. For example, 
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MOBIUS))DEFINE (micro device) PRN: (to be) HOST 
(resource) PRINTR.OUT 

would route all microcomputer printer output to the host file 
"PRINTR.OUT". This output could have just as easily been routed 
to a host line printer or other device. 

The "DEFINE" command is only one of about thirty commands that 
the host Mobius system provides. Some of the other commands 
replicate host system commands such as "COPY", "DELETE", 
"RENAME", etc., so that these functions can be performed easily 
and without leaving the Mobius system. Others allow for the 
tailoring of the Mobius environment for individual user's needs, 
such as changing the "CONTROL-A" character mentioned above, 
specifying the amount and type of information given when help is 
requested, and outputting specific application-oriented 
information. Still other commands allow setting the parameters 
of the communication channel or showing the status of the Mobius 
environment. 

Once it has been determined how the Mobius environment is to be 
configured, all of the necessary host commands can be put into a 
data file. This file is then read when host Mobius is started 
and each command is executed, just as if it had been entered from 
the keyboard. Thus, the entire micro/host environment can be set 
up automatically and lnvisibly to the user. 

3.0 MOBIUS AND THE PROGRAMMER 

For most organizations, Mobius provides all necessary 
micro-to-host integration functions without requiring any special 
programming whatsoever. However, for those organizations which 
wish to create specialized distributed applications, Mobius 
simplifies the process by prviding an Advanced Programmer's 
Interface (API). The API is designed to give programmers direct 
access to the Mobius features that are available to the user at 
the microcomputer keyboard. For example, the user activates the 
VT-100 terminal emulator by typing a special character. 
Similarly, a program can activate the terminal emulator by using 
a Mobius API "system call". 

The Advanced Programmer's Interface appears to the programmer as 
an extension of the micro's operating system. As such, it gives 
the programmer access to several new system calls which are 
utilized in exactly the same way as normal system calls are 
utilized. Any programming language which can make calls to the 
microcomputer's operating system (which is virtually all of them) 
can call upon Mobius to perform its micro-to-host integration 
tasks. Thus, the API allows end-user organizations and OEMs to 
create sophisticated distributed applications without requiring 
systems programmers or communication specialists. 
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4.0 MOBIUS AND THE INFORMATION MANAGER 

The previous sections have shown some features of Mobius as they 
related to particular types of host and/or personal computer 
users. To the Information Manager, though, Mobius is more than a 
set of technical features and capabilities. Rather, it is a 
single unified solution to the problems created by a diverse set 
of micro/host users, using a variety of programs and machine 
types. The inherent versatility of Mobius is illustrated in the 
previous section by the ease of use for the microcompucer end 
user, host system user, and programmer alike. Mobius provides 
each class of user with the same environment they are already 
used ~o, thus increasing their productivity and minimizing (even 
eliminating) the need for retraining. Each class of user is also 
provided with easy access to the rich set of features that are 
available to the other classes of users, should they wish to take 
advantage of them. 

This versatility is complemented by close attention to the needs 
of managing host data and security. Mobius provides this through 
a combination of host file access mechanisms and special Host 
Mobius features. A key element of Mobius is that first-level 
access security is not controlled at the microcomputer, which is 
the most vulnerable part of a micro-to-host system, or even by 
Mobius itself; but rather it is controlled through the host 
operating system. 

5.0 HOST-BASED ACCESS PROTECTION 

The Host Mobius program operates as a normal user program running 
under the host operating system. Therefore, Mobius can provide 
the microcomputer user with no more file access than that user 
would have if accessing the host from a normal computer terminal. 
This design was chosen over a "server" or "privileged program" 
concept because it allows easy custom tailoring to individual 
users without introducing security problems. 

Some of the advantages of this design are: 

(a) The host system manager needs to establish directory and 
file access privileg~s only once. There is· no additional 
mechanism needed to provide protection for microcomputer 
users. 

(b) No passwords can be entered by the user when running a 
program from the microcomputer, nor can any passwords be 
accidentally displayed. 

(c) Because of (b), it is useless to enter passwords into data 
files stored on the microcomputer since they can not be 
functional from such files. Storing passwords in such files 
is one of the most common areas of security breach. 
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(d) The microcomputer user has full access to those host files 
normally available to that user. No additional procedures 
must be learned to access them. 

(e) The host system manager remains in full control of the 
access and integrity of the host system files. 

6.0 MOBIUS-BASED ACCESS PROTECTION 

.By design, Mobius can not allow access to host files beyond what 
is allowed by the host operating system. However, it can further 
restrict such access. For example, if the host system allows a 
user to read and write all files in a particular directory, 
Mobius can be set to allow reading only those files written by 
the user during the current Mobius session. 

Mobius also provides the ability to mark sets of host fi.les as 
"read only". This is accomplished with the Host Mobius "LOCK" 
command, which not only prevents writing to files that already 
exist, but also prevents new host files from being created. 

It is also possible to prevent the user from accessing the host 
except through Mobius and/or to issue any Host Mobius commands. 
Thus, the micro-to-host environment can be set up so that the 
user will never be able to change it, but all required host 
resources will still be available to the microcomputer user. 

7.0 INTEGR.~TING PCS AND HOSTS 

Mobius is a system which fully integrates personal computers with 
host machines. While traditional file transfer and terminal 
emulation capabilities are built into Mobius, these only scratch 
the surface of the tremendous versatility available to the user 
and/or system integrator. 

The example illustrating the use of the 1022 data base system 
with the 1-2-3 spreadsheet shows that Mobius supplies direct 
access to an organization's data and facilities from a personal 
computer, while maintaining all of the flexibility that these 
machines offer the user. Also, by offloading tasks to the 
personal computer, host performance and user productivity is 
increased. 

The versatility of Mobi'JS is further enhanced by the wide variety 
of machines on which it is implemented, including VAX, 
DECsystem-10, and DECsystem-20 host computers and PC-DOS (IBM-PC 
and compatibles), MS-DOS, and CP/M microcomputers. This range of 
machines allows integration to take place not just between PCs 
and hosts, but between dissimilar hosts and microcomputers as 
well. 
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All of this adds up to an unusually flexible system for the 
1022/1032 user. First, Mobius allows the capabilities of these 
systems to be immediately extended to the microcomputer user. 
Then, extracted host data can be used in 1-2-3, dBase, and other 
microcomputer programs. As the user's needs grow, additional 
host systems can also be extended to the micro. What may 
initially be viewed as an adjunct to the 1022 or 1032 system, in 
fact provides general-purpose capabilities that can be used to 
integrate virtually any micro/host application. 

603 





\ 


