
















































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































"LARRY JONES" has the user name JONESLA. This has
the added advantage of resolving the standard
problem of multiple users named JONES. Unless you
already have a better directory naming scheme, use

the concatenated name for the directory as well.
Passwords
It would be easy to write an entire paper just on

the proper selection and management of passwords.
Here are some guidelines we try to follow:

o Passwords MUST be a minimum of 6 and
preferably 8 characters in length.

Although VMS provides A-Z, 0-9, and $ as

candidate password characters, I suggest

restricting passwords to only the "alpha" (A-Z)
symbols, because for most typists, the finger reach
to the number and special symbol keys is quite
distinet, awkward, and slow. Unless they're fast,
you can easily watch the hands of most people
typing numbers: If their password is only 8
characters long and you see them type the first U
as numbers you might conceivably "guess" what the
remaining symbols are regardless of composition.
VMS Vl4.x allows you to enforce a minimum password
length on a user by user basis, set it! In VMS 3.x
the same can be accomplished with various patches
available from various sources (the usual caveat
about messing with DEC's code though). If your
users squawk, ask them for a reasonable explanation

why they should be allowed to jeopardize the
system!
o Don't select passwords associated with the
user.
This means no husband's or wife's name, no

children's or pet's names, no hobbies (like STAMPS,
COINS), no phone numbers, no department names (like
ENGINEERING), etc. Of course, no initials.

o Don't allow any word that might be found in a
dictionary (the Webster's variety) as a
password.

The dictionaries that come with most spell checking
software can be readily adapted to throwing words
at a password prompt until a valid one is found.
The advent of these programs on microcomputers
heightens the importance of this guideline.

o Do use nonsense phrases for passwords.

such things as FORCEBEWITHYOU,
TENFOUR, BORN2BEFREE, ITSMILLERTIME, well you get
the point. Impress upon your users that this is
their chance to be as profound (or profane) as they
wish.

We often suggest

the password on multi-vendor

o Don't use
hardware.

same

Just because VMS has an adequate password hashing
algorithm, don't assume that the vendor of XYZ
computer does too. That manufacturer may simply
store the password as plain-text in a file. Use
different passwords on different machines.
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o Do change passwords regularly.

How often should passwords be changed? You might
just as well ask "How long is a piece of string?"
The nature of the data in a particular account
usually governs the frequency of change. The more
confidential the data, the more often the password
should be changed. The same applies to those
accounts with more than the standard privileges.
For privileged accounts, consider changing the
password every month; otherwise, for non-privileged
accounts every 3 or 4 months. This too can be
enforced under VMS Vi.x.

o Don't use company wide default passwords for
new accounts.

When you create new accounts for users, you presume
they're going to use them. Not always so!
Sometimes these new users may not 1log-in for
months, leaving the account with nothing more than
a public password. Along the same lines, don't
make the new password a predicable format like
JONES123, etec. Pick something random.

o Don't include in text or command
files.

passwords

I can almost guarantee that at some point, some
how, that file will get printed and exposed to
everyone. (Murphy's law supports me on this.) An
old hacker's trick is to scan all command files on
a disk for the occurrence of the symbols "::
indicating an explicit DECNET access control string
that follows an account password.

the passwords to the standard
FIELD, SYSTEM, SYSTEST.

o Do change
accounts:

New VMS systems have preset passwords for these
accounts. Since these accounts are present on
almost every VMS system in the world they are
likely candidates for people trying to break into
your system. If you have a VMS source license,

change the password to that standard account as
well.

Don't let your field service engineers set their
own password to the FIELD account. They're only

human (believe it or not) and if given the chance
they would probably select the same password for
every machine at every site in their service area.

o Do explain to users that VMSCAI, EDTCAI, etc
DO NOT require their VMS log-in password.

New users are easily intimidated. If the software
asks for a secret word or password, you guessed it,

9 out of 10 times they'll enter their VMS log-in
password.
Just in case your users have 1lulled you into

believing they know how to select a password and

don't need your recommendations or guidelines, I
present to you:
Over the last couple years, I've "analyzed" the

authorization files at several VAX sites and



determined that, on the average, Uu40% of all user
passwords could be found in a 1large spelling
dictionary or by searching through all possible 3
character strings (the success range was 27% to
T4%). To emphasize this point even further,
remember it only takes one password on one machine
for someone to "break-in." You should recognize
this as the weakest 1link theory. Incidentally,
I've never failed to "crack" at 1least one
privileged account.

Dial-ins

Dial-up lines are one of the soft-spots in the VAX
login process. Not only is there the problem of
keeping unwanted outsiders from logging-in, but
what about making sure your authorized users have
logged-out. Consider what might happen in the
following scenario:

It's 2 am, Sandy the 3rd-shift computer operator is
having problems with the nightly backup and would
like you to dial-in to give a hand (operators
always call at 2 am). You grumble, get out of bed
and dial-in to your machine. You solve the problem
and Jjust before you log-out, you get a phone
glitch. Your modem throws garbage on the screen
and hangs up. Fine, you were done anyway and go
back to sleep. Across town, a hacker has a
microcomputer with an auto-dial modem sequentially
going through all the phone numbers in your
exchange, (555-1234, 555-1235, etc). The modem
gets to 555-2341 and viola it displays the message
"CONNECT, FOUND ONE" on the terminal. Now when the
return key is hit there's no Froboz announcement
message, but instead:

$

Wow! The persistent hacker says. No username to
guess and no password to break. (again) OH BOY!

The story could take several turns here, that's not
important. Realize that the person now has access
to your privileged account. Why? Because the
modem on the VAX side did not hang up when your
modem did.

Modems should always be configured (on the computer
end) to hangup when they detect a loss of carrier.
On a VAX the minimal configuration of a modem port
should include:

SET TERM Txxx /MODEM/HANGUP/PERM

You may of course need to add other site-dependant
qualifiers (/AUTOBAUD, /DISCONNECT, etc).

In addition to telling VMS about the modem port
configuration, don't forget or omit reviewing the
modem hardware configuration. Read the
documentation from the modem manufacturer, the
modem itself may require some DIP switch or jumper
changes. Pay particular attention how the modem
controls the RS232 signal "data carrier detect."

Depending upon what kind of terminal I/0 card the
modem is connected to on the VAX (DZ, DMF, DMZ,
etc), there may be other problems too; for example,
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DMF ports 2-7 (zero based) do not support modem
"hangup" control signals, DON'T CONNECT MODEMS TO
THESE PORTS (get the message?).

Those sites with port-selectors, etc, this
discussion of modems is very important to you
because you tend to have all your terminals routed
through these gizmos. These devices, almost
universally, appear to the VAX as fast modems,
meaning they require the same kind of RS232 control

signals. As a bonus, or finally to resolve some
long standing confusion, VMS V4.x allows port-
selectors, terminal servers, ete to be
differentiated from modems with a "/DIALUP"

qualifier applied to the latter on a "SET TERMINAL"
command . Alternately, prior to V4.x, the work-
around was to check the terminal speed, 1200 baud
and below indicated a real modem and not a port-
selector.

Just like passwords, the telephone numbers to your
dial-in lines should be protected, handed out only
on a request and need-to-know basis. One
particular site, through some mis-communication or
accident, had their dial-in telephone numbers
published in the local phone directory. (For some
strange reason log-fail numbers over those ports
shot up quickly.) This isn't advised. If
practical, consider changing the telephone number
to all of your dial-in 1lines at least once a year,
remember the bill the phone company will send you
for this will be small compared to the possible
consequences.

Keep a close eye on your modems, especially the
newer models with n number storage and auto-redial
of last number. They often, for the simple command
of simply hitting return, will show you the last
number dialed (DEC's DF112 for example). If you've
just used VAXNET, VMODEM, KERMIT or some other
terminal emulator to dial-out of your VAX into

another computer, many modems will retain that
number for whomever comes along later. Worse yet
are those modems that will for another simple

command will list 15 or so telephone numbers stored
in an internal table. Before you purchase modems,
check around, there are some that provide the same
function but hide the phone list requiring the user
to enter, instead, a number from 1-15 corresponding
to a telephone number in the 1list. (The users
never see the list, they're just told that AERO-VAX
is number 3 or DELTA-PDP is number 11.) These
modems also don't display the last number dialed.
If you already have a big investment into a certain
brand of modem, check with the manufacture, often
there is a simple and 1low cost fix (new PROMs for
instance).

One of the big security features not all sites take
advantage of are the access hours/days. AUTHORIZE
will allow the setting of primary and secondary
hours of the day and days of the week during which
a user may log-in. If certain users don't need
access after 5 pm or before 8 am or they need the
machine only during the week, then use this
feature. All the times and days can be set on a
user by user basis and can be overridden with the
"SET DAY" command at any time.



Along the same idea, if another group of accounts
never log-in over the dial-in lines, then note that
too with AUTHORIZE. By reducing the number of
accounts that can dial-in, you've 1limited the
number of security soft-spots.

While logged on

UIC based protection has
time. Now, in addition, VMS VU4.x has many, many
new enhancements in this area (ACLs won't be
covered here). I won't go into details except to
point out that:

been around for a long

o System directories do not require world read

access.
Protect the SYSEXE, SYSLIB, SYSMAINT, SYSMGR,
SYSTEST, SYSHLP, SYSUPD so that they only have

(W:E).
file
allowed to

This prevents users
specifications (for
issue a "DIR

world execute access
from using wildecard
instance they won't be
SYS$SYSTEM" command) .

o User's don't need to be able to run system
manager utilities (AUTHORIZE, SYSGEN). Remove
world execute privilege from these images.

o The 000000 directory should be protected the

same as system directories or Dbetter yet,
remove world access altogether. This helps
eliminate some of the probing.

o ACLs can be placed on certain items, like
files, and will describe all sorts of

attempted operations on those files by users.

This is a really good way to monitor probing. If
your system directories are protected adequately
and you setup or install ACLs properly, any action
on files within those directories can be logged.
For instance, if a user repeatedly tries to DUMP or
COPY the SYSUAF.DAT file, you should suspect that
something is wrong (plus you have the proof right
in the operator's log).

should have stringent

o Devices can and

protections too.

In your system startup command file, protect all of
your terminals with a command like "SET PROTECTION=
(W) Txxx:/DEVICE." (Modem ports and other certain
public devices may need to have a more relaxed
protection such as W:RWPL). Terminal protections
should reduce the likelyhood of something called a
grabber program. A grabber program is a small
user-written routine that allocates a terminal and
simulates the login sequence. It waits for some
unsuspecting user to hit return and types the
message specified in SYS$ANNOUNCE then the phrase
"Username:". Guess what. The user enters their
username; the program prompts for "Password:"; the
user enters their password; finally the program
writes both the username and password to a
"recording" file for later reference. Now, because
the grabber program can't really perform a log-in
sequence it simply displays the message (which
we've ALL seen ourselves) '"user authorization
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failure" and exits. No big deal, the user simply
tries again thinking he fumbled the password.

Device protections alone can't prevent a grabber
program, they can only help curb them. Under VMS
Vh.x, if you've had any log-fail attempts since you
were last logged on, you'll get a message similar
to:

Welcome to VAX/VMS version Vi.x
Last login on Tuesday, 2-JUL-1985 13:25
Last batch on Tuesday, 2-JUL-1985 09:49
5 failures since last successful login

You should instruct your users to pay attention to
this display and report any excessive log-fails
that they can't account for. Just as important, if
they do get a 1log-fail message they should verify
that it is reported as above (if it's not, chances
are there's a grabber program running around).

While on the subject of log-fails, check-out the
new sysgen parameters LGI_RETRY LIM, LGI_RETRY_TMO.
They specify maximum numbers of log-fails within a
certain time frame before an account will be
rendered temporarily disabled.

Although VMS allows it, don't disable this feature.

Privileges

If ever there was a poorly chosen word for
anything, "privileges" has to rank at the top.
Users somehow feel that it's share and share alike:
"If the system manager has SETPRV privilege, so
should I". Some users are a little more crafty
(usually the system programmers), they'll come
with their manager and exclaim they Jjust can't
finish their current project without just one
little privilege... Which one? No, not SETPRV
(that's to blunt) just CMEXEC. (CMEXEC allows one
to get into kernel mode unchecked and mess with the
system data structures. With CMEXEC they can do
anything on the system they please including giving
themselves any other privilege they desire.) You
must know what privileges allow what; otherwise,
you're at the mercy of the first knowledgeable
programmer that comes along. Read the descriptions
of the privileges closely (refer to the security
manual) when assigning anything more than just the
standard TMPMBX or NETMBX to an account. If a
request arrives for anything else, make them
justify it in gory detail.

Even when users have justifiable needs for heavy-
duty privileges, monitor their actions. The CMKRNL
privilege, for example, allows the running of
"ANALYZE/SYSTEM." With this wutility it's a simple
matter to look at terminal typeahead buffers and
observe other user's passwords as they log-in.
Including yours.

One way of avoiding issuing privileges is to create
a captive account. Someone logs-in to a particular
account and is restricted, by means of a CAREFULLY
written command procedure, to only a few commands.
An example might include the need to run the
INSTALL utility to install a shared global section.



(INSTALL requires CMKRNL privilege.) Rather than
give someone CMKRNL, create an account, suitably
privileged, that has as its only function, the
execution of a command procedure that performs the
required installation. WARNING! Read the DEC
security manual regarding captive accounts. Here
are some things to watch out for concerning captive
accounts:

o Limit mail usage. Someone might try to invoke
mail with the "/EDIT" qualifier and include
some sensitive files from other directories.
With mail they might also create some unwanted
files (like a new LOGIN.COM maybe).

o Don't allow the use of the TECO editor. There
is a command within TECO that will permit
exiting any command procedure.

o Be sure to create the account as CAPTIVE and
disable control-Ys. DEC also recommends
setting DISWELCOME and LOCKPWD.

I'11 illustrate this point with another tale of woe
close to me. A particular site (remaining
nameless) had created a particularly well endowed
captive account (having CMKRNL privilege), called
INSTALLGLBS, but had failed to add the CAPTIVE
flag. Imagine our (oops, someone's) surprise when
the user logged in as:
Username: INSTALLGLBS/DISK=CSA9:

Well, very few systems have 9 CS: devices. Sure,
VMS complained about not finding CSA9 but it still
allowed the log-in. The biggest reason for CAPTIVE
is to ensure that the command file specified in the
AUTHORIZE field LGICMD is execute. Our (oops,
someone's) special, CAREFULLY written command file
was ignored and egg was all over my (oops,
someone's) face.

The more you read about privileges the more it
seems like they all have a certain air of doom
about them. Well it's true, they do. Here are

some I would be extremely suspicious about:

o SETPRV
o CMEXEC or CMKRNL
Wary about:

o LOG_IO
o PHYS_IO

Those in the above list have "sneaky" or additional
side effects that might not be readily apparent
from reading their description. I'm sure the
others might too, I just haven't worked out any
really neat tricks with them yet. Among the others
to look out for, include: BYPASS, READALL, SYSPRV,
OPER, PFNMAP, SECURITY, SYSNAM, and WORLD. The
descriptions of these are pretty good, you'll know
what you're getting yourself into.

Another way of not granting privileges to someone
is through the use of installed images. Images can
be installed with privilege Jjust 1like accounts.

So, if you want to write a "WHO_IS ON_THE_SYSTEM"
(Aren't V4 filenames neat?) program for everyone's
use, but don't want to grant WORLD privilege to
everyone (good for you) then create the program and
use the INSTALL utility to grant just the image,
the WORLD privilege. The command looks something
like:

INSTALL> SYS$PUBLIC:WHO.EXE/PRIV=WORLD

If you're not running VMS VA4.x yet, then there's
another thing you've got to (MUST) look out for.
You MUST 1link privileged images with a command
like:

$ LINK/NOTRACEBACK WHO

The "/NOTRACEBACK" qualifier prevents someone from
running the image in debug mode with a "RUN/DEBUG
SYS$PUBLIC:WHO" command. Running a privileged
image with the debugger is a pretty easy way to
inherit the privileges of the installed image.
This is fixed in VMS V4.x, you can't install images
with privileges if they were not linked properly.
(Don't worry, if you don't have object modules, DEC
has available a command procedure that will
properly patch the image to prevent the debugger
from running.)

Daily Operations

How many sites out there receive a new piece of
software and without thinking, type RUN or € to see
what it does? Don't! At the very least give the
thing a quick look to see "how" it does "what."

We recently purchased a word processing package
that initializes itself at each use with a command
file. We looked at the command file and it
included the command:

$ SET PROT=(S:RWE,O0:RWED,G:RWE,W:RWE)/DEFAULT

I find it somewhat unsettling to discover that
these software packages go about changing such
things as my default file protection, especially

without me knowing it. Get the picture?

Be careful of software you don't control. Don't
run programs out of directories you don't control.
Here's yet another story (it's called a Trojan
Horse):

Good ol' Joe, he's always writing this really neat
code. He's just finished an amazing "SET DEFAULT"
utility; you simply type SD and it reads your
thoughts about what you would 1like your default
directory to be. Good ol' Joe tells everyone it's
finished and that it 1lives in the [GOODOLJOE]
directory (his directory, of course). Everyone
begins to use it, you included.

SD and it puts you at SYSEXE,
SD and it puts you at SYSUPD,

good
good

Then,

SD ... it pauses ... it puts you at SYSMGR, good



What you didn't realize was that SD detected it was
running with privileges (your account) and the
pause was really SD busy copying the company's
financial data to one of Good ol' Joe's
subdirectories. SD finished it's original task of
changing your default and exited. Nobody the
wiser.

Enough said, except to say be careful of updates
and new releases. What was harmless today, may not
be harmless tomorrow.

On the topic of software, examine incoming and
outgoing tapes, disks, etc. Don't let somebody get
you into trouble by bringing in or carrying out
purloined software. If you do a show process and
see somebody running Ada, and you know you don't
have an Ada license, illegal software is rummaging
about your system and it probably came in by
magtape. Tapes that you 1loan or give to users for
their use, degauss them first. Initializing a tape
with the VMS "INIT" command is not sufficient (INIT
only writes on the very first part of a tape).

Limit access to the operator's console. Beyond
just having information printed on it that users
don't really need to see, it's quite a powerful
little device. Ready for another story?

site... Programmers were
allowed into a certain computer room at any time,
that's were the magtape drives were located that
they needed. The only terminal in the area was, by
design, the operator's console. One of programmers
logged on, fumbled a few control characters and
found the ">>>" prompt (LSI monitor prompt).
Curious about what wutility prompted with ">>>" he
resorted to what he always did, typing "H" for
HELP. Well, no doubt you've guessed what happened
(for you non-VAX folks "H" is also short for Halt
and the VAX complied).

Yet another famous

The brave user given access to the console might
even attempt to re-boot the machine. There are all
kinds of potential security problems when someone
else is able to re-boot, don't allow this. At
re-boot time the VAX is at its very most naked,
vulnerable state. It comes to no surprise to you,
I'm sure, that all older VAX cabinet keys are
standard and identical. Everyone hoped that with
the new FCC cabinets we'd all get new and different
locks. Well what do you know, we did! Now the bad
news, check your keys. We have a particular brand
of magtape cabinet that's pretty popular, it too
has a key lock. In fact it has the same key as the
master cabinet key for the VAX!

here are some other

In no particular category,

operational tips:

logical SYS$SYLOGIN to a file
with some other name than SYLOGIN.COM. Users
don't really need to see what's in that file
and if you rename it you may slow or deter
some probing.

o Re-define the

0 Re-define the
reason.

logical SYSUAF for the same

o When users leave a company or lose access to
their account, don't remove it from the
authorization file. Better to just inactivate
the account with the "/DISUSER" qualifier.
That way if they secretly come back and try to
gain access to the old accounts, you'll be
able to determine that with the accounting
utility. On the other hand, if you remove
the account, 1log-fail attempts show up as
simply <login>. If you leave the account
you'll get the name.

Backups are critical for numerous reasons, be aware
of their security though. Remember that backups
have a complete copy (or should) of all your disk
files, programs, data, on and on. Unlike disk
packs/drives, magtapes can easily be fitted into a
briefcase; don't let people walk out of your site
with last week's complete image save. Protect
them. In addition to the physical security of the
media, there is a need for a logical volume
protection. When you perform your backups, use the
"/PROTECT" qualifier to prevent others from
mounting the tape and gaining access to otherwise
protected files. NOTE! NOTE! NOTE! Somewhere
around the upgrade from VMS V3.4 to V3.5 BACKUP's
default for the "/REWIND" qualifier changed from
"/REWIND" to "/NOREWIND", not all sites caught the
implication of this. BACKUP only records the
volume protection when it's allowed to initialize

the tape. The only time BACKUP initializes a tape
is when "/REWIND" is included. Get 1it? If you
just use "/PROTECT" without "/REWIND", BACKUP

ignores the protection qualifier. A good number of
sites have command files to perform all of their
backups. If the command files aren't updated to
include the change, all those tapes are left with
whatever the previous volume protection is.

Networks
I'm only going to
concerning DECNET.

pass along a few points

o All DECNET nodes not under your control should
be considered hostile. That is, the
information passing between nodes should be
considered public domain.

o Ethernet networks are especially susceptible
to eavesdropping by other nodes.

o Protect all files [SYSEXE]*NET#*.DAT to

disallow world access.

o Use proxy log-ins wherever possible to
eliminate the need for explicit access control
strings.

o The need for privileged DECNET default

accounts has just about been eliminated.
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Conclusion

In conclusion, I'd like to emphasis that there is a
tremendous amount of information to be found in
DEC's new security manual, be sure to read at least
chapters 1-8 and the appendices A-C.

Don't wait until it's too late to find out that you
have security problems, by then you may just be the
next sensational wizkid-cracks-computer news event
we hear about.
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ABSTRACT

The instruction and operand fetch unit (IBOX) of a
High Performance Implementation of the VaAX
architecture, the VAX 8600, is described 1in this
paper. The VAX 8600 delivers a performance
speed-up over previous implementations by the use
of HIGH SPEED ECL technology, and an internal
organization that consists of a four stage
pipeline. In this four stage pipeline, up to four
simultaneous instructions can be in several stages
of execution at any time. This parallelism
contributes to an overall performance improvement
of more than four times over the VAX 11/780.
Furthermore, under favorable conditions, the IBOX
can deliver to the Instruction Execution Unit
(EBOX) one instruction every 80 nsecs, which means
this high performance implementation is capable of
executing instructions at a peak rate of 12.5 mips.
In this paper, special attention is given to the
internal organization of the VAX 8600 IBOX as it
differs from previous VAX implementations.

VAX instruction pipelined
global control, local control,

stall conditions, data

Keywords:
architecture,

set,

register log, scoreboard,

dependency,

control

dependency, resource

dependency, elasticity, rigidity

1 INTRODUCTION

THE VAX 8600 Computer System is the first
pipelined implementation of the VAX
architecture [1]. Like its non pipelined
predecessors, the VAX 8600 implements the
full VAX instruction set and runs under
the VMS (or UNIX/ULTRIX) operating system.
In addition, the primary goal for the
VAX 8600 was to provide higher performance

and reliability than its predecessor, the
VAX 11/780. In this context, the
performance speed up factor needs to be

clearly defined if we are to avoid the
confusion that usually arises when
discussing performance. First, let us

define a given program's speedup factor as
the time it takes to execute on the
VAX 11/780 divided by the time to execute
on the VAX 8600. The VAX 8600 "ideal" or
"true" measure of performance improvement
is then the average over all programs of
such speedup factor. Since the universe
of all programs is too large, one selects
a proper subset of favorite benchmarks for
the comparison. This subset of benchmarks
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can be labelled as the constant wunit of
work (CUW), and its selection is often the
reason for conflicting reports 1in the
literature. The execution time of this
constant unit of work in our model, is the
product of three quantities: the number
of instructions, the average number of
cycles per instruction, and the cycle time
of the machine under evaluation.

The performance aim of the VAX 8600 was to
reduce the average number of cycles per
instruction from 10 in the VAX 11/780 to
6, and also to reduce the cycle time of
the machine from 200 nsecs in the case of
the VAX 11/780 to 80 nsecs. In order to
achieve the goal of reducing the cycle
time of the machine, custom ECL gate
arrays and standard 10K ECL logic was
utilized throughout the design. This
technology provided the 2 1/2 times
performance improvement that was required.
The rest of the performance gain was
contributed by achieving the goal of
reducing the average number of cycles per
instruction through the wuse of a four
stage pipeline. This four stage pipeline
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is capable of overlapping the fetching of
instruction stream data, with the decode
of instructions, the prefetch of operands
from memory, and the execution of
instructions, see Figure 3c. In the
VAX 11/780, on the other hand, the operand
address calculation, operand fetch, and
operand write stages are all merged into
the execution stage (EBOX), see Figure 3b.
In the VAX 8600 up to four simultaneous
instructions can be in several stages of
execution at any time.

The remainder of this paper is organized
as follows. In section 2, a limited
description of the VAX instruction set is
presented. Section 3, provides an overall
description of the VAX 8600 internal
organization with special emphasis on the
major busses that support the flow of
intructions and data between stages.
Section 4 introduces an abstract model of
pipelines, and describes the VAX 8600 in
terms of the major components of the
model. Section 5 describes in detail the
internal organization of the instruction
unit (IBOX) and 1its associated control
structure. Finally, in section 6 our
conclusions are presented.

2 VAX INSTRUCTION SET

The VAX Architecture [1] has a rather rich
and  powerful instruction set. Each
instruction, in general, consists of one
byte of opcode, optionally followed by one
to six operand specifiers. These
specifiers represent the accessing scheme
for an operand, or the displacement in a
branch instruction, or the target address
in a call type of instruction. The data
type and usage of each specifier is
derived from the opcode. There are also
two bytes long opcodes for multi-precision
floating point operations, instruction set
extension, and wuser defined operations.
The instruction set is standardized so
that each VAX implementation is able to
execute the same software image as well as

the same operating system environment.
This compatibility is the basic goal for
all VAX implementations, 1including the
VAX 8600.

3 VAX 8600 STRUCTURE

Functionally, the CPU (see Fig. 1)

consists of four separate microcoded units
for memory and 1/0 (MBOX), instruction
fetches and preparations (IBOX), execution
(EBOX), as well as a co-processor for high
speed floating point execution (FBOX). A
Qescrlptlon of these subsystems and the
lnterconnecting busses follows.
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Fig. 1. VAX 8660 CPU Organization
3.1 System Busses

There are a number of internal busses that

are key to the organization of the
VAX 8600. These include:
IVA - the IBOX Virtual Address bus, which

carries virtual addresses from the IBOX to
the MBOX during instruction fetch, operand
fetch and IBOX Write operations.

MDBUS- the Memory Data bus, a data bus for
both reads and writes to MBOX memory.

OPBUS - the

Operand bus, which carries
operands from the IBOX to the execution
units.

WBUS - the Write bus, which contains
execution wunit results to memory via the
IBOX or to General Purpose Registers
(GPR's) .

EVA - the EBOX Virtual Address, which
contains virtual addresses from the EBOX

to the MBQX during EBOX operand references
and certain memory management routines.

ABUS - the I/O bus, which interfaces the
CPU to the outside world.

3.2 MBOX - The Heart of System

Communication

The primary purpose of the MBOX is to tie
together the main memory, the physical
cache, the «cpu ports and the 1/0
subsystem. In this capacity it is the

communication center at the system level.

The MBOX contains a cache for instructions
and data, a virtual address Translation
Buffer (TB), and the physical memory.
These resources are accessed by an 1/0
port and three other fixed priority cpu
ports, as shown in Fig. 2. The MBOX being
4 system communication center must contend
w1th. several concurrent activities
rgqu1ring communication services. To cope
with these numerous state requirements the
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MBOX is heavily microcoded and also calls
upon EBOX microcode on occasions to assist
with some memory management functions.
The MBOX has the capability of queuing a
number of memory requests from both the
instruction fetch and execution units.
Both the IBOX and EBOX can request MBOX
service through their own memory ports and
busses (IVA and EVA). A common MDBUS
provides interface for both read and write
data. Input/Output data are handled via
adapters that interface to the ABUS.

A more detailed description of the MBOX
can be found in [2].

3.3 IBOX - The Heart Of The Pipeline

The primary purpose of the IBOX 1is to
continuously feed microcode dispatch
addresses and operands to the execution
units (EBOX and FBOX), so that the latter
may execute the VAX instruction set. In
order to do so, the IBOX must prefetch the
instruction stream from the MBOX and then
interpret it: parse the specifiers, fetch
the operands and build the dispatch
address for the EBOX. Three pipeline
stages, including a microcoded operand
address calculation engine, are used to
implement this functionality at high
throughput. This results 1in extensive
control logic needed to synchronize the
flow of data and control through the
pipeline. Furthermore, the IBOX contains
the logic to maintain the many program
counters representing the different
instructions executing concurrently in the
pipeline.

The virtual ownership of the pipeline,
including the critical EBOX dispatch
interface, the almost exclusive MBOX
interface, and the maintenance of the PC's
make the IBOX the heart of the pipeline.
It is thus the target of much of the
complexity of the VAX 8600.

3.4 EBOX And FBOX - The Heart Of The VAX
Architecture

In general, EBOX and FBOX consume the
dispatch address and operands setup by the

IBOX and perform only the operations as
specified in a macro instruction. In this
mode, they are isolated from memory access
and freed from specifier evaluation and
operand fetching. They can thus be
optimized for high speed execution. The
EBOX also performs the secondary function
of the management of the boundary
conditions for both hardware (machine
checks such as single and double bit
memory errors and parity errors) and of
the  VAX architecture (interrupts and
exceptions). In particular, memory
management is almost totally performed
here: TB misses, page faults and access
violations, page crossings and unaligned
EBOX memory references are detected by the
MBOX but are all serviced by the EBOX. 1In
this respect, the execution units are the
heart of the VAX architecture.

4 THE VAX 8600 PIPELINE

Pipelined computers are not new: from the
early days of the IBM Stretch [3] and the
IBM 360/91 [4] to the scalar units of the
CDC [5] and CRAY [6] machines, pipelining
has been a proven if expensive method for
performance enhancement.

In most Von Neumann processors the
instruction fetch and decode functions are
performed sequentially in the only
"stage", the execution unit, which is also
the eéntire cpu. A typical example is the
PDP11, where the concurrency is
microprogrammed (see Fig. 3a).

Most existing VAX implementations have
added the stage for instruction prefetch,
thus reducing the instruction fetch
latency, the primal example being the
VAX 11/780 (see Fig. 3b).

The VAX 8600 is the first implementation
of the VAX Architecture that separates
instruction preparations, e.g. effective
address calculation and operand fetches,
from instruction execution itself (see
Fig. 3c).

The significance of the VAX 8600 design
lies in the successful resolution cof the
implementation difficulties which stem
from the combined complexities of the VAX
Architecture and the pipeline approach:
the more complex an architecture, i.e.
the more the control and data
dependencies, the more difficult it is to
pipeline it.

While the basis and fundamentals for such
designs can be found in [7,8], and a more
recent pipeline model is discussed in (9],
we present here a simplified model for the
purpose and scope of this paper. Then we
show the VAX 8600 pipeline wusing such
model.
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4.1 A Pipeline Model
Let's define a pipeline stage, see
Fig. 4a, as an entity with four
fundamental attributes:
STAGE := (FUNC, HW, PREC, PMC)
where:
FUNC := the "function" of the stage,
usually an INPUT BUFFER, an OUTPUT
BUFFER and a MAPPING between the
two.
For example the function of the
Operand Access Unit stage (OAU) is

to compute an operand effective

address and then to fetch it from
the MBOX and to load it into the
output buffer (IMD - the IBOX

Memory Data register).
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HW := the "hardware.residency" of the
stage. For example the OAU stage
resides in the IBOX hardware.

PREC := the "precedence" of the stage
in the sequence of stages. This
precedence is fixed and means that
the Instruction Decode stage, for
example, is a successor of the
PREFETCHER stage. Note that the
precedence relation is a logical
concept and not a physical one.
Thst is, although the memory write
function of the EBOX stage is the
last stage of the pipe, it shares
resources with the Operand Access
Unit stage.

PMC := the number of "physical machine
cycles” needed to execute a
stage's "logical cycle".
Conceptually then, an item gets
processed and goes through the
stage in a single logical cycle.
The reason for this distinction
between logical and physical
cycles will become apparent with
the examples below:

Example 1: consider the OAU stage
processing of simple specifier,
such as register mode. In this
case, one logical cycle equals two
physical cycles.

Example 2: consider again the OAU
stage processing of a complex
specifier, such as longword
displacement deferred indexed,
@LD(Rn)[Rx], with a cache miss in
the indirect reference. In such a
case one logical cycle will equal
N physical cycles, where N is
directly dependent on the state of
various system resources.

A stage
"Units" ,

may consist of one or more
each consuming a minimum of one
physical cycle. A "pipeline" is a
sequence of stages connected by
"transport” mechanisms, which move an item
from the output buffers of a stage to the
next one. Except for the first and last
stage, such a structure can be partitioned

into a "current" stage, all its
"precedent" stages, and all its
"subsequent" stages. One can also define

the "predecessor" stage as the immediately

precedent one, and the "successor"
likewise.
What has been described so far can be

considered the "data path" of a pipeline.

4.2 Control Of The Ideal Pipeline

While the data path of a pipeline model
just discussed 1is a simpler concept, 1its
control is more difficult. In the ideal

case shown in Fig. ia, the synchronization



is relatively and 1is based on

"local control".

simple

LOCAL CONTROL := the "stop and go" of the
pipeline is controlled by
flags which are transported
together with the items.
These are the "valid flags"
of the input and output
buffers. The following two
basic operations can give
them the values of either
"empty" or "full":

LOAD - at the completion of a
logical cycle, a stage
writes an item into its
output buffer and sets the
buffer's wvalid flag to
"full",

at the of a
logical
reads
input
buffer's

" empty" .

DRAIN - beginning
cycle, a stage
an item from its
buffer and sets the

valid flag to

Depending on the operation
and on certain values of
these flags, one of these

conditions can occur:

buffers
" emptY"
wants to
Then the
load the

INPUT STALL HE
valid
and

the input
flags are
the stage
drain them.
stage must not
output buffers.

the output buffers
valid flags are "full" and
the stage wants to load
them. The stage must then
stall to avoid data
overrun.

OUTPUT STALL

Even in the case of an ideal pipeline, an
important performance issue is that of
"elasticity" of the pipe. That is, the
ability of the pipe to deliver results at
full bandwidth in spite of its
"irreqularity". Irreqularity usually
refers to the fact that different stages
in the pipe have different PMC's ad hence
the time to process an item in each stage,
its logical cycle duration, is variable.
"Rigidity", the reciprocal of elasticity,
measures the dependence of a stage on the
stalled state of another stage. In other
words, the rigidity 1is related to the
speed with which the stall flags ripple
through the stages, in either direction.
Rigidity is counterproductive in that it
stifles concurrency. For that reason,
extra buffering is sometimes wused: it
allows a stage to execute even if some
output buffers are already full, thus
relieving output stalls. This also means
that the successor's input buffers will be
able to be ‘"preloaded", thus relieving
input stalls as well.
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Fig. 4c. Simplified VAX 8600 Pipeline Model
However, simple minded FIFO extra
buffering may introduce the negative
effect of increasing the pipeline
"latency", 1i.e. the number of physical

cycles needed by an item to travel through

the entire pipeline. This effect can be
minimized by the use of "bypass"
circuitry, as described in [9], at the
cost of a very significant amount of
control complexity.

To minimize such complexity, one can
reduce the number of buffers to just one.
In this case, the stage buffer functions
both as the output buffer of a stage and
as the input buffer of 1its successor
stage. The VAX 8600 design is very close

to such model, see Fig. 4c.

4.3 Dependencies

the
stage on the

While any pipeline model has embedded
"trivial" dependency of a



predecessor stage, a more realistic
pipeline model (see Fig. 4b) must include
nontrivial data and control dependencies.
These two factors make the implementation
of the pipeline more difficult.

Such dependencies can be grouped into two

dimensions. These are: type

(data/control) and direction

(forward/backward) .

DATA: dependency of a stage on data
values produced by other than the
predecessor stage. )
Example: the OAU stage must wait
until the EBOX has updated a GPR
before it can wuse it in the
address calculation, see Fig. 4c.

CONTROL: dependency of a stage on control
produced by other than the
predecessor stage.

Example: the OAU stage, which
also processes branches, must

wait until the EBOX has generated
the condition codes for the
instruction preceding the branch
before it can resolve 1it, see
Fig. 4c.

Each of the above dependencies can
in either direction:

operate

BACKWARD: control
stage.

above.

a piece of a data or
item affects a precedent
Example: either example
FORWARD: a piece of a data or control
item affects a subsequent stage.
Example: the IBOX Write address
dependency, which 1is described
later in Section 4.4.

Separate from the above, there are
"resource" dependencies, when a stage
needs to use a resource shared among many
stages. The memory in the MBOX, for
example, is a resource shared by three of
the VAX 8600 stages.

All of these dependencies sometimes allow
a more efficient control of the pipeline
via "global control".

GLOBAL CONTROL := the "stop and go" of
certain stages is
controlled by key flags

which are broadcast to them

by another stage. Note
that this mechanism
operates in conjunction

with the local control.

In the next section the concepts just
introduced will be used to represent the
VAX 8600 in terms of a simple pipeline

abstract model.
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4.4 A Simplified VAX 8600 Model

A simplified model of the data path
portion of VAX 8600 pipeline is shown in
Fig. 4c. In this model the FBOX is not
shown, as 1its locus of control is very
similar to that of the EBOX. This four
stage design has two critical resource
dependencies: the MBOX, which is used by
the the Instruction Prefetch stage
(PREFETCHER) and sometimes by the Operand
Access Unit (OAU) and EBOX stages; and the
GPR's, which are used normally by the OAU
and EBOX stages.

Before discussing
let's follow an
through the pipe.

the simplified model,
instruction as it goes

At the beginning of instruction
processing, assume that all the IBOX
buffers are invalid. In this ~case the

EBOX dispatches the instruction prefetcher
at the new instruction stream address.
The PREFETCHER stage starts prefetching
and loading instructions into the
Instruction Buffer (IBUFFER). This is
actually a simplification; the detailed
mechanism is described 1in Section 5.1.
The Instruction Decode stage (DECODE)
drains the IBUFFER, and from the opcode
generates a microcode dispatch address
(not shown) for the EBOX. The Operand
Address Calculation unit (ACU) in the OAU
stage parses the operand specifiers and
computes their effective address, in the
process reading and possibly modifying the
GPR's (e.g. autoincrement mode, (Rn)+).
The Operand Fetch unit (OPFETCH) fetches
these operands at that effective address
and passes them to the EBOX. The EBOX
then executes the instruction it was
dispatched to; in doing so it drains the
operands and writes the result 1into the
GPR's, in case of register destination.
In case of memory destination (and only in
that case), the Memory Write unit (MEM
WRITE) is used: it takes the result data
from the EBOX and writes to memory via the
Operand Port (see Fig. 2) at the address
forwarded by the ACU unit. Such mechanism
is called "IBOX Write".

Let's now look at each stage of the pipe

of Fig. 4c more in detail.
The Instruction Prefetch stage
(PREFETCHER) is composed of the
Instruction Address Calculation unit
(IADDR) and the Instruction Fetch
unit (IFETCH). The IADDR  unit
computes the next value of the
Virtual Instruction Buffer Address

register (VIBA) and issues an IBUFFER
Request. The IFETCH unit fetches a
longword from the VIBA register and
loads it into the IBUFFER. This
stage resides in both the IBOX and
the MBOX. Its 1logical cycle lasts
two physical cycles in the case of a
cache hit, or N physical cycles



otherwise, where N depends
memory access delay.

on the

The Instruction Decode stage (DECODE)

is composed of only one unit and
always executes in one physical
cycle. It decodes opcodes and
specifiers from the IBUFFER and loads
control data 1into the IFORK buffer
and instruction stream data into the
DMUX buffer. The DECODE stage
resides entirely in the IBOX.

The Operand Access Unit stage (OAU)

is composed of the ACU unit and the
OPFETCH unit. The ACU unit computes
an operand effective address, loads
it into the Virtual Address register

(VA), and issues an Operand Request.

The OPFETCH unit fetches the operand
from the MBOX and loads it into the
the IBOX Memory Data register (IMD).

The OAU stage also forwards VA to the
MEM WRITE unit. Note that this stage

can contain two instructions at any
given time. The OAU stage resides in
both the IBOX and the MBOX. Its

logical cycles lasts a minimum of two
physical cycles.
The EBOX stage is
EBOX unit and
The EBOX unit

composed of the

the MEM WRITE unit.
executes instructions
and stores results either into the
GPR's or into the Write Latch for
memory writes. In this case it
initiates an IBOX Write command. The
MEM WRITE unit actually performs the
write operation at the VA address
forwarded by the OAU stage. The EBOX
stage resides in the EBOX, FBOX,
MBOX, and partially in the IBOX for
memory writes. Its logical cycle
lasts a minimum of one physical cycle
for non IBOX Write instructions. It
lasts at least three for IBOX Write
instructions.

In the simplified model each stage has
only one output buffer, which functions
also as the input buffer of the successor
stage. Thus a drain operation is

implemented as an interstage drain signal.
Note that in this case the elasticity of
the pipe is reduced to a minimum. In the
worst case, if the pipe is full and the
last stage stalls, then all the stages 1in
the pipe will stall.

Also, since a stall
detected before loading the

buffers, in certain cases the
conditions may become more forgiving:

must be
output
stall

condition

valid
the
them,
stage
load

INPUT STALL := the input Dbuffers
flags are "empty" and
stage wants to drain
AND the predecessor
"doesn't intend" to

them.
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OUTPUT STALL := the output buffers valid
flags are "full" and the
stage wants to load them, AND
the successor stage "doesn't
intend" to drain them.

In such a model there are some interesting
examples of control dependencies:

a) the PREFETCHER stage issues an IBUFFER
request to the MBOX on the basis of the
number of valid bytes in the IBUFFER,
on the wvalidity of the DECODE stage's
output buffers, and on the "intention"
of the OAU stage to drain them.

b) the OAU stage must wait for the EBOX to
complete the instruction preceding a
branch in order to resolve it and start
prefetching at the target address.

c) in the case of an IBOX Write, the OAU

stage forwards to the MEM WRITE unit
the destination address (hardware-wise,
it stays in the VA register). MEM
WRITE then waits for the EBOX wunit to
provide the data. The reverse can
occur: the EBOX may have to wait for

disposing of the data when the ACU unit
takes a long time to compute the
effective address.

5 1IBOX

The three pipe stages residing in the

IBOX are physically composed of:

a) An instruction prefetch stage
(PREFETCHER in Fig. 4c), which
prefetches the instruction stream for
the IBUFFER. It 1is also wused to
fetch string data in string
instructions.

b) Decoding logic which
dispatch addresses based on opcode
and its specifiers for the operand
address calculation unit micromachine

produces

and the EBOX. This 1is the DECODE
stage as defined in the pipeline
model.

c) A micromachine, called the ACU
micromachine, which implements the
functionality of the OAU stage and
part of the MEM WRITE unit. This

includes operand address calculation,
operand fetches, and result writes.

Notice that the part of the MEM WRITE unit
resides in the IBOX. It maintains the
memory write address for result operands
and shares responsibility with the EBOX
unit to perform the actual result write.

In addition, the IBOX maintains:

a) a number of program counters for
tracking different instructions being



executed at different stages in the
pipe,

b) a local copy of the GPR's for
operand effective address

calculations and operand sourcing,

c) a register scoreboard for
resolving register access conflicts,

d) a Register Log(RLOG) for register
state restoration during exceptions
and interrupts,

e) a branch decision mechanism, and
f) a number of control mechanisms to
synchronize the pipeline.

The importance of the VAX 8600
in the
and the
correctly
the pipe.

IBOX lies
many functions it has to perform,
extensive controls required to

synchronize all four stages of

Figure 5 depicts the datapath of the IBOX.
The following sections describe the
function of many features in the IBOX.
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Fig. 5. VAX 8600 IBOX Block Diagram
5.1 Instruction Prefetch
The prefetcher has an eight bytes wide

IBUFFER and

an associated addressing and
control logic.

It attempts to initiate a
prefetch whenever an empty byte is
detected inside the IBUFFER. The Virtual
Instruction Buffer Address(VIBA, register
contains the next address in the
instruction stream to be fetched from.
Prefetch request addresses share the IVA
bus with the ACU wunit (see Figure 2).
Since operand fetch 1is a result of
executing an already decoded instruction
it has a higher priority in using the 1IVA
bus. Prefetches, on the other hand, can
be postponed and thus have lower priority.
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The memory subsystem queue can accep; a
second prefetch even if a previous
prefetch 1is still 1in progress. This

mechanism results in better utilization of
the available memory bandwidth. Data
received through the MDBUS is loaded into
the appropriate location inside the
IBUFFER. The VIBA is updated to form the
next address whenever a prefetch request
is accepted by the MBOX.

During a cold start, after an exception,
or for certain branches, such as the CASE
type of instruction, the prefetch sequence
must start fresh from a new instruction
address. In this case, the EBOX places
the new address on the WBUS and dispatches
the ACU micromachine to an IBOX startup
sequence. Instead of loading the address
to VIBA and starts prefetching, the ACU
micromachine initiates two consecutive
requests before handing off prefetching to
the prefetch unit.

For some instructions requiring stream
data or a stream of operands to be read
consecutively from memory in its
execution, the IBUFFER becomes a high
speed data buffer supplying operands to
the EBOX through the OPBUS.

5.2 Instruction Decode

Instruction decoding in the VAX 8600 is
similar to that in the VAX 11/780, in the
sense that the operand specifiers are
decoded sequentially one at a time. When
the IBUFFER contains prefetched
instructions, byte zero contains the
opcode of the current instruction, and

byte one the first byte of the specifier
currently being decoded. An instruction
is decoded by looking up from a decoding
RAM(DRAM), which is organized as an array

of 512 sections, each of which has eight
entries. Each entry is addressed by its
section and entry index. The opcode byte

plus the fact of whether
has an extended
section. The

the 1instruction
opcode will address the
Execution Point
Counter(EPC), which essentially 1is a
pointer indicating the position of the
specifier in the instruction will select
the particular entry. The output of the
DRAM consists of information specifying
the data context (byte, word, long, etc),
data type(address, 1integer and different
floating point formats), and accessing
mode (such as read, write or modify) for
each specifier. It also provides the
dispatch address (EFORK) to the EBOX.

After each specifier decode, the IBUFFER
shifts out the consumed specifier and
shifts into the decoding position the next
specifier. The DECODE stage also
increments the EPC so that the new decode
points to the next DRAM entry. The output
of the DRAM plus data extracted from the
specifier, such as GPR information and
literal value, is buffered for the OAU



stage.

During decoding, using the specifier byte,
a dispatch generation mechanism creates a

dispatch address(IFORK) for the  ACU
micromachine. This process will continue
until the last specifier of the

instruction is decoded and consumed. A

bit in the DRAM output will indicate such
occurrence. When this happens, the
IBUFFER shifts out byte zero and the last

specifier, thus allowing a new instruction
to be shifted in.

5.3 The ACU Micromachine

With reference to the simplified pipeline
model(Figure 4c), the ACU, OPFETCH, and
MEM WRITE units are described here
together. In this way, their
functionality and synchronization
mechanisms can be appreciated better. The
IFORK saved in the DECODE stage provides
the entry to the proper microsequence
routine in the ACU micromachine. Using
the buffered DRAM and specifier data, the
ACU micromachine performs the necessary
computations to calculate the effective
virtual address and initiate operand reads

from memory or from the GPR's 1if
necessary. A copy of the GPR's is
maintained in the IBOX so that register
access can be done locally 1i.e. faster.

This allows also register accesses (reads)
by the IBOX, EBOX and FBOX simultaneously.

For an operand which comes from a register
source, data read from GPR file, after
passing through the ACU adder, will Dbe
loaded to the instruction data(1ID)
register. Immediate data, which comes
from a buffer in the DECODE stage, takes a
similar route through the unpack logic to
the same ID register. The operand data is
then ready for the EBOX through the OPBUS.

The unpack logic is used to convert fixed
point short literals to a floating point
format.

For an operand fetch from memory, the ACU
micromachine 1loads the operand effective
virtual address from the adder into the VA

register and 1issues an operand fetch
request through the IVA bus. The IMD
register holds any operand data returned

from MBOX before forwarding it to the EBOX
through the OPBUS. If the addressing mode
is indirect(e.g. autoincrement deferred)
then the returned data in IMD is the final
virtual address of the operand. The ACU
micromachine loads IVA with IMD data and
issues another operand fetch request. The
EBOX Memory Data register(EMD) serves a
similar function, but holds memory data
returned as a result of EBOX requests.
Placing the EMD physically in IBOX
eliminates the need for the EBOX to
interface with the MDBUS directly.

for many simple
specifiers take one

The ACU micro sequences
and frequently used
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cycle, so that one specifier can
potentially be processed in each cycle.
Some examples of such specifiers are: the
register mode, Rn; the register deferred,
(Rn); byte, word, and long displacement
modes, B~D(Rn), W~D(Rn), and L~D(Rn).
The successful processing of an operand
specifier in the OAU stage also loads the
earlier buffered EFORK into a register
accessible by the EBOX.
The completion of an
take many cycles if the source 1is in
memory. Here, the execution unit may have
already started executing the EFORK
microsequence, and attempt to read and use
the source operand which is not yet
available. To resolve this the OAU stage
provides additional operand data valid
flags.

operand fetch may

also issues the

request for most
this case, the
micromachine saves the calculated
destination address and waits until
operand results are ready from the EBOX.
When the results are ready, the EBOX
writes them, via the WBUS, into a register
internal to the IBOX, the WR LATCH. It
also releases the ACU micromachine to
issue the appropriate operand memory write
request.

The ACU micromachine
actual operand write
instructions. In

5.4 Multiple Program Counters

of
the

The VAX 8600 CPU maintains a number
program counters for each of
instructions under execution in the pipe.
This 1is necessary so that 1instruction
restart after exception fixup is possible.
The program counters are:

a) Program Counter(PC) which follows

the opcode, operand specifier, and
immediate data or addresses as they
are decoded.

b) Current Program Counter (cpC)

which points to the instruction to be
executed next in the OAU stage.
Normally, this 1is the 1instruction
currently being decoded.

c) IBOX Starting Address (ISA) which
points to the instruction being
executed in the OAU stage.

d) EBOX Starting Address (ESA) which
points to the «current instruction
being executed in EBOX and FBOX.

The prefetcher maintains its own
instruction stream address pointer, the
VIBA register, for requests to fill the
IBUFFER.

The updating of the CPC, ISA, and ESA
happens when an instruction enters the

and EBOX stages respectively.
CPC will be loaded with the
the beginning of the

DECODE, OAU,
In general,
address of



instruction to be decoded. ISA will be
loaded with CPC when the OAU has started
processing with that instruction.
Similarly, ESA will be loaded with ISA
when the EBOX begins to execute that same
macro instruction.

5.5 Instruction Backup And Unwinding

In the VAX architecture, an exception may
occur during the execution of an
instruction. An example of an exception
will be a page fault on a memory read.
For most instructions, the VAX
architecture requires that the program
state be restored to that prior to the
execution of the instruction, so that
after a fix wup sequence, the same
instruction can be restarted. For some
types of instructions, such as the string
instructions, total program state
restoration is impossible. The constraint
here is that those instructions must be
able to continue after exception
processing.

In the VAX 8600, the program state that is
required to be restored are those GPR's
which have been modified during address
calculation, and the instruction starting
address. Those addressing modes, such as
the autoincrement and autodecrement, will
modify GPR's and such information is kept
in the RLOG. During instruction
unwinding(also called instruction backup),
the ACU micromachine will restore from the
RLOG those affected GPR's. Since a number

of instructions can be residing in
different stages of the pipe
simultaneously, the RLOG has enough

entries allowing register restoring for
multiple instructions. The PC for the
instruction in question will also be
restored from either CPC, ISA, or ESA
depending on the state of the pipe stages.
This mechanism is also used to handle
interrupts.

5.6 Branch Instruction Processing

The IBOX also calculates the branch target
addresses, and performs branch decision
for most branches. This includes those
conditional(e.q. BEQL, BNEQ) ,
unconditional(e.g. BRB) branches, as well
as the computed branches(e.qg. ACBL,
SOBGTR) . Such decisions are made by
looking at the appropriate bits in the
condition code result from an execution
prior to the branch. The branch
prediction scheme wused here 1is biased
towards branch taken. Figure 6a and b
shows an example of the microinstruction
sequence for a branch instruction.

During a conditional branch, the ACU
micromachine holds the branch target
address in the VA register, and will

attempt to initiate an instruction fetch
from that address prior to when a decision
can be made. A condition code
synchronization signal (CCSYNC) from the
EBOX signifies that the condition code
will be ready in the next physical cycle.
In cycle 3, when CCSYNC is received, the
ACU micromachine issues the first request
of the branch target instruction stream.
In the next cycle, when it receives the
condition codes, it uses them to decide on
whether the branch 1is to be taken.
Because of signal delay, the decision will
not be known early enough to 1inhibit the
instruction fetch issued 1in cycle 3, in
the case the branch is not to be taken.
In that case, correction must be performed
in cycle 4.

A branch taken decision(Figure 6a) means
that the instruction prefetch request is
correct, and additional requests can be
issued. The IBOX then flushes the
PREFETCHER and DECODE stages, which still
hold the old instruction data, and allows
the new instruction stream to be loaded
and decoded.

A branch not taken decision(Figure 6b), on
the other hand, causes an abort of the
prefetch request 1initiated earlier in
cycle 3 from the target address, therefore
allowing the prefetcher and decoder to
resume the processing of the current
instruction stream., There is no penalty
for branch not taken here if the current
instruction stream is already in the
IBUFFER, and the cost of starting a new
instruction stream is also kept at a

minimum. This scheme gives a simple but
yet effective mechanism to handle
branches.
CYCLE { 2 3 4
1BOX TSTL BEQL FETCH FETCH
FROM VA FROM va
VA - TA VA - VA | VA - VA
VIBA <~ VAt
FLUSH PIPE N
ABORT
—
C SYNC / e S
COND CODE X X
ACCESS EXECUTE
EBOX TSTL TSTL
Figure 6a. Branch Instruction Taken Sequence
CYCLE 1 2 3 4
1BOX TSTL BEQL FETCH FETCH
FROM VA FROM VA
VA <- TA VA <- VA | VA <- VAW
VIBA <- VAt4
(Instruction
FLUSH PIPE No Oped)
ABORT A N
—
CC SYNC — ~
COND CODE X X
ACCESS EXECUTE
EBOX TSTL TSTL

Figure 6b. Branch Not Taken Sequence



handle the
and other
intstruction

The EBOX 1is responsible to
remaining types of branches
instructions which can alter

flow. This includes: CASE instructions,
subroutine calls, and returns. The
mechanism used is the same as that

described for cold start in Section 5.1.

5.7 Data Dependency Resolution

The use of pipelining in the VAX 8600 IBOX
requires additional mechanisms to resolve
data dependency among instructions. Data
dependency can happen in many situations,
two key examples are:

a) Register conflicts when a source
operand uses a register which is also

the destination register of the
previous 1instruction. For example,
in

MOVL RO,R1
MOVL (R1l),R2

Sourcing of Rl by the ACU unit in the
second 1instruction must be inhibited
until the first instruction is
completed in the EBOX.

order
For

b)
memory
example,

Memory conflicts if out of
access is allowed.
in

MOVL RO, (R1)
MOVL (R2),R3

If Rl equals R2,
for the second

then operand read
instruction must be
postponed until the write in the
first instruction 1is 1issued. This
also mandates additional collision
detection logic exists.

The VAX 8600 IBOX
scoreboard and a
resolve both problems.
provides a simple reservation table
mechanism to accomplish this resolution.
The ACU unit will enter the GPR number to
the scoreboard for every register
destination specifier it processes. For
every subsequent ACU sourcing from a GPR,
the scoreboard is looked up to detect any
conflict. If such a conflict exists then
the sourcing operation 1is temporarily
inhibited via a scoreboard stall. A write
to the GPR by the EBOX will remove it from
the scoreboard thus allowing the
previously stalled sourcing operation to
resume. In the VAX 8600, the scoreboard
can be looked upon as a two entry
associative memory structure.

uses a register
single operand port to
The scoreboard

Figure 7 shows an example of the functiqns
of the scoreboard for the 1instruction
sequence described in a).

Cycle 1: The ACU unit is processing
the MOVL RO,R1 instruction. The
scoreboard at this time is assumed to
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CYCLE 1 2 3 ) 5
MOVL RO,RE | MOVL (R1),R2
180X READ RO VA <- R VA <- Rt VA <- R
ID <- R0 | READ VIRTUAL | READ VIRTUAL | READ VIRTUAL
SB Rt SB R2 SB R2 SB R2
(CYCLE (CYCLE
STALLED) STALLED)
- Rt Rt -- R2
sBHIT |1 N A
RESULT READY 4 —
EXECUTE WAIT FOR WAIT FOR
EBOX MOVL RO,RL | NEW INST. | NEW INST
Figure 7. SCOREBOARD EXAMPLE
be empty. The ACU unit reads RO and
loads ID, the <cycle 1is completed
without problem.
Cycle 2: The scoreboard 1is loaded
with R1. Since «cycle 2 requires
using Rl as address source, the IBOX
control discovers that there 1is a
scoreboard hit on R1, and the cycle
can not be completed. In this case

the ACU micromachine will attempt
execute the same
again next cycle.

to
microinstruction

Cycle 3: EBOX can execute the first
MOVL instruction and the result is
not available until the beginning of
cycle 4. Just the same as in cycle
2, the ACU micromachine still stalls
in cycle 3.

The ACU unit
the

can continue
second MOVL

Cycle 4:
and finish
instruction.

is now
to those

scoreboard
Similar

5: The
loaded with R2.
earlier stalled cycles, the ACU
micromachine will not be able to
complete if the next instruction uses
R2 in operand evaluation. In that
case, the ACU micromachine stalls
until write to R2 is completed.

Cycle

Memory conflicts will not happen in the
VAX 8600 because the ACU micromachine
controls both operand read and write for
most instructions via the operand port.
The micromachine is sequenced in such a
way that out of order memory access from
IBOX is impossible.

Certain instructions whose operand address
may not be known at the time of
decoding(e.qg. bit field instructions)
will be handled by the EBOX. Operand
fetch is done directly by the EBOX via the
EBOX port(see Figure 2). In those
instructions, the IBOX suspends itself
after the completion of the address
calculation of all specifiers. An IBOX

suspension will prohibit any new operand
fetch requests from the operand port.
This prevents the potential memory

conflict from occurring when IBOX attempts



to read operands for the next instruction,

while the current operand result has yet
to be written by the EBOX.

5.8 Instruction Optimizations

The IBOX generates a number of

optimizations to give better performance
to the CPU. For instructions using GPR as
result destination, the DECODE stage will
consume also the GPR specifier during the
decoding of the specifier immediately
before, and present only a single dispatch
address to the execution unit. In
addition to the source operand, the IBOX
also supplies to the EBOX the destination
GPR address, which the EBOX will wuse to
access its local GPR file. This
optimization essentially cuts away one
dispatch to the EBOX.

Another form of optimization eliminates
scoreboard stalls when the source operand
is in the same GPR to be updated 1in the
future by the previous instruction. In
this case, the ACU unit will 1ignore the
scoreboard stalling situation, and present
a modified dispatch address to the EBOX
signaling to this fact. The EBOX will
access the correct updated GPR value from
its own local copy subsequently.

5.9 Pipeline Stage Synchronization

As described earlier in the section on the
VAX 8600 pipeline, interstage
communication in the VAX 8600 1is done
through a number of drain signals, as well
as a few global flags. Here each stage of
the pipe set the valid flags of the output

buffer to "full" when data is ready. The
drain signal returns the fact that the
buffer is going to be consumed by the

successor stage. This will make the valid
flag "empty". The global flags are
generally broadcast to most other stages.

This 1interlock mechanism provides the
basis for the synchronization among pipe
stages.

Since each stage of the pipe may take a
varying number of physical cycles to
complete, there are, at times, empty or
full conditions in a pipe stage. An empty
condition occurs in a pipe stage when it

wants to drain its input buffer but it is
empty. This condition will cause an input
stall or idling. A full condition occurs
in a pipe stage when it wants to load its
output buffer but it 1is full. This
condition will cause an output stall.
Other reasons, such as resource
contention, will also cause the idling and
stalling condition.

scheme to
both the
internal

Each stage uses a different
handle such conditions. In
PREFETCHER and the DECODE stages,
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flags are maintained to indicate empty or
full conditions. The PREFETCHER keeps
track of the number of valid bytes in the

IBUFFER and initiates a new prefetch if
necessary. Data removed from the IBUFFER
by the DECODE stage will decrease the
number of valid bytes, whereas new
prefetched data will increase the number.

When the IBUFFER 1is full the PREFETCHER
will have an output stall, 1i.e. no new
prefetch requests will be 1issued. The

DECODE stage loads the output buffer valid
flags after each decode. It will assume
an output stall if the buffer is not
drained by the ACU unit. The ACU unit, in
turn, can drain such buffer during its
execution and clears the valid flags,
therby allowing decoding to be resumed.

The ACU micromachine contains the more
complicated stalling and idling mechanism.
This is where most resource contention,
dependency conflicts as well as full and
empty condition can occur.

There are essentially three types of
stalling and idling in the ACU
micromachine

1. Resource contention and busy, and
dependency conflict stalls - Resource

contention includes simultaneous update of
GPR by the instruction and execution unit,
and use of certain bus by two resources at

the same time, etc. This 1is best
exemplified by the register dependency
conflict detection in the scoreboard.

Another form of this kind of stalls can be

resulted from memory requests not being
accepted due to memory busy. A full
condition which prevents any further
progress of execution 1is also another
example. In general, for this type of

stalls, the micromachine will suspend the
execution of the current instruction, and
resume when such stall condition is
removed.

2. Idling and No ops - Empty conditions
happen in the ACU unit, for example, when
the instruction decoder cannot provide a
dispatch address due to not enough valid
bytes in the IBUFFER. Another no op
condition 1is microtraps due to unaligned
data references, and flushing of the pipe.
In both cases, the micromachine will
execute the instruction, but none of the
pertinent machine state will be modified.
In the next cycle the micromachine will
normally execute a fresh new instruction
generated through traps or the
availability of the next dispatch address.

3. Special stalls - In certain cases
where the purpose of the execution is only
to supply dispatches to the EBOX, the
micromachine will stall to prevent
modification of most of the state. A few
states such as EFORK loading 1is still
allowed. This kind of stall occurs most
often for single byte instructions without
any specifier. Here, a superfluous
dispatch address to the ACU is generated,
and should not be executed to modify any



state unintentionally. But, the EBOX
dlspatch must be loaded and the
appropriate program counter updated.

6 AN EXAMPLE

In order to get a more global view of the

whole process of executing a piece of code
on the VAX 8600 pipeline, an example is
given 1in this section in Fig. 8. The
program segment, shown in the box 1in
Fig. 8, employs two key mechanisms of the
design: a branch and an IBOX Write. The
primary purpose of this example is to show
the following aspects:

a) the flow of many instructions
through the pipe, including their use of
the stages, units and resources.

b) the state of the pipe at
physical cycle, snapshot-like, in order
to appreciate the interaction among the
various instructions active in the pipe.

any given

: 1 2 3 4 5 6 7 8 910 41 12 43 4 45 {6
N flush
FE'}'W "'l l I l ] ]' 'wl l I J
e ] [ T T 1T - F[ [ I~ )
N ]

[ ".]\l\ [ lw&TA';;L-lyA+;4t~{ [ |
S B T T T 17~ — T [T T
i S / \

EBOX ;: ML (861 '-'FDVLkDDLJCLPLk(ll - - - IINCL. \‘l F‘OVL]
en MM RER — —
WRITE T 2 3 ¢ 6 6 7 8 810 11 1213 ¥ 1516

Fig. 8. An Example of the VAX 8600 Pipeline.

Figure 8 shows how simple instructions,
such as the first three in the example,
flow through the pipe in a straightforward

way, using only one physical cycle per
unit. All pipe units are then kept busy
constantly, thus achieving the VAX 8600
peak throughput of 12.5 mips, which
corresponds to the pipe executing one
macroinstruction per physical cycle.
Notice that 1in this case results are
written to the GPR's, Yo} that the
MEM WRITE unit 1is not wutilized. Also,

simple memory reads do not stall the pipe,
but are performed in only one cycle in the
OPFETCH unit. Moreover, the ACU unit
immediately starts processing the next
specifier after having issued a memory
read request: related memory problems, if
any exist, will be handled by the EBOX.

The branch instruction which follows ;n
the example is one in which the branch is
taken. It is therefore processed
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according the mechanism described in
Section 5.6 and in Fig. 6a. At the
beginning of cycle 8 the CMPL instruction
in the EBOX sends CCSYNC to the ACU unit,
which in turn issues an IBUFFER request,
"ibf" in Fig. 8, from the branch target
address, "TA" 1in Fig. 8. This request
will result in the IFETCH unit fetching
the INCL instruction in cycle 9. Also in
cycle 9, the condition <codes, "cc" in
Fig. 8, computed by the CMPL instruction
arrive at the ACU unit, where they
determine that the branch is to be taken.
The ACU then issues a "flush" command to
the PREFETCHER and DECODE stages to make
room for the new instruction stream.
Notice that instruction execution will
resume in the EBOX four physical cycles
after the branch: this is a relatively
small penalty for a branch, given that the

to

pipeline latency is normally six physical
cycles.

The INCL instruction which was prefetched
by the branch mechanism arrives in
cycle 11 in the ACU wunit, where the

operand effective address is loaded in the
VA register. In the same cycle a memory
read request is issued and the operand
address is kept in VA until the EBOX is
ready to do the write. The operand is
fetched in cycle 12 and passed to the EBOX
in cycle 13. Then the EBOX performs the
increment function, sends the result to
the MEM WRITE unit into the WR LATCH and
issues an IBOX Write command ("ibwrite")
to the ACU micromachine. This in turn
issues the memory write request to the
MBOX via the Operand Port, see Fig. 2.
The EBOX waits two extra cycles after
having 1issued the IBOX Write in order to
handle potential memory problems, such as

a page fault, before the ESA register is
overwritten by retiring the 1instruction.
Execution of the following instruction

stream resumes normally in cycle 16.

7 CONCLUSIONS

In this paper, the instruction and operand
fetch unit (IBOX) of the VAX 8600
implementation of the VAX architecture has
been described. In addition, a simplified
model of pipeline implementations was
introduced. In this model, a "pipeline"
is described as a sequence of stages
connected by a transport mechanism, which
moves an item from the output buffers of a
stage to its successor (i.e., a partial
ordering). In connection with this model,
the crucial issues in designing a pipeline
were discussed in reference to a specific
implementation, that of the VAX 8600 and
its IBOX. The most important of such
issues are:

one
the

the hand-off of items from
to the next, that is,
local vs. global control,

1. stage

issue of



2. buffering, which relates to the number
of items within a stage,

3. contention for resources, and the
associated stall conditions, and

4, dependency of one stage on the
activity  of another stage (e.qg.
forward and backwards dependencies)

The significance of this implementation of
the VAX architecture, and of the design
presented here, lies in the successful
resolution of the complex design problems,
which occur in the pipeline implementation
of modern architectures, such as the
VAX-11. Specifically, the use of register
scoreboard to prevent the use of stale
register data, a facility to recover in
the presence of exceptions, and

synchronization mechanisms to deal with
VAX-11 specifics, such as unaligned
references, can be considered a major

accomplishment. The capabilities of this
design, i.e. a four times speed
improvement over the VAX 11/780, and under
favorable conditions, the ability of the
IBOX to deliver to the EBOX one
instruction every 80 nsecs, which means a

peak execution rate of 12.5 mips,
certainly make the VAX 8600 a major
engineering achievement.
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CUSTOMIZING VMS V4.0 FOR DCL WINDOWS
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ABSTRACT
Inevitably, while in the editor, testing a program, or
performing some task requiring the deepest concentration,
an interruption occurs forcing one to terminate the cur-
rent activity and start up another. This causes signifi-
cant l1oss of time and efficiency. To ameliorate this situ-
ation, a simple method of adding windows to WVMS is
presented which allows single keystroke entry to and exit
from DCL windows. These windows may be accessed from DCL,
command procedures, MAIL, and three DEC video editors.

INTRODUCTION

Over the years, a hither-to unmentioned 1aw
governing the art of programming has become
increasingly obvious to me. Namely,

During normal working hours,
interruptions are the rule,
not the exception.

Inevitably, while in the editor, or testing a pro-
gram, or performing some task requiring the deepest
concentration, an interruption occurs. The inter-
ruption may take the form of a phone call, a direct
confrontation with an irate user, new VAX mail, a
brilliant idea which just must be tried out, or
perhaps yet another fire to be put out. Prior to
VMS V4.0, there was little one could do to amelio-
rate this problem. VMS V4.0, however, has a number
of features which may be used to help minimize the
disruptive effects of these interruptions. Speci-
fically, DCL "windows" can be implemented which can
be used to manage each interruption without loosing
the context of the previous activity.

This paper will describe methods of implement-
ing such windows for

1. DCL AND MAIL
2. Command Procedures
3. The VMS V4.0 editors EDT, LSE and TPU.

While WS and a number of utilities have the SPAWN
command available to the user, the window interface
to be described has been found in practice to be
simpler to use because,

1. Windows are consistently invoked with a single
key command.

2. Confusion is minimized because one always knows
if one is in a window.

THE DCL WINDOW INTERFACE

Ideally, each user would have a "VAXintosh"-
like terminal. By pressing a single key, work in
progress would be interrupted, the application
context and screen saved, and a fresh, full func-
tion window similar to what one might see on a
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Macintosh or VAXStation would appear. The user
could switch back and forth between windows without
loosing context, move them around and resize them
to meet the particular application needs, and fi-
nally close a window returning the the initial work
in-progress when the interruption occurred.

Unfortunately, standard DEC VT100/VT200 termi-
nals cannot support such bit-mapped graphic windows
and until either WS has real virtual terminals or
all VMS utilities and RMS use the SMG terminal I/0
interface, process-wide, overlapping, cellular-text
windows are also hard to implement.

Consequently, the various "window" implementa-
tions to be discussed here are designed to meet a
more limited set of goals, namely:

1. Ease of implementation.

2. Single keystroke Window activation from DCL or
application prompt.

3. Normal user/DCL interaction.

4, Consistent user interface for windows activated
from DCL, command procedures, editors, MAIL,
etc.

5. Window display identifies currrent window in
use.

6. Simple return to the parent process by typing
Control-Z.

7. Simple access to sequentially nested windows.

To meet these goals, DCL "windows" are imple-
mented as subprocesses running a command dispatcher
procedure which sets up the terminal, prompts the
user for input, issues the command to DCL and then
lToops back to prompt for more input. Several types
of window procedures are possible depending on what
is considered to be an acceptable response time.

The Basic Window Procedure

The window procedure shown in Listing 1 is
fast, simple to implement, and can be adapted to
work with hardcopy terminals. It reminds the users
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that a window is active via the prompt string.

When invoked it first executes the SETUP commands
which are located at the end of the command proce-
dure to optimize response time. DOuring the SETUP
section, the VT100 screen is erased and the process
name is obtained to include as part of the prompt
string. After the initialization is completed, the
user is prompted for input and that input is sent
directly to DCL. If the user types Control-Z on
input, the command procedure exits back to the
parent process. Note that throughout the command
procedure, extreme care is taken to insure that
SYS$INPUT is always correctly pointing at the
user's terminal. A second item to note are the
lines starting with "!***" ~ These lines should be
uncommented if the window procedure is to be used
with EDT or any application image which can keep an
active subprocess available for possible re-use
until the image exits.

The Window With Banner Procedure

The window procedure shown in Listing 2 works
with VT100 compatible terminals. At its core, this
procedure is quite similar to the first procedure.
However, it uses numerous VT100 escape sequences to
display and maintain the window banner at the top
of the terminal screen. Specifically, it

1. Establishes a scroll region below the window
banner so that the banner will not be overwrit-
ten with as each new command is entered.

2. Uses the ASK utility program (read with time-
out) to request cursor location from the VTxx
terminal.

3. Restores the cursor to the correct line and
refreshes the window banner after each command
is processed.

4, Saves and restores screen attributes between
commands.

5. Establishes an internal typeahead buffer so
that user input can be separated from cursor
location requests.

This procedure uses two non-standard foreign com-
mands, PAGE and ASK. The ASK command invokes the
ASK image and behaves similarly to INQUIRE except
that it can perform a read with timeout and can
read escape sequences from a terminal. The PAGE
command is a command procedure which erases screens
of VTlxx and VT2xx terminals. Besides erasing ANSI
terminals, it knows how to erase the graphic over-
lays of ReGis graphic terminals such as the VT125.
Both ASK and PAGE are on recent VAX SIG Symposia
tapes.

By extending the second procedure, it is pos-
sible to implement even more elaborate window pro-
cedures. For example, for VT240 terminals, a task
to save the screen contents and cursor location to
a SIXEL file prior to exiting a window could be
added. On return to the window, the screen could
be restored to its previous state and the cursor
repositioned to its previous position. However,
the save and restore screen operations signifi-
cantly slow down window creation and deletion
times.

Limitations of the Window Procedures

While using a procedure to emulate a DCL
window provides the user with a nearly normal ter-
minal environment, user commands with embedded
single quotes will not work correctly. In prac-
tice, this limitation has not been found to be a
serious problem.

A second limitation is that it is assumed
that each window is entered and deleted on a "last
created, first deleted" basis and that as each
window is deleted, one returns to the "parent" of
that window. However, using the ATTACH command it
is possible for the experienced user to "jump"
between multiple open windows. If this is done,
however, it is possible for things to get very
confused, and exiting a low level window back to
its parent can either delete an active subprocess
of the window or worse, leave the subprocess dan-
gling unaccessed in the system.

ADDING WINDOWS TO DCL AND MAIL

Once one has developed a window procedure,
providing single keystroke access to DCL is very
straightforward by using the DEFINE KEY command.

$ DEF INE/KEY/NOLOG/NOECHU/TERMINATE F20
"SPAWN/NOLOG @DCLWINDOW"

Unfortunately, one must either be at the DCL prompt
or interrupt the currently executing image in order
to start up the new window because the DEFINE KEY
facility does not allow multiple commands to be
embedded in the key definition. However, for VT2xx
terminals one can define a UDK (User defined key)
to contain both a Control-Y and the above SPAWN
command. The UDK is then activated by pressing
SHIFT-F20. The drawbacks of this method are that
creating a UDK load module is somewhat tedious (it
must be written in HEX) and that one must remember
to issue the CONTINUE command to resume the inter-
rupted image immediately after exiting the window.

In a similar fashion, this facility can be
added to MAIL by creating a file
SYS$SHARE :MAIL$KEYDEF .INI with the command

DEF INE/KEY F20/TERMINATE/NOECHO "SPAWN @DCLWINDOW"
and defining
$ DEFINE MAIL$INIT SYS$SHARE :MAILS$KEYDEF .INI
in the system wide LOGIN.COM file.
ADDING WINDOWS TO COMMAND PROCEDURES

It is simple to create command procedures
which allow an exit to a new window at any prompt
by using the ASK command (mentioned above). In the
following command procedure code fragment, the ASK
command is used to prompt the user for a choice.

If the user presses the F20 key, or any key gener-
ating an escape sequence, the escape sequence is
checked to see if it is a command to create a new
window.
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$Start:

$  ASK/UPPER Choice "Choice: "

$ Option[0,1]:='Choice’

$ IF Option .EQS. "<ESC>"
GOTO Check Escape_Seq

LY eee oo

$Check_Escape_Seq:
$ IF Choice .EQS. "<ESC>[34 "
GOTO New Window

eee oo

e oo

$New Window:

$  SPAWN/NOLOG @DCLWINDOW"
$  PAGE

$ GOTO Start

ADDING WINDOWS TO EDT, LSE, AND TPU

Using the basic procedures discussed above, it
is also possible to add windows to DEC's video
editors, EDT, LSE, and TPU. Since adding windows
to EDT is the more difficult than adding them to
LSE/TPU, the required EDT changes will be discussed
first.

Modifying EDT V3.0 for DCL Windows

Adding windows to EDT requires that a new
version of EDT be built. This involves creating a
new EDT mainline to parse the DCL command line to
set filenames and flags, establish a user XLATE
subroutine and exit handler, and invoke the calla-
ble EDT subroutines in SYS$SHARE:EDTSHR.

The version of EDT to be discussed here,
VPWEDIT, behaves identically with EDT V3.0 except
that it provides access to DCL windows. Two new
EDT features allowed VPWEDIT to be developed.
First, EDT is provided as a sharable image which
may be called as a subroutine from within a user
program. This functionality is described in Appen-
dix D of the RSX EDT V3.0 reference manual or in
the VAX/VMS Utility Routines Reference Manual.
Using the callable EDT interface allows one to
create a program which exactly mimics functionality
of the EDT editor. Second, EDT provides the
NOKEYPAD XLATE command which allows the user to
pass command strings to a user-specified
subroutine.

Creating the VPWEDIT is straightforward. A
mainline program extracts the switches and files
specified on the DCL command line and calls EDT
specifying an action subroutine, WINDOW, to call if
the XLATE command is used. The WINDOW action rou-
tine establishes an exit handler to keep track of
the current subprocess in use so that it can be
deleted when the editor exits. The WINDOW action
routine creates or attaches subprocesses as needed
to provide the DCL window. In the following sec-
tions, these program modules will be discussed in
greater detail.

The Editor Mainline

The VPWEDIT editor is designed to be an exact
replacement for EDT. This replacement is

THEN - !

THEN - !
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Get all of input line

Isolate 1st character

If any escape sequence present
go find which one

If F20 key pressed

! A fresh window, please
! Erase the screen (if needed)
! Go back to where we started

transparently accomplished by inserting a command
of the form

$ DEFINE EDT SYS$SYSTEM:VPWEDIT

in the system-wide login command procedure. Once
this is done, DCL will invoke the VPWEDIT image
rather than the EDT image in response to the EDIT
command. The only function of the editor mainline
is to find what switches and files are on the DCL
EDT command line. The code for VPWEDIT is shown in
Listing 3. The example here was written in BASIC
but it could just as easily have been implemented
in any other supported VAX language. BASIC was
chosen because it handles variable length strings
automatically. For efficiency, VPWEDIT should be
installed as /OPEN/SHARE.

The WINDOW Subroutine

When the NOKEYPAD XLATE command is processed,
the subroutine specified in the EDT$EDIT call for
hand1ing the XLATE command is called and any text
associated with the XLATE command is passed to the
function subroutine. Since the XLATE command is
not directly accessible when using the keypad
editor, the window is invoked by control key func-
tions which should be defined in the system wide
EDT initialization file, SYS$SHARE:EDTSYS.EDT.

DEFINE KEY FUNCTION 34 AS "XLATEWINDOW Z."
DEFINE KEY GOLD V AS "XLATEWINDOW Z."

The key definitions in this example will cause the
WINDOW subroutine to be invoked if either the F20
key on a VT2xx keyboard or GOLD V on a VT100 key-
board is pressed.

Since creating a subprocess is time consuming,
the WINDOW function subroutine (Listing 4) keeps
track of whether or not one is available for use.
If no subprocess exists, it spawns a subprocess and
invokes WINDOW.COM. WINDOW.COM is identical to
either of the two previously discussed versions
DCLWINDOW.COM except that the lines with "I**x*"
have been uncommented.

of

The function of WINDOW.COM is to prompt the
user for input, pass that input on to DCL, and to
attach back to the main process if a Control-Z is
entered. When DCLWINDOW.COM is first invoked, it
acquires the PID of the parent process so that it



can be attached back to. If, however, the subpro-
cess already exists, the WINDOW function subroutine
simply attaches back to the subprocess running
DCLWINDOW.COM, which again accepts the user's input
and passes it to DCL. In the event that attaching
to the subprocess fails because the subprocess was
deleted, the WINDOW function subroutine tries to
create a new subprocess.

The WINDOW function calls the subroutine, EXIT_
SPAWN. The EXIT_SPAWN routine (Listing 5) is used
to insure that any subprocesses created are deleted
when the image exits.

MODIFYING LSE/TPU TO SUPPORT DCL WINDOWS

Modifying LSE/TPU to support windows is very
simple since LSE/TPU have a SPAWN command Built-In.
For example, to implement DCL windows for LSE it is
only necessary to 1oad a TPU procedure, WINDOW.TPU.
By redefining the LSE command,

$ LSE*DIT:=LSE/COMMAND=WINDOW.TPU

every time LSE is invoked, pressing the F20 key on
a VT2xx terminal will create a DCL window. The TPU

$ Vfy:='F$VERIFY(0)'

$! DCLWINDOW.COM

$THE_START:

$ GOTO Setup

$START:

$ READ/PROMPT=""'"'Prc'> "/END=DONE SYS$COMMAND

$ 'Cmd1line’

$Start_1:

$ IF Tmp .NES. "''F$LOGICAL("SYS$INPUT")'" THEN - !
ASSIGN/USER/NOLOG SYS$COMMAND SYS$INPUT !

gl GOTO START

$Done

$ WRITE SYS$OUTPUT “<ESC>[m<ESC>[2J"

$! Uncomment the next lines for use with a Parent process

$! WINDOW is open and can ATTACH to its child.
$I***

§!***x  ATTACH/IDE='Parent'

$!***
$!***

SET MESSAGE/TEXT/FACILITY/IDENT/SEVERITY
GOTO Setup

$ EXIT

$Setup:

Parent=F $GETJPI(""," OWNER")

ON CONTROL_Y THEN GOTO Start_1

ON ERROR THEN GOTO Start 1

WRITE SYS$OUTPUT "<ESC>[m<ESC>[H<ESC>[2J"
IF .NOT. F$GETDVI("SYS$INPUT","TRM") THEN -

23 A O A A

TMP: ='F $LOGICAL ("SYS$INPUT")"
IF Tmp .NES.

Prc=""'"'F$PROCESS()"'"
ON ERROR THEN GOTO Start
GOTO Start

A H A

Listing 1.

SET MESSAGE/NOTEXT/NOFACILITY/NOIDENT/NOSEVERITY!

ASSIGN/USER/NOLOG SYS$COMMAND SYS$INPUT

"' 'ESLOGICAL("SYS$INPUT")'" THEN -
ASSIGN/USER/NOLOG SYS$COMMAND SYSSINPUT

procedure file required to do this would be

PROCEDURE NEW WINDOW

SPAWN ("@DCLWINDOW");
ENDPROCEDURE
DEF INE_KEY ('NEW_WINDOW',F20);

CONCLUSIONS

DCL windows accessed from command files and
VPWEDIT have been in use at KMS Fusion for nearly
two years. Experience has shown that their use has
significantly aided productivity. In time it is
hoped that the WVMS Screen Management Package will
allow for more sophisticated d1sp1ays of multiple,
overlapped windows.

The code for VPWEDIT is part of the KMSKIT
submission to the Spring 1984 VAX Sig Decus
Symposium tape.
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Restore SYS$INPUT if
needed

! Get next command
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! Erase VT100 screen
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Disable attach message
! Back to the main proc.
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Start_1:

Done:
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Vfy:="F$VERIFY(0)'
GOTO Setup ! Initialize

ON Control_Y THEN GOTO Start 0 ! Reinit on Y

ASK Cmdline “<ESC>[10D<ESC>[2K$ ''Ovflow'" ! Get new command

IF Cmdline .EQS. " Z" THEN GOTO Done ! If Z, just exit

IF Cmdline .EQS. "<ESC>[3 " THEN Ovflow="" ! If catch cursor posit

IF Cmdline .EQS. "<ESC>[3 " THEN Cmdline="" ! update, Null command

Cmd1ine=0vflow+Cmd1ine ! Tack on any leftover

L=F $LOCATE ("<ESC>",Cmd1ine) ! Any escape seq?

IF L .LT. F$LENGTH(Cmd11ne) THEN Cmd1ine=F $EXTRACT(0,L,Cmd1ine)

IF Tmp .NES. "''F$LOGICAL("SYS$INPUT")'" THEN - ! Be sure to point at
ASSIGN/NOLOG/USER SYS$COMMAND SYS$INPUT ! real terminal

'Cmd1ine’

Ovflow="" ! Null out any overflow

Start_0:

ON Control_Y THEN GOTO Done ! If Y while here, exit

! Refresh banner
! Make sure is terminal

WRITE SYS$OUTPUT "' ‘'Header'" !
IF .NOT. F$GETDVI("SYS$INPUT","TRM") THEN - !

ASSIGN/NOLOG/USER SYS$COMMAND SYSSINPUT !
ASK tmp "<ESC>[6n" | get screen position
1=f$length(tmp) ! may have typeahead
Istrt=F $1ocate("<ESC>[",tmp) ! trapped with position

Ibeg=Istrt+2 ! info, so strip out

IF Istrt .EQ. L THEN Istrt=F$LOCATE("[",Tmp) ! the escape sequence
IF Istrt .EQ. L THEN Ibeg=Istrt+l ! (find start and end)
Iend =F$locate("R",FSEXTRACT(Istrt,1-Istrt Tmp))| and place rest of
Tmp2="""F $EXTRACT (Ibeg,Iend ,Tmp) command in overflow
ovflow=Tmp-"<ESC>"-"["'Tmp2"'" ! buffer

IF Tmp2 .EQS. "2;1R"™ THEN WRITE SYS$OUTPUT "" I If at line 2, <cr><1f>

1
IF Tmp .NES. "''F$LOGICAL("SYSSINPUT")'" THEN - ! Point SYS$INPUT at
ASSIGN/NOLOG/USER SYS$COMMAND SYSSINPUT ! terminal
='F$VERIFY(0)' ! Turn off 1o0gging

GOTO START ! get more info

WRITE SYSSOUTPUT "<ESC>7<ESC>[1;24r<ESC>8<ESCHL1A"
PAGE
Vfy:='F$VERIFY(Vfy)" |

$! Uncomment the next lines for use with a Parent process which knows the
$! WINDOW is open and can ATTACH to its child.

$I***
$!***

$!***
$!***

$
$Setup:

s 4 A A

R A A A A n

SET MESSAGE/NOTEXT/NOFACILITY/NOIDENT/NOSEVERITY! Disable attach message
ATTACH/IDE='Parent' ! Back to the main proc.

SET MESSAGE/TEXT/FACILITY/IDENT/SEVERITY ! Error messages again

GOTO Setup ! Awake again, re-setup
EXIT

ON CONTROL Y THEN GOTO Done I xit if Y here
HELP: =HELP/NOPAGE ! Redefine symbols
STO*P:=LOGOUT as needed by screen
ON ERROR THEN GOTO Start_1

1
1
!
|
Parent=F $GETJIPI(""," OWNER") ! Establish our parent
1
|
1
!
WRITE SYS$OUTPUT - !

! set scroll window, etc

"<ESC>[1;24r<ESC>[?28h<ESC>[Om<ESC>>" !
IF .NOT. F$GETDVI("SYS$INPUT","TRM") THEN - ! Be sure pointing at
ASSIGN/NOLOG/USER SYS$COMMAND SYSS$INPUT ! terminal
TMP:='F $LOGICAL ("SYS$INPUT")" !
Prc=""'"'F$PROCESS()"'" ! Get process name
Len=F $LENGTH(Prc) ! and stick in middle
N=(80-Len)/2 ! of the banner
Ovflow="" !
PAGE ! erase screen
Headerl="<ESC>[?61<ESC>[;"''N'H<ESC>[1m' 'F $PROCESS()'<ESC>[m"+
"<ESC>[;64H(CTRL/Z -> Exit)"
Header2=“<ESC>[A<ESC>7<ESC>[?61<ESC>[H<ESC>[K<ESC>[;"N'H"+
"<ESC>[1m' 'F $PROCESS () ' <ESC>[m<ESC>[ ;64H(CTRL/Z -> Exit)"
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neader3="<ESC>[2;H<ESC>)0 NSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSS"+

"555555555555555555555555555555555555555555555SS O<ESC>[3324r<ESC>[3;H"

Header4="<ESC>[2;H<ESC>)0 NSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSSS"+

"$55555555555555555555555555555555555555555555SSs O<ESC>[3;24r<ESC>8"

Header="''Header2'''Header4'" | Display header

WRITE SYS$OUTPUT "' 'Headerl'''Header3'" ! (both parts)

IF Tmp .NES. "''F$LOGICAL("SYS$INPUT")'" THEN - ! be sure pointing at
ASSIGN/NOLOG/USER SYS$COMMAND SYS$INPUT ! real terminal

IF P1 .EQS. "" THEN GOTO START I if input line not

'P1' 'P2' 'P3' 'P4' 'pP5' 'pP7' 'P8' ! NULL, repeat

IF Tmp .NES. "''F$LOGICAL("SYS$INPUT")'" THEN - !
ASSIGN/NOLOG/USER SYS$COMMAND SYSSINPUT !

X:="F$VERIFY(0)" !

GOTO Start I back for more

Listing 2. Command dispatcher with window banner

REM
VPWEDIT.BAS

Mainline for the EDT editor with DCL windows. The editor can
be built by:

$ BAS VPWEDIT

$ BAS WINDOW

$ FOR EXITSPWN

$ LINK/NOTRACE VPWEDIT,WINDOW,EXITSPWN,SYS$SHARE :EDTSHR/SHARE

EXTERNAL INTEGER FUNCTION CLI$PRESENT, CLISGET VALUE
EXTERNAL INTEGER CONSTANT CLI$ PRESENT,  CLI$ DEFAULTED
EXTERNAL INTEGER CONSTANT CLI$ NEGATED,  CLI$ ABSENT
EXTERNAL INTEGER CONSTANT EDT$M RECOVER, EDT$M NOCOMMAND
EXTERNAL INTEGER CONSTANT EDT$M NOJOURNAL,EDT$M NOOUTPUT
EXTERNAL INTEGER CONSTANT EDT$M NOCREATE -

EXTERNAL INTEGER EDT$FILEIO I Callable EDT subroutines
EXTERNAL INTEGER EDTS$WORKIO !

EXTERNAL INTEGER WINDOW ! XLATE subroutine to invoke
EXTERNAL INTEGER FUNCTION EDT$EDIT ! Callable EDT

DECLARE INTEGER RESULT

DIM INTEGER PASSFILE(1%)

DIM INTEGER PASSWORK(1%)

DIM INTEGER PASSXLATE(1%)

PASSF ILE(0%)=LOC(EDT$F ILEIO) ! Pass file names to subroutine
PASSWORK (0% )=LOC(EDT$WORKIO)

PASSXLATE (0%)=LOC(WINDOW) ! Pass name of subroutine
DECLARE LONG Ret_Status

DECLARE LONG Options ! Sum of all DCL options

Input_File$="" ! Initialize file names
Output File$="" !
Journal File$="" !
Command File$="" !

!

ON ERROR GOTO 1000 Exit if disaster strikes

IF CLISPRESENT('INPUT') AND 1% THEN ! Find what DCL asked for
CALL CLI$GET_VALUE('INPUT',Input_File$)

END IF

IF CLI$PRESENT('RECOVER') and 1% THEN ! If recover switch seen
OPTIONS=0PTIONS+EDT$M RECOVER ! set in option word

END IF

IF CLISPRESENT('READ ONLY') AND 1% THEN ! If READ ONLY switch seen
OPTIONS=0OPTIONS+EDT$M_NOOUTPUT ! set in option word

END IF
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50 Ret Status=CLI$PRESENT('COMMAND"') ! If COMMAND switch seen
IF [Ret_Status = CLI$ Present) THEN I get the command file
CALL CLISGET_VALUE('COMMAND',Command file$)
ELSE IF (Ret_Status = CLI$ DEFAULTED) THEN
REM Use default command file
ELSE IF (Ret_Status = CLI$ NEGATED) THEN! If NOCOMMAND seen
Command File$="" !

OPTIONS=OPTIONS+EDT$M NOCOMMAND ! set in option word
END IF
60 IF CLI$PRESENT('OUTPUT') AND 1% THEN ! If output specified
CALL CLI$GET VALUE('OUTPUT',Output_File$)
ELSE !
REM Default to output=input !
END IF
70 Ret Status=CLI$PRESENT ('JOURNAL"') ! If JOURNAL Seen

IF Ret_Status = CLI$_Present THEN

CALL CLI$GET_VALUE('JOURNAL',Journal File$)
ELSE IF Ret Status = CLI$ | DEFAULTED THEN_

REM Use default journal file

ELSE
OPTIONS=0PTIONS+EDT$M NOJOURNAL ! Else show NOJOURNAL
END IF
30 Ret Status=CLI$PRESENT('CREATE') ! If NOCREATE switch seen
IF Ret_Status = CLI$ Negated THEN
OPTIONS=0PTIONS+EDT$M NOCREATE ! set in options word
END IF
90 Result=EDT$EDIT(Input File$,Output File$, & ! Call EDT

Command_File§,Journal_File¥,0ptions, & ! passing file names
PASSFILE(0%)BY REF ,PASSWORK(0%)BY REF, & ! and options
PASSXLATE (0%)BY REF) ! and xlate subroutine

100 IF (RESULT AND 1%) =0% THEN
PRINT "VPWEDIT -- Call to EDT$EDIT failed, GET HELP"
CALL LIB$STOP(RESULT BY VALUE)

END IF
GOTO 32000
1000 RESUME 32000
32000 END
Listing 3. VPWEDIT Editor Mainline

1 REM
! WINDOW .BAS
! This subroutine is invoked via the XLATE command and the user command
! string, CMD$, is passed to it. The command string is established with
I the EDTSYS.EDT initialization file.
|
2 FUNCTION INTEGER WINDOW(CMD$)

DECLARE INTEGER SUBPROC

DECLARE LONG Istatus

EXTERNAL INTEGER FUNCTION LIB$ATTACH

COMMON (PIDVAL) LONG Sub_Pid

IF CMD$="" THEN ! If null, return
WINDOW=1 ! but show success
GOTO 100 !
END IF !
20 IF CMD$="WINDOW" THEN I If "window" wanted
IF Sub PID = O THEN ! If no window yet
Command$="'$ GWINDOW' ! spawn a window
CALL LIB$SPAWN(Command$,,'TT:',,,Sub pid,SUBPROC)!with return addr
CALL EXIT_Spawn(Sub_Pid) ! Establish exit handler
ELSE ! Else if window exist

Istatus = LIBSATTACH(Sub_PID BY REF) ! just attach to it
IF Istatus = 2280 THEN ! but if it went
Sub_PID=0 ! away, show it
GUTO 20 ! and make a new one
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END IF ! END IF
END IF I END IF
CMD$="REF ' ! Repaint screen on
END IF ! return to EDT
SUBPROC=1 ! Always show success
90 WINDOW=SUBPROC
100 FUNCTIONEND
Listing 4. The WINDOW Function Subroutine
C+
C Here we establish an exit handler to insure that any subprocess is deleted
C on exit.
C CALL Exit_Spawn(Sub_PID)
C Where
C Sub_PID [*4 PID for created subprocess
C
C-

OO0

SUBROUTINE EXIT_SPAWN(Sub PID)

IMPLICIT INTEGER*4™ (A - Z) !

LOGICAL Is Set ! Routine not yet called
INTEGER*4 EXIT_STATUS, EXIT_BLOCK(5) !

EXTERNAL EXIT_SPAWN2 ! Call on exit

COMMON /PID/ PID,Is Set !

DATA Is_Set /.FALSE./

Declare exit handler
EXIT_BLOCK(2) = %LOC(EXIT_Spawn2)
EXIT_BLOCK(3) =1 -
EXIT_BLOCK(4)
PID=Sub PID
IF (Is_Set) RETURN
STATUS = SYS$DCLEXH (EXIT_BLOCK)

Is Set=.TRUE.

IF (.NOT. STATUS) CALL LIB$STOP (%VAL(STATUS))
RETURN

END

Transmit one argument

nowon

%LOC(EXIT_STATUS)

Only declare once
Requires Implicit
Light a candle
INTEGER*4 (A-Z)
Back to mainline

tmm b b= tem b= e b e o o

SUBROUTINE EXIT_Spawn2(EXIT_STATUS)

This routine is called when the program tries to exit.
Its function is to delete the current active subprocess (if any)

IMPLICIT INTEGER*4 (A - Z) !
LOGICAL Is Set

COMMON /PID/ PID,Is_Set

IF(PID.NE.O) Istatus=SYS$DELPRC(PID,)

RETURN

END

Listing 5. The VPWEDIT Exit Handler
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DESIGNING RELIABILITY INTO THE VAX 8600 SYSTEM

BY

William Bruckert and Ron Josephson

Digital Equipment Corporation
Marlboro, Mass.

[ABSTRACT]

The failure rate of a system 1is directly
related to the number of components used in its

design.

Therefore, the designers of a 1large

CPU must put emphasis on fault avoidance, fault
tolerance, and fault minimization to ensure

that the overall
acceptable.
features to

Conventional

assure its
approaches, such as

system failure rate 1is
The VAX 8600 system contains many

reliability.
parity

checking, and non-convential ones, such as
array address checking through ECC codes, were

used to overcome

the higher failure rate

generated by having more components. This
paper will cover the most imporatant steps that
were taken to provide that reliability.

The cost of a failure is proportional
to the size of a system, since more
compute power is lost and more people are
idled as size increases. Since the
failure rate is directly related to the
number of components in the system, a much
greater emphasis must be placed on fault
tolerant designs in larger systems in
order to keep the costs of failures at an
acceptable level [1]. The VAX 8600 system
1s the largest, most powerful computer
produced by Digital Equipment Corporation.
We made customer satisfaction the most
important engineering goal, thereby
placing a high priority on the machine's
reliability.

Reliability can be subdivided into
four areas: fault avoidance, fault
tolerance, fault minimization and improved

mean time to repair (MTTR). Fault
avoidance 1is realized by reducing the
system failure rate through improved
quality of the components, interconnects,
design and manufacturing. Fault tolerance
is the negation of the effects of faults
through correction codes, redundant
hardware, reconfiguration, and retry [2].
Fault minimization is the reduction of the
effects of a fault by tagging corrupted
data that has damaged the machine state or
other data. Fault minimization 1is also
achieved by having the hardware give
accurate and detailed fault information.
The MTTR is improved through remote
diagnosing, the reduction of the time to
diagnose a fault, and the increase of
diagnostic accuracy. The application of
each of these four areas to the VAX 8600
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design will be discussed in detail in the
following paragraphs.

Before these details are presented,
however, a short explanation of the major
parts of the 8600 architecture is
warranted. The components in the VAX 8600
CPU are contained 1in four "boxes" that
control operations and perform various
functions. The E Box executes and retires
instructions. The I Box prefetches and
decodes instructions and prefetches
operands. The M Box performs page
translation, cache functions, 1/0
transfers, and memory array access. And
the F Box performs floating point
operations.

FAULT AVOIDANCE

Our first goal in designing a
reliable system was to reduce the number
of failures that occur 1in the machine.
This involved getting components,
interconnects, and power systems with the

lowest failure rates. Reducing the
failure rates also involved constantly
monitoring the failures that were

experienced and determining their causes.

A major influence on the IC
reliability was exercised by specifying
how the chips were to be stressed and
tested. The dips and the macrocell arrays
(MCAs) were required to be burned in
before testing. Thereafter all chips were
to be functionally tested. However, in
debugging the early machines we discovered
bad dips. We had expected to find only a
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handful of bad chips since they were all
burned in. To identify the cause of these
failures, all defective chips were
analyzed, and the problem was identified

as static that was "zapping" our modules.

Subsequently, the design was changed so
that all machines come with static
grounding straps.

We also examined the designs of
previous CPUs to determine which problem
areas were typical. The backplane is an
example. Wire-wrapped backplanes are
difficult to build and test. They have
several failure modes--such as cold flow
of the insulation, a nicked wire, and
scraps of wire. They can also be damaged
during servicing of the machine. All
these problems often result in

intermittent faults that slowly but surely
become more solid. Improving the quality
control on the wire-wrapping process to

obtain the desired reliability was a very
difficult task, since the process is
comprised of a large number of repetitive

but not identical operations. Moreover, a
very small error rate still produces quite
a large overall failure rate. Therefore,
early in the project, we decided to
replace the wire-wrapped backplane with a
multi-layer printed circuit card, which
has a much lower failure rate.

In the power subsystem, fault
avoidance was pursued by improving the ac
input-power tolerance, the design testing,
the manufacturing processes, and the
environmental monitoring. In particular,
manufacturing was a key area in which the

reliability of the power supplies was
improved. A new power supply tester was
developed to improve our testing

capabilities. It contains logic that can
fully test the characteristics of a power
supply and store the test data. The data
includes 1line and 1load regulation and
noise measurements.

supply (MPS) was
a single clock so
would be in
synchronization

to predict and control the
output noise of the switching regulators.
A new high-current connector was also
developed that allows the regulators to be
pluggable.

A modular power
designed to run from
that all regulators
sychronization. This

allowed us

The power subsystem also contains the
environmental monitoring module (EMM).
The EMM was designed to monitor the status
of the power supply and the environment
inside the system. The EMM can measure
the voltage output of every regulator, the

inlet and outlet air temperatures, the
air-flow velocity, and the ground-wire
current in the primary power cord. The

system protects itself by having the EMM
monitor these conditions, log any
deviations, and shut down the system if

adverse conditions warrant it.
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According to E.J. McCluskey,
"Improper design of the hardware or
software can result in a system which does

not function at all. Such mistakes are,
of course, quickly discovered and
corrected. Other, 1less obvious design

defects usually remain in any system even
after it has been in service for a long
time." [3] The results of design problems
are logic circuits that either fail
prematurely or sense signals falsely. The
number of these types of errors is
indirectly a measure of the quality of the
tools used in the system's design.

At the beginning of a design project,

rules are established to make sure that
the goals for signal integrity and
component failure rates can be achieved.

It is usually impossible to develop rules
that are both easy to check and at the
same time don't overly constrain the
design engineer. Often this results in
complex rules. If they are inadvertently
broken, the usual outcome is a decrease in
the machine's reliability. The broken
rules result 1in components that operate
with excessive temperatures or signals
that do not have adequate noise margins.
A chip that runs too hot will fail sooner
than anticipated; a signal that doesn't
have adequate noise margin will sometimes
be sensed incorrectly. Worse still is the
fact that the component is blamed rather
than the true cause, a violated rule.

As an example consider the operating
temperature of an IC. There is a tradeoff
between the maximum and minimum operating
temperatures and the amount of noise
margin available. If the temperature of
an 1C exceeds its maximum specified
temperature, the amount of noise normally
present from known sources, such as
adjacent-run crosstalk, may be sufficient
to produce a false signal. Therefore, it
is important that all 1ICs stay within
their specified operating temperatures.
To ensure that, we developed a tool for

use on the 8600 to check for chips that
were getting too hot. If a chip was
detected as being too hot, its layout was

modified to correct the problem without
changing the total power of the module.

A new timing analysis tool was also
developed for the project. This tool
enabled the designers to do a much more
thorough job of timing analysis on this
machine than had been done on previous
projects. Using it involved running many
separate programs that built a timing
model of the machine from the schematics
and the layouts of the modules, backplane,
and MCAs. The results of the model were
then used by a program that performed
timing analysis of the design based upon a
set of interbox timing specifications.

After the layouts of the modules were
completed, every single run was analyzed
to ensure that signal integrity had been
achieved. The program computed the amount
of noise generated from adjacent runs,



reflections, and the like. Based on these
Fesults, we made a number of reroutings to
increase the integrity of certain signals.

FAULT TOLERANCE

All the efforts
previous section

discussed in the
improved the machine's
reliability. However, the logic could
still fail and therefore it was important
to have mechanisms to recover from a logic
fault whenever possible. Fault isolation
and fault tolerance are highly correlated,
not separate issues. Data integrity and
retry operations depend on good fault
detection. So does the ability to
reconfigure the system when a fault

occurs, a situation that requires accurate

fault isolation as well [4]. It is
important to know what type of fault was
made and what processes may or may not

have been affected by it. To accomplish
fault isolation, we had to develop an
effective fault detection and reporting
scheme.

fault
The
occur

The design philosophy for the
system had several major concepts.
first was that faults that
synchronously with the program counter
(PC) should be reported synchronously to
it. Synchronous faults have a direct
relationship to the current value of the
program counter. For example, consider a
write to an I/0 register. Only one cycle
is required for the M Box to accept all
the 1information to perform the write
operation. In the meantime, the E Box
could continue processing instructions.
The problem here is that if the I/O write
has a fault, the current PC of the machine
would have no fixed relationship to that

fault, thus making recovery more
difficult. To solve this problem, the
microcode will stall the E Box on an I/O

write until the confirmation of that write
is received.

A similar problem exists with a
translation buffer (TB) miss on a prefetch
for the instruction buffer. If a branch
is ahead of the TB miss in the instruction
buffer and the branch 1is taken, the TB
miss will not be a problem and should not
be reported. In this «case the design
requires a delay in sending the TB miss
signal to the E Box (which performs the
memory management operations) until it
attempts to execute the instruction whose
prefetching caused the TB miss. In
general, synchronous faults are reported
via E Box microtraps.

Faults that are asynchronous to the
program counter are reported
asynchronously. Asynchronous faults are
ones for which the value of the program
counter has no definite relationship and
which are usually reported through
interrupts. Two examples of an
asynchronous fault are a fault occurring
on a disk write to memory and a parity

error on a cache writeback operation.
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At the time a fault is detected, it
may not be known whether the fault should
be reported synchronously or
asynchronously. In that case, both

fgult—logging mechanisms are invoked: a
microtrap for synchronous and an interrupt

for asynchronous faults. Consider the
case of a parity error on an instruction
prefetch. If the E Box executes a branch
prior to wusing the bad data, then the
synchronization will never be reached and
the fault will be 1logged through an
interrupt. In this case the microtrap

condition will be cleared by the execution
of the branch. 1f, however, the E Box
attempts to execute the prefetched
instruction with the parity error, then an
E Box microtrap will occur and the trap
routine will clear the interrupt.

The second major concept used
throughout the design was that hardware
faults are considered to be process faults
only if a process attempts to use or store
corrupted data. For example, if corrupted
data is detected during a writeback to

memory from the cache, a fault will be
loggeq. However, the process will not
experience a fault until it attempts to

either consume the corrupted data or store

it on a disk. This logic imposes the
requirement that corrupted data can be
m§rked for later detection, which is done
with ECC code in memory. This subject is
discussed in the UNIQUE RELIABILITY
FEATURES section.
FAULT MINIMIZATION

When recovery is not possible, the

next best thing is to control the amount
of damage done by a fault. This tactic
requires fault information that is
accurate, relevant, and sufficient.
Whenever a fault occurs, an error stack
frame will be constructed by the E Box and
placed 1in memory. The stack frame format
is the same for all errors. We made no
prejudgement as to what would be useful in

determining which information was
relevant.

In the case of damaged data, fgult
reporting alone is not sufficignt, since
it is not possible to determine which
process will access that data. Tperefore,
when data damage occurs, the logic marks

it as "bad" and any future user of that
data will be notified of that fact.

MEAN TIME TO REPAIR

two kinds of machine
those 1in which fault symptoms
are solid, and those in which fault
symptoms are intermittent. Oof the two,
solid faults are easier to diagnose. To
isolate solid faults, the console can
examine the state of the signals that go
from one module to another. Diagnostics
are run to find the first failed test,

There are

failures:

which 1is then run in a single-step manner
looking for the first incorrect signal.
With the exception of multiple-source



signals, the source of the first incorrect
signal value is the failing module (since
all of its inputs have been checked by
this process). In this way faults can be
isolated to the field replaceable unit.

Intermittent faults are much more
difficult to diagnose and they comprise
between 80% and 90% of the faults.
Diagnostics rarely provoke intermittent
faults. But when they do, the fault
reporting can often be confusing. This
confusion occurs because a logic fault

will usually take place in a circuit after
it has been tested and wh'le another
circuit is being tested [5]. The number
of fault checkers in a machine affect its
ability to know that a fault has occurred
and to identify the failing unit. The
probability of a fault occurring in the
logic that any given checker has checked
is not affected by whether the result is
used or not. If an intermittent fault
occurs on a path that isn't being used,
then no real fault has occurred.
Therefore, the machine's overall
reliability is increased by ensuring that
fault checking is performed only on
networks that are actually being used.

list of
VAX 8600

detailed
in the

IN the APPENDIX a
the checkers included
system is available.

If a failure occurs
immediate power shutdown,
diagnosing through the console
used. This occurs when the regulators
detect an overheating condition or the
power for the EMM is out of tolerance. 1In
these cases a magnetic indicator code that
contains the failing regulator number will
be displayed on the EMM module. This code
enables a field service technician to know
which regulator to replace.

that requires
then remote

cannot Dbe

UNIQUE RELIABILITY FEATURES IN THE VAX

8600 CPU

In addition to the reliability
features already discussed, the VAX 8600
design includes some not previously found
on other Digital machines. These features
are discussed under the four major areas

used in the first part of this paper.
Fault Avoidance

The F Box executes self-diagnostics
when it 1is not performing floating point
instructions. These tests use "live"
operands to enhance the detection of
data-dependent faults. Both the E Box and
the F Box are connected to a common source
of instructions and operands. When the F

Box detects that it cannot perform an
operation, it will execute a diagnostic
self-test. Exactly which self-test is
performed depends wupon the instruction.
The number of machine cycles 1in the
diagnostic routine is chosen to be equal
to or 1less than the number of machine
cycles used by the E Box. This 1insures
that the F Box will always be ready for
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floating point operation that
passed to it. If a fault is
detected, the F Box will be turned off and
the E Box will perform the instruction
that would have been done by the F Box,
only at a much slower speed.

the next
will Dbe

Fault Tolerance

instruction retry
where possible. If a fault occurs that
causes a microtrap during an instruction,
a set of instruction retry flags will be
passed along through the various fault
recovery stages. The flags indicate

whether or not the CPU has performed an
operation that would make restarting the
instruction impossible. An instruction
retry would be inhibited if an I/O-read, a
memory-write, a state-modified, or an &
Box abort bit 1is "on." Otherwise, the
instruction can be restarted.

The 8600 supports

can recover from
single-bit errors. A cache data entry
consists of 32 bits of data, 4 bits of
byte parity, and 7 bits of ECC. The write
of the check bits is pipelined and occurs

The data cache

in the «cycle following the write of the
data. The parity bits are used for fault
detection and the ECC bits for error
correction. The M Box always passes data

to the E Box or I Box before any checking
is done. 1If the data contains a parity
error, then either the E Box or the I Box,
as well as the M Box, will detect it. The
M Box will then block the acceptance of
any more requests and will execute a data
correction sequence. The ECC code and the
data are then sent to the array bus, and
normal array-to-M Box data correction is
applied. The "corrected word" 1is then
written back 1into the cache. At some
point the E Box will discover that it has
been shipped bad data. The system will
then retry the instruction 1if possible.
The retry will be successful if the
original fault was correctable.

An important goal of the power
subsystem 1is to increase its tolerance of
bad ac input power. The power input is a
true 3-phase input with very low neutral
current. In previous designs the
power-storage capacitors had been attached
to the regulator outputs. The detection

of power failures was performed by
monitoring the ac line. In contrast, the
VAX 8600's power system first converts

power to 300 Volts dc and then sends that
power to regulators in order to produce
the final output voltages. Power storage
is done at the 300 vdc level. This higher
voltage allows more energy to be stored,
since the storage is provided by
capacitors. Power-failure detection is
performed by monitoring the voltage level
on the 300 vdc power supply. When its
voltage reaches the level at which there
is just enough energy remaining to perform

then an ac power

a power-fail
This method

failure will

sequence,
be declared.



allows continued operation regardless of
the ac input waveform, as long as the
machine receives sufficient energy, a fact
that is especially helpful during brownout
conditions.

Fault Minimization

The 8600 makes good use of the
unassigned ECC codes (a 7-bit ECC can
correct up to 57 bits of data). They are

used to detect array addressing problems
and to flag any corrupted data. When a
memd>ry write occurs , the parity of the
address and an indication of the quality
of data are sent to the ECC generator.
The quality of data is good if no faults
were detected during its transmission to
the M Box and bad if the machine suspects

that a fault 1is present. The address
parity and quality information are
inserted into the ECC generator by means

of bits 32 and 33 of the data.
these bits

Neither of
is stored in the array. When
the data 1is read back, the computed
address parity 1is sent along with a
good-data signal to the ECC generator. If
the computed syndrome is zero, the
transaction is considered to be good. If
the ECC generator decodes a single-bit
error pointing to the address bit, then an
address parity error will be declared.
When that occurs, it means that the word
that was just received did not come from
the address that it should have. Thus,
the ECC generator can check the address
lines from the M Box to the MOS array
chips and detect the control faults that
caused the M Box to access the wrong data

word. If the chip thinks the quality bit
needs correction, then the data word was
faulty when it was received. The
requester of this data will then be
notified that the data is bad. If a
normal single-bit error occurs on a data
word that was stored with a code
indicating bad quality, then the M Box
will flag an ECC double-bit error.

Most of the internal busses 1in the
VAX 8600 CPU as well as the shifter and
the arithmetic logic wunits (ALU) are
parity checked. The ALUs are checked by
triplication and parity checking the

results. The I Box, F Box, and E Box each
contain a set of general purpose registers
(GPRs) . when writes to the GPRs occur,
all GPRs are written to simultaneously,
thus keeping them consistent. If a GPR
parity error is detected in one box, a
recovery will be 1initiated that copies
correct data from the equivilent GPR in
another box to the failed GPR. Thus the
machine can recover from GPR parity
errors.

Mean Time To Repair

The number of microsequencers in the
VAX 8600 system also adds to its
reliability. Ordinary combinatorial
control logic is difficult to check
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without duplication. Using a
microsequencer is a method of building
control logic that is easily checked. For
example, all the microcontrol stores are
parity checked. The M Box also checks the
parity of the address, stack underflow and
overflow, and stack address parity.
Microparity errors are recoverable in the
E Box, F Box, and I Box. These faults are
not recoverable 1in the M Box since its
state is modified 1in an wunrecoverable
manner before the parity computation is
complete.

SUMMARY
The task of making large machines

reliable requires a continuous effort in
all phases of the project, from conceptual

design to manufacturing. In the future,
machines will continue to get larger.
Unless some major technology breakthrough

that significantly changes the reliability

of components occurs--as did occur when
transistors replaced tubes--the
fault-handling capability designed into
large systems must be improved. This
improvement is needed to overcome the
inherently higher failure rate that comes
with having more components. Based on

this conclusion, we <created many design
processes, manufacturing processes, and
fault handling features that increased the

reliability of the VAX 8600 system.
Careful monitoring and simulation were
required to insure that true gains in

reliability were actually achieved.
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APPENDIX
FAULT CHECKERS IN THE I BOX
IN THE VAX 8600 SYSTEM
MICROWORD PARITY CHECK
IBUFFER PARITY CHECK
IN THE E BOX
DRAM PARITY CHECK

ALU OUTPUT PARITY CHECK
GPR PARITY CHECK

SHIFTER PARITY CHECK
OP BUS PARITY CHECK

MICROCODE PARITY CHECK PER BOARD
W BUS PARITY CHECK

OTHER RAM STORE CHECK WITH
IMD PARITY CHECK
SEPARATE ERROR FLAGS
AMUX PARITY CHECK
BMUX PARITY CHECK
GPR COPY WRITE RECOVERY

INSTRUCTION RETRY
DIAGNOSTIC FAULT INSERTION

IN THE M BOX
MEMORY ADDRESS PARITY CHECK
ECC ON CACHE AND MOS MEMORY DATA
WRITEBACK ON SBE
MICROWORD PARITY CHECK
MICROADDRESS PARITY CHECK
MICROSTACK PARITY CHECK
MICROSTACK UNDERFLOW/OVERFLOW DETECT
A BUS PARITY CHECK
ARRAY BUS PARITY CHECK
CORRUPTED DATA TAG

CPR PARITY CHECK

IN THE F BOX

FBM MICROWORD PARITY CHECK
FBA MICROWORD PARITY CHECK
FDRAM PARITY CHECK

GPRs PARITY CHECK

SELF-TEST (WHEN NOT EXECUTING
INSTRUCTIONS)
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IMPLEMENTATION OF A LOCAL AREA NETWORK AT
LOS ALAMOS MESON PHYSICS FACILITY (LAMPF)

Anthony M. Gonzales
Los Alamos National Laboratory
Los Alamos, New Mexico

ABSTRACT

This paper presents a summary of the implementation of

Local Area Network at the

Facility (LAMPF).

The network described

a
Los Alamos Meson Physics
is unique in

that LAMPF is a large complex with a broad area dedicated

to experimental stations.
the problems

The paper
that were encountered and why the ethernet

topology was finally decided upon.

INTRODUCTION

The Los Alamos Meson Physics Facility (LAMPF) is
part of the Los Alamos National Laboratory, managed
by the University of California, for the U.S.
Department of Energy. LAMPF is one of the worlds
largest and most powerful nuclear science research
facilities. The facility is primarily a tool for
atomic, nuclear and particle physics research. The
installation consists of a half-mile long linear
accelerator and several experimental areas served by
simultaneous beams from the accelerator. The base
facility was completed in 1972 at a cost of $57
million dollars. A layout of the experimental areas
as they exist today is shown in Figure 1. Since the

describes some of

completion of the base facility, a Weapons Neutron
Research Facility and a Proton Storage Ring have
been added to the complex and a Neutrino

Experimental Tunnel is now under construction.

The beams from the accelerator include a 1 mA proton
beam to beam area A, 0.1 mA beam to the proton

storage ring, and lower intensity beams to lines B
and C. The accelerator operates in a pulsed mode
with a duty factor of about 10% so that the peak

currents are much higher than the averages mentioned

above. The data acquisition system, Q, was designed
specifically for the computers and the experiments
that are peculiar to LAMPF. Data for each

experiment are typically collected through CAMAC and
recorded on magnetic tapes with PDP-11 computers.
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The data acquisition  computers are generally
PDP-11/45, 11/34, 11/44  and 11/70's. As
experimental needs increase, upgrades of PDP to VAX
computers are planned and VAX-11/750's are now
beginning to appear on site. Data rates for
experiments generally do not permit analysis of all

events as they are collected.

Analysis of LAMPF experiments is done for the most
part at the Data Analysis Center (DAC). The
analysis center currently houses 4 VAX-11/780's and

2 PDP-11/70's and in the near future will be adding
the newly announced VAX 8600. The VAX computers are
running VMS Version 4.0 in a cluster and therefore
share common disks. Data tapes can be replayed on
the VAXes and the Q programs have been recently
modified to allow replay of data stored on disk.
The data tapes can be spooled directly to disk and
run on any of the computers linked into the cluster.

DECnet is the protocol wused for communication
between the computers. The DAC also has a broadband
connection to the Central Computing Facility, which

at present is one of the largest
in the world.

computing centers

There are currently over 600 user accounts on the
VAXes. The number of wusers on-site varies as
different experimental programs receive beam time.
Some users remain based at LAMPF year-round while
others spend most of their time at home
institutions. Because of the variable nature of the
user community, constant updates and retraining are
required as hardware and software change.

PROJECT INITIATION

In the fall of 1983 a committee was formed to assess
the current status and to recommend directions for
computing at LAMPF for the near future (Ref 1).
This study included recommendations for both data
acquisition and data analysis and emphasized methods
to make more efficient use of resources in the next
5 years. One of the priority items to come from the
Long Range Planning Committee was a recommendation
for a Local Area Network to connect the experimental
area computers to each other and to the DAC.

The benefits derived from
include sharing of codes, which would lead to a
greater amount of communication between experiments
thus resulting in a high degree of information
exchange. Also, shared resources would become
available. For example, peripheral devices, such as
line printers, could then be used from another
experiment as need and usage dictated. The ability
to share resources among the computers could also be
used to off-load some CPU-bound jobs from DAC
computers to experimental area computers during
beam-off time (about six months per year). However,
the network was not designed to be able to ship data
from all locations to the DAC for analysis directly.
Tapes will continue to be the primary method for
data transfer to the DAC.

such a network would

At LAMPF there are presently more than 70 computers.
These range from micro PDP's to the VAX-11/780's. A
majority of the small computers run RSX-11M systems.
All of these computers are potential network nodes.
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NETWORK REQUIREMENTS

A list of requirements was drawn up to specify the
capabilities required for an experimental area
network. The requirements include high speed and a
reliable technology that will be relatively easy to
maintain. Because the network will include both
PDP's and VAXes, a flexible system is needed that
will provide both hardware and software
compatibility for the different systems.
Flexibility of adding or removing systems is needed
since different experiments run simultaneously but
not on the same schedule. It is also important that
computers can be rebooted without affecting the
network. A single networking system with a wuniform
interface is desirable because maintenance will be
done by an on-site computer maintenance group.
Hardware that can use a DECnet protocol is
attractive because DECnet is used for communication
between the VAXes in the DAC and the training
required for users of the network can be minimized.
A network that will not quickly become obsolete is
also a requirement because the investment in both
time and money will be significant. Finally, the
network must be cost-effective because one cannot
prioritize the experiments and decide who will be
able to take advantage of the network.

DECIDING ON A NETWORK

Some technologies now offered the market were
explored. Point-to-point and ring networks were
considered. Because of the layout of the
experimental areas these networks were found to be
rather inflexible and difficult to implement.
Another kind of network that was studied was a
broadband connection, but this option proved to be

too expensive for our applications.

on

Ethernet is a simple and low-cost network. Ethernet
protocol, with its high speed bandwidth of 10
megabit/sec, satisfies the requirements most
comfortably. Some of the added benefits derived by
the choice of ethernet are the flexibility of
addressing nodes, the short delay time, and
stability under all load conditions. The ability to
add connections such, as personal computers or local
area terminal Servers (LATS), or to remove
connections without interruption to the overall
network is a big plus.

DESIGN AND IMPLEMENTATION OF ETHERNET

Experiments are often mounted in trailers that are
temporarily connected to the experimental buildings.

The facility also supports '"'counting houses"
equipped with data acquisition computers. Designing
a single network to cover all the present

experimental stations and anticipating new additions
proved to be a project of considerable challenge.

The accelerator is run on radio-frequency (rf) power
that can potentially create enough noise to degrade
data transmission over ethernet. Phase 1 consisted
of a test of data transmission while the RF power
was on. A PDP-11/34 located down the beam line was
connected to a PDP-11/70 located at the DAC with
teflon-coated coax. After several days of testing,
no distortion of data was detected. Teflon cable
was chosen because it is well suited to handle harsh
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environments such as are found in the experimental
areas; for example, cables are subject to abuse as
they are moved in cable trays.

Phase 2 consisted of 1laying out a plan for the
network cable throughout the experimental areas.
Figure 2 is a map detailing the experimental areas
as they exist today. The map shows that the
experimental areas are almost as large as they are
spread out. Cable trays reach to all of the
experimental areas but are in places difficult to

access and run along walls near large sources of
electro-magnetic interference.

Some special considerations were given to the cable
layout. For example, active electronics cannot be
placed in the cable trays. Ethernet repeaters are
considered active because of the 110 volt circuits
needed to power them. We purchased 40m transceiver
cables so repeaters could be mounted along the walls

of the beam lines. Another potential problem
involved the cable paths to the neutrino area at the
east end of Area A. Because the coax runs
underground, teflon-coated ethernet cable was
chosen. The conduit will be wused for other

transmission cables and there exists the possibility
of leakage that could let moisture into the cables.
Finally, because many computers are located in
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Experimental areas showing beam lines.

trailers located outside the buildings, the cable
paths chosen must provide convenient connections for
those computers. The use of 40m transceiver cables
provides just enough added distance to reach most of
these areas and still remain within specifications.

The cable path chosen for the backbone of ethernet
runs from the DAC along the accelerator to Area A,
along the north wall in Area A, and into the Staging
Area. A local repeater is required at that point to
extend the network to the neutrino area. A second
repeater will be connected in the switchyard and a
section of ethernet cable will be run along the
outside walls of Area B and around to Area C.
Another repeater will be attached just inside Area A
and will extend along the south side of the
building. The ethernet cable 1layout holds the
maximum distance between nodes to that required by
the present specifications and requires no more than
two repeaters between any two nodes.

After the completion of Phase I, the ethernet cable
was run out to Area A. The transceiver that had
been mounted on the cable for testing was removed
and the tap in the cable was wrapped with electrical
tape. A time-domain reflectometer (TDR) was used to
test the cable for damage during the installation.
Figure 3 shows the signal obtained from the TDR.
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The first peak is the signal sent down the cable and
the final peak is the reflection from the
unterminated end of the cable in Area A. The total
length of the cable is 42lm. The small glitch in
the signal is from the hole left from the tap made
for the Phase I test. Before many more experiments
come on-line the effects of removal of taps will be
investigated.

One final problem was related to the fact that most
of the data acquisition computers are PDP-11/45's
with an 18-bit bus structure and memory limited to
128K. The memory limitation makes it difficult to
include both DECnet tasks and all tasks usually
installed in the RSX-11M operating system. An
attempt to install the Q data acquisition tasks
brought the computers to a virtual halt for lack of
pool space. The tentative plan is to connect only
to 22-bit computers and to the VAXes.

FUTURE FOR LAMPF AND NETWORKING

By the time this paper is published most of the
network connections mentioned will have been made.
Future expansion will depend on the direction LAMPF
takes and the ever-changing needs of the wuser
community. Additional networks, perhaps to the
Laboratory Office Building at the other end of the
accelerator, may be installed in the future.
Networks will be connected either through a routing
computer or through some sort of network bridge.
Fiber optics may be used to serve other sites.
Certainly the network proposed here will be able to
handle all of the existing experimental stations and
will allow for efficient use of a multi-vendor
environmment.

Time Domain Reflectometer pattern.
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