












































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































The Executive Complex of 2GCHAS is being devel0ped 
under contract by Computer Sciences Corporation 
(CSC). The CSC 2GCHAS project is located on-site at 
Ames Research Center. 

STATUS OF 2GCHAS PROJECT 

The 2GCHAS project is currently under development. 
The Executive Complex is being developed in a series 
of five builds. CSC delivered Build 2 of the 
Executive to the Army on December 19, 1985. 
Technology module development contracts will be 
awarded in early 1986. The Technology module 
development contractors will have remote access to 
Build 2 of the Executive. Build 3 of the Executive 
will be distributed to Technology module development 
contractors. Run-Time Linking was included in Build 
1 of the Executive. It was tested by the Army as 
part of normal build testing. It was used by CSC in 
the development of Build 2 which has just been 
delivered to the Army. Run-Time Linking has not yet 
been used by Technology module development 
contractors. 

THE PROBLEM 

The 2GCHAS project required an alternative to the 
standard technique of linking all modules together 
for the following reasons: 

1. There will be a large number of Technology 
modules in 2GCHAS. By design, new modules will 
be added to 2GCHAS throughout the life of the 
system as new helicopter analysis techniques are 
discovered. 

2. A typical analysis uses relatively few of the 
available Technology modules. Available modules 
might supply alternative approximation methods 
or apply different flight simulation techniques 
or compute the various output results. 

3, It is difficult to predict in advance which 
modules are required for an analysis. Modules 
are called as required by a combination of the 
processing options selected, the output results 
required, and the data describing- the helicopter 
or the flight conditions. 

4. Any module linked into an executable image uses 
resources even though it is never executed. For 
example, all modules in an executable image are 
assigned virtual memory when the image is run. 
Modules which are not executed thus reduce the 
amount of virtual memory quota remaining to 
contain data for the analysis. 

5. Simultaneous development of new modules by 
multiple developers will continue through the 
life of the system. It is complicated to 
maintain and distribute a standard set of object 
modules to which the modules under development 
can be linked. 

THE SOLUTION--RUN-TIME LINKING 

In order that the Technology modules be 
transportable, a module call looks exactly like a 
subroutine call. Suppose, for example, Module A 
calls Module B. Figure 3 shows how the modules are 
linked using the standard linking procedure. Each 
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+-------------------------+ 
SUBROUTINE A (X, Y, Z) I 

COMPILE 

B (P, Q) 

+-------------------------+ I A.OBJ t--+ 
+---------+ 

+---------------------+ 
SUBROUTINE B (R,S) I 

COMPILE 
+--------+ 

END I +----L---+ 

+----------------------+ 
I LINK 

r---:----+ 
+---+--
1 

+-+--> 
I +---------+ +-rr-> B I 
+-+--

+---------+ 
Figure 3. Standard Fortran Subroutine Linkage 

module is compiled, producing an object file. The 
object files are then linked by the Linker into an 
executable image which can be executed using the RUN 
command. (There must be a main program linked with 
the subroutines, but it has been omitted here to 
show the module linkage process more clearly.) 

Figure 4 gives an overview of the Run-Time Linking 
technique used in the 2GCHAS project. A command 
procedure, DEFMODULE (for Define Module), produces a 
source file for a module caller from the source file 
of the module. DEFMODULE then compiles both source 
files to produce object files of the module body 
and the module caller. In this example, Module B is 
defined first. DEFMODULE produces the source file 
for B Caller from the module B source file, then 
compiles both source files to produce object files 
for B Caller and the body of module B. The object 
file for B Caller is put in an object library 
containing the module callers for all defined 
modules, and the object file for the body of B is 
linked to produce a shareable image of B. When 
Module A is defined, DEFMODULE similarly produces 
object files for the body of A and for A Caller. 
The object file for A Caller is put in the module 
caller object library, and the object file for the 
body of A is linked with the library of module 
callers to produce a shareable image for Module A. 
Since Module A calls Module B, B Caller is linked 
into the shareable image for Module A. 



+------------------------+ 
SUBROUTINE A (X, Y, Z) I DEFMODULE 

+---------+ . I 
CALL B (P, Q) + - - - + + 

+-----------+ • 
I A CALLER I 

END +-----------+ • 
+------------------------+ • +---------+ 

I A.OBJ t----+ 
+---------+ 

+ - - - - - - - + 

+--------------------+ 
SUBROUTINE B (R,S) I DEFMODULE 

+ - - - + - - - + 
+1---------i 

END • +-----------+ . 
+--------------------+ I B CALLER +---+ 

+-----------+ 
+---------+ 

+------------------------1 B.OBJ I 
I LINK 1---------+ 

+----+----+ 
B <--+---+ 
SHARE- I 
ABLE 
IMAGE --+-+ 

+---------+ 

+ - - - - - - - + 

+---+ 

I LINK 

+-----:-----i 
+--------------+ --+---+ 

+-+-- <--+-+ <--+-+ I 
MODULE I +-----------+ I 
EXECUTION +-+-- <--+-+-+ 
CONTROL I B CALLER I I 

+-+--> --+-+ 
I +-----------+ (EXECUTIVE) 

+---+--> --+-+ 
+--------------+ 

Run-Time Linking 

Figure 4. Overview of 2GCHAS Technology Module 
Run-Time Linking 

When Module A executes the "CALL B" statement, it 
actually executes a subroutine call on B Caller, 
which has been linked into the image in place of 
Module B. The B Caller subroutine, which was 
created by DEFMODULE, calls an Executive service, 
Module Execution Control (XMEC) to activate the 
shareable image for Module B. When XMEC is called 
to activate a shareable image, it checks a list to 
see if the image is already activated. If the image 
is not activated, XMEC activates it by calling the 
Image Activate and Image Fix System Services. After 
XMEC activates the shareable image of Module B (or 
finds it already activated), it executes a 
subroutine call on Module B and passes the argument 
list from the subroutine call executed by Module A. 
When Module B completes its execution, it returns to 
XMEC, which returns to B Caller, which returns to 
Module A. 

The activation of the shareable image of a module 
when the module is called as a subroutine is the 
Run-Time Linking technique used in 2GCHAS. From the 
point of view of the calling module, it has executed 
a standard subroutine call. From the point of view 
of the system, the module is assigned virtual memory 
and other resources only if it is executed. 

XMEC uses the Image Activate and Image Fix System 
Services because at the time Build 1 was 
implemented, only Release 3 of VMS was available. 
Release 4 of VMS is now available. In Build 3 of 
the Executive, XMEC will use the Library Service 
LIB$FIND_IMAGE_SYMBOL to activate shareable images. 

TRADEOFF CONSIDERATIONS 

The advantages of using Run-Time Linking are as 
follows: 

1. Virtual memory and other resources are allocated 
to modules only if the modules are executed. 

2. Enhancements to modules can be tested by module 
substitution at run time. 

3, The option of linking a module directly using 
the standard Linker remains available with no 
change in the source module, since the source is 
standard Fortran 77. 

The disadvantages of using Run-Time Linking are as 
follows: 

1. Program execution time is increased. The first 
time a module is called, an elapsed time of 
about 0.2 seconds is required to activate the 
module. All subsequent calls on the module 
execute only slightly longer than a subroutine 
call because the LIB$FIND IMAGE SYMBOL Library 
Service is executed instead of a subroutine 
call, If an analysis runs any significant 
amount of time, the overhead time required to 
activate the modules which perform the analysis 
can be ignored. 

2. Fortran COMMON blocks can not be used to 
communicate between modules linked at Run-Time, 
although the subroutines which are contained 
within a single module may communicate with each 
other through COMMON blocks as usual. In 
2GCHAS, the Executive contains data management 
services which provide a data structure intended 
to replace Fortran COMMON blocks in 
communicating between modules linked at run 
time, 

SUMMARY 

Run-Time Linking promises to be a useful technique 
for 2GCHAS because of the large number of modules 
which will eventually be in the system, and 
because, for a typical analysis, relatively few 
modules are executed. The additional execution time 
required for run-time linking will be insignificant 
compared to the execution time of an analysis. 

The degree to which Run-Time Linking is successful 
will be determined when the technique is in general 
use by Technology module developers. 
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VAXCLUSTER MANAGEMENT AND USER EXPERIENCES 

Robert C. Groman 
Woods Hole Oceanographic Institution 

Woods Hole, Massachusetts 02543 

ABSTRACT 

This paper reviews Woods Hole Oceanographic Institution's 
experiences in implementing a VAXcluster during the summer 
and fall of 1985. These experiences may help you prepare 
for, and avoid, the hurdles and problems that we encountered. 

INTRODUCTION 

The Woods Hole Oceanographic Institution (WHOI) 
is a private non-profit corporation (about 1000 
employees) doing basic research and development 
in the field of oceanography. The Institution 
consists of five departments: biology, 
chemistry, geology and geophysics, ocean 
engineering, and physical oceanography. 
Researchers in these departments seek grants and 
contracts from government agencies and from 
private foundations. Institution personnel 
share common research tools such as the 
laboratory buildings, ocean-going ships and the 
central computing facility. 

The central computing facility is operated by 
the Information Processing and Communications 
Laboratory (IPCL), a group of 22 Ocean 
Engineering Department employees. Researchers 
pay for the computing resources based on the 
not-for-profit, cost center, concept: the more 
computer time used during the year, the less 
costly the computer time. IPCL also provides 
computer expertise to the Institution via 
consulting services, applications programming, 
newsletters, documentation, seminars and classes. 

The central facility consists of two VAX-11/780 
systems. These systems provide time sharing and 
batch services for computer modeling, graphics, 
data management and data processing 
applications. IPCL also provides systems and 
operations support to a project-owned VAX-11/785 
and two VAX-ll/750's supporting the National 
Marine Fisheries Service, image processing and 
analysis, and the Institution's administrative 
and accounting needs, respectively. All of 
these VAX systems use the VMS operating system. 
Many researchers also use microVAX I or and 
microVAX II systems for their projects. The 
Institution currently has three microVAX I's, 
two microVAX II's and three VAXstation I's. 
There are a total of thirty-seven (37) disk 
drives (over 16 gigabytes) used by the larger 
systems, consisting of nineteen (19) RA81 456 
megabyte drives, twelve (12) RP07 516 megabyte 
drives, two RM05 256 megabyte drives, two RP06 
176 megabyte drives, one RM80 124 megabyte 
drive, and one RA60 205 megabyte drive. 
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We connected four of these VAX systems into a 
VAXcluster beginning in the summer of 1985. The 
four systems, one VAX-11/785, two VAX-ll/780's 
and one VAX-11/750, each support a number of 
local disk drives and connect to an HSC50 disk 
controller with two RA81 disk drives (see Figure 
1). Our experiences during this implementation 
may serve to aid others who are just beginning 
the clustering process. 

This paper begins with a brief review of 
VAXcluster concepts, including the differences 
between homogeneous and heterogeneous clusters. 
The next section discusses clustering problems 
which are likely to be seen by most new cluster 
sites. The last section discusses the unique 
problems we encountered due mainly to our 
heterogeneous cluster environment. 

VAXCLUSTER CONCEPTS 

A VAXcluster is an integrated organization of 
VAX/VMS computer systems that use a high speed 
70 megabit per second communications channel for 
information transfer (1). The VAXcluster 
provides a single security and management domain 
which, under certain circumstances, takes less 
human resources to manage than individual 
VAX/VMS systems. A VAXcluster (also called a 
cluster) can be considered something more than a 
local area network of loosely coupled central 
processing units (cpu's). The machines in a 
VAXcluster can work closely together to share 
print and batch queue resources and share a 
common disk based file system. However, the 
cpu's can also exist independently of one 
another (unlike tightly coupled cpu's) if one or 
more of the cpu's fail. With appropriate 
hardware, end users are less susceptible to 
hardware component failures, including whole 
cpu's, within the cluster environment. 

A homogeneous cluster is a VAXcluster where all 
software products are available to all cpu's on 
the cluster. (The VAXcluster manual prefers the 
statement that all known VAX images are the same 
on each cpu.) Also, logical names and all mass 
storage devices and queues (print and batch) are 
common to all cpu's on the cluster. You can log 
onto a homogeneous cluster and accomplish your 
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work with equal ease no matter which cpu you are 
logged onto. In fact, there is only one user 
authorization file needed in a homogeneous 
cluster. 

A heterogeneous cluster is a VAXcluster where 
one or more attributes of a cpu environment 
differentiate it from the other cpu's in the 
cluster. For example, not all cpu's may be able 
to run the Fortran compiler, you may not be 
authorized for every cpu in the cluster (perhaps 
one of the cpu's is dedicated to a single 
department), or certain mass storage devices 
(disk drives) may only be available to one cpu 
(perhaps for security reasons). The more 
differences there are, the more heterogeneous 
the cluster is. The more heterogeneous, the 
more human resources it will take to run. 

COMMON CLUSTERING PROBLEMS 

Our site upgraded from VMS version 3.7 to 
version 4.1. Although we were using the cluster 
interconnect wiring as a Decnet communications 
channel prior to VMS 4.1, we wanted to take 
advantage of the VAXcluster capabilities, 
especially the easier accessibility of disk 
files. However, we encountered a number of 
difficulties while implementing the VAXcluster. 
Many of these problems are likely to be 
encountered by other VAX sites since as one of 
our system programmers said (2), "Darn! All the 
stuff they say in the book is true." This 
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section reviews those problems, point by point, 
so that you may be better prepared for them 
yourself. 

1. Disks that are mounted with the /SYSTEM 
qualifier that you will mount cluster wide 
must have unique volume labels. You can 
prepare for clustering your VAXes by taking 
care of relabeling your disk volumes in 
advance. 

2. If you remove a cpu from the cluster and run 
it independently of the cluster, you must 
change the SCSYSTEMID and SCSNODE system 
generation (sysgen) parameters. The 
SCSYSTEMID is to the cluster what the Decnet 
node number is to Decnet and, in fact, 
SCSYSTEMID must match the Decnet node number 
if the cpu is clustered. SCSNODE is a text 
string similar to the DECnet node name. It 
is used in the construction of disk logical 
names that are mounted cluster wide. 
STARTNET attempts to force node names and 
IDs to be identical. 

3. In addition to possible political problems 
in your organization, clustering forces you 
to consider the concept of quorum votes. 
You must assign votes to each cpu node in 
the cluster and possibly to one or more disk 
drives to improve cluster availability and 
to avoid cluster partitioning. Quorum votes 
are used by the cluster software to help 
determine how many systems are in the 
cluster, what should happen if one or more 
of the nodes should fail, and to ensure that 
each node in the cluster continues to work 
cooperatively with the other nodes. This is 
essential for such things as the file system 
integrity and the system manager's sanity. 
The reference manual (1) adequately 
discusses this topic but be sure to read it 
carefully. 

4. System shutdowns are more complicated in a 
clustered environment. VMS provides for a 
smooth transition from an "n" cpu cluster to 
an "(n-1)" cpu cluster. DEC added code to 
the SHUTDOWN.COM procedure to accomplish 
this. 

However there are other areas of concern. 
For example, in a cluster, taking down one 
cpu may not just effect the users on that 
cpu. Since the cpu can be acting as the 
MSCP server (i.e., allowing a non HSC50 disk 
to be cluster available) for local disks, 
"remote" users (i.e., users logged onto 
another cpu) can be drastically effected. 
You will be taking away access to their 
data. (Dual pathing disk drives takes on 
real significance in these situations.) VMS 
anticipated this situation by broadcasting 
REPLY/ALL messages to all users logged onto 
the cluster. However, we have found that 
many users are irritated by what they 
consider spurious shutdown messages from a 
"remote" cpu. We are working on a scheme to 
minimize these problems by careful use of 
the SET BROADCAST command. Using SET 
TERMINAL/NOBROADCAST is not recommended 
since this prevents all messages from 



reaching your terminal. 

There is another consequence of sudden 
removal of a cpu from the cluster besides 
the fact that a locally connected disk 
becomes unavailable to the other cpu's. If 
the cpu does not return to the cluster 
before the disk mount verification times out 
(a sysgen parameter), the disk must be 
manually dismounted and mounted. We decided 
to increase the timeout period to its 
largest value and handle lack of disk 
timeouts due to non-cluster related problems 
separately since these are rare. Be aware, 
however, that processes that are accessing 
these wayward disks wait until the disk 
returns before continuing. 

5. AUTOGEN, the software that helps select 
sysgen parameters based on your system size, 
did not increase the intermediate and small 
request packet sysgen parameters (IRP's and 
SRP's) when we clustered. As a result, one 
of the cpu's was unable to boot in the 
cluster environment until these parameters 
were increased manually. 

6. The format of the VMS PROCESSID changed. 
Any command procedures or other code that 
depends on the PROCESSID format may break. 

7. At the present time, all cpu's in the 
cluster must be at the same VMS release 
level. This situation may change. We hope 
so since VMS upgrades will be more difficult 
in a cluster environment unless you take 
full advantage of the common system disk 
concept. 

8. As with any enhanced software product, 
implementing clustering required more 
physical memory. Digital Equipment 
Corporation recommends that each cpu in a 
cluster have at least four megabytes of 
physical memory. If you are configuring a 
new VAX system do not short change yourself 
on this resource. Add a couple of extra 
megabytes for good measure. 

9. Preparation and testing for the VAXcluster 
is more difficult since it involves at least 
two cpu's. Whenever the systems staff 
needed to test the new cluster, at least two 
groups of users were inconvenienced. 

SITE SPECIFIC PROBLEMS 

Our site also came up against a number of 
problems that are due to our heterogeneous 
environment. The two VAX-ll/780's are general 
purpose machines that can be used by anyone in 
the Institution. Fees are charged according to 
the resources used, such as cpu time, connect 
time, input/output activity, disk storage, pages 
printed etc. The VAX-11/750 is run on behalf of 
the Ocean Engineering Department and can be used 
only by certain staff members. Beginning in 
1986 these users will be charged only for cpu 
time, connect time, input/output activity and 
pages printed. The VAX-11/785 is run on behalf 
of the National Marine Fisheries Service. These 
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users pay a fixed fee (time and materials). 
Their costs are not based on computer resources 
used. On all systems, disk drives may be 
privately owned or may be part of the system. 
Also, each cpu has its own set of software 
products. The heterogeneous nature of the cpu's 
on the cluster create some interesting 
problems. This section reviews these problems, 
point by point. 

1. Software installation is more complex than 
on a single cpu system. Whether you use a 
shared system disk or not, you will have to 
be concerned about which cpu has the right 
to access different licensed software. This 
applies to both DEC and non DEC products. 
It can be awkward to prevent access to a 
software package (especially a non DEC 
product) when the vendor assumes a 
homogeneous environment. 

2. Each of our cpu's arrived at WHOI and came 
on-line at different times, spread over five 
years. Because we have so many users (over 
1000), it was not possible to keep unique 
user identification codes (UIC's) among the 
systems prior to VMS release 4. Hence, to 
ensure the file system ownership integrity, 
the operations staff had to map the old 
UIC's into new, unique UIC's and then change 
all file ownerships accordingly (via the SET 
FILE command). The disk file owners did not 
experience significant inconveniences, but 
the operations staff spent quite a few 
(long) weekends accomplishing these changes 
on over thirty disk drives. 

3. Our initial intention was to use a single, 
shared system disk. But due to performance 
considerations we decided to use two system 
disks, with the ability to fall back to one 
disk if necessary. We struggled with how to 
recover from a down, shared system disk 
since it will remove two cpu's from the 
cluster. It is also very difficult to 
maintain these two system disks with up to 
date software and procedures in the 
heterogeneous environment. Volume 
shadowing, the VMS feature that will 
automatically keep a multiple copy of a 
volume, will help resolve many of these 
problems. 

4. We had hoped to easily export our VAX/VMS 
expertise to MicroVAX I and II system 
owners, using the clustered VMS system disk 
as the model. However, between the size of 
VMS and the command procedures that we wrote 
to simplify the operators' lives working in 
a clustered environment, the 31 megabyte 
disk on the microVAX is too small. Also, 
the default system root is SYSO on 
microVAXes and it is not clear whether or 
not we can force the default somewhere 
else. (Even exporting our efforts to the 
750 system had its difficulties. To boot a 
750 from other than root 0 requires either a 
change to the ROM or a powerfail recover 
from the TU58 cassette.) While we still can 
export our expertise, we cannot define a 
"common system disk." Each microVAX is 
tailored for its own uses. 



5. We had to delay implementation of the 
cluster scheme because the HSC50 lacked a 
critical microcode update. Field service 
was responsible for hardware microcode 
updates and they did not always receive 
complete information in a timely manner. In 
addition to the HSC50 update, our field 
service engineer alertly noted that the 
cpu's and RA8l's also needed updates if they 
were to work with the newest version of the 
HSC50. Had he not spotted this potential 
problem we might have been in even worse 
shape. There has been a recent change in 
the microcode distribution scheme. Software 
Distribution will now handle microcode 
updates too. 

Of course, an HSC50 down for repairs or 
updates affects more computer users, 
especially if it supports system disks as 
well as data disks. We either have to 
prepare the users for multiple system 
unavailability or implement a scheme to keep 
the systems up by moving the system disks to 
less used data disks. Neither the computer 
users nor the operations staff look forward 
to this situation. 

6. Our site cannot take full advantage of the 
VAXcluster software feature due to 
accounting requirements. For example, we 
hoped to combine our so-called DSKA public 
disks (one exists on each cpu) into one, 
cluster available, DSKA disk. The DSKA disk 
is used by all computer users who do not own 
or have access to private disk space for 
online storage. Advantages of combining 
these disks include better disk space 
utilization and easier time for those 
computer users that use two or more cpu's. 
They do not have to maintain separate copies 
of their LOGIN.COM and other customizing 
files. However, since the public disk space 
on each system is not charged out in the 
same manner on each system, we cannot 
combine the disks. DSKA on the 11/750 and 
11/785 VAXes are free while the 11/780 VAX 
users pay daily disk block charges. Using 
our existing accounting software would 
result in overcharging or undercharging for 
disk space, and the administration does not 
want any significant effort put into 
accounting software changes. 

Another problem area is the batch and print 
queues. Since each cpu has its own rates 
for batch queues, making cluster wide batch 
queues becomes difficult. Similarly for 
cluster wide print queues, not only are the 
per page rates different, but each system 
uses its own preferred style of line printer 
paper. An unattended cluster wide print 
queue becomes quite unmanageable. This 
situation is further complicated by system 
ownership problems that prevent people from 
using the resources on a private cpu even if 
they were willing to pay. 

7. We are attempting to work out a plan for 
adding additional public space (DSKA) to the 
cluster. The most direct solution is to use 
volume sets. However, volume sets have the 
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disadvantage that if one of the disks in the 
set fails, the volume set is unusable until 
the disk is repaired. If we create new 
logical names for the added disks, such as 
DSKB, DSKC, etc., many computer users will 
be inconvenienced since they routinely use 
DSKA:[ ••• ] to reference command files in 
their own as well as their associates' 
directories. Since computer users often 
have multiple login identities, it will be 
awkward for them to use more than one device 
name for the "public" disk. (Most users do 
not use SYS$LOGIN when referring to their 
own login directory; they use DSKA:[ ••• ] 
explicitly.) 

8. Finally, I was unable to clearly define the 
distinction between dual pathing/dual 
porting and cluster wide access to disk 
drives. Private disk owners did not see the 
value of redundant access to MSCP served 
disks until after the cluster was up. I 
should have done a better job explaining 
what happens when a cpu goes down making its 
local disks inaccessible to the other cpu's 
in the cluster. 

CONCLUSION 

We did receive positive comments from computer 
users once the cluster was implemented. People 
especially liked the easier, more direct access 
to the disk drives mounted cluster wide. Using 
the HSC50 or the MSCP software to access 
"remote" disk drives is faster and significantly 
less complicated than using DECnet software. 
The VAXcluster also offers growth potential both 
in cpu and disk resources. However, the VAX­
cluster can be complicated to implement and 
administer and certain cluster features, like 
shared batch and print queues, may not be 
available in a heterogeneous environment. We are 
learning more about the VAXcluster environment 
as we gain experience with it. With this new 
knowledge and with the help of new VMS features, 
we are addressing the remaining problems. 
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ABSTRACT 

This paper describes a software device called 
a Pseudo Terminal. A Pseudo Terminal is a software 
device that looks like a terminal to the VMS 
operating system and its utilities. The Pseudo 
Terminal provides a mechanism which allows one 
process to intercept another process's terminal I/O 
requests. VMS mailboxes partially provide this 
capability but programs which use terminals as 
their input/output device cannot, without 
modification, use VMS mailboxes. Many VMS 
utilities, such as the EDT editor, will not run 
with a VMS mailbox as the input/output device. 
This paper discusses the possible approaches one 
can take when building a Pseudo Terminal. The 
paper discusses the merits and weaknesses of these 
approaches. Finally, the paper will outline some 
of the problems we encountered in building one 
Pseudo Terminal implementation. 

FIGURE 1 

+-----+ 
I EDT I 
+--+--+ 

I 
+--+--+ 
I TTl I 
+--+--+ 

I 
+--+--+ 
I TT2 I 
+--+--+ 

I 

What are Pseudo Terminals and why do 
we need them? A Pseudo Terminal is a 
terminal that appears to the operating 
system as a physical terminal but is in 
actuality a collection of data structures 
and code which describe a terminal. A 
Virtual Terminal also appears to the 
operating system as a physical terminal, 
but its data structures are mapped onto a 
physical terminal. For many applications 
a Virtual Terminal is ideal. With a 
Virtual Terminal a user has control over 
the Virtual Terminal session, but he has 
no control over its input and output 
streams. Having answered what a Virtual 
Terminal and what a Pseudo Terminal are, 
let's address why we need a Pseudo 
Terminal. The best way to do this is to 
provide a couple of examples where a 
Pseudo Terminal is the only reasonable way 
to handle the problem. 

+------+------+ 

In the first example assume we want 
to develop an application that will allow 
us to receive data from two input devices 
and direct this data into the EDT editor. 
This first example is one that was 
actually built by a colleague; at that 
time he did not have access to a Pseudo 
Terminal. Figure 1 shows the major 
hardware and software components used to 
implement this application. As Figure 1 
illustrates, the application required four 
terminal ports. The basic scheme was to 
have an I/O manager allocate a port for 
the editor and start a process running the 
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I I/0 Manager I 
+---+---+-----+ 

+-------------+ I I +----------------+ 

I Voice Input +--+ +--+ Keyboard Input I 
I I Ed i t Di s p 1 a y 

+-------------+ +----------------+ 

EDT editor. The EDT editor will read and 
write data using TTl as shown in Figure 1. 
Ports TTl and TT2 are connected in a 
manner that causes output from TTl to be 
input for TT2, and output from TT2 to be 
input for TTl. The I/O manager then reads 
a single character at a time from TT2 and 
writes it to the users input terminal. 
The I/O manager also reads from both the 
keyboard input terminal and from the voice 
input terminal a single character at a 
time and writes it to TT2 which allows the 
EDT editor to read it as input data. This 
configuration worked but put a heavy I/O 
load on the system as every single 
character input to the editor required two 
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I/O operations to be performed by the I/O 
manager. In addition to the burden placed 
on the system from the extra I/O 
operations, it tied up four terminal ports 
which on most systems are a scarce 
resource. 

Having seen how the problem was 
solved without using a Pseudo Terminal, 
let's see how you could use a Pseudo 
Terminal to solve this same problem. The 
scheme is that one would build an I/O 
manager; the I/O manager would then create 
a Pseudo Terminal and start up a process 
running EDT. The EDT editor would read 
And write to the Pseudo Terminal as if it 
were a physical terminal. The I/O manager 
would assign I/O channels to the ports 
containing the terminal and the voice 
input device. The I/O manager would then 
be responsible for reading from both the 
input devices and writing data to the 
display device. The I/O manager would 
also be responsible for reading data from 
the Pseudo Terminal and writing data back 
to the Pseudo Terminal. Depending on how 
the Pseudo Terminal is implemented, this 
case could have substantially lower I/O 
operation overhead on the system. At the 
very least, this approach ties up 
substantially fewer terminal ports and 
also requires fewer hardware interrupts. 
Figure 2 shows the major hardware and 
software components required if you use a 
Pseudo Terminal (PTY) • 

FIGURE 2 

+-----+ 
I EDT I 
+--+--+ 

I 
+--+--+ 
I PTY I 
+--+--+ 

I 
+------+------+ 
I I/O Manager I 
+---+---+-----+ 

+-------------+ I I +----------------+ 

I Voice Input +--+ +--+ Keyboard Input I 
I I Edit Display 

+-------------+ +----------------+ 

In the second example, assume we wish 
to build what is essentially a poor man's 
VAXstation. That is, we want the ability 
to build a program that will allow us to 
display the output from multiple 
independent processes in windows on the 
screen of a single terminal. This second 
example can be partially accomplished 
without Pseudo Terminals through the use 
of VMS mailboxes. Figure 3 illustrates 
how you would accomplish this using Pseudo 
Terminals. 

FIGURE 3 

+--------+ +--------+ +--------+ I TASK 1 I I TASK 2 I I TASK 3 I 
+---+----+ +---+----+ +---+----+ 

I I I 
+--+--+ +--+--+ +--+--+ 
I PTl I I PT2 I I PT3 I 
+--+--+ +--+--+ +--+--+ 

I I I 
+-+--------------+--------------+-+ 
I I/O MANAGER I 
+----------------+----------------+ 

I 
+----+-----+ 
I TERMINAL I 
+----------+ 

In this example the I/O manager 
creates as many Pseudo Terminals as are 
required and assigns an I/O channel to the 
output terminal. The I/O manager then 
determines which window on the terminal is 
currently active and directs the data from 
the appropriate Pseudo Terminal to the 
correct part of the physical terminal's 
display. The I/O manager also reads data 
from the physical terminal and returns 
this data to the appropriate Pseudo 
Terminal. There are many advantages when 
using Pseudo Terminals for this 
application instead of mailboxes; the list 
below summarizes some of them: 
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o By using a Pseudo Terminal you do 
not have to worry about losing 
data because an I/O request was 
too small. This is not true if 
you use mailboxes. 

0 Depending on how the Pseudo 
Terminal is implemented you may 
be able to use substantially 
fewer I/O requests than you would 
if you used a mailbox. 

o Pseudo Terminals support the use 
of out-of-band, CTRL/Y, or CTRL/C 
ASTs. This would be absolutely 
impossible if you used mailboxes. 

o The Pseudo Terminal supports all 
valid VMS terminal driver I/O 
functions codes and modifiers. 
Mailboxes support only a limited 
subset of these functions. 
Examples of functions not 
supported are IO$_EXTEND, 
IO$M_OUTBAND. 

o Finally, because a Pseudo 
Terminal looks exactly like a 
physical terminal, utilities that 
only work with a terminal still 
work as expected. A classic 
example is the EDT editor, which 



will not work in 
unless it believes 
hooked directly to 
supported terminal. 

screen mode 
that it is 
a Digital 

From these examples you can see that 
there are many cases where a Pseudo 
Terminal is a very desirable device to 
have. The examples cited above are by no 
means a comprehensive list. Some other 
possible uses could be a network terminal 
interface for a TCP/IP network, a tool 
that would allow you to log to a file or 
read from a file for a terminal 
application and many more. 

Design Considerations 

Why did we build a Pseudo Terminal 
and what were our primary design 
considerations? We were approached with a 
request to provide a device that would 
allow a window managing process to be 
built. The primary request was for a 
modification to the mailbox driver to make 
its device type terminal. The secondary 
request was that the I/O cost for the 
device be on the same order of magnitude 
as the mailbox driver. The system 
configuration had to support up to 20 
users with 2 windows per user. The final 
restriction was that this device needed to 
be completed in less than three months. 
With these constraints in mind we began a 
study to determine what was the best 
approach. 

The first alternative examined was to 
use the existing Pseudo Terminals that are 
available to users of DECNET. These 
terminals are RTTDRIVER and CTDRIVER. 
Both of these implement a device that has 
the functionality needed. Having 
determined that either of these devices 
met our needs, we studied the flow of 
information through DECNET to determine if 
the performance would be acceptable. A 
read request from the remote node goes 
through the following major steps: 

1. A read request is issued to the 
remote terminal RTTx. 

2. The request is sent to the NETACP 
through the NET device. The 
NETACP does processing on the 
request and queues it to the 
actual network communications 
device. 

3. On the node performing the final 
terminal read, the read request 
is picked up from the network and 
fed into the NETACP. 

4. The RTPAD reads the request from 
NETACP, disassembles the request, 
and issues the read to the local 
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5. 

6. 

terminal. When the read request 
is completed, the RTPAD process 
sends it to the NETx device. 

The NETACP does necessary 
processing and queues the request 
to the network communication 
device. 

The NETACP on the originating 
node receives the request and 
queues it to the Remote Terminal 
ACP (REMACP) • REMACP completes 
the request and the results are 
returned to the user's remote 
process. 

We determined that the amount of 
overhead involved would be unacceptable 
for our application, even if the request 
were being looped internally and not going 
out over the network. An additional 
disadvantage is that no published 
documentation exists for the protocol used 
between the RTTx device and the RTPAD 
process. For these reasons this approach 
was ruled out. 

The second alternative studied was to 
make use of the existing VMS terminal 
class driver and to implement a Pseudo 
Port Device to talk to the class driver. 
By using this approach we would be freed 
from emulating the terminal driver's 
behavior. 

We first studied the overhead 
associated with this approach. The I/O 
manager code would be required to perform 
single character reads (with echo 
disabled) from the terminal and pass the 
characters into the Pseudo Terminal. It 
would then need to read any characters to 
be output from the Pseudo Terminal and 
write them to the actual terminal. In the 
worst case this degrades into 4 I/O 
operations for every single character 
typed. If we assume that every I/O 
operation costs approximately 1 
millisecond, that each person is typing at 
20 characters a second, and that we have 
10 typists, then roughly 80% of the 
available CPU cycles would be consumed by 
the I/O load. 

Next we looked at the difficulty of 
building a port device. We could find no 
published documentation for the terminal 
driver port and class interface, this 
meant that there was a high risk of us not 
being able to build the code in the 
allocated time. For these reasons this 
approach was ruled. 

The final approach considered was to 
build a Pseudo Terminal device that met 
our need of ease of implementation and low 
system overhead. The device was 
originally conceived to be a cross between 
the VMS mailbox driver and the DECNET 



RTTDRIVER. That is, the device would pass 
messages that described the I/O to be 
performed, but would be much like the 
mailbox in terms of device access and 
ownership restrictions. By doing this, 
the number of I/O operations to the actual 
terminal would exactly match the number of 
I/O requests to the Pseudo Terminal. For 
record-oriented I/O operations this is a 
large savings over the previously 
discussed approach. For single character 
I/O requests this approach saves two I/O 
operations when compared to the previously 
discussed approach. Additionally, the 
device is simple enough that it could be 
implemented within the time frame allowed. 

The Pseudo Terminal supports all the 
terminal driver function codes and 
modifiers documented in VAX/VMS I/O User's 
Guide version 4.0. The device specific 
function codes are listed below: 

1. IO$_GETIO passes to the I/O 
manager any pending terminal 1/0 
requests. 

2. IO$_FINISHIO completes 
terminal I/O request 
requires completion. 

any 
that 

3. 10$ QUEUEAST causes the Pseudo 
Terminal to deliver any ASTs that 
may be associated with a 
specified character. 

4. IO$ SETATTN queues an attention 
AST- that is delivered to the 1/0 
manager whenever the application 
side performs a cancel operation. 

Figure 4 shows a detailed layout of 
all software and hardware components 
involved in using our Pseudo Terminal. 

To better understand the device let's 
look at a typical sequence of events that 
an 1/0 manager goes through to use our 
Pseudo Terminal. The example below 
assumes a relatively simple model. The 
model consists of an 1/0 manager, or in 
this case an I/O logging process that 
wants to capture, log to a file, and 
forward to a physical terminal, all the 
I/O requests issued by the EDT editor. 
The example correlates each step to the 
components in Figure 4. 
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FIGURE 4 

+-------------+ 
I Application I 

Process 
+------+------+ 

I +-----+----+ I Pseudo I 
Terminal 

+-----+----+ 
I +------+------+ I I/O Manager I 

+------+------+ 
I +-------+------+ 

I VMS T7rminal I 
Driver 

+-------+------+ 
I +------+-----+ 

I Terminal I 
+------------+ 
1.::::::::.1 
+----------+ 

(A) 

(B) 

(C) 

(D) 

(E) 

1. The I/O logging process (C) 
creates a new Pseudo Terminal 
using the PT CREATE routine. The 
PT CREATE routine assigns a 
channel to the template Pseudo 
Terminal and receives a channel 
number for its Pseudo Terminal. 
The routine using the channel 
number then gets the device's 
name using SYS$GETDVI. This step 
causes component (B) to be 
created. 

2. The I/O logger (C) then uses the 
SYS$CREPRC system service and 
starts up the EDT editor with its 
input and output assigned to the 
Pseudo Terminal whose name it 
received from PT CREATE. This 
step causes component (A) to be 
created. 

3. The I/O logger (C) reads the 
pending terminal I/O request from 
the Pseudo Terminal (B). This is 
done by using a SYS$QIO(W) with a 
function code of IO$_GETIO. 

4. The 1/0 logger (C) then writes 
out the I/O request to a log 
file. It also performs the I/O 
request to the terminal driver 
(D) • 

5. If the request causes data to 
output, it appears on 
terminal (E). 

be 
the 



6. If the request is one that can be 
completed without needing 
information returned to the 
application (A), we go back to 
step 3. 

7. If the request is a read request 
or a sense operation for 
type-ahead count, then the I/O 
logger (C) has to wait until the 
actual terminal operation is 
completed. Once the terminal 
driver {D) completes the request 
then the I/O logger sends the 
results of the operation back to 
the EDT editor. This is 
accomplished by issuing a 
SYS$QIO(W) with a function code 
of IO$ FINISHIO to the Pseudo 
Terminal (B). The I/O logger (C) 
then goes back to step 3. 

a. The above loop is be repeated 
until the editing session is 
completed. At this time the I/O 
logger deassigns its channel to 
the Pseudo Terminal and it ceases 
to exist. 

Device Characteristics and Restrictions 

Having decided what was the best 
approach for our problem, we derived a 
broad class of restrictions and 
assumptions about the device to keep the 
driver down to a manageable size while 
retaining acceptable functionality. This 
section outlines the device's major 
characteristics and restrictions as 
originally designed. The next section 
discusses some of the problems with these 
assumptions and our final solutions to the 
problems. 

Primary Device Characteristics 

Characteristic Explanation 

Device Independent The device is set to 
have the following 
device independent 
characteristics 
DEV$M AVL, DEV$M CCL, 
DEV$M-IDV, DEV$M-ODV, 
DEV$M-REC, DEV$M-SHR, 
and DEV$M TRM. -

Device Type The terminal type is 
set to a VTlOO with 80 
columns and 24 lines. 

Input Speed The input speed is set 
to 9600 baud. 

Output Speed The output speed is 
set to 9600 baud. 

LFfill & CRfill The CRfill and LFfill 
values are set to O. 
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The following limitations apply to the 
Pseudo Terminal: 

o The Pseudo Terminal when created 
has VTlOO terminal 
characteristics. These 
characteristics may be altered by 
either the application process or 
the I/O manager process. 

o Pseudo Terminal does not provide 
for associated mailboxes. 

o Pseudo Terminal does not provide 
for command recall and command 
editing. 

o Pseudo Terminal does not provide 
type-ahead buffering. It does 
not accept input from the I/O 
manager unless there is a 
currently pending request from 
the corresponding application 
process. 

o Pseudo Terminal provides status 
returns on write requests which 
indicate the validity of the 
requests but do not indicate the 
actual completion of the write to 
the physical terminal. 

o The Pseudo Terminal device name 
is not the same as the device 
name for the standard VMS 
terminal driver. Processes must 
use the SYS$INPUT and SYS$0UTPUT 
devices created for them by the 
I/O manager. If other channels 
are used to communicate with the 
terminal, the Pseudo Terminal 
device name must be used when 
assigning those channels. 

o Pseudo Terminal does not provide 
timing of read requests. All 
timing requests are forwarded to 
the I/O manager. 

o The following function modifiers 
are masked out before the I/O 
request is forwarded to the I/O 
manager: 

on read: IO$M DSABLMBX 

on write: IO$M_ENABLMBX 

o In an itemlist read, the item 
TRM$M TM DSABLMBX is removed from 
the itemiist prior to forwarding 
the request to the I/O manager. 

o The Pseudo Terminal processes one 
request at a time for each Pseudo 
Terminal device. Subsequent 
requests are queued until the 
active request completes. 



o The Pseudo Terminal does not 
perform write breakthrough 
operations in the same manner as 
the terminal driver. Write 
breakthrough operations are 
queued immediately behind the 
currently active request for the 
Pseudo Terminal. They do not 
interrupt the active request but 
wait for it to complete. 

o The I/O manager, creator of the 
Pseudo Terminal, cannot request 
the IO$ READxxx or IO$ WRITExxx 
functions. -

o The I/O manager, creator of the 
Pseudo Terminal, cannot specify 
the following modifiers on a set 
request: 

1. CTRLCAST IO$M_ 

2. IO$M_CTRLYAST 

3. IO$M_OUTBAND 

4. IO$M_OUTBAND IO$M_INCLUDE 

s. IO$M_OUTBAND IO$M_TT_ABORT 

o The I/O manager, creator of the 
Pseudo Terminal, cannot specify 
the IO$M TYPEAHDCNT function 
modifier on a sense request. 

0 The IO$ GETIO, 
IO$_SETATTN, and 
requests can only 
the I/O manager. 

IO$ FINISHIO, 
IO$ QUEUEAST 

be issued by 

The last major implementation 
decision was to save system memory 
resources. We accomplished this by not 
using the VMS terminal driver Unit Control 
Block (UCB) extensions. We felt that this 
was ~ good decision as we needed only a 
relatively small number of additional 
fields beyond those used in the standard 
UCB. 

Implementation Problems 

In this section we will discuss some 
of the problems encountered in 
implementing our Pseudo Terminal and our 
final resolution of these problems. The 
first major problem we encountered was 
tied to our decision to use our own UCB 
extensions. We initially stubbed out the 
major portions of the driver so that we 
could test to make sure that the driver 
tables were correctly set up. At this 
point we also tested to make sure that the 
VMS utilities that query the driver tables 
would work. At this phase they all 
behaved as we anticipated. A few days 
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later when we had some code that filled in 
some of our device specific UCB fields 
these routines caused a system crash. 
After several crashes and much study of 
the micro-fiche, we discovered that 
several terminal driver UCB extension 
fields are not optional. UCB$L TL PHYUCB 
and UCB$L TT LOGUCB are used by the 
SYS$GETDVI system service. These fields 
are pointers to the device's logical and 
physical UCBs. They must either contain 
valid pointers to the terminal devices 
logical and physical UCB or they must be 
O. If either of these cases is not true 
the SYS$GETDVI system service will fail 
when used on the Pseudo Terminal. Their 
purpose is to allow for the use of Virtual 
Terminals in version 4 of VMS. The other 
field that we discovered is necessary is 
the field UCB$Q TL BRKTHRU. While failure 
to have and use-thTs field will not cause 
the system to crash, it will cause the 
SYS$BRKTHRU system service to allow or 
disallow the wrong types of broadcast 
messages to be sent to the Pseudo 
Terminal. 

The second major problem that we 
encountered was that a process could not 
issue a SYS$BRKTHRU to itself unless it 
had operator privilege. We traced these 
problems back to another of our design 
assumptions. The problem stems from how 
the SYS$ASSIGN system service treats 
devices that are marked as shared. When a 
device is marked as being shared the 
SYS$ASSIGN system does not fill in the 
device owner field (UCB$L PID). It does 
this to allow multiple processes to access 
the device. The reason this prevents the 
SYS$BRKTHRU system service from working is 
that this service checks to see if you are 
the owner of the device by matching your 
processes internal PID against the device 
owner's PID. If they don't match, it 
checks to see if the process attempting 
the breakthrough write has operator 
privilege. 

The obvious solution to this problem 
is to make the device non-shareable. The 
problem with this direct approach is that 
the device I/O manager process then 
becomes the device owner. This would 
prevent connecting of another process to 
the Pseudo Terminal unless that process 
has SHARE privilege. Our solution was to 
mark the device as not being shared and 
have the driver modify the call frames so 
that the driver's CLONED UCB routine 
receives control when the SYS$ASSIGN 
system service returns. The CLONED UCB 
routine is then able to make changes to 
the fields in the devices UCB that 
SYS$ASSIGN fills incorrectly for our 
purposes. While this seems a rather crude 
solution to the problem it is a rather 
common approach throughout VMS. 



The third major problem that we 
encountered was that the Pseudo Terminal 
would not allow spawned subprocesses. 
This was traced to an undocumented 
function modifier I0$M TT PROCESS. This 
modifier is used to -set which process 
currently has control of the device. The 
primary effect of this is to determine 
which process receives any ASTs to be 
delivered. The solution was to add 
support to the Pseudo Terminal set 
routines for this undocumented function 
modifier. 

The last major problem that we 
encountered was one we had anticipated 
from the beginning. Some utilities take 
advantage of the fact that the terminal 
driver allows a write to proceed until a 
read starts. Since we perform all 
operations in the order they are received, 
there is a potential for conflict here. 
We have noticed problems with SHOW 
CLUSTER/CONTINUOUS and PHONE utilities. 
They work to varying degrees but not in an 
acceptable manner. 

Other Pseudo Terminals 

While working on our Pseudo Terminal 
and on this paper we have discovered the 
existence of a couple of other Pseudo 
Terminals for VMS. The below are brief 
discussions of these other Pseudo 
Terminals. The first one of these is 
supplied in the DEC/TEST Manager software 
version 2.0. It allows the DEC/TEST 
Manager to test interactive applications. 
If you can figure out the interface to it 
you should be able to use it for all your 
Pseudo Terminal needs. But be advised; it 
is only documented and supported for use 
with the DEC/TEST manager. The DEC/TEST 
Manager's Pseudo Terminal is implemented 
as two devices one being a Pseudo Port 
driver for the VMS terminal class driver. 
The other driver is used by the Pseudo 
Terminals I/0 manger to send characters to 
and read characters from the Pseudo Port 
driver. For the intended application this 
is an optimal solution to the problem as 
it removes the I/O manger from having to 
emulate any of the VMS terminal driver 
functionality. 

The second Pseudo Terminal that we 
are aware of is in the public domain. It 
is available over the ARPANET and is 
expected to be on the FALL 85 DECUS VAX 
SIG tape. The driver was originally 
written by Dale Moore at Carnegie Mellon 
University and modified to work on VMS 
V4.2 by Kevin Carosso of Hughes Aircraft 
Co. The Pseudo Terminal is implemented as 
two devices; one is a Pseudo Port driv2c 
for the VMS terminal class driver. The 
other driver is used by the Pseudo 
Terminal I/O manager to send characters to 
and read characters from the Pseudo Port 

589 

driver. The driver appears to have been 
written to provide a network terminal. 
For networks that are supporting machines 
whose terminal drivers do not or cannot 
provide similar functionality to the VMS 
terminal driver, this is a very good 
solution. 

Both of these drivers take a similar 
approach to the problem of providing a 
Pseudo Terminal but vary in their 
implementation. Obvious questions to ask 
are why did we not use one of these 
devices and why did we take the approach 
we choose. The answer to the first part 
of the question is that at the time when 
we were looking for a solution to our 
specific problem we were unaware of the 
existence of either of these devices. The 
answer to the second question has already 
been discussed in the Design 
Considerations section. But to summarize 
for our application the overhead in VMS 
QIO mechanism for the most common case 
would have been unacceptable. 

Future Plans 

We feel that the device as it 
presently exists is an acceptable 
baseline. Some of the planned 
enhancements include modifying the device 
so that write requests are no longer 
blocked by read requests. The first level 
would be to have the device send a message 
to the VMS job controller if the device is 
presently not owned. At a later date we 
will investigate adding a more complete 
level of unsolicited input support. We 
also plan to add support for associated 
mailboxes for both the I/O manager and the 
applications side of the device. The 
mailboxes on the applications side would 
provide the same support as the present 
terminal driver does. For the I/O manager 
side they would be used to notify the I/O 
manager of the applications side hanging 
up and possibly other significant events. 
The final changes fall in the area of 
general cosmetics. We will attempt to use 
as many of the terminal driver UCB fields 
as possible and remove any unnecessary 
duplicate fields that we presently have in 
the driver. 

Summary/Conclusion 

This paper has illustrated that there 
are many uses for Pseudo Terminals and 
many acceptable approaches to building 
them for the VMS operating system. It is 
fortunate for people wishing to build a 
Pseudo Terminal that VMS provides many 
alternatives and mechanisms for reaching 
their goal. As is frequently the case 
there is no one correct or optimal 
solution and hopefully this paper has 



illustrated this. Based on the number of 
requests we have received and the response 
to the papers on this topic at the FALL 85 
DECUS Symposium, there is a large user 
base who feel they have a need for a 
Pseudo Terminal. This paper has provided 
some insight into the trade-offs and 
problems for people wishing to attempt 
similar sorts of devices. 

Finally, the approach we chose for 
our Pseudo Terminal has more than met our 
original design objectives. We were able 
to build test and debug it in less than 
the budgeted time. The device has been in 
use for over six months without any 
problems and has placed less load on the 
system than originally was allowed. We 
believe that for applications that are 
eventually going to do output to the VMS 
terminal driver, our approach is the 
optimal one, particularly when performance 
is a primary concern. 
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ABSTRACT 

This session discusses a method of Installing Multiple Versions of a Layered Product, such as For­
tran, and have all accessible simultaneously. Installation of a new version of a layered product usually 
introduces problems. So it is desirable to do the installation at a time which is not critical to the users 
of the product. In a large processing environment made up of diverse groups, it is difficult to find a time 
which is not critical to one of the groups. 

Along with the existing area, referred to as CURRENT, three additional version areas, NEW, OLD. 
and TEST are created, each able to hold one version of the same software package. Accessing of the 
multiple versions is accomplished by setting up additional directory trees, similar to the COMM OJ'\ tree, 
and modifying search list to include one of the Version Areas. Third party packages are placed in a 
separate set of trees. 

ThP session discusses in detail the problems and limitations of installing and maintaining products in 
these directory trees. 

GOALS 

One of our primary goals was to not conflict with 
the standard VMS System Disk structure, or the logi­
cals which define it. We believe that our implementa­
tion accomplished this by the fact that we were able to 
perform our VMS Version 4.2 Upgrade without any ad­
verse effects. The only consideration was to move the new 
DCLTABLES, and HELPLIB down to the other version 
areas. 

Another important goal was to allow the normal use 
of VMS not to be affected unless specifically requested by 
the user, so that the general user would not have to be 
concerned about other versions of products in the version 
areas. 

We also wanted, for those users who did wish to use 
other versions. to be able to select which version area 
(TEST, NEW, CUR, or OLD) with a minimum of effort. 
When references are made to the Current area, this is 
actually the standard VMS storage structure. 

The implementation should also supply uniform stor­
age for multiple versions of purchased software packages 
from Digital and other vendors. While this goal is listed 
last, it was actually one of some importance in that it 
standardized the way that multiple versions of the same 
package, or even just a procedure, were stored. Our ex­
perience had been that each person had his or her own 
manner of rr11aining files or directories. 

LIMITATIONS AND CONSIDERATIONS 

It seem~ that with everything there is some price to be 
paid. In thi> case the price is an increase in the amount 
of work U111t is involved in maintaining your system. The 
increases ar 1· in the following areas: 

• Installations will be required multiple times. When 
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you wish to move a package to another version area, 
it will normally require that you go through the 
installation procedure another time. 

• Records must be carefully maintained in order for 
you to know which entries have been made in com­
mon areas such as the DCL Tables and Help Li­
brary. 

• The Startup procedures of some packages will have 
to be modified to make references directly to the 
version area in which the package is currently 
stored. This will be discussed in more detail later. 

It is important to realize that by the nature of some 
products, having multiple versions running concurrently 
is difficult, and in some cases, impossible. An example 
of difficult is when a package uses system wide names 
for mailboxes or writable global sections. An example 
of impossible is when the package uses a particular piece 
of hardware. Even in this case, though, just the ability 
to store more than one version and to quickly stop one 
version and start another has proven to be very useful. 

USAGE OF VERSION AREAS 

The TEST area is used to hold software for which 
access is liinited and/ or is under development. This area 
is normally used to do initial installations and tests by the 
package maintainer. For packages or procedures which are 
maintained by several people, this area provides an easy 
way to deterinine whether or not another person is already 
working on some item. Access to the TEST versions will 
be limited by normal UIC based and ACL protection. 

The NEW area is used to hold new versions of exist­
ing software and allow testing of them by interested users 
while the current version is still used for primary produc­
tion. This allows a new version of a package to be phased 
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Figure 1: VMS Single System Volume 

into use by each user or group of developers at a time 
which is not critical to their development cycle. Access 
to this area is World:RE, the same as current. 

The OLD area is used to hold the previous version 
of a revised software package. This allows isolation of 
problems to a particular version by trying to duplicate the 
problems encountered when using the revised production 
version. In this case the package is removed from the OLD 
area after a sufficient period of time has elapsed to insure 
the stability of the revised version. A secondary use of the 
OLD area is to allow long term use of a replaced version of 
one package which is required by another package. Access 
to this area is also World:RE. 

Interaction of different packages or images between 
version areas may exist. By that I mean, there will be 
instances when a user or system generated image in the 
current area may not be compatible with a library that is 
in, for example, the NEW area. This is to be expected, 
and in fact, is a major justification for the version areas, in 
that these types of incompatibilities can be identified and 
corrected before the package is moved to the CURRENT 
area and can effect all users. 

The primary goal of the system manager should be to 
have all versions of packages within the CURRENT area 
compatible with one another. The other areas should 
be used to hold any images or libraries required for the 
correct operation of that area. For example, if a new 
version of TDMS is installed in NEW and your version of 
Datatrieve is linked with TDMS, switching to the NEW 
area and running Datatrieve will still be using the version 
in CURRENT, and may not be compatible. Therefore a 
version of Datatrieve linked with the TDMS in NEW, 

should be created and placed in the NEW area. 
A special case to consider, involves indefinitely retain­

ing in OLD, a version of some package that is required by 
a second package. There may be some incompatibilities 
which you may wish to define and live with. This will be 
a judgement call for each particular instance, taking into 
consideration the severity and extent of the incompatibil­
ity and the importance of supporting the second package 
which requires the older version. 

VMS SYSTEM DffiECTORY 

The simplest form of the a VMS system volume is one 
which contains only one system. See figure 1. 

I would like to make one point at this time to ease 
the understanding of these figures. The natural way that 
people think of a directory is as a group of files. Actually 
a directory is a file which contains a list of file names 
and pointers to those files. So each box in the figures 
represents a directory file and the names inside the box 
are the list of the files contained in that directory. As you 
can see in the Master File Directory, there is an entry for 
itself and the pointer points back to itself. 

In the Master File Directory there is an entry for 
the directory SYSO. In the directory SYSO is the list 
of directories that correspond to the system logicals, 
SYS$SYSTEM, SYS$LIBRARY, SYS$MANAGER, etc. 
These entries, in turn point to their own individual direc­
tories which contain the list of the actual files. So these 
figures show only directory files, no data files. 

There may be additional entries in the SYSO direc­
tory depending upon which layered products have been 
installed. The VAX 11 RSX product creates the syn-
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Figure 2: VMS Cluster Common System Volume 

onym directories; 001001, 001002, and 001054. These en­
tries actually point to the same directory files as SYSLIB, 
SYSMSG, and SYSEXE respectively. 

This directory tree structure is the basic unit required 
for a system and is the building block for the Cluster 
Common System Volume. 

VMS CLUSTER COMMON 

As distributed, the cluster common system vol­
ume has two basic sections, System Specific and Com­
mon. Refer to figure 2. The common area directory, 
V4COMMON, has the same format as the directory we 
just saw on the Single System volume. The system spe­
cific directory, which is normally referred to as a system's 
root, has only one addition entry and that is SYSCOM­
MON. This SYSCOMMON entry also points to the com­
mon area directory. 

There can be up to 16 roots, 0 through F, with E being 
reserved for Standalone Backup and F being reserved for 
VMS Upgrades. 

Each root has a pointer to the common directory. Not 
being a Digital employee, I can only surmise that this was 
done to allow for more than one common area, for exam­
ple during an Upgrade, or possibly to allow a completely 
separate system to reside on the pack by removing the 
SYSCOM!\10N entry from the root directory. It would 
still have to be a member of the cluster to avoid corrupt­
ing the volume. 

Most of the VMS files reside in the Common directo­
ries with only those files with specific data for one system 
residing in that system's root directory. 
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SYSTEM VOLUME WITH VERSIONS 

A VMS system volume is modified to support multiple 
versions by creating three addition directory trees, each 
being an exact copy of the common directory. The names, 
as you might expect, are TEST, NEW, and OLD. Refer 
to figure 3 

In creating these directories, it is important not to 
use rooted logicals, meaning those logicals which contain 
a device, a directory and end the directory specification 
with a ". ". This is because they have the habit of also 
creating a lower level iOOOOOOJ directories. It is best to 
use a full device and directory specification such as: 

$CREATE/DIR SYS$SYSDEVICE:[TEST.SYSEXE] 

The files and directories within these trees are, as is 
the case in the other VMS directories, owned by the SYS­
TEM UIC, [1,4]. Access to the NEW and OLD directory 
trees will be the same as the access to the Common area. 
The world access to the TEST directory tree should be 
removed. 

If you are performing this procedure on a Single Sys­
tem volume, the operation is exactly the same. 

You will need to copy into each directory tree from the 
common directories the files; [SYSHELP]HELPLIB.HLB, 
[SYSLIB]DCLTABLES.EXE, and an image you will have 
to create, [SYSEXEjACCESS_x_ TEST.EXE. The x in 
the image name will be T, N, and 0 for the TEST, NEW, 
and OLD areas respectively. This image is nothing more 
than an exit statement with a successful return status. It 
is used when switching versions to insure that the user 
has access to this area. 

A separate version of the DCLTABLES and HELPLIB 
library are required because these files are normally mod-
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Figure 3: VMS System Volume with Versions 

ified when a package is installed, and you will want these 
files to reflect the actual contents of the version area. 

CUR: "SYS$SYSROOT" "$1$DUAx:[SYSn.]" 
"SYS$CONNON" 

TEST: "SYS$SYSRDDT" "SYS_SYSTEST" 
"SYS$SPECIFIC" 
"SYS$CONNON" 

NEW: "SYS$SYSRODT" "SYS_SYSNEW" 
"SYS$SPECIFIC" 
"SYS$CONNDN" 

OLD: "SYS$SYSROOT" "SYS_SYSOLD" 
"SYS$SPECIFIC" 
"SYS$CONMON" 

"SYS$SPECIFIC" 
"SYS$CONNON" 
"SYS SYSTEST" 
"SYS_SYSNEW" 
"SYS_SYSDLD" 

"$1$DUAx: [SYSn.]" 
"$1$DUAx: [SYSn.SYSCONNON]" 
"$1$DUAx: [TEST.]" 
"$1$DUAx: [NEW.]" 
"$1$DUAx: [OLD.]" 

Table 1: System Search Lists 

SYSTEM LOGICALS/SEARCH LISTS 

The logical search lists required to accomplish access 
to the various System Version sections are shown in Table 
1. The search list in the normal VMS environment is 
the logical SYS$SYSROOT. This standard system logical 

search list is modified for searching in the version areas 
by adding the logical that defines the version area as the 
first item in the search list. 

You may have noticed that the second item in the 
search list for the version areas was changed from a de­
vice and directory to be a logical which translates to the 
same device and directory. This was done because the 
search lists which include the version areas are defined 
in Supervisory Mode, so that they are not "trusted'' logi­
cal names. A "trusted" logical name being one defined in 
Kernel or Executive Mode. This is important in gaining 
access to privileged images, sharable images referenced by 
privileged images, ... Just as a note, the subject of when 
"trusted" logical names are required is covered in detail in 
a News Bulletin in the November VMS Systems Dispatch, 
but one important detail was left out and that is only the 
last logical translated must be a "trusted" logical. 

The logical translations at the bottom of the tables 
show the logicals used in the search list. The first two are 
defined in the STARTUP procedure. The last three, you 
will will have to define in your SYSTARTUP as system 
wide Executive Mode logicals. We used an "_" instead of 
a $ because of possible future conflicts. 

On Single System Volumes, logicals SYS$SYSROOT, 
SYS$SPECIFIC, and SYS$COMMON all translate to the 
value shown in the table for SYS$SPECIFIC. In that case, 
all of the search list in the table would leave off the last 
item, SYS$COMMON. 

SEARCHING A STANDARD VOLUME 

The search of a standard VMS volume is performed in 
two steps, as defined by the logical SYS$SYSROOT. The 
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example shown in Figure 4, is a search for an image file 
that is referenced using the SYS$SYSTEM logical. The 
first step of the search is to open the Master File Directory 
(MFD) and search for the system's root directory entry. 
Upon finding that, the system opens the root directory 
and searches for the SYSEXE entry. It then opens that 
directory and searches for the entry of the image file that 
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is to be activated. If thl' entry is not found or access 
is blocked, the system then tries the second item in the 
search list. This time seafl hing the root directory for the 
SYSCOMMON entry. Upon finding that, it opens the 
common directory and again searches for the SYSEXE 
entry. This directory is tl11·n searched for the entry of the 
specified image. 



SEARCHING A VOLUME WITH VERSIONS 

To use packages from one of the version areas, the 
standard VMS search list is modified, as we saw in the 
previous table, to include one of the three logicals that 
translate to a version directory. So the search now is made 
up of three steps. The first step is to search the MFD 
for the version directory, and upon finding it, opening 
that directory and searching for the SYSEXE directory 
entry. Then searching in that directory for the specified 
image. If, as before, the image is not found or access is 
blocked. the system then proceeds to the next items in 
the search list, which are the same as was just described 
in the standard VMS search. 

SITE SPECIFIC DffiECTORY 

For the utilities and procedures that we add to VMS 
for system management, operational support, and general 
user reference, we have created a separate set of directory 
trees shown in Figure 6. Without going into alot of the 
specifics concerning our tree structure, all that is really 
important to the implementation of version areas is to 
take the entries that are in the MFD and copy them to a 
lower level directory named CUR. The other version areas 
are made by duplicating this tree in their directories 

Also software packages purchased from third parties 
or developed by an in house staff, can be placed in the 
version directory trees. The subdirectory tree structures 
can remain as they were defined by the supplier of the 
package. The only difference is that they are in a lower 
level directory instead of the MFD, but this is made trans­
parent by the use of rooted logicals. 

The trees, as far as versions are concerned, are used 
in the same manner as the VMS system directories, and 
therefore do not need any further explanation. 

An interesting point is that these directory trees are 
split across two physical volumes. 

CUR: 11 RCC ENV 11 

TEST: "RCC ENV" 

NEW: 11 RCC_ENV" 

OLD: 11 RCC_ENV" 

11 RCC_CUR" 
11 RCC TEST" 
11 RCC NEW" 
11 RCC OLD" 

11 $1$DUAz: [RCCENV. CUR.] 11 

11 RCC_TEST 11 

11 RCC CUR" 

''RCC_NEW" 
11 RCC_CUR" 

== "RCC_OLD" 
"RCC_CUR" 

"$1$DUAz: [RCCENV.CUR.] 11 

"$1$DUAy: [RCCENV. TEST.] II 
"$1$DUAy: [RCCEllV. NEW.] II 

"$1$DUAy: [RCCEllV. OLD.] II 

Table 2: Site Specific Search Lists. 
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Figure 6: Version 

SITE SPECD'IC LOGICALS/SEARCH LISTS 

The logicals used to gain access to our site specific 
version areas are shown in Table 2. The manner in which 
the search lists are modified for the versions areas is the 
same as what is done with the VMS search list, i.e. an 
item which defines the version to include is added to the 
beginning of the search list. Again, remember to use only 
11 trusted" logicals as items of the search list. 

SPECIFYING DEFAULT VERSION 

In order to use one of the versions other than Current, 
the user must request the version by using the command: 
VERSION parameter, where the parameter entered is ei­
ther TEST, NEW, CUR, or OLD. This procedure per­
forms the following steps: 

• First, the parameter is verified to be one of the 
po~~ible version areas, and the procedure branches 
ba~Pd upon which version was requested. 

• Thi• search list logical for SYS$SYSROOT is cre­
atr•d in the user's process table which will include 
th1· specified System Version section, unless the ver­
sin11 requested is CUR, in which case the logical in 
th1· process table is removed. 

• Tl1l' search list logical for RCC_ENV is created in 
th•· user's process table which will includes the spec-
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ified RCC Version section, unless the version re­
quested is CUR, in which case the logical in the 
process table is removed. 

• The characters TI , N I , or 0 I , are appended to the 
beginning of the users prompt to be a constant re­
minder that the software being referenced may not 
be the production version. If the version specified is 
CUR, the version indicating characters is removed 
from the prompt. 

• Since the access to the TEST directory will be lim­
ited and because the noncurrent versions of the site 
specific sections are on a separate volume, an im­
age is activated in both the VMS and site specific 
sections of the requested version. If the requested 
version can not be accessed, the abort sequence will 
be activated. 

• A list of the packages found in that Version is then 
printed. In each RCC_ENV:[DOCUMENT] direc­
tory there is a file called PACKAGE_LIST.DAT 

• An error or a request to abort the procedure will 
cause the procedure to return the process to the 
Current version. 

• The DCL tables within that version will be loaded 
into the process. 

All packages within a version will be accessed when 
that version is requested. Individual selection of pack­
ages within a version will, for the most part, not be pos­
sible. Planned to be implemented in the future is a proce­
dure, which will be named EXECUTE.COM, which will 
be activated with two parameters; the version to be acti­
vated from, and the symbol normally used to activate the 
package. This activation method will not be possible for 
packages which are defined in the DCLTABLES, mean­
ing almost all of Digital's layered products, but is pos­
sible for many third party packages. The maintainer of 
the packages will allow this type of activation by defining 
a command procedure of the name pkg_ VERSION.COM 
in the same directory as the normally activated image 
or procedure. In this way, each maintainer of a package 
can determine individually if that package is suited to be 
activated independently. 

INSTALLATION PROCEDURE 

In order to install a layered product into a version 
area all that is required is to switch your process to the 
desired version and to specify to VMSINSTAL the ver­
sion directory as the the destination root. The example 
shows the product saveset coming from a disk volume. 
An explanation of the paraml'I ers for VMSINSTAL can 
be found in the Guide to Software Installation. 

$ ! Install a Package in ft Version Area. 

$ VERSION NEW 
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$ GSYS$UPDATE:VMSINSTALFORT043 DIST:[FORT043] 

OPTIONS R $1$DUAx: [NEW] 

$DIR SYS$SYSDEVICE: [* ... ]/MOD/SINCE=start_time 

$ 

For record keeping purposes, it is a good idea to per­
form a directory on the system device of all the files mod­
ified since the installation started and direct the output 
to a file. The listing should be checked to insure that only 
files in the root you specified have been changed. This list 
will also be needed when the the package is removed from 
that version area. 

Another planned enhancement is to create a proce­
dure which will call VMSINSTAL for you, but will accept 
as parameters, a more understandable name for the pack­
age, and a logical name to define the root. This procedure 
will update the PACKAGE_LIST file with a single en­
try, rather than the sometimes multiple, cryptic product 
saveset names. This procedure will convert the name to a 
proper saveset name(s), translate the logical, and pass the 
parameters to VMS INST AL, multiple times if required. 

SOFTWARE INSTALLED 

As of this time we have successfully installed the fol­
lowing products into a version area: 

•FORTRAN 

• VAXC 

• PASCAL 

• LSE 

• DECSPELL 

• MMS 

• BASIC 

• CMS (Future versions will not be compatible) 

• DAT ATRIEVE (Only after many corrections were 
made to the KITINSTAL) 

More will be stated later about the specific problems 
encountered while installing packages. 

VMS updates which only effect utility routines could 
also be put into the Version area, although this should 
generally be avoided. Modified versions of the standard 
System modules and Drivers can not be accessed from the 
versions areas during a system boot. 

STARTUP CONSIDERATIONS FOR CONCUR­
RENT VERSIONS 

The image activator first checks for any possible in­
stalled images based upon the search list that the image 
is referenced by. So for example, if the image is spec­
ified as SYS$SYSTEM:1mage, all possible variations of 
that search list are checked for an installed image of that 



name. This means that if there are two versions of an im­
age, one in a version area and one in the current area, but 
only the one in the current area is installed, the current 
version will be the only version ever activated because it 
is always in the search list. So, if the current version of 
an image is installed, then all versions of that image must 
be installed. 

When an image is installed /SHARE, there are global 
sections created based upon the image's file name. So, if 
more than one version of the image is installed shared, 
there will be global sections of the same name. VMS 
does not maintain any link between an image installed 
/SHARE and the global sections associated with that file, 
it just does a top down search of the table to find a global 
section with a name that corresponds to the file name, so 
only the entry nearest the top of the table is used. For 
this reason, only one version of an image can be installed 
/SHARE, normally the one in current because it should be 
th1· one most used. The other versions will create private 
se< lions for each activation. 

If there is a startup procedure supplied with the prod­
uct, it will be necessary to merge the startup proce­
dures from other versions into the one in the current 
area, since it is only one called at startup. If some im­
ages are installed, the procedure must be modified to in­
sure that the version directory is specified explicitly, e.g. 
SYS_SYSNEW :[SYSEXE]. 

STARTUP CONSIDERATIONS FOR NON-CON­
CURRENT PACKAGES 

Starting of packages which can have only one active 
version may be done in one of two ways; the first being 
based upon the version which is the first item in the logical 
search list, and the second being based upon the directory 
tree which holds the procedure which starts the package. 

Start Up Based Upon Current Default Area 

A package's startup procedure can be made to start 
up the version of the package based upon the current val­
ues of the search list logicals. The example shows a loop 
to insure that the logical is translated to its final value. 
The final value is then appended on to the beginning of 
the file specification to be the value of that package's log­
ical names. 

$ ! Define the Package's Root logical name. 
$ temp = "RCC_EtlV" 
$trans_loop: 
$ dev_dir = temp - "]" 
$ temp = f$trnlnm(temp) 
$ if temp .nee. "" then goto trans_loop 
$ 
$ def/sys PKG_LOGICAL 'dev_dir'PKG] 
$ 

!'-I 11rt Up Based Upon Procedure's Location 

Another method is to start up the version of the pack-

age based upon the directory in which the procedures re­
side. Determine the procedure's name from the lexical, 
extract the device and top level directory, and then define 
the package's logical 

$ ! Define the Package's Root logical name. 
$ temp= f$environment("procedure") 
$ dev_dir =temp - "]" 
$ 
$ def/sys PKG_LOGICAL 'dev_dir'PKG] 
$ 

SPECIFIC PROBLEMS 

The problems encountered maintaining versions areas 
can be grouped under the three general headings of; limi­
tations on concurrent versions, installation problems, and 
general precautions. 

Limits on Concurrent Versions 

If a package contains a protected sharable image, this 
will preclude it from ever having more than one active 
version. This is because of the the limit of no more than 
one version installed /SHARE. CMS, CDD, and SPM are 
layered products we know include this type of image. 

If a package has a writable global section, this will 
preclude it from ever having more than one active version. 
This too is because of the limit on the number installed 
/SHARE. 

The use of a system wide mailbox name will also pre­
clude there being more than one active version. There 
is a way to specify the logical tables in which the mail 
box names go into, but the complications involved with 
this were considerable. In any case, the developers of 
our major third party packages have the same problem of 
running multiple versions so they already change mailbox 
names with each new version. 

Packages which are associated with a particular piece 
of hardware, can also only have one active version. 

Installation Problems 

During the installation of the layered product, various 
system files and utilities must be able to be referenced in 
the same root as the installation is being done. Unfortu­
nately, the KITINSTAL.COMs do not precheck all of the 
requirements at the beginning of the installation as they 
do to generate the list of active processes, so you must run 
the installation until it fails on a file reference. In some 
cases, as with Datatrieve 3.2, the procedure was not re­
porting which files were not found. So with some packages 
you will have to read and interpret the KITINST AL pro­
cedure. After determining all of the files required for read 
only reference, they are copied to to the version area, and 
then deleted after the installation. 

It would be nice if the first thing that any KITINSTAL 
performs is a check for required files and reports any defi­
ciencies before starting the main installation. Even better 
would be for the KITINSTAL to use the SYS$ ... logicals 
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for read only references, and the VMI$ ... logicals created 
from the root specified by the input parameter, for the 
modify references. 

On the other hand, there has been instances when 
modify references were made with the SYS$ ... logicals, 
meaning that files in the common area have been mod­
ified. That is why I recommend running a DIR /MOD 
/SINCE=start_time after each installations. If files are 
found to have been modified they should be moved into 
the directory tree in which the installation was being per­
formed. 

As long as the products fl.ow through the version areas 
in the expected sequence, entries made in common files 
in the new area such as the DCL Tables and the Help 
Library, will remain compatible with the entries for the 
product in the current area, even though the specific files 
for that product have been removed from the new area. 
Should a version of a product, though, not work out to 
your satisfaction and the decision is made to remove it 
from tlie system. The specific files can be removed in 
the same way they would be if the product had moved 
up, but you are left with entries in the DCL Tables and 
Help Library which are not compatible with version of 
the product in current. The easiest thing to do just may 
be to reinstall the version of this product that is in the 
current area into the new area and in that way replace 
the entries in DCL Tables and Help libraries so that they 
are then the same as the current area's entries. 

General Precautions 

Care should be taken to read the Release Notes of any 
product before installing it to try to avoid conflicts such 
as the new version changing the format of a file or data 
structure, making it incompatible the existing version still 
in production. Each situation will require not allowing 
concurrent versions, or instructing and trusting the users 
of the product that once the new version has been used, 
to use only that new version. 

Changes in the manner in which an image is acti­
vated, from one version to another can be another source 
of problems. For example the previous version of CMS 
was activated by a symbol using the dollar sign, the new 
version has a DCL Table entry. So those users who pri­
vately created the CMS symbol, received an activation 
error when trying to run the new version. 

There are still a few peculiarities with the use of search 
lists which seem to be limited to commands like SET 
FILE/OWN, when a wild card is included in the argu­
ment which makes it span volumes. These types of errors 
will have little if any effect on general users but may make 
the m11intainer's life a little less predictable. 

The most visible aspect of search iist that can some­
times confuse a user is that the status resulting from a 
bad fil1• access, is the result of the last item in the search 
list. This means that you may get a File Not Found Error, 
whr11 l\ctually there was a Protection Violation on the file 
found in a higher item of the search list. This seems like 
one of those things that has to just be kept in mind while 
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using the system. 
Be aware that the different editors handle search list 

differently: some always put t-he file in the directory 
pointed to by the first item of the search list, others 
put the output into the same directory that the input 
was found, and still others will do both depending upon 
whether it recognizes the directory tree as a VMS struc­
ture or not. 

One last little mention of creating directory trees with 
rooted logicals, they will sometimes create a middle level 
directory by the name of [000000;, so be sure to fully 
specify the argument for the Create Directory command. 





THE COMPLEMENTARY USE OF MACINTOSH AND VAX COMPUTERS 

Daniel P.B. Smith and Robert B. Goldstein 
Eye Research Institute of Retina Foundation 

20 Staniford St 
Boston, MA 02114 

ABSTRACT 

Our facility is equipped with VAX and Macintosh 
computers, and we try to take advantage of the 
best features of each. Taking advantage of the 
graphics and word processing capabilities of the 
Mac, we off-load those applications to the Mac and 
thus free the VAX for large database applications 
that require good response time. We also use the 
VAX as a store-and-forward system for Macintosh 
objects, partly eliminating the need for Apple­
talk. We run MacTerminal VT100 emulation software 
on our Macs and connect them to the VAX using 
existing terminal cabling ( RS-232). A program, 
MACSnVAX, makes the VAX appear to the Macintosh as 
another Macintosh so that MacTerminal can perform 
"Mac-to-Mac" file transfers. We have loaded a 
large library of Mac software onto our VAX, which 
is accessible to all Macs in the building. We 
have also written a program, TIF, that inter­
changes MacWrite and Microsoft word documents with 
Word-11 documents on the VAX. 

INTRODUCTION ERi Facilities 
This paper focuses on the operation of a 
program called MACSnVAX. We will present a 
sample session and several tasks for which 
MACSnVAX can be used. 

At the Eye Research Institute (ERI) we have 
5 VAX computers linked via Ethernet, with 
some 50 terminals, printers, and plotters 
attached to them through a MICOM switch. 
We also have about 20 Apple II, 10 Macin­
tosh, and 5 IBM PC computers (Figure 1). 
Our central computer staff consists of 
three professional-level people. 

DIVISION OF LABOR 

On our VAX systems we perform word process­
ing with Word-11, biostatistics and gra­
phics using RS/1, modeling, database appli­
cations, reference library, and general 
accounting applications. We use one VAX 
for image processing. On the Macintosh 
computers we run Microsoft Word for word 
processing, NWA-Statpak for statistics, and 
the standard Macintosh programs MacDraw and 
MacPaint. Some users employ RUNOFF, Apple­
writer II, and MacWrite for word proces­
sing. 

In the areas of word processing and statis­
tics some overlap occurs for the following 
reasons: ( 1) Individualism - we have 50 
independent investigators who like to exer­
cise total control over their resources and 
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Figure 1. ERI Computer Facilities and Staff 

prefer to use their own microcomputers. 
( 2) Offloading - we encourage people who 
want to do only word processing to use the 
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Macintosh. This allows us to maintain a 
better response time on the VAX system. 
(3) Convenience it is convenient for 
database users to do word processing on the 
VAX rather than switch to other machines. 
This overlap creates problems in the areas 
of file transfer and file compatibility. 

MACSnVAX 

MACSnVAX, one of two programs we wrote to 
help solve the above problems, may be used 
in the following ways: 

o As a "store-and-forward" system. One 
user can upload his files to the VAX, 
and at a later time another user can 
download the file to his Macintosh. 

o As a 1 ibrary. The Boston Computer 
Society has released approximately 20 
disks of public-domain software. We 
have loaded a large portion of this 
library onto the VAX and made it avail­
able to all the Macintoshes on our net. 

o As a slow file server. Users can take 
advantage of the vast disk capability of 
the VAX to store all their files. When 
they wish to use one of them, they can 
download it to their Macintosh. Operat­
ing at 9 600 baud, it takes only a few 
minutes to download a document of sub­
stantial size. Note, however, that 
cost/byte of storage is much higher on 
the VAX than on Macintosh disks. 

o As an archiver. We have an extensive 
backup pol icy for our VAX systems. 
Therefore, Macintosh documents that are 
no longer needed but shouldn't be delet­
ed, can be loaded onto the VAX where 
they will be backed up on tape and kept 
for several years. 

s File Edit Uiew Special 

RRMdislc 

0 
Empty F o 1d..-

o As a text file converter. MACSnVAX can 
convert Microsoft Word documents to VAX 
text format for editing with EDT. 

MACSnVAX has the following capabilities: 

o It works with MacTerminal, using the 
XMODEM protocol, to make the VAX look 
like a Macintosh for purposes of file 
transfer. 

0 

0 

0 

It can store any type of Macintosh ob­
ject (programs, documents created with 
MacDraw, MacPaint, Microsoft Word, etc.) 
on the VAX. Any valid 3-fork Macintosh 
file can be stored on the VAX. 

It produces a Macintosh-like catalog of 
the objects stored on the VAX, using the 
CATALOG command. 

It can store a descriptive 
with each object, using the 
command. 

paragraph 
ANNOTATE 

o It can display text from Microsoft Word 
files, or extract it so it may be mani­
pulated with EDT or other VAX editors. 

o The MACSnVAX internal Command Line In­
terpreter is identical with the VMS CLI, 
so that a familiar environment is pro­
vided. 

o Wildcards are allowed where appropri­
ate. 

MACSnVAX Session and Use 

Figures 2 through 5 show a typical MACSnVAX 
session. 

Figure 2 shows a Macintosh Desktop with the 
MacTerminal program and the document "VAX" 
that contains the correct settings for the 
user to loq in to the VAX. 

Figure 2. Initial Macintosh Desktop 
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$ maosnvax 
KACSnVAJ v4.1, copyright (c) 1985 
by Eye Research Institute of Retina Foundation 
All rights reserved 

You're now in main section 

(:UPLOAD • J 
H)elp, C)atalog, G)etinfo, U)pload, D)ownload, S)ection, O)uit 

KACSlfVAl>u 
Please send your file. 

ANNOTATE 
~ 

(pull down "File," select "Send File ... ") 

Received Macintosh file ERi 
as V1fS file DUl: [COMPUTER.SMITH.MACDEMO)ERI.KAC; 

To add a description of this file, use the a)nnotate command. 

H)elp, C)atalog, G)etinfo, U)pload, D)ownload, S)ection, O)uit 

KACSlfVAJ>a/t 
Annotation file: DUl: [COMPUTER.SMITH.MACDEMO)ERI.INF; 
Annotation method:TYPE 
Limit each line to about 60 characters. 
Erase individual characters with RUBOUT, lines with CTRL-U 
Type CTRL-Z after last line. 
You can begin typing your description when a clear line appears. 
Bob--this is the MacPaint document •e use as the ERI startup 
screen. Maybe you can use it in the DECUS presentation. --Dan 
"Z 

Figure 3. Examples of the UPLOAD and ANNOTATE Commands 

$ macsnvax 
llACSnVAI v4.1, copyright (c) 1985 
by Eye Research Institute of Retina Foundation 
All rights reserved 

You're now in ma.in section 

[ CATALOG ] 
H)elp, C)atalog, G)etinfo, U)pload, D)ownload, S)ection, O)uit 

llACSl'fVAl>c 
Catalog of main section 

Annotated 
CATALOG .. 

VMS name Macintosh file Type S. creator Size Last modified 

AUSTIN Austin Econ (Nn) Font doo 34K 14-SEP-1985 12 
AUSTIN_DOC Austin Econ Doc MacWrite 11K 2-NOV-1985 10 
BIGCURSOR BigCursor Application 2K 14-0CT-1985 02 
ERI ERI MacPaint 9K 21-0CT-1984 19 

llACSl'fVAl>g eri 
Annotated Catalog of main section 

VMS name Macintosh file Type S. creator Size Last modified 

21 35 
48 29 
31 52 
38 58 

ERI ERI MacPaint 9K 21-0CT-1984 19:38:58 

Bob--this is the MacPaint document we use as the ERI startup 
screen. Kaybe you can use it in the DECUS presentation. --Dan 

l OOWNLOA~ ] llACSHVAl>d eri 
., Sending: ERI 

9216 bytes (data) 0 bytes (resource) 9216 bytes (total) 

Figure 4. Examples of the CATALOG, GETINFO, and DOWNLOAD Commands 
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s File Edit Commands Settings Phone Keypad 

RH 
vou ;r.· ·r;o,;,· ·in· ii<:11.;· ·sec:·t i o;.- · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · · 

H>elp, C>atalog, G>etinfo, U)pload, D>o.nload, S>ection, Q>ui t 

Receiuing the File •ERi •. Size is 9216 characters. To 
Cancel, hold down the • key and type a period(.). 

ERi 
Percentage Complete: 

• 111111111111111111111111111111111111111111111111111111111111111111111111111p111111111111111111111111 

0 25 50 75 100 

l'IACSNVAX>d eri 
Sending: ERi 

0216 bytes <data> e bytes<~> 0216 bytes <total> 

Figure 5. MacTerminal File Transfer Screen 

Figure 3 shows a user uploading an object, 
ERI, to the VAX. MAC Sn VAX creates a VMS 
filename for the object. After the object 
is uploaded, the ANNOTATE command is used 
to create and store a descriptive paragraph 
with the object. 

Figure 4 shows the use of the CATALOG and 
GETINFO commands to display information 
about the object, and the start of the 
DOWNLOAD command. 

Figure 5 shows the Macintosh screen during 
the download operation. After the download 
the ERI object appears on the Macintosh 
Desktop. 

A Macintosh object that resides on the VAX 
can be used only in limited ways. Current­
ly, it can be used in conjunction with our 
Image Analysis facility, or, if it is a 
text object, it can be converted into a 
format that can be read by one of the VAX 
word processing programs. 

The Image Analysis system, an Adage 3000, 
has no alphanumeric capability, and there­
fore we must use the Macintosh text to 
annotate images. Although MACSnVAX is not 
yet in active use for this purpose, it 
allows us to use the powerful drawing capa­
bility of MacDraw for Image Analysis appli­
cations. 

We have written a program, TIF, that trans­
fers documents from one word processing 
program to another (Figure 6). TIF uses a 
RUNOFF-like format that contains a least 
common denominator set of word processing 
capabilities. TIF assumes that if a docu­
ment is transferred, it is also going to be 
re-worked. Although TIF does not preserve 
complex formatting instructions, such as 
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Figure 6. TIF and its Supported 
Word Processing Systems 



columnar output, it does preserve center­
ing, paragraphing, and character highlight­
ing (bold and underline). TIF performs a 
2-step transfer: first the document is 
converted to TIF, and then re-converted 
from TIF to its new format. TIF currently 
works with RUNOFF, Word-11, Microsoft Word, 
MacWrite, and Applewriter II. We also use 
TIF to send documents electronically to the 
printer of our quarterly newsletter. 

FUTURE UPGRADES 

We plan the following enhancements to 
MACSnVAX: 

0 Better handling of VMS filenames. 
rently filenames are truncated 
characters. 

Cur­
to 9 

o MACSnVAX options will be handled with a 
SET command internal to MACSnVAX. 

o Improvement of the primitive VIEW com­
mand that allows us to view MacPaint 
documents on a VT24 0, and its i nteg ra­
tion into our image processing system. 

o Provisions for a rename and/or delete 
function from within MACSnVAX. 

o Additional TIF modules, probably to sup­
port IBM PC word processors. 

o Addition of a MacMail facility, allowing 
Macintosh objects to be mailed from one 
user to another. 

CONCLUSION 

By implementing a program such as MACSnVAX, 
we hope to approach the ideal of using VAX 
systems and Macintosh computers for what 
each does best. 
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A FORTH-83 Standard FORTH 

M. P. Hanson 
Department of Chemistry 

and 

R. J. Wilson 
Computing Services 

Humboldt State University 
Arcata, Cai lfornla 95521 

James' original version of FORTH has been 
substantially revised to bring it into compllence 
with the 1983 standard of the language. The source 
program is written in MACR0-11 and can be compiled 
to run under RT-11, RSX-11 or RSTS/E. 

In addition to the standard word set the split file 
structure of V. Vinge <SDSU, San Diego) has been 
accomodated. This file structure is extremely 
useful In a teaching environment using a time 
sharing system. With such a system a student 
requires a minimum disk allocation, can use the full 
language, and can be given messages or software from 
the instructor. 

The users of FORTH have attempted to 
standardize the language. Over the I lte of 
the language there have been three standards 
adopted. The first FORTH-77 fol I owed 
relatively quickly by the standard FO~TH-79 
pub I I shed by the FORTH Standards Team In 
1980. The most recent standard FORTH-83 was 
pub I I shed by the FORTH Standards Team in 
1 984. 

The program described here is thought to 
meet the 1983 standard but no guarantee is 
made or impl led to that fact. It is 
however, our intent to maintain and Improve 
this program for at least the next five 
years. We would appreciate any errors being 
brought to our attention; especially useful 
would be appropriate means of correcting our 
error. We would also be Interested in 
suggestions tor extensions and Improvements. 

In the program described here Jamez' 
orlginal MACR0-11 version of FORTH has been 
substantial iy revised to bring it into 
compi lance with the 1983 standard of the 
language. Many of the changes are code 
implementations of a hi§her level program 
written by Vernor Vlnge • The source 
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program is written in MACR0-11 and contains 
a number of options. The program can be 
compiled to run under RT-11, RSX-11M, 
RSTS/E. A command file to implement FORTH 
under each of these operating systems is 
given together with the source file on the 
RT-11, RSTS/E, and RSX-11 tapes. 

WHAT IS FORTH ? 

FORTH is an interpretive language 
generating threaded code and having 
comp Iler and operating system attributes. 
The system the user sees is interpretive. 
Th us commands, requests, etc. ( WORDS In 
FORTH) are entered and executed. Numbers 
entered are placed on a stack for temporary 
storage until they are needed. 
Additionally the machine code tor the 
action specified by a number of FORTH WORDS 
can be threaded together in a new WORD 1 s 
definition in such a fashion that the 
interpretation of this new WORD causes 
Immediate execution of this new code 

FORTH is composed bas I cal iy of a 
dictionary, a text string interpreter, and 
a comp I I er. 
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THE DICTIONARY 

-------------------
Di ct i ona r y Entry For I 
ENCLOSE ~ 

LINK2 

• BYTE 

• ASCII 

• EV EN 
. =. -1 
BYTE 

.WORD 

.LINK 

PEMIT 

204 

240 

LINK 

LI NK2 

START OF DICTIONARY 
ENTRY FOR EMIT 
LENGTH BYTE - SIGN 
BIT SET 
THE NAME OF THE 
FORTH WORD 

LAST CHARACTER OF 
NAME <OR BLANK 
F I L L ) W I TH H I G H 
BIT SET 
PO INTER TO 
BEGINNING OF 
PREVIOUS 
DICTIONARY HEADER 
( ENCLOSE HERE ) 
PO INT L INK TO 
BEGINNING OF THIS 
WORD 
POINTER TO MACHINE 
CODE FOR EMIT 

Dictionary Entry For I 
KEY ~ 

Dictionary Entry For I 
KEY? ~ 

PEM IT: CMP 
BLT 

(S),#40 
1 $ 

1$: 
I NC 
TST 
BEQ 
MOY 
EXIT 

42 ( u) 

@#177564 
1 $ 
<S>+,@#177566 

THIS IS A TWO INSTRUCTION 
MACRO WHICH TRANSFERS 
CONTROL FROM THE MACHINE 
CODE OF ONE DEFINITION TO 
THAT OF THE NEXT. 
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THE TEXT STRING INTERPRETER 

The operation of the text string 
interpreter is most easily shown with a 
trivial example. A one I ine terminal entry 
and its result Is 

42 EMIT <CR> 
* OK 

The text string interpreter breaks the 
string 42 (del lneated by a fol lowing blank) 
out of the input stream and looks in the 
dictionary for its definition. Failure to 
find this string leads to an attempt 
(successful) to convert It to a number and 
place It on the stack (R5) . 

The text string interpreter next breaks the 
string EMIT (delineated this time by the 
end of the input stream) out of the input 
stream and looks In the dictionary for its 
definition. Success here leads to the 
execution of the word I.e., transfer to the 
code beginning at PEMIT. In this case the 
result Is the display of ASCII character 42 
(*)on the terminal. 

Successful Interpretation of the entire 
input string is acknowledged by the 
printing of the string OK. 

A search of the dictionary for a WORD ( 
ASCII string) involves following a linked 
I I st of def I ned WORD str I ngs unt 11 a match 
Is found or the I 1st terminates. Note In 
the dictionary example that LINK contains 
the address of the beginning of the last 
WORD defined. Note also that this address 
contains a length byte followed with that 
number of ASCII characters and a 
terminating last character or blank with 
the high bit set. The next memory location 
contains the address of the next to the 
fast WORD det!ned and so on to the start of 
the dictionary. The beginning of the 
dictionary Is flagged by LINK containing 
zero. The text string interpreter compares 
the ASCII string with the f lrst string it 
encounters in the dictionary (that marked 
by LINK). A comparison failure leads to a 
comparison with the string pointed to by 
the I Ink f lei d of the I ast word def I ned and 
so on untl I a match Is found or the 11 st 
terminates. 

THE COMPILER 

The operation of the compiler is also most 
easily demonstrated with an example. A 
terminal entry with the resulting 
acknowledgment Is shown as 

: ASTERISK 42 EMIT ;<CR> 
OK 

The appearance of the string : In the input 
string puts FORTH in compiler mode and 
creates a dictionary header for the word 
which appears next In the input string 



(ASTERISK here ). The code created Is that 
displayed below between the first appearance 
of LINK2 and DOCOL. Successful conversion 
of the next string as a number causes the 
address of a machine code routine LITER 
(from literal) to be placed next In the 
dictionary memory. The effect of LITER Is 
to move the contents of the next memory 
location to the stack CR5). The string 42 
Is then converted to binary and stored In 
the fol lowing memory location. The string 
EMIT Is found In the dictionary and the 
address of the start of the machine code tor 
It Is stored In the next memory location. 
The final string ; causes the entry for the 
control transfer routine EXIT to be stored 
In the next memory location and returns the 
mode to Interpret. 

The effect of the above entry on memory Is 
shown as: 

Dictionary Entry For l 
TASK ____ _L 

LI NK2 = • 
.BYTE 210 
.ASCII A ASTER I SKA 
• EV EN 
.=.-1 
.BYTE 
.WORD 
LINK= 
DO COL 

LITER 

42. 
PEMIT 

EXIT 

240 
LINK 

LINK2 
A POINTER TO FOUR MACHINE 
INSTRUCTIONS WHICH START THE 
EXECUTION OF THE WORD POINTED TO 
BY THE NEXT MEMORY LOCATION 
I.E., LITER 
A POINTER TO CODE WHICH 
MOVES THE CONTENTS OF THE NEXT 
MEMORY LOCATION TO THE STACK 
CR5 l. 

A POINTER TO THE MACHINE 
CODE FOR EMIT 
THE USUAL EXIT ROUTINE 

OPTIONS 

Single Character Input 

Single character input can place a 
significant load on the processor In a time 
sharing system and can degrade performance. 
A non FORTH-83 standard optional assembly 
can be made so that Instead of one 
character, one I Ina of characters Is 
processed at a time. The nonstandard 
assembly Is made by setting the variable 
LOADED to un I ty. If LOADED = 1 Is commented 
out In the file FORTH.MAC before assembly 
the standard approach to character Input Is 
taken. 

RSTS Emulation of RSX CKEY?l 

The RSTS operating system does not support 
unsol lclted 1/0 and as a result KEY? does 
not behave as requl red by the standard. The 
FORTH word KEY? looks to the Input buffer 
and sets a flag If any character appears 
there. Under RSTS the Input buffer Is not 
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made available to the program until a 
carriage return Is struck so two keys are 
needed for KEY?. The proper functioning of 
KEY? was thought so important that it was 
Implemented In a modified form. A control 
C (AC) Interrupt Is available under RSTS. 
As Implemented KEY? tests tor AC and sets a 
flag If AC has been struck and otherwise 
clears the flag. 

The Spilt Fiie Structure (RSTS, B.S.Xl 

FORTH divides disk storage Into 1024 byte 
BLOCKS. These blocks are subdivided tor 
display Into 16 I Ines of 64 characters 
each. Each BLOCK can be edited to define 
new words definitions tor user applications 
as tor examp I e: 

SCREEN #1 
0 ( LOAD SCREEN l 
1 

DECIMAL 

2 1 WARNING I ( GET ERROR MESSAGES NOT 3 
3 NUMBERS l 
4 
5 
6 
7 
8 

THRU ( <LO, HI> -- <> 
SCREEN LO THRU SCREEN Hll 

LOADS FROM 

1+ SWAP DO I LOAD LOOP ; 

9 ( .( LOADING ASSEMBLER l 10 15 THRU ) 
10 CR 
11 .( LOADING EDITOR l 2 LOAD 40 57 THRU 
12 ( THIS EDITOR IS THE WORK OF S. DANIEL. 
13 SEE "The FORTH Inc., Line Editor" In 
14 FORTH Dimensions, vol 3, #3. pg 80 l 
15 CR 7 EMIT ( RING THE BELL) 

The BLOCK may also be used tor the storage 
of bl nary data. 

The sp I It t 11 e structure desgr I bed here is 
the creation of Vernor Vinge • In a 
typical teaching situation the computer 
wil I be running under RSX or the RSTS 
emulation of RSX. In this case the 
complied nucleus of FORTH (FORTH.TSKl 
together with the first 90 BLOCKs of disk 
storage (TEACHER.DAT) would reside under 
the Instructor's project and programmer 
number. These t 11 es would have read/run or 
read only privileges granted to other 
users. BLOCKs 91 to 180 (STUDENT. DATl 
would reside under the student's project 
and programmer number with ful I freedom tor 
the user. The words servicing disk 1/0 
check the project and programmer ID of the 
user. If this ID Is that of the 
instructor. ful I read/write pr iv ii iges are 
granted to the first 90 BLOCKs. If this ID 
is that of a student, only read access Is 
granted. In either case tul I read/write 
access is granted to the BLOCKs from 91 
through 181. 

This I imlted access to the first 90 BLOCKs 
has great pedagogical value. It al lows the 
Instructor to edit this region so as to 
pass Information and/or software to the 
entire student population without tear that 
It w I I I be corrupted by anyone but h I mse If. 



Additional fy, a student requires a minimum 
disk al location, can use the ful I language 
and be given messages or software by the 
Instructor. 

GETTING STARTED 

First ~et a copy of "Starting FORTH" by Leo 
Brodie. This book Is without a doubt the 
best Introduction to the language In 
existence. Second, get a copy of this 
program from the RT-11, RSTS/E, or RSX-11 
symposium tape, compile, load, and run the 
program on your system. Start at the 
beginning of Brodie's book working the 
examples and then solve the end of chapter 
problems. It ls really just as easy as It 
sounds. 

The more serious student would augment 
Brodie's book ~Ith membership In the FORTH 
Interest Group and study of Its periodical 
"FORTH Dimensions." 

FUTURE PROSPECTS 

With the experience gained here we should be 
able to port the publ 15 1omaln version of 
F83 by Laxan and Perry ' to RT-11, RSTS/E, 
and RSX-11. 
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SUPPLFMFNTAL CONTRO[. ALGORITHMS TO AUGMENT PROPORTIONAL-INTEGRAL-DFRIVATIVF CONTROL 
OF THPRMOCHFMTCAL RRACTT0N RATFS 

Wenclel ,J. Shuely 
Paul 8. Fielrl 

Virginia Polytechnic Institute 
Rlacksburg, VA 24rHil 

The thermal disposil] of hazarrlous compounds is 
being studied using a new approach for measuring 
the rates of thermal we i~iht-loss rf'•act ions. A 
dynamic thermogravimetric method has been 
developed for scanning the temperature applied to 
a pesticide sample under investigation. The 
computer-controlled, closerl-loop experiment 
maintains the reaction rate at a prespecif ierl 
value to ohti'lin numerous advi'lntages in the 
kinetic measurement process. The software can be 
generalized to any closed-loop experiment in 
which the dependent and independent variahles 
have been reversed to obtain improvements in 
accuracy, precision, analysis time, or other 
measurement advantages. Adequate control for 
this experiment type can he obtained with a 
software proportional-integral-derivative (Ptn) 
algorithm. Further advantages can he derived 
from a more complex, dynamic experiment in which 
all variables are changing continuously, in 
addition to the reversal of the dependent anci 
independent variahles. Dynamic, closed-loop 
control experiments require supplemental control 
modes to auqment the PIO algorithm. Parameter 
scan control, coast rate limit, and other modes 
were programmed. SYSTF:Jl'l: PDPl 1, RTl 1, FORTRAN 
and MACRO. 

PJTRODllCTION 

The supplemental control modes developed 
for closed-loop thermal reaction rate 
control should be useful for many related 
control processes. In addition, the use 
of a single-user, real time operating 
system (RT-ll) and lfi bit CPU (PDP-11) is 
in line with the trend toward use of 
direct digital control (DOC) implemented 
on a dedicated computer. 

4. The process control functions imple­
mented in the code with definition of 
terri1s. 

The application of supplemental control 
modes in addition to proportional­
integral-derivative (PIO) control can he 
described by considering the following 
topics: 

1. A brief review of the general control 
problem and a specific thermochemical 
reaction control example. 

2. The relationship between reaction rate 
and heater control temperature, that is, 
between the controlled variable and the 
controlling parameter. 

1. The flow diagram for the PJO and 
supplemental control code. 
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5. F:xamples of program module code. 

fi. Rxamples of experimental results 
showing successive improvement of control 
with augmentation of PID and supplemental 
control modes. 

The scope of the research considered here 
is limited to the augmentation of PIO 
control with additional interacting 
control modes. Descriptions of the 

data 
an<i 
are 
has 

reactions, computational kinetics, 
acquisition, signal processing, 
applications to hazardous compounds 
not included; some of this research 
been descrihed elsewhere. (1, 2, 3, 4) 

MEASUREMENT THEORY 

The limitations of the conventional 
thermogravimetric (TGA) technique and ad­
vantages of the cornputer-controlled 
closed-loop method can he outlined hy a 
comparison of their respective 
weight-loss vs time thermograms. Figures 

Anaheim, California- December 1985 



lA and ]R present idealized thermograms 
from a conventional TGA experiment in 
which the temperature is programmed at a 
linear rate. Two consecutivP weight-loss 
reactions are shown in Figure lA and it 
can he seen that weight-loss is initially 
slow, is followed by a rapid weight-loss 
indicated by the steep almost vertical 
slope, and is again slow at the end of 
the reaction. This wide range of rates 
can also be seen by inspecting Figure lR 
where the change in weight-loss with time 
(derivative) is plotted against time. 
These peak-shaped curves show that the 
weight-loss rate increases rapidly, passes 
through a maximum, and decreases rapidly. 
The measurement of temperature and weight 
is attempted under these highly nonequili­
hrium conditions and under these variable 
thermal and mass fluxes. This results in 
a decrease in discrimination between 
consecutive reactions and a decrease in 
data accuracy. An equally important 
limitation results because for 
differential computational methods, 
kinetic parameters must be calculated by 
taking the derivative along the steep 
weight-loss slopes that are produced when 

the sample is submitted to a conventional 
linear temperature ramp. 

These limitations were overcome by the 
development of a system in which the 
computer directly interacted with the 
thermal chemical process. In concept, 
the weight-loss rate is converted to the 
independent varia':)le anct the computer 
controls the teMperature scan to provide 
the requisite, complex, non-linear 
profile that maintains the set rate. In 
essence, the independent and dependent 
variables have been interchanged and this 
produces improved experimental conditions 
for measurement of reaction rate. Figure 
lC shows that the idealized computer­
controlled set rate is a straight diagon­
al line. This rate is at a favorable 
velocity, neither too slow nor too rapid, 
for accurate calculation of the 
derivative. on a microscopic level, the 
thermal flux into, and gaseous mass flux 
out of the sample take place at a slow, 
even rate. Figure ln presents the 
derivative of the constant weight-loss 
rate which has a square wave shape, 
rather than the peak in Figure IR. 

PTGtJ'RB l 

IDEALIZED THERMOGRAMS AND THEIR FIRST DERIVATIVES 

TIME 

A CONVENTIONAL THERMOGRAM 

TIME 

B. CONVENTIONAL FIRST DERIVATIVE THERMOGRAM 

CONTROL THEORY 

A block diagram of the closed-loop control 
system is shown in Figure 2. The process 
is a reaction taking place in a sample 
cell of the thermogravimetric system 
(mid-right block in Figure 2). 
Temperature and weight transducers convert 
the physical processes to electronic 
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TIME 

C. CONSTANT-RATE WEIGHT-LOSS THERMOGRAM 

II 
;::: .. 

TIME 

O. CONST ANT-RATE WEIGHT-LOSS FIRST DERIVATIVE lHERlllOGRAM 

signals (lower right block). The signals 
are converted to digital data and 
employed by the minicomputer controller 
to compute an appropriate digital control 
word. This word is converted to an 
analog signal interfaced to the control 
element, which adjusts the heater and 
temperature of the process reaction. 



PTGIJRE: ?. 

BLOCK DIAGRAM OF A DIRECT DIGITAL PROCESS CONTROL LOOP REPRESENTING 

THE MINICOMPUTER-CONTROLLED THERMOGRAVIMETRIC SYSTEM 

DIGITAL 
TD. 

ANALOG 
CONVERTER 

CONTROLLER: 
MINICOMPUTER 

ANALOG TO 
DIGITAL 

CONVERTER 

The idealized relationship between 
reaction rate (controlled variable), 
heater control wattage (controlling 
parameter), and te~perature (secondary 
controlling parameter) are shown on a 
common axis in Appendix A. The lower 
figure displays a typical weight-loss 
reaction rate shown as the plateau 
(compressed on the time scale). Typical 
relative values of the onset of the 
proport i.onal derivativt), inteqra 1, and 
coast hands are also shown. These times 
are propagated vertically on the x-axis to 
aid in trac~ing the interaction between 
the process controlling parameter 
(temperature/heat) and the controllnd 
variable (reaction rate). 

ThP rather subtle changes shawn in the 
middle and upper curves of heater output 
and temperature are necPssary to guide the 
very sensitive reaction rate to a plateau 
without overshoot. These criteria points 
are discussed in more detail below. 

Note that in the later stages, the hyper­
bolic temperature profile is required to 
drive the reaction to completion for this 
hypothetical, first order reaction curve. 

CONT"ROL ALGORITHM 

A simple flow chart for the PIO and 
sup~lemental cocie is shown in Figure 3. 
Ten control modules are displayed and 
these can be referenced to events on the 
previous figure displaying reaction­
heater-ternperature interactions. 

Note that the system is unusual in that 
there is no pre-knowledge required (or 
often available) regarding the temperature 
at which a measurable rate occurs or at 
which the constant-rate set point 
criterion will he met. 
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FINAL CONTROL ELEMENT: 
FURNACE SYSTEM 

MEASUREMENT: 
RATE OF WEIGHT-LOSS 

Figure 1. General Flow Chart of Propor­
tional-Inte~1ral-nerivative and Supple­
mental rontrol Modules in 'lgorithm. 
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The sequence of events leading to a smooth 
approach to the desired set point and 
reaction rate can be understood by viewing 
the display of the controlled variable 
(reaction rate and the controlling 
parameters ( temperature and heater 
wattage) as a function of time (Appendix A 
and Figure 3). After a reaction is det­
ected during the rapid temperature scan, 
classical proportional-derivative (PO) 
control is asserted with a reduced full 
scale heater wattage. Too rapid an 
approach toward the set point is indicated 
(Appendix A) by an excursion of the 
reaction rate signal out of the second 
derivative band. This band is a conical 
shaped area radiating upward toward the 
desired reaction rate from the point of 
assertion of the proportional band. 

The heater wattage is reduced until the 
rate of approach to the specified reaction 
rate reaches the lower limit of the second 
derivative band. 

The integral hand criterion is met as the 
signal approaches set-point. ~s the 
signal is driven toward the set-point 
asymptote, the coast criterion will be 
encountered and the heater wattage is 
reduced for an interval in order to 
equilibrate the sample at the set point or 
specified reaction rate. 

Appendix B provides a listing of control 
algorithm parameters that have been 
grouped according to computational logic 
and process control function. The first 
column describes the general process 
control function while the second column 
gives the specific function in the 
reaction rate control example. The third 
and fourth columns list the FORTRAN code 
and datn type. 

The control parameters are initially 
divided into variables and constants. The 
variables consist of four types: ( 1) the 
computed process control parameters that 
are updated each program cycle, (2) time 
counters that are converted into elapsed 
times for comparison with criteria times 
for coasting (with zero value of the 
controlling parameter), (3) event 
counters, that monitor consecutive entries 
into a specific control module for 
tracking performance of the algorithm, 
and, (4) flags, which are used to route 
program flow through appropriate modules, 
depending on events in previous program 
cycles. 

The constants are control parameters, gain 
multipliers, or criteria values. They are 
"constant" for a single experiment or 
batch process in the sense that adaptive 
programming is not yet used to vary their 
values with changes in process load or set 
point. However, they may be changed 
during the course of the experiment under 
operator control for performance tuning or 
response-time measurements. 
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There are three full scale values of the 
control parameters representing different 
ranges of the full scale value of the 
controlling parameter (heater wattage or 
temperature). These are (1) a zero 
value, (2) an intermediate value for use 
near the set point, and (3) a high value 
used in the initial rapid temperature 
scan in search of a reaction. This 
program selection of the full scale value 
might be considered a primitive adaptive 
function. 

The three gain factors are the classical 
proportionality constants in the PIO 
equations. Note that the proportional 
band gain is derived from the onset value 
of proportional control in the usual 
manner. 

Several criteria values are listed and 
these are employed in IF statement 
decisions governing program control. 
Most of these can he considered as 
initiating or terminating the action of 
specific control program modules. 

The onset of proportional and integral 
control are initiated at BANDP and BAND!. 
The first program cycle encountering the 
reaction set point coast band is 
triggered at BANnC. The slope hand of 
the allowable values of the second 
derivative are defined in TSTMAX and 
TSTMIN. The mnximum time interval for 
maintaining zero values of the 
controlling parameter are defined in 
ISOTST for the initial coast module and 
IDITST for the second derivative band 
module. 

RESULTS 

The influence of the supplemental control 
modes on the performance of the control 
algorithm can be observed by inspection 
of an extensive sequence of time vs 
weight-loss derivative plots. Two 
examples are provided in Figures 4 and 5. 

The examples from early versions of the 
control algorithm, without suppleJT1ental 
control, are omitted. While these 
provide a dramatic contrast to the well 
behaved control examples, the plots can 
he easily described as showing severe 
overshoot of the derivative with slow 
recovery to the set-point, recovery 
occurring either before or near the end 
of the reaction. 

The examples show aspects of tuning the 
criterion constants and hand levels: the 
effects of a range of values for tuning 
the algorithm can show, at the same time, 
the residual overshoot behavior or other 
performance problems when the 
supplemental modes are not available. 
Figure 4 shows the results of a 
relatively well tuned set of control 
constants. The time vs derivative curve 
almost matches the shape of the idealized 



curve in Figure ln. The temperature vs 
time trace shows an extremely rapid 
temperature scan (20 to 120 degrees C in 5 
minutes) that is very quickly converted to 
closed-loop control of reaction rate. 
This example represents close to the limit 
of temperature scan speed without 
derivative overshoot. Note that the 
effect of the second derivative limits on 
rate-of-approach to the set point has 
resulted in a temperature decrease during 
the second 5 minutes of the closed-loop 
experiment. Likewise, the onset of the 
coast module causes a barely perceptible 
hesitation of the derivative approach to 
the n.2 mg/min set-point. This hesitation 
can be seen at about 60% of set-point or 
at coordinates of 10 minutes and 1.2 
mg/min. This 1~xample is especially 
interesting in that overshoot of the 
reaction rate derivative is avoided but 
temperature overshoot occurs with respect 

to transition into a smoothly increasing 
time vs temperature profile. The kinetic 
data obtained during the period of 
declining temperature will he invalid, 
however, the later QO~ of the reaction 
data is measured at the 
computer-controlled pre-set rate of 0.2 
mg/min. Therefore, an operator selected 
set of software control constants can 
optimize an experiment for extremely 
rapid temperature scanned search for a 
reaction and obtain kinetic data at over 
90% of conversion. Figure 5 show another 
extreme of control behavior. Another set 
of software constants can provide a 
slower computer-controlled search for a 
weight-loss reaction. ~ benefit of this 
option is a gradual approach to set point 
and the acquisition of valid initial rate 
data at close to only 1% of conversion. 
Figure S shows this slow, controlled rate 
of approach to set point. 
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DISCUSSION OF SYSTRM PERFORMANCE 

System performance here includes adequacy 
of the hardware/operating system/language 
and not the application code. 

Provisions were made in control program 
design to monitor and compensate for 
excessive control lag due to the time 
required for control computations and 
decisions. The timing of the control 
computations could not be limited or 
defined explicitly since decisions and 
routing through modules were influenced by 
program response to a chemical process in 
a closed-loop system. 

The array of design considerations 
employed need be mentioned only briefly 
since the results showed the 16 bit CPU 
(PDP-11/10 or 24), real-time operating 
system (RTllSJ), and FORTRAN/MACRO 
combination was adequately fast. The 
control computations were completed before 
the end of a data acquisition cycle for 
all sets of control parameters at all 
deyrees-of-conversion of reactant. 

Other applications or higher set points 
(reaction rates) may require more rapid 
cycle times: program design Features to 
accommodate these cases are noted below. 
The data acquisition is interrupt driven 
and the control crnnputations will be 
suspended as needed. After resuming, the 
control word will he computed based on 
obsolete data. ~owever, the next control 
computation always employs the most 
recently acquired filtered datun. 

Filtering of acquired data can he 
performe~ at three rlifferent points in the 
program. Two are within the ~ACRn 
subroutine and one within the FORTRAN 
control code. Immediate consecutive 
filtering can be provided by summing into 
a register or memory location from each 
A-to-D channel (~'ACRO). Fixed interval, 
channel sequencing, samaling, and 
summation are also available (MACRn). The 
FORTRAN code allows averaginq over a 
selected number of the latest data before 
using the point tn calculate a deviation 
from set point. All filters can be used 
simultaneously with all available options 
in terms of sample number and period. 

The degree of control an~ options 
available for filtering allow minimization 
of sampling when process-to-control time 
is unfavorable. Editing modules combine 
and resolve all filter timing offsets and 
the real time computations of integral and 
derivative functions are performed with 
exact rate-time data pairs. 

The control program was designed to trace 
separate module usage and timing 
requirements. The system of integer 
counters and flags described in Appendix R 
were employed to monitor program flow and 
debug the proyram. These flags and 
counters were US(eful in tuning the control 
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constants: they were not needed to 
optimize timing considerations but could 

alternate be used to do so for 
applications. 

CONCUJSIONS 

The reaction rate control process 
presents several unique and difficult 
problems. Software based control 
procedures have the flexibility and 
computational/logical power to provide 
solutions to thesp problems. 

The control process demonstrates a 
relatively high process load during 
certain parts of the process and abruptly 
lower process load at the reaction 
temperature. Primitive adaptive 
programming of appropriate full scale 
output level solves this abrupt load 
change problem. 

A critical transition occurs from the 
detection of a reaction to attainment of 
a controllerl, constant rate process. 
This transition is successfully achieved 
by the second derivative hand and 
coast-to-asymptote modes. 

A smooth temperature-weight synchroniz­
ation can be lost by exertion of frequent 
anci abrupt control parameter changes; 
however, this early rate data is 
important because of the frequent use of 
initial rates in kinetic analysis. The 
control programs capability to provide 
for selection of delayed onset criteria 
exertion of control modes provides 
initial rate data without allowing 
overshoot. 

The speed of the RT-11 FORTRAN system 
with successive approximation ADC (AR-11) 
is aciequate for complex control prohlef'ls 
and research on modification and 
augmentation of classical Pin control 
modes. The output control can he 
implemented with FnRTRAN IPFPK/IPOKE 
functions. It now appears that the input 
or data acquisition may a1so be (hut was 
not) implemented with IPEF:K/IPOKF:: this 
is partially due to the relatively 
favorable process lag to control lag time 
ratio that was an inherent beneflt of the 
initial objective of attaining a slow 
constant rate process. 
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Appendix A. Idealized Relationships between Reaction 
Rate, Heater Control Wattage, and Temperature as a 
Function of Time for Typical Parameters of the Computer 
Control Algorithm 
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APPRNDIX R. Control Algorithm Parameters Classified in Terms of 
Process Control Function and Computational Logic 

VARIARLES: 

FUNDAMENTAL PROCESS VARIARLES: 

Controlled Variable 

Controllerl Variable 

Controlling Parameter 

TIM~~ COUNTERS: 

Controlling Parameter 
Zero 

EVENT COUNTP.RS: 

Algorithm performance 
monitoring; counts 
number of times a 
control morlule is 
entered. 

FLAGS: 

Route control compu­
tations through 
modules 

CONSTANTS: 

Control Worrls 

Multipliers: gain 
factors 

CRITP.RIA: 

Reaction Rate 

Second Oerviative 

Heat/Temperature 

Initital Coast 

outsine Second 
Derivative Rand 

Onset Coast 
Oven:; hoot 
Second deriva-

tive coast 

Onset coast 
Seconrl rleriva­

tive 

Heater 
Wattage 
Ranges 

Off 
Low 
High 

Integral 
Derivative 
Proportional 
(100/PRAND) 

Onset of control mode: Proportional 
(percent of full scale) 

Integral 
Coast 
Derivative 
(maximum) 
Derivative 
(minimum) 
Onset Coast 
Derivative Coast 
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DIFNEW 

DIFDIF 

NHEAT 

KOT I ME 

IDT I ME 

KNTISO 
KNTMAX 
KNTMIN 

KOSTFG 
IDIFFG 

NOH RAT 
LOH RAT 
HIHRAT 

GA I NJ 
GA IND 
GA I NP 

RAN OP 

RANDI 
RAN DC 
TSTMAX 

TS TM IN 

ISOTST 
IDITST 

F 

F 

I 

I 

I 

I 
I 
I 

I 
I 

I 
I 
I 

F 
F 
F 

F 

F 
F 
F 
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I 
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