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Fig 5: assign -F cache:syscall Data Flow 
The CACHE Layer 

o assign -F cache:bufsize:nbufs 

o bufslze = size of each cache page buffer In 
units of 512-word blocks (default Is 8) 

o nbufs = number of cache pages (default is 4) 

o Fewer system calls than FORTRAN I/O calls 

o cache preemption Is done on the basis of 
"Ieast recently used" 

1/0 Optimisation 

The MR Layer 

o assign -F mr.savscr.ovfopt:lnlt:max:lncr 

o savescr = "save" (pre-load post-store the data in 
the file) 

o savescr = "scr" (no pre-load or post-store) 

o ovfopt = "ovfl" (Excess data overflows to the next 
layer) 

o ovfopt = "novfl" (Abort on overflow) 

o Init = number of 512-word blocks Initially allocated 

o max = maximum number of blocks to allocate 

o Incr = block allocation increment 

.) 

C ECMWF 'i 1/0 Optimisation , ......................................................................................................................... / 

r····················································· ................................................................... '" 
Fig 7: Example LDCACHE Data Flow 

User Array LDCACHE Buffer Physical Disk 

�~� r:; .... �1�I�/�~�\�t�.�1�J�·�r�.� 
�~� ..... �,�.�,�.�.�,�.�.�~�~�- �:�~� 1/0 Optimisation 

�~� 
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User Arrays Library Buffers Logical Device 

... C E:CMWF 1/0 Optimisation ) 

I .,\ 

Fig 6: assign -F mr Data Flow 
User Arrays Library Buffer Logical Device 

C l:.:cr"W"/:: 1r; 1/0 Optimisation 
\..: ........................................................................................................................ ) 

r .. ···························· .. ·· .. ··············· ...... · ............................................................... , 

SSD Partitions at ECMWF 

o Swap Space [190 MWl 
Used since swap to disk is very slow 

o SOS (Secondary Data Segments) [322 MWl 
LOCACHE for various filesystems 

User files which are assigned to SOS 

Auxilliary arrays (new CFl77 feature) 

o SSD-resident filesystems [0 MWl 
Not used at ECMWF 

I/O Optimisation l 



Fig 9: SSD Partitions Diagram 

rool 

::: 

Procstat output - part 1 

Fortran Unit Number 
File Name 

Type of I/O 
File structure 

11 
fort. 11 

sequential unformatted 
unknown 

Portran I/O count of Real 
Statements Statements Time 

READ 
WRITE 
REWIND 
CLOSE 

128000 15;00.1751 
128000 6;42.9804 

200 1.0175 
.0031 

usr 

fdb 

Imp 

owrk 

rwrk 

iwrk 

32506 Bytes transferred per Portran I/O statement 
0.78% Of Fortran I/O Statements did not initiate 

a system request 

C t::CMWF ::; I/O Optimisation ./ , ........................................................................................................................ . 

,.... ........................................................................................................................ , 
RECOMMENDATIONS 

o PRE-ALLOCATE your files using: 

setf -c -n numblks filename II setf -n numblks filename 

o Cut down on system calls & buffer use by: 

Using the MR layer 

Using the CACHE layer 

Using the SDS layer 

Tailoring your library buffer sizes 

o Cut down on CPU time by: 

NOT using FORMATTED I/O 

NOT using COS Blocked files with well-formed I/O 

,C ECMWF :i I/O Optimisation 

I/O Performance tools 

o M='ja -m' 
a.out [parameters] 
ja -01 -p ${M}: 

o procstat -R rawfllename a.out [parameters] 

o procview rawfilename 

o procrpt -s -F all rawfilename 

~ ECMWF 
\~ 

14 I/O Optimisation 

I' 

Procstat output - part 2 

Minimum Pile Size - 4193280 (bytes) 
Maximum Pile Size - 4206592 (bytes) 
Pinal Pile Size - 4193280 (bytes) 

Sys I/O # of # Bytes Wait Time 
Punction Calls Processed Max Min 

Read 12800 419328000 2523192870 
Write 12800 419328000 1999536112 
Seek 200 n/a 31263627 
Truncate 100 n/a 39963846 

(Clock Periods) 
Total 

19650 215991603956 
20170 240666850980 

4294 70589203 
6552 26900319 

system I/O Avg Bytes Percent of Average I/O Rate 
Function Per Call Pile Moved (MegaBytes/second) 

Read 
Write 

32760.0 
32760.0 

9968.4 
9968.4 

0.466 
0.418 

C [Cr\l~w:: 1!; I/O Optimisation) 
\.. ...................................................................................................................... .. 
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1/0 IMPROVEMENTS IN A PRODUCTION ENVIRONMENT 

JeffZais and John Bauer 

ABSTRACT 

Recent I/O enhancements have dramatically improved 
I/O throughput for many important engineering 
applications. Several individual examples (such as 
NASTRAN and ANSYS jobs) have been discussed at 
recent CUG meetings. This paper documents 
improved overall system throughput, not just gains 
from isolated jobs. A suite of numerous engineering 
applications were submitted to a dedicated C90 system 
using commonplace I/O enhancements such 
as ldcache. The same benchmark suite was then 
submitted to the same machine, this time using the 
EAG FFIO routines to reduce the I/O wait time. Job 
accounting comparisons quantify the improvement in 
system throughput. 

EAG FFIO Background 

Work has been in progress on the EAG FFIO layers 
since 1992. The main goals of the project are to allow 
individual applications to: 

1) Provide their own caching of I/O data 
2) Utilize user striping of files 
3) Measure I/O perfonnance on a per file basis 
4) Track I/O activity on an event basis 

A key feature of the layers is that no source code 
changes are required. They can be used from both 
FORTRAN and C codes. 

Details on implementation of the EAG FFIO layers 
have been presented in previous CUG discussions. In 
the Spring 1993 meeting, Doug Petesch, John Bauer 
presented "An Application Independent Intelligent I/O 
Layer" which gave an overview and several 
MSC/NASTRAN specific examples. For the Summer 
1993 CUG Applications Symposium, John Bauer 
presented an "I/O Optimization" talk which detailed the 
I/O process and how I/O could be improved with EAG 
FFIO. 

Purpose of This Study 

The purpose of this study is to demonstrate how 
EAG FFIO can help improve I/O perfonnance. As 

Copyright © 1994. Cray Research Inc. All rights reserved 
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most CRA Y sites, ldcache is employed for this 
purpose. This study will compare I/O performance 
for a C90 system using ldcache and EAG FFIO 
caching. 

In addition, previous presentations of EAG FFIO 
have concentrated on single jobs. This study will 
present how EAG FFIO can improve I/O 
performance in a simulated production environment 
with many concurrent jobs running in NQS batch 
queues. 

System Configuration 

The system used for this study was configured in the 
following manner: 

C90 (serial number 4(01) 
8 cpus 
256 Mw Memory 
512MwSSD 
8 I/O Clusters 

The file system used for the I/O consisted of 32 
DD60 drives, on 32 I/O channels. 

Job Mix Description 

The job mix for this study consisted of I/O intensive 
third-party applications typical of those run at an 
engineering site: 

Structural Analysis: 

CFD: 

Chemistry: 

MSC/NASTRAN 
ABAQUS 
ANSYS 

FIDAP 
VSAERO 

GAMESS 

Even within these codes, the I/O intensity is problem 
dependent. Therefore, in order to prove the 
efficiency ofEAG FFIO, examples were deliberately 
chosen so that all jobs would be I/O intensive. 



However, the most I/O intensive examples were 
deliberately not used in the job mix. This is because 
those examples could not practically run without 
EAG FFIO (using just ldcache). Therefore, the 
results were not overtly exaggerated. The detailed 
descriptions of the jobs are: 

MSC/NASTRAN 
Nl = 120,000 DOF Normal Modes 
N2 = 150,000 DOF Normal Modes 
N3 = 580,000 DOF Normal Modes 

ABAQUS 
Al = Linear Statics; 3131 RMS Wavefront 
A2 = Linear Statics; 3131 RMS Wavefront 
A3 = Linear Statics; 3131 RMS Wavefront 

ANSYS 
11 = Normal Modes; 2843 Wavefront 
12 = Normal Modes; 2418 Wavefront 
J3 = Normal Mopes; 2418 Wavefront 

VSAERO 
VI = Customer CFD Benchmark 

FIDAP 
F1 = 10,200 Elements; 388,000 DOF; 

3D Compressible Laminar 
Temperature Dependent Calculation 

GAMESS 
G 1 = ab initio single point energy 

calculation 

A schematic of the job mix is shown in Figure 1. All 
jobs were submitted to NQS at one time. The queues 
were set so that the longest running jobs ran first. 
Then, as those jobs completed shorter running jobs 
filled in the remaining time. In this way, the cpus 
had very little idle time while waiting for the longest 
running job to finish. The job mix was tuned so that 
for the case where EAG FFIO was used, all 8 cpus 
were busy until 5 minutes before the finish time (out 
of 55 minutes total). 

The job mix results were tabulated by adding up the 
user cpu, system cpu, and I/O wait times as reported 
by the "ja" command. The total of user cpu, system 
cpu, and I/O wait time was used as a measure of time 
required to complete the individual jobs. 

For the case where the job mix was run with ldcache, 
the first cpus became idle 41 minutes before the 
longest running job finished. This caused less 
contention between the jobs for system resources, 
which should skew the final results in favor of the 
ldcache case. 

The NQS queues were set so that the cpus were 

oversubscribed. Initially, 9 jobs were active. One of 
the jobs (ANSYS job 11) ran with 2 cpus, so there 
was a demand for 10 cpus, with only 8 available. 
One of the ABAQUS jobs requested 95 Mw of 
memory, so that the total memory required for the 
jobs was 244 Mw. This was less than the available 
memory, so there was no swapping involved. 

The results are summarized in the following tables: 

LDCACHE Results 
cpu I/O Data 
time wait Transfer 

Code (sec) (sec) (Mw) 
NASTRAN (3 jobs) 6512 7960 21611 
ANSYS (8 jobs) 6700 622 1795 
VSAERO (5 jobs) 586 1240 2950 
GAMESS (1 job) 1133 717 2191 
ABAOUS (7 jobs) 6363 1996 5148 
Job Mix 23724 12591 34201 

EAG FFIO Results 
cpu I/O Data 
time wait Transfer 

Code (sec) (sec) (Mw) 
NASTRAN (3 jobs) 6159 1359 12585 
ANSYS (8 jobs) 6685 118 1648 
VSAERO (5 jobs) 602 311 2950 
GAMESS (1 job) 1128 110 2185 
ABAOUS (7 jobs) 6188 535 5005 
Job Mix 23135 2552 24655 

The total of C90 "busy time" (cpu time plus I/O wait 
time) is 10.09 hours for the ldcache system. Using 
EAG FFIO, this time is reduced to 7.14 hours, a 
reduction of 30%. 

The EAG FFIO EIE cache also has the effect of 
reducing the total data transferred. This is most 
dramatic in the NASTRAN results, while the other 
codes undergo only a small decrease. The data 
transfer reduction is due to requests for data that 
happen to reside in the cache, avoiding a transfer 
from disk. 

Even though the reduction in data transferred is 
greatest in NASTRAN, the I/O wait time is reduced 
in all codes. Additionally, the cpu time does not 
increase. In fact, the total cpu time decreases, since 
less system cpu time is spent managing I/O tasks. 

Memory vs. SDS Resident Cache 

The first experiment established that EAG FFIO was 
effective in reducing I/O wait time. A second 
experiment was run in order to determine if the cache 
is more efficient as memory resident or SDS resident. 
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In this experiment, a subset of the jobs in the first 
mix was used. This was done so that the jobs plus 
their EAG FFIO cache could both remain in memory. 

Mem Cache 
Code Job (Mw) (Mw) 
ANSYS J1 24 8 
NASTRAN N1 13 36 
NASTRAN N2 15 18 (2 copies) 
NASTRAN N3 37 18 
GAMESS G1 2 2 (2 copies) 
ABAQUS Al 15 6· 
ABAOUS A2 li 13 

Totals 121 101 

Therefore, a total of 222 Mw (Memory plus EIE 
cache) are required to run this job mix entirely in 
memory. 

The results of the study were as follows: 

SDS Cache 

user cpu (sec) 
system cpu (sec) 
total cpu (sec) 
I/O wait (sec) 
Data Transfer (Mw) 

18790 
383 

19173 
2559 

30438 

Memory Cache 

18830 
305 

19135 
2643 

29898 

As the table shows, there are no significant 
differences in performance between the SDS cache 
and the Memory cache. Slight differences exist in 
the distribution of cpu time. For the SDS cache, the 
system time increases from 305 to 383 seconds. 
This is because system calls are required to manage 
the SDS resident EIE cache, while a memory resident 
cache is managed under the user cpu time. While the 
SDS cache system cpu increases, the user cpu time 
decreases. The net effect is a slight increase in cpu 
time for the SDS cache, but the increase is very slight 
compared to the total cpu time. 

System Configuration Suggestions 

The job mixes have demonstrated that a system using 
EAG FFIO can offer better performance than a 
system using ldcache. Setting up a system with 
ldcache is easier. This section presents some 
suggestions on configuring systems for EAG FFIO. 

One issue is whether the cache should be SDS or 
memory resident. The example of the previous 
sections suggests that there is no significant 
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difference in performance, so this can be determined 
strictly on local resources. 

It is important that EAG FFIO and Ide ache work 
together. For the codes which are not I/O intensive 
or are not running EAG FFIO, users will still want 
the benefit of ldcache. When SDS space is used for 
ldcache, an SDS resident EIE cache presents no 
problems. This is because the EIE cache will bypass 
the ldcache area and communicate directly with disk. 

However, with an SDS Ide ache and a memory 
resident EIE cache, the default path is for the EIE 
cache to use the ldcache to and from disk. This 
problem can be avoided by using the "set.ldraw" 
option from EAG FFIO. Then the memory cache 
will bypass the ldcache and use raw I/O directly to 
and from disk. 

Another issue is the size of SDS space reserved for 
EAG FFIO usage, compared with SDS space 
available for swapping and ldcache. At one site, 
nearly all the cpu time is consumed by ABAQUS 
jobs. This machine is a Y-MP 2E, with 32 Mw of 
memory and 32 Mw of SSD. Separate tests showed 
that at most 5 ABAQUS jobs should run 
concurrently. Each requires a 3 Mw EIE cache. 
Therefore, 16 Mw of SDS space is reserved for EAG 
FFIO, while the rest is used for swapping and 
ldcache. 

Another site runs multiple applications (50% PAM­
CRASH, 30% MSC/NASTRAN, 10% ABAQUS). 
Here the SDS division is more complicated, with 
some SDS space reserved for I/O intensive codes 
(NASTRAN, ABAQUS), and the other SDS space 
used as ldcache for PAM-CRASH. 

Summary 

This paper has demonstrated the following items: 

• For I/O intensive applications, EIE cache can 
provide superior performance than ldcache. 

• For a C90 system simulating an I/O intensive 
production environment, EIE cache increased 
system throughput by 40%. 

• Production environment C90 demonstrated no 
significant difference between performance of 
SDS and Memory based EIE cache. 

• Some sites beginning to allocate SSD in order to 
make SDS space regularly available to EAG 
FFIO users. 
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Figure 1. 

Schematic of job mix activity. Longest-running jobs were submitted to queues first. 
When they completed, shorter jobs filled in remaining time so that idle time near the 

finish of the job mix was minimized. 
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NEW STRATEGIES FOR FILE ALLOCATION ON MULTI-DEVICE FILE SYSTEMS 

Abstract 

Chris Brady 
Cray Research, Inc. 
Boulder, Colorado 

Dennis Colarelli 
NCAR 

Boulder, Colorado 

As UNIX-based operating systems are required to support 
large datasets, multi-device file systems will become more 
standardized. Cray Research supercomputers have made 
extensive use of multi-device file systems for many years 
and have customers using file systems with over 100 
devices. Performance problems due to file fragmentation 
and system allocation overhead occur as file sizes and the 
number of files grow, and as a significant percentage of the 
file system space is used. 

In this paper we look at how different file allocation 
strategies find contiguous disk blocks in multi-device file 
systems, and how different bitmap scan techniques enable 
efficient searches for free space. Performance factors 
include: contiguous free space allocation, system response 
time, file system fragmentation and free space distribution. 

Our results are based on measurement and simulation. The 
measurement data and the simulation parameters were 
taken from a Cray Research Y-MP8/864 located at the 
National Center for Atmospheric Research (NCAR). The 
results show the dramatic effect that the choice of file 
allocation strategies can have on large, multi-device file 
systems. 

1. Introduction 

This project began as a result of observed performance 
degradation of climate models running on the Cray Y­
MP8/864 at the National Center for Atmospheric Research 
(NCAR). The cause was traced to fragmentation of the 
large files used by these models. We set out to explore 
alternate methods of allocating space for files which would 
reduce fragmentation and allocation time. 

When allocating space, the file system would attempt to 
find contiguous regions within the partition where the file 
was created. Selection of a partition for new files was on a 
round-robin basis, where each new file was placed on 
succeeding partitions. We observed that it was often the 
case that when the selected partition was unable to allocate 
a contiguous region for a file, other partitions had 
sufficient contiguous space. Even when no partition had a 
sufficiently large contiguous free region, judicious 
scanning of the partitions could result in a file with only a 
few fragments. 

In addition, we found that file systems which were nearly 
full caused on average excessively high allocation times. 
The allocation cpu time charged to the user would on 
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occasion cause jobs to fail by exceeding the cpu time 
limits estimated by the user. 
To improve this situation, we investigated alternate 
methods of finding contiguous free regions in multi­
partition file systems. We knew if we were to search more 
of the allocation bitmap to find free contiguous regions, we 
would also need more efficient search methods than 
currently being used. 

In Section 2 we look at the effects file fragmentation has 
on 110 performance. Section 3 describes different 
strategies for allocating contiguous free regions. Section 4 
describes bitmap scan methods used to locate free blocks 
in the file system's allocation bitmap. In Section 5 we 
discuss the simulation models and performance analysis of 
the different allocation and bitmap scan methods. Section 7 
presents a summary of the performance analysis and 
conclusions which guided our implementation decisions. 

2. Fragmentation and 110 Performance 

In an attempt to quantify the adverse effects of file 
fragmentation, a synthetic test case was created. In this test 
we measured 110 wait time, allocation time, and write 
system time with varying amounts of fragmentation. 

110 wait time is the period of time spent waiting for an liD 
request to complete. In general it can be thought of as the 
sum of seek and rotational latency and data transfer time, 
subject to lOS write behind buffering. Before each 110 can 
begin, the disk heads must be positioned to the correct 
track (seek latency) and the position of the disk sector 
with respect to the disk heads must be correct (rotational 
latency). Since the disk driver will write each fragment of 
a file as a separate operation, file fragmentation greatly 
increases the probability of incurring additional latency . 

Allocation time is the CPU time used by the kernel to 
identify and allocate disk space. When the available space 
on a disk is fragmented, the file system bitmap must be 
searched repeatedly until enough fragments have been 
found to satisfy the request. Fragmentation of the file 
system free space results in increased file allocation 
overhead. 

The write system time is the CPU time used by the kernel 
to process the write request. For each fragment in a file 
the kernel must identify the starting location and length 
and make a separate 110 request to the disk driver. 
Consequently, file fragmentation increases the amount of 
work that the kernel must do. 
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Figure 1. Effect of Number of File Fragmentation on Write, Allocation and I/O Wait Times 

The test case consisted of allocating and writing 800 block 
(3 Mbyte) files which had varying amounts of uniform 
fragmentation. The file system where the files were 
written was pre-fragmented with uniformly spaced 
allocation of 20 blocks each. The space between 
allocation was adjusted so that the 800 block allocation 
would result in the desired amount of fragmentation. 

Figure 1 shows the results of the tests. Note that for all of 
the factors measured there are significant performance 
penalties associated with fragmented files. 

3. Allocation Strategies 

We looked at three different strategies for identifying 
partitions for file allocation: round-robin, first-fit and best­
fit. Each of these methods have characteristics which are 
advantageous for different distributions of file sizes and 
unique performance costs which are functions of size 
distribution. 

There are three round-robin allocation strategies currently 
available for Cray Research systems [1]. Round-robin all 
files (rrt) places each new file in succeeding partitions. 
Directories and i-nodes are placed in the first partition 
whenever possible. Round-robinfirst level directories 
(rrd1) places those directories directly under the root 
directory in succeeding partitions. Subsequent level 
directories and normal files are placed in the partition 
associated with the directory at the beginning of their path. 
Round-robin all directories (rrda) places each newly 
created directory in succeeding partitions. Normal files are 
place on partitions associated with their parent directory. 
Round-robin all files is the default and the strategy 
selected for our study. We refer to it simply as round­
robin in the remainder of the paper. 

Within a partition, file space for round-robin is allocated 
on a first-fit basis. The partition is scanned from the 
beginning for the first available contiguous region which 
will satisfy the allocation request. If there are no 
contiguous regions which can completely satisfy the 
request, the largest region is allocated, and smaller regions 
are selected from within the partition to complete the 
allocation. If the partition becomes full before the request 
can be satisfied, allocation spills over to the succeeding 
partition. 

First-fit is a technique we borrowed from memory 
allocation systems [2]. With first-fit, each partition is 
scanned until one is found which contains a contiguous 
region of free space sufficiently large enough to satisfy the 
allocation request. If no region in the file system is able to 
provide a contiguous region large enough to satisfy the 
request, the largest region is allocated and another first-fit 
search begins to satisfy the remaining allocation. This 
procedure is continued until the request is completely 
satisfied or the file system becomes completely full. 

If the first-fit search began at the first partition for each 
allocation request, files would tend to become unevenly 
distributed across partitions, with most of the files residing 
in the lower partitions of the file system. This could 
possibly result in performance penalties manifested 
primarily in I/O wait time. Partitions with a 
disproportionate number of files will most likely receive 
more I/O requests, resulting in channel contention and 
increased seek and rotational latency . To avoid this 
problem, we begin the first-fit search on the partition 
following the last allocation. This seems to give a 
reasonable distribution of files across the file system's 
partitions. 
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Like first-fit, we borrowed best-fit from memory allocation 
techniques [2]. Unlike first-fit, best-fit searches for 
contiguous regions of free space that either exactly satisfy 
the allocation request or selects the smallest region who's 
size is greater than the allocation request. Note that this 
frequently requires searching the entire file system before 
an allocation can be made. We deal with unsatisfiable 
requests and file distribution in the same manner as first 
fit. If a contiguous region cannot be found which is 
greater than the request size, the largest region is allocated 
and another best-fit search attempts to satisfy the 
remaining request. Likewise, subsequent searches begin 
following the partition of the last allocation to avoid free 
space clustering. 

4. Bitmap Scan Methods 

The current UNICOS bitmap search function offers fairly 
good performance, 14.0 milliseconds/megabyte. However 
the increased demands of alternative allocation strategies 
and the significant growth of file system sizes require 
much higher performance bitmap functions. 

The good performance of current bitmap search function in 
UNICOS is primarily due to the use of the Cray leading 
zero hardware instruction. This instruction allows 
contiguous bit regions within a word to be processed in 
one operation, offering significantly better performance 
than bit at a time processing. However the current 
implementation's potential performance is limited by 
instruction scheduling. In this study we used a 
significantly faster scalar bitmap search function with 
performance of 5.7 ms/megabyte, a speedup of 
approximately 2.5, which was created by Dean Nelson of 
CRI software development. 

In addition, a technique was developed that allows vector 
processing to be used for bitmap searches. To use the 
vectorized bitmap search the minimum number of zero 
words that must be located in the bitmap to satisfy the 
request is determined. This is done by subtracting 63 from 
the request size and then dividing by the word size. For 
example, an allocation of 191 bits would require at least 
(191-63 )/64 or 2 words of zeros in the bitmap to satisfy the 
request. A bitmap region with two zero words would have 
128 to 254 free bits depending on the state of the preceding 
and trailing words. To locate space for a 191 bit allocation 
"candidate" regions of 2 or more zero words are located in 
the bitmap using a vectorized word at a time search. When 
a "candidate" region is found the preceding and trailing 
words are examined to determine the exact size and 
starting location of the region. This technique can be used 
for any allocation size but suitable free space may not be 
identified for sizes less than 126 bits, depending on 
alignment. In this study the vector bitmap search was only 
used for allocations of at least 126 bits. 
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The performance of the vector bitmap search is .31 
ms/megabit, 45 times the speed of the current scalar 
search. Since the startup costs for the vector search are 
low the vector search performance exceeds the improved 
scalar search for all allocation sizes unless the total bitmap 
size is very small (300-500 bits). 

5. Simulation Models 

In order to quantify the differences in these methods we 
built two models of file system allocation and ran a 
number of simulations. The factors we were interested in 
were file fragmentation, free space fragmentation and 
allocation time. We did not simulate 110 wait time or 
write system time as it was clear from our measurement 
study that these factors were a function of file 
fragmentation and not directly a function of allocation 
methods. 

The first model was used to measure the effect of 
allocation strategy on file fragmentation and allocation 
strategy/bitmap scan methods on allocation time. This 
model consisted of taking a snapshot of the temporary file 
system on NCAR's Cray Y-MP8/864. This file system is 
comprised of 16 partitions with three different sizes and 56 
gigabytes total space. The file system had 42% free space 
when the snapshot was taken. Allocation requests ranging 
from 1 megabyte to 300 megabytes were submitted to the 
simulation. 

Figure 2 shows the simulation results for the effect of 
allocation strategy on file fragmentation. First-fit and best­
fit produced considerably less file robin allocation 
constrains the search to the currently selected device. 
Round-robin allocation is unable to utilize more optimal 
free regions that may be available on other devices. 

Round-robin performance may be particularly poor with 
file systems comprised of different size devices. Since the 
round-robin allocation method does not take into account 
different disk sizes, the smaller disks tend to fill up first. 
As the free space on a disk nears zero, there are frequently 
a large number of small remaining fragments. Since 
allocation is restricted to the selected disk so long as there 
is available space, a large allocation will be satisfied with 
many small allocations, resulting in severely fragmented 
files. As both first-fit and best-fit are able to examine the 
entire file system, dissimilar device sizes will not 
adversely affect file system performance. 

Best-fit produced slightly less average file fragmentation 
than first fit. We attribute this to the fact that best-fit saves 
larger regions for later allocations. The small remainder 
egions produced by best-fit were productively used by 
small allocation requests. 
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Figure 2. Effect of Allocation Strategy on File Fragmentation 

Figures 3 and 4 show the effects of allocation strategy and 
bitmap scan methods on allocation time for files ranging in 
size from 1 megabyte to 300 megabytes. To get accurate 
timing data, actual kernel bitmap search functions were 
used in the simulation. 

First-fit vector resulted in the least amount of CPU time 
for file allocation. The vector bitmap scan is substantially 
faster than the scalar for all allocation methods, but the 
greatest gains were for first-fit and best-fit. 
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The amount of CPU time required to do an allocation is 
closely correlated to the resulting number of file 
fragments. This is because the bitmap within a disk 
boundary must be re-scanned for each file fragment. Note 
the clear steps for first-fit and best-fit. These steps at 84, 
168, and 248 megabytes correspond to 1, 2, 3 and 4 file 
fragments. 

An important finding that is difficult to see in the chart is 
the performance of best-fit with smaller allocation sizes. 
Best-fit performance is the worst for file sizes up to 11 
megabytes for vector and up to 125 megabytes for scalar. 
This is important when a large proportion of files are 
small. The poor performance of best-fit, relative to first-fit 
and round-robin, with small files is due to the requirement 
of finding an exact fit before stopping the search. With 
first-fit and round-robin an available region of sufficient 
size can often be found for small allocations without going 
very far into the bitmap. As the file size increases, first-fit 
and round-robin must go deeper into the map to find a 
suitable allocation, narrowing the difference between them 
and best-fit. 

The second model was used to measure the effect of 
allocation strategy on file system fragmentation and 
provide a different view of allocation strategylbitmap scan 
methods on allocation time. In this model the file system 
consisted of four partitions of varying sizes (1084368, 
1084368, 813504, and 524640 blocks) with a total size of 
3,524,880 blocks. File sizes were geometrically 
distributed with a mean size of 2 megabytes. The 
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simulation allocated files until the desired percentage of 
free space was reached and then random deletions were 
done to maintain the targeted free space. Allocations 
continued until a steady state was reached, after which the 
file system bitmap was analyzed for fragmentation. 

Assuming files are uniformly distributed in a file system 
and file sizes are geometrically distributed, file system 
fragmentation will increase as free space decreases. This 
is because there are a larger number of small files deleted 
than large files deleted, and small files are primarily 
responsible for file system fragmentation. 

Figure 5 shows the effect of allocation strategy on file 
system free space fragmentation. One of the unexpected 
findings was that first-fit resulted in the greatest amount of 
file system fragmentation. Since first-fit always allocates 
from regions large enough to satisfy requests (or the 
largest available), highly fragmented areas are often left 
untouched. Round-robin, on the other hand, allocates only 
from the selected partition, sometimes using up numerous 
small regions to satisfy a large allocation. While this 
results in file fragmentation, file system fragmentation is 
reduced. 

It is interesting to note that file system fragmentation for 
round-robin starts to drop off as the file system reaches 
90% full. 

One of the arguments against the use of best-fit is that it 
leaves behind a large number of small unusable fragments. 
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Figure 5. Effect of Allocation Strategy on File System Fragmentation 

Yet in our study, best-fit produced the smallest amount of 
file system fragmentation. We attribute this to the 
distribution of file sizes was such that there were enough 
small files to effectively use the fragmented regions. 

Figure 6 shows the effect of allocation strategy and bitmap 
scan method on allocation time. The results for first-fit 
and round-robin are fairly intuitive. File system 
fragmentation increases as the file system fills, as does the 
average search time. Significant gains can be seen at all 
points when the vector scan is used. Note that first-fit and 
best-fit benefit more from the vector search than does 
round-robin. As expected, the cost of best-fit allocation is 
significantly greater than the other methods. Note that 
there is a slight decrease in the allocation time for best-fit 
as the file system fills up, just the opposite of first-fit and 
round-robin. This can be attributed to the fact that as the 
file system fills there are a greater number of fragments, 
increasing the probability of finding an exact fit. Since 
best-fit frequently must search the entire bitmap, the 
average search distance does not increase as the file system 
fills. 

Another result is that first-fit does a much better job of 
balancing the disk usage. With best-fit, the simulations 
show a large increase in allocation time between 50% and 
40% file system free space. This increase is caused by a 

partition that has become nearly full, whereas in the first­
fit case, none of the disks fills until between 20% and 10% 
free space has been reached. 

6. Summary and Conclusions 

Of the three allocation methods studied, first-fit and best­
fit resulted in less file fragmentation, since both can scan 
other disks when large blocks of free space cannot be 
found in the currently selected disk. Round-robin 
allocation must continue to allocate from the same disk 
until there is no remaining space on that disk. 

First-fit allocation is faster than round-robin because it 
results in fewer file fragments. The close correlation in 
Figure I of CPU time and number of file fragments clearly 
illustrates the cost of file fragments. As expected, best-fit 
required the most CPU time for allocation due to the 
increased search distances to find an exact fit. 

An important detail not illustrated in the charts is that the 
vector bitmap scan is significantly faster for all allocation 
sizes that are large enough to take advantage of vector 
scan. In this study the size threshold for using vector scan 
was 126 blocks. At the vector threshold the average 
allocation time for the scalar scan was 471 microseconds, 
compared to 29 microseconds for the vector scan. 
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Figure 6. Effect of Allocation Strategy on Allocation Time. 

Figure 6 shows that for file allocation best-fit required the 
greatest amount of CPU time. However Figures 3 and 4 
show that the allocation time for large files using best-fit is 
often less than that for round-robin. This is because the 
performance of best-fit is far worse than the other methods 
for small files. Since the file sizes used in the tests 
illustrated in Figure 6 are geometrically distributed, there 
are many more small files in the simulation. 

Since first-fit resulted in the most free space 
fragmentation, one would also expect greater file 
fragmentation, however, this was not the case. Since first­
fit is able to use the most contiguous regions, it is less 
affected by free space fragmentation. 

With these findings we conclude that first-fit allocation 
with vector bitmap scan is the best choice. This 
combination results in less allocation time than any other 
combination. File fragmentation is slightly greater than 
best-fit, but the difference is so small that it is an 
acceptable tradeoff given the significantly greater 
allocation time for best-fit. 
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We have implemented first-fit allocation/vector scan on 
NCAR's Cray Y-MPS/S64 and Cray Y-MPI2D under 
UNICOS 6.1.6 and UNICOS 7.0.3. First-fit 
allocation/vector scan will be available on all NCIFS file 
systems in UNICOS S.I. 
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ABSTRACf 

The Cray T3D Computer System provides a set of hardware features that allow for the effi­
cient implementation of synchronization primitives. This paper will briefly describe the hard­
ware support for fast synchronization and discuss the design and performance of the 
synchronization routines that implement barriers, locks, critical regions, and events as well as 
the broadcast routine used by the Cray T3D Fortran Compiler System (CRAFT). 

1.0 Introduction 

The CRAFT Fortran Programming Model [pa93] 
describes a set of shared memory synchronization 
primitives. These primitives include barriers, locks, 
critical sections, and events. The Cray TID Computer 
System contains some efficient mechanisms for 
implementing these primitives. These mechanisms 
include the hardware barrier/eureka network, the 
atomic swap mechanism, and automatic cache 
invalidation. The barrier/eureka network is used to 
implement barrier synchronization which notifies all 
processors when all processors have reached a 
particular point in a program. This network is also used 
to implement a specific type of event communication 
called eureka synchronization which can be used to 
alert all processors when one processor has reached a 
particular point in the program. The atomic swap 
mechanism is used for the implementation of locks, 
critical regions, and memory based event 
synchronization. Automatic cache invalidation is used 
to insure that blocked processors do not consume 
memory bandwidth while waiting to pass through a 
synchronization point This paper will discuss in some 
detail the hardware support for synchronization and the 
design and performance of the different 
synchronization routines. 

Broadcast is a form of communication where one pro­
cessor sends some amount of data to many other proces­
sors. This paper will discuss the algorithms used to 
implement broadcast communication on the Cray TID 
and then present the performance of broadcast for differ­
ent numbers of processors and different size word trans­
fers 

2.0 Hardware Support for Synchronization 

A brief description of the T3D hardware features used 
to support the synchronization primitives follows. 

2.1 Barrier Registers 

The hardware supportS a pair of 8-bit memory-mapped 
barrier synchronization registers, BSRO and BSRI. 
BSRO has valid bits in positions 0 -7 and BSRI is valid 
in bit positions 8 - 15. Each processor possesses its own 
private pair of barrier registers. The T3D 
UNICOS-MAX operating system has reserved BSRI 
for its own use, so only BSRO is available for user 
synchronization. Although there are eight barrier bits in 
BSRO that are available to the user, not all eight bits are 
necessarily available to anyone application program. In 
fact, although this may change in the future, currently 
the operating system allocates exactly one barrier bit 
for each user application. 

Copyright © 1994. Cray Research Inc. All rights reserved. 

455 



456 

2.2 Eureka Barriers 
The T3D hardware supports a mechanism in which the 
bits in each barrier register can be programmed to 
function in the conventional barrier mode or in eureka 
mode. In eureka mode, the conventional barrier AND 
tree is used as an OR tree using negative logic. So, 
instead of each processor waiting· for all other 
processors to satisfy the barrier, all processors wait for 
one processor to satisfy the eureka. Logically this is all 
processors waiting for an event that one of the 
processors will eventually satisfy. As with 
conventional barrier bits, each user application is 
allocated one eureka bit by the operating system. 

2.3 Atomic Swap 
The TID hardware supports an atomic swap capability 
that is ideally suited for shared memory locks. This 
capability allows a processor to perform an indivisible 
read-write sequence on any memory location, local or 
remote. 

2.4 Automatic Cache Invalidation 
The DEC Alpha EV4 RISC processor chip contains an 
8K byte data cache [DEC91b]. It is a write-through, 
direct-mapped, read-allocate, physical offset-tagged 
cache that is organized as 256 lines of 4 64-bit words 
each. 

A processor can set itself up such that any remote write 
into its local memory can invalidate the data cache line 
associated with that local address. A blocked processor 
can then spin on a local memory lock by doing a 
cached read once and then continue testing the lock in 
cache without consuming memory bandwidth. When a 
remote processor writes to the lock, the cache line on 
which the processor was spinning will be 
automatically invalidated causing the local processor 
to miss the cache and fetch the updated memory 
location containing the lock. 

2.5 Write Barriers 
The hardware supports a memory barrier instruction 
that can be used to insure that all subsequent loads or 
stores to local memory will not access memory until 
after all previous loads and stores to local memory 
have completed. 

The hardware also implements a memory-mapped 
register, the User Status Register (USR), that indicates 
if there are any outstanding remote write request. This 
can be used to verify that all remote writes have 
reached their destinations. 

Together, the memory barrier instruction and the USR 
can be used to insure that all writes, whether local or 
remote, have been written to memory before continuing 
with execution. This is similar to executing a cmr 
instruction on a Cray Y-MP computer system. 

3.0 Synchronizations Primitives 

3.1 Barriers 
Barriers are a fast mechanism for synchronizing all 

tasks at once. They are expected to be extremely fast 
Barriers are implemented with the following CRAFr 
compiler directive: 

CDIR$ BARRIER 

Implicit barriers occur in CRAFT programs at the 
bottom of distributed loops, when shared data is 
redistributed, and when shared arrays are allocated. 
Within serial regions of code, the barrier directive is a 
no-oPe 

Fortran programs not using the CRAFT Fortran 
Programming Model can call a barrier library routine. 

CALL BARRIER () 

The barrier routine provides direct access to the 
hardware barrier mechanism and as such, is somewhat 
faster than the barrier directive. Unlike the barrier 
directive, if the barrier routine is called from outside a 
parallel region, the program will deadlock. The barrier 
routine must be called from within a parallel region 
and all processors must participate. The user can guard 
against calling the barrier routine from outside of a 
parallel region with the use of the IN PARALLEL 
compiler intrinsic [pa93]. -

The barrier mechanism actually consists of two parts, 
setting the barrier and waiting for the barrier to clear. 
As discussed in [Fr92], the point at which a processor 
sets the barrier and the point at which the processor 
waits for the barrier need not coincide. They do 
coincide with the BARRI ER directive and the 
BARRI ER routine. However, there are some user 
applications that lose a large amount of time waiting at 
barriers when the computation preceding the barrier is 
not homogeneous. The following three routines allow 
early arriving processors to move forward into an 
independent phase of the computation while the slower 
processors catch up: 

CALL SET_BARRIER() 
CALL WAIT_BARRIER() 
L = TEST_BARRIER() 

The C version of these library routines are defined as: 



void barrier(void); 
void set_barrier(void); 
void wait_barrier(void); 
int test_barrier(void); 

SET BARRIER sets the barrier. It indicates that the 
calling task has arrived at a barrier synchronization 
point. WAIT_BARRIER suspends task execution until 
all tasks arrive at the barrier. TEST_BARRIER returns 
the state of the barrier: zero (C) or .FALSE. (Fortran) if 
barrier is not satisfied, nonzero (C) or . TRUE. (Forttan) 
otherwise. 

Example: 

(block 1: must be completed 
before block 2 is started) 
CALL SET_BARRIER () ; 
(unconstrained calculations) 
CALL WAIT_BARRIER(); 
(block 2: cannot be started 
until block 1 is complete~ 

3.1.1 Barrier Algorithm 

The basic barrier algorithm is not at all complex. 
Ignoring deadlock detection and debugging support, 
the barrier routine looks like: 

flush the write buffers; 
wait for remote writes to complete; 
set the barrier bit; 
while (barrier bit is set) 

continue; 

3.1.2 Barrier performance 

The barrier routine was timed in the following fashion: 

CALL BARRIER () 
Tl = IRTC () 
CALL BARRIER ( ) 
TIME = IRTC() - Tl 

The mean time to execute the barrier routine is 
approximately 1.5 microseconds {Jl.secs) and this is 
constant with respect to the number of processors as 
the following data indicates (times are in clock 
periods): 

Nllm~r Qf PES M~Tim~ SUI. I&vWUQn 
32 242 19 
64 255 21 
128 257 24 
256 258 26 

The small, relatively invariant mean time indicates a 
fast, efficient barrier network that scales well with the 
number of processors. 

3.2 Locks 
Locks are used to serialize access to shared data. The 
lock operations are supported by three subroutines: 

CALL SET_LOCK(lockword) 
CALL CLEAR_LOCK(lockword) 
L - TEST_LOCK(lockword) 

The argument lockword must be a shared integer 
variable or array element. The lock routines issue an 
error message and abort if lockword is not declared to 
be shared. The subroutine SET_LOCK sets the lock. If 
the lock is set, the processor calling SET_LOCK 
spin-waits until the lock is cleared, otherwise the lock 
is set immediately. CLEAR_LOCK clears a lock 
whether it is set or not. TEST_LOCK atomically sets a 
lock and returns the state that the lock had (whether set 
or cleared) prior to the test. 

3.2.1 Design Considerations 

The lock routines were designed with the following 
assumptions and constraints: 

1. Locks are used to serialize access to data as 
opposed to code. Therefore, they do not generally 
expect heavy contention for the shared lock word. 

2. Blocked processors should not consume any 
memory bandwidth. 

3. The lock routines should be able to efficiently sup­
port a large number of concurrently active locks. 

The hardware atomic swap and automatic cache line 
. invalidation mechanisms are ideally suited for 

implementing a non-polling software lock. The atomic 
swap mechanism is used to insure sequential access to 
the lock word. Automatic cache invalidation is used to 
allow a processor that is blocked on a lock to spin-wait 
without consuming any network or memory 
bandwidth. Spin-waiting in cache versus memory is 
important if other processors are reading or writing 
large amounts of data into the blocked processor's 
memory. However, the cost to set up and clear 
automatic cache invalidation is noticeable; It cost 
about 120 clock periods (cps) to set up automatic cache 
invalidation and another 120 cps (roughly 0.8 J,1SeCs) to 
clear it again. The cost to set up automatic cache 
invalidation can generally be hidden since the 
processor is blocked from entering the critical region. 
The overhead to clear this mechanism, however, is 
totally exposed. 

The lock algorithm implements a FIFO wait queue in 
which the user defined lock word is used to hold the 
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virtual PE numbers of the processors that are at the 
head and tail of the wait queue. Blocked processors are 
added to the tail of the queue and unlocked processors 
(processors that were blocked but are now being 
allowed into the protected region) are removed from 
the head of the queue. The wait queue itself is a 
:block(1) distributed array that is N$PES long [pa93]. 

3.2.2 Lock Algorithm 

The basic algorithms for SET LOCK and 
CLEAR LOCK follow: 

SET_LOCK: 

while «(lock = atomic_swap(lockword,BUSY» = BUSY) 

delayO; 1* wait a bit before ttying again *' 
if (lock = LOCKED) { 1* then add to tail of wait queue *' 

if (lock.tail 1= EMPTY) { 

waicqueue[mype] = lock.tail; 

lock.tail = mype; 
} else { 

lock.head = lock.tail = mype; 
} 

locaClock[mype) = BLOCKED; 

lock word = lock; 
while (locaClock[mype)= BLOCKED) 

continue; '* spin-wait in cache *' 
} else { 

lockword = LOCKED; 

CLEAR_LOCK: 

while «(lock = atomic_swap(1ockword,BUSY» = BUSy) '* no delay gives priority to CLEAR_LOCK *' 
continue; 

flush write buffer, 
wait for all remote writes to complete; 
if (lock = LOCKED) { 

if (lock.head 1= EMPTY) { '* wakeup next PE *' 
if (lk.head 1= lk.tail) { 

nexcnode = atomic_swap 
(wait_queue[lk.head),zERO); 

locaClock[1k.head] = UNLOCKED; '* move next PE to head of queue *' 
lk.head = next_node; 

} else { 1* only one task is blocked *' 
locaClock[1k.head] = UNLOCKED; 

lock.head = lock.tail = EMPTY; 

lockword = lock; 

} else { '* No tasks waiting *' 
lockword = UNLOCKED; 

3.2.3 Lock performance 

The time to set an unlocked lock without competition 
and the time to clear a lock that does not have any 
waiting processors is approximately 2.8 J..lSeCs each. 
The time to unlock a lock with blocked processors 
depends on the number of processors blocked as the 
following table shows: 

Number of blocked PEs 
1 
3 
7 
15 
31 

Mean Time (usecs) 
7.5 
9.0 
10.1 
11.6 
12.6 

When only one processor is blocked on the lock, the 
processor calling CLEAR_LOCK performs one 
atomic-swap on the lock word and then one remote 
write into the blocked processors memory in order to 
wake that processor up. When there are more than one 
processors blocked, the processor calling 
CLEAR_LOCK must also move the next processor in 
the wait queue to the head of the queue. This takes an 
additional atomic-swap. However, this alone does not 
account for the increase in latencies as more processors 
are blocked on the lock. For this experiment, when 
only one processor was blocked on the lock, it was 
always the inter-node processor neighbor. (Le. When 
processor 0 had the lock, it was always processor 1 
who was blocked and vice versa.) When there are more 
than one blocked processors, then the majority, if not 
all, of the atomic-swaps and remote writes traverse the 
network. As the number of processors increase, the 
average distance in the torus between the processor 
who has the lock and the next processor in the wait 
queue also increases. Thus, the mean time to acquire 
the lock, wake the processor at the head of the queue, 
and move the next processor to the head of the queue 
also increases. 

Another interesting measurement is to determine the 
time is takes to get the last processor into a highly 
contended locked region. The following code segment 
attempts to measure this by computing the mean time 
for each processor to get into the critical region over a 
large number of runs and then finding the maximum 
mean time for any processor: 



do i = 1. n1ests 

call barrierQ 

11 =irtcO 
call seclock(lock) 
times (i) = irteO - t1 
call elear_lock(lock) 

enddo 
mean = compute_mean(times.ntests) 

max_mean = max (mean) 

Notice that this doesn't strictly measure the time for 
the last processor for each loop iteration since one can 
never know which processor will be the last to arrive. 
However, by taking the maximwn of the averages 
across all processors, we are determining the mean 
time into the locked region for the processor who was 
most often at the tail of the queue. 

Number of Processors Max. Mean Time (~ 
2 9.0 
4 35.5 
8 75.7 
16 198.4 

3.3 Critical Sections 
A critical section is a specialized form of lock that 
protects a region of code from being executed 
concurrently. Critical sections are implemented with 
the following CRAFf compiler directives: 

CDIR$ CRITICAL 
CDIR$ END CRITICAL 

Every CRITICAL directive must have a matching 
END CRITICAL directive within the same program 
unit and the directives must be perfectly nested. 
Branching into and out of critical sections is not 
allowed. 

3.3.1 Design Considerations 

Critical regions were designed with the following 
assumptions: 

1. Critical regions are used to serialize access to code 
as opposed to data. Therefore, heavy contention at 
the CRITICAL directive is expected. 

2. Critical regions will be used to protect relatively 
small sequences of instructions, such as incre­
menting a shared counter. The important perfor­
mance consideration is the time it takes to get all 
processors through the protected region. There­
fore, these algorithms do not take the time to 
enable and disable automatic cache invalidation; 
Blocked processors spin-wait in memory. 

The code for CRITICAL and END CRITICAL use a 
mutual exclusion algorithm proposed by [Sc90]. This 
algorithm is more efficient than that used by 
SET_LOCK and CLEAR_LOCK in the following ways: 

1. In the algorithm for CRITICAL, the processor 
entering an uncontested critical region simply per­
forms one remote atomic swap operation to 
acquire the critical region lock. With SET_LOCK, 
the processor performs one remote atomic swap 
and one remote write in order to acquire the lock. 

2. In the algorithm for CRITICAL, a processor that 
is blocking on the critical region lock performs 
one remote atomic swap and one remote write. 
With SET_LOCK, the processor performs at least 
one atomic swap and two remote writes. If the 
lock word is in the BUSY state, the processor may 
issue several remote atomic swaps. 

3. In the algorithm for END CRI T IAL, a processor 
leaving a highly contended critical region per­
forms one remote write in order to wake up the 
processor at the head of the wait queue. With 
CLEAR_LOCK, the processor performs one 
remote atomic swap and two remote writes. 

4. In the algorithm for END CRI TICAL, a processor 
leaving a critical region in which no other proces­
sors are waiting performs one remote atomic 
swap. With CLEAR_LOCK, the processor per­
forms one remote atomic swap and one remote 
write. 

Although more efficient, the critical region mutual 
exclusion algorithm is unsuitable for use in the general 
lock routines. The largest drawback is that every user 
lock must have its own wait queue. This means that in 
the general case, if there are 64 locks in a user 
application, there is a possibility that the application 
will also need 64 wait queues. For a given application, 
there is no way for the library to know how many wait 
queues to allocate statically. The wait queues could be 
allocated dynamically, but the cost of this dynamic 
allocation plus the cost of managing the different 
queues within SET_LOCK/CLEAR_LOCK seems at 
least as expensive as the current lock routines. 

A smaller drawback of the critical region mutual 
exclusion algorithm is that it does not guarantee a 
FIFO wait queue. There does exist a small timing 
window where an early arriving processor to the 
critical region could be shuffled to the end of the wait 
queue. Although this window is fairly small, it does 
exist and early arriving processors do sometimes get 
shuffled to the end of the wait queue. Having a strict 
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FIFO wait queue has been an important issue for the 
LOCKON/LOCKOFF routines on the Cray Y-MP/C90 
computer systems with some of Cray's customers but it 
is not clear if this is an issue for MPP systems. 

Although these drawbacks limit the algorithm's 
usefulness for the general lock routines, it is a useful 
algorithm for critical regions. In the absence of task 
teams, critical regions are implemented with one lock. 
This implies that only one wait queue is needed and it 
can be statically allocated by the start-up routine. Also, 
it is believed that a strict FIFO wait queue for critical 
regions is not necessary. 

3.3.2 CRITICALIEND CRITICAL Algorithm 

The general algorithms for CRI T I CAL and END 
CRI TICAL follow. 

CRITICAL: 
lock = _atomic_swap( critiaClock,mype); 
if (lock 1= UNLOCKED) ( 

locaClock[mype) = BLOCKED; 
criC waicqueueLMY _PEOJ = ZERO; '* add PE to the wait queue *' 
criC waicqueue[1ock) = mype; 
while (locaClock[mype)= BLOCKED) 

continue; 

END CRlTIAL: 
flush write buffer; 
wait for all remote writes to complete; 

if (criCwait_queue[mype) = ZERO) ( 

1* 
* No other PEs appear to be waiting. We 
* need to make sure. 

*' lock = _atomic_swap(criticaClock,zERO); 

if (lock = mype) 
return; 

'* * We have accidentally removed a processor 
* from the wait queue. We have to put it back. 

*' usurper = atomic_swap(lockword,lock); 

while (crit_waicqueue[mype) = ZERO) 

continue; '* wait for PE to finish enqueueing *' 
if (usurper 1= ZERO) ( 

1* 
* Some PE got into the queue ahead of our 

* victim. Place the victim at the tail of 
* of the wait queue. For this unfortunate 
* PE, the wait queue is no longer FIFO. 

*' cricwaicqueue[usurper) = crit_wait_queue[mype); 
} else ( 

locaUock[criCwait_queue[mype)) = UNLOCKED; 

} else ( 

locaClock[cricwaicqueue[mype)) = UNLOCKED; 

3.3.3 Critical Region Performance 

Probably the most interesting statistic for critical 
regions is the time it takes to get a specified number of 
processors through an empty critical section. This time 
was measured using the following code segment: 

do i = 1. ntests 
call barrierQ 

tl =irtcO 
cdir$ critical 

cdirS end critical 
times(i) = irtcO -tl 

enddo 
mean = compute_mean(times.ntests) 
max_mean = max(mean) 

As with the lock performance test, this test finds the 
maximum of the averages across all processors in 
order to compute the mean time into the critical region 
for the processor who was most often the last to arrive. 
The results from this test follow: 



Number of PEs 
1 
8 
32 
64 
128 
256 

Max. Mean Time (J.LSWl 
5.7 

26.0 
85.0 
184.0 
394.0 
945.0 

The time for one processor to execute 
CRITICAL/END CRITICAL is almost identical to the 
time for one processor to execute 
SET_LOCK/CLEAR_LOCK. However, heavily 
contended critical regions scale much better with the 
number of processors than do the lock routines. 

3.4 Events 
Events provide a method of program synchronization 
that is used to communicate the state of execution of 
one task to other tasks. The event operations are 
supported by four subroutines which can be called to 
execute in memory or eureka mode: 

CALL SET_EVENT([event]) 

CALL WAIT_EVENT([event]) 

CALL CLEAR_EVENT([event]) 

S = TEST_EVENT([event]) 

SET_EVENT sets, or posts, an event. It declares the 
event to have occurred. WAI T _EVENT suspends task 
execution at a cleared event until the specified event is 
posted by SET_EVENT. CLEAR_EVENT clears the 
event. TEST_EVENT returns the state of the event: 
.TRUE. if set, .FALSE. otherwise. The argument to the 
event routines is optional. If an argument is supplied to 
the event routines, it must be a shared integer variable 
or array element. (Note that this restriction implies that 
memory mode events are only available to CRAFf 
programmers.) If these routines are called without an 
argument, then the hardware eureka mechanism is used 
for event communication. 

3.4.1 Design Considerations 

There are two ways that the event functions can be 
used: in memory mode or in eureka mode. In memory 
mode, the argument to the event routines must be a 
shared integer variable. If the event routines are called 
without an argument, then they use the T3D hardware 
eureka mechanism for event communication. 
Depending on the mode, the event routines are used in 
slightly different ways. 

3.4.2 Memory Mode Events 

Like the lock routines, memory mode events will use 
the hardware atomic swap mechanism and automatic 
cache line invalidation. The sign bit of the event word 
will be used for event communication. That is, 
SET_EVENT will set the sign bit in the event word and 
CLEAR_EVENT will clear the sign bit. As with 
traditional Cray macrotasking, CLEAR_EVENT is 
usually called immediately after the call to 
WAIT EVENT. 

The memory mode event routines implement a binary 
tree wait queue. A binary tree is used to shorten the 
time it takes to wake up the last arriving processor 
from N to O(log2N) where N is the number of 
processors blocked on an event. Another property of 
using a binary tree structure is that multiple processors 
can place themselves onto the tree concurrently. That 
is, one processor can be enqueueing itself on the right 
side of the tree while another processor is enqueueing 
itself on the left. 

The data structures used to implement this wait queue 
are the same data structures used for the lock routines. 
The difference between events and locks is that the 
event routines place two PE numbers in each element 
of wait queue in order to implement a binary tree. The 
enqueueing algorithm is designed to insure that the tree 
is always balanced. 

3.4.3 Eureka Mode Events 

Eureka mode events use the T3D eureka mechanism. 
This mechanism requires that all processors 
participate. Specifically, all processors must call 
CLEAR_EVENT before any processor can test, wait, or 
set the eureka event. In eureka mode, CLEAR EVENT 

is used to initialize the eureka barrier bit to the cleared 
state. It does this by setting the eureka and barrier bits 
and then waiting at the barrier until all processors have 
armed their eureka bits. Although it is necessary for all 
processors to clear the eureka mode event before 
beginning the eureka activity, it is not necessary for all 
processors to ever wait for the eureka event to be set. 
However, before another eureka activity can be started, 
all processors must once again call CLEAR_EVENT to 
initialize the eureka barrier bit. 

Since eureka mode events do not rely on shared 
memory, this event mechanism is made available to C 
applications through the following routines: 

461 



462 

void set_event(void); 
void wait_event(void); 
void clear_event(void); 
int test_event(void); 

These routines are used exactly like their Fortran 
counterparts with the exception that the eversions 
take no arguments and only execute in eureka mode. 

3.4.4 Event Algorithm 

The general algorithms for the memory-mode portion 
of SET_EVENT and WAIT_EVENT follow. Many of 
the details have been left out for clarity and brevity. 
Note that since the event word is the root node of the 
wait queue, it has to be special cased for the first two 
processors blocking on the event; All other processors 
will write to the wait queue. 

SET_EVENT: 

while «event = atomic_swap(event.BUSY» = BUSY) '* no delay favors SET_EVENT over WAIT_EVENT *' 
continue; 

if (evenLstate 1= POSTED) { 

if (evenLleft 1= EMPTY) 

locaCevent[evenLleft] = POSTED; 

if (ev->right 1= EMPTY) 

locaCevent[event.right] = POSTED; 

event.right = event.left = EMPTY; 

event. state = POSTED; 

flush the write buffer; 

wait for remote writes to complete; 

event[O] = ev; 

WAIT_EVENT: 

while «event = atomic_swap(eventword.BUSY» = BUSY) 

delayO; 1* wait a bit before trying again *' 
if (evenLstate = CLEARED) { 

pe_state = UNASSIGNED; 

do { 1* add PE to the binary tree wait queue *' 
if (evenLq_state == LEFf) { 

event.q_state == RIGHT; 

if (evenLleft = EMPTY) ( 

event.left = mype; 

pe_state = ASSIGNED; 

1* 
* Set up local wait word 

* and wait in cache. 

*' local_event[mype] = BLOCKED; 

[eventword I wait_queue] = event; 

while (locaCevent(mype)) == BLOCKED) 

continue; 1* spin in cache *' 
1* 
* Event occurred; Wake up PEs in the next node. 

*' while «next_node = atomic_swap 

(wait_queue[mype].BUSy»=-BUSy) 

continue; 

locaCevent[next_node.right] = POSTED; 

locaCevent[next_node.left] = POSTED; 

) else { 1* get next node in wait queue *' 
while «next_node = atomic_swap 

(wait_queue[event.left].BUSY» = BUSY) 

continue; 

1* 
* Next node is BUSY so free the node above. 

*' [eventword I wait_queue] = event; 

event = next_node; 

} else { 

ev->q_state = RIGHT; 

(SamI! algorithm as for LEFT using RIGHI) 

} while (pe_state 1= ASSIGNED); 

} else { 

event[O] = ev; '* event is already posted *' 

3.5 Event Performance 

3.5.1 Eureka Mode Events 

The routine CLEAR_EVENT executes in 1.5 JlSCCs 
when executed in eureka mode which, not 
coincidentally, is the same time as executing the 
BARRIER routine. This makes sense since 
CLEAR_EVENT clears the eureka bit and then waits at 
a barrier until all processors have cleared their eureka 



bit. The clearing of the eureka and the setting of the 
barrier bit occur in the same store instruction. 

The SET EVENT routine executes in 1 J.1SeC. This 
includes the time to flush all writes to memory, check 
on the completion of remote writes, overhead from 
deadlock detection, and debugging support. 

The routine WAI T EVENT executes in 1.5 J.1SeCs. This 
should be expected since waiting on a eureka and 
waiting on a barrier are the same thing as far as the 
algorithm and the hardware are concerned. 

3.5.2 Memory Mode Events 

The memory mode version of CLEAR EVENT 
executes in 2.5 J.1SeCs. 

The SET EVENT routine execution time depends 
upon the n~mber of processors blocked on the event as 
follows: 

Number of blocked PEs 
o 
1 
>1 

MeanTime(~ 

3.5 

4.5 
5.0 

Currently, it takes approximately 5 J.1Secs to execute 
WAIT EVENT when the event is already posted. This 
time Should be around 2.9 J.1Secs; It appears that this 
poor performance is being caused by inefficiencies in 
the MPP C compiler. This should be fixed by our first 
release. 

When timing the WAIT_EVENT routine when the 
event is not posted, what is actually measured is the 
time to empty the entire event wait queue. The 
following section of code was used to measure this: 

do i = I, ntests 
call barrierQ 

if (mype .eq. (n$pes - 1» then 
delay = irtcO + (n$pes * 2(00) 

3 if (irtcO .Ie. delay) gOla 3 
tl =irtcO 
call set_event(evar) 
call barrierQ 

times(i) = (irtcO - tl) - barriecwaiCtime 
call c1eacevent(evar) 

else 
call waicevent(evar) 
callbarrierQ 

endif 

enddo 

if (mype .eq. (n$pes - 1» then 
mean = compule_mean(times,ntests) 

endif 

The results from this experiment follow: 

Number of blocked PEs 
1 

MeanTime(~ 

11.2 
3 15.5 
7 19.3 
15 22.6 
31 26.3 
63 29.3 

This table shows that not only are memory mode 
events fast, they also scale very well with the number 
of processors. 

4.0 Broadcast Communication 

The COpy parameter of the END MAS TER directive 
generates a call to a library broadcast routine which 
broadcasts the data from processor 0 to all other 
processors. This broadcast routine implements two 
algorithms: one for low-latency, small-word-count 
transfers called the bisection broadcast and another for 
high-bandwidth, large-word-count transfers called the 
pipelined broadcast When the broadcast routine is 
called, it chooses the appropriate algorithm to execute 
based on the number of processors participating in the 
broadcast and the number of words to broadcast. 

The bisection broadcast algorithm works as follows 
("-+" indicates a write operation of the broadcast data): 

First time step: 
processor[O] -+ processor[n$pes/2] 

Second time step: 
processor[O] -+ processor[n$pes/4] 

processor[n$pes!2] -+ processor[3n$pes/4] 

Third time step: 

etc. 

processor[O] -+ processor[n$pes/8] 
processor[n$pes/4] -+ processor[3n$pes/8] 
processor[n$pes!2] -+ processor[5n$pes/8] 
processor[3n$pes/4] -+ processor[7n$pes/8] 

This algorithm seems to be most efficient when the 
number of processors participating in the broadcast is 
less than or equal to 32 or when the number of words 
to broadcast is less than approximately 1024 words. It 
should also be noted that this algorithm is fairly 
insensitive to the shape of the partition (the number of 
processors in each of the X, Y, and Z directions on the 
physical torus). 

The pipelined broadcast algorithm is a pipelined node 
broadcast where the even numbered processor in each 
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node sends a subset or block of the broadcast data to 
the even numbered processor in the next two nodes in a 
binary tree. The number of words in each block of 
broadcast data written depends on the number of 
processors participating in the broadcast and the 
number of words to broadcast. Once a processor 
receives the first block of broadcast data, it 
immediately begins to send it to the next node in the 
broadcast tree. As the broadcast continues, soon all of 
the even numbered processors are sending blocks of 
data to their children in the broadcast tree concurrently. 
Once each even numbered processor has finished 
sending all of its broadcast data to its two even 
numbered children, it then sends all of the data to its 
internode, odd-numbered processor partner in one 
large block. An illustration follows. The numbers 
shown are virtual processor numbers. 

First Time Step: 

PEO 
"block #1 

PE2 PE4 

Second Time Step: 

PEO 

" block #2 
PE2 PE4 

" "block #1 

PE 6 PE 8 PE lOPE 12 

Last Time Step: 

processor[O] ~ processor[l] 
processor[2] ~ processor[3] 
processor[4] ~ processor[5] 
etc. 

This algorithm is most efficient when more than 32 
processors are participating in the broadcast and when 
the number of words to broadcast is larger than 1024. 
The drawback to this algorithm is that it is fairly 
sensitive to the shape of the partition. It is fastest when 
the partition is shaped as a perfect cube. 

4.1 Broadcast Performance 

The following table shows the time to complete a 
broadcast for different numbers of processors and 
different numbers of words. 

PES 
32 
64 
128 
256 

1 word 
11.1 
12.7 
14.2 
16.0 

MeanTime(~ 

128 words lk words 16 K words 
53.9 337 5162 
64.1 404 4836 
74.1 470 5001 
83.8 538 6770 

The shapes of the partitions for this experiment were: 

Partition Size (PEs) Partition Shape (X x y x Z) 
32 8 x 2 x 2 
64 8x2x4 
128 
256 

8x4x4 
16 x4 x4 

The broadcast routine is, in general, very fast. An 
anomaly in the performance data does exist where it is 
faster to broadcast 16K words of data to 128 
processors than it is to broadcast the data to 32 
processors. The is because the bisection broadcast 
algorithm is fastest for all word sizes when the 
broadcast involves just 32 processors; The start-up 
costs for the pipelined broadcast is too large for so few 
processors. However, the pipelined broadcast 
algorithm is able to broadcast 16K words to 128 
processors faster than the bisection broadcast 
algorithm can broadcast 16K words to 32 processors. 

5.0 Conclusion 

The hardware support for the synchronization routines 
was briefly described and the algorithms used to 
implement barriers, locks, events, and the broadcast 
routines were discussed. The trade-offs were presented 
between using locks and critical region directives and 
between using eureka or memory mode events. It is 
clear from the performance results presented that 
synchronization and broadcast communication on the 
Cray T3D Computer System is very efficient. 
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Abstract 

The Cray T3D system is the first-phase system in Cray Research, Inc.'s (CRI) three-phase 
massively parallel processing (MPP) program. This system features a heterogeneous architecture 
that closely couples DEC's Alpha microprocessors and CRI's parallel-vector technology, i.e., the 
Cray Y-MP and Cray C90. An overview of the Cray T3D hardware and available programming 
models is presented. Under Cray Research's Adaptive Fortran (CRAFT) model four programming 
methods (data parallel, work sharing, message-passing using PVM, and explicit shared memory 
model) will be available to the users. However, at this time data parallel and work sharing 
programming models are not yet available. The differences between standard PVM and CRI's 
PVM are highlighted with performance measurements such as latencies and communication 
bandwidths. We have found that the performance of neither standard PVM nor CRI's PVM 
exploits the hardware capabilities of the T3D. The reasons for the less than optimal performance 
of PVM as a native message-passing library on T3D are presented. This is illustrated by the 
performance of the NAS Parallel Benchmarks (NPB) programmed in the explicit shared memory 
model on the Cray T3D. In general, the performance of standard PVM is about 4 to 5 times less 
than what can be obtained by using the explicit shared memory model. The issues involved (such 
as barriers, synchronization, invalidating data cache, aligning data cache etc.) while programming 
in the explicit shared memory model are discussed. Performance data for the NPB using the 
explicit shared memory programming model on the Cray T3D and other hi~hly parallel systems 
such as the TMC CM-5, Intel Paragon, Cray C90, IBM-SP1, etc. is presented. 
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1: Introduction 
The introduction of the CRAY T3D by Cray Research Inc. (CRI) in late 1993 has been a 

significant event in the field of massively parallel supercomputing. The T3D promises a major 
advance in highly parallel hardware with respect to a low latency (1 micro second) and high 
bandwidth (125 MB/sec) interconnect. For comparison, latency for Intel's Paragon is 120 micro 
seconds under Open Software Foundation (OSF)/1 AD and 90 micro seconds under Sandia 
University of New Mexico Operating System (SUNMOS). For the Paragon the communication 
bandwidths under OSF/1 AD and SUMOS are 35 MB per second and 170 MB per second 
respectively [1]. The latency for CM-5 is about 80 micro seconds and communication bandwidth 
is 9 MB per second [1]. It is clear that the latency and communication bandwidth ofT3D are much 
better compared to Paragon and CM-5. The low latency and high communication bandwidth make 
the T3D scalable up to the maximum number of processing elements (PEs) that are available 
today, which is 256 PEs at the time of writing [1]. This scalability is clearly shown by the Class A 
NAS Parallel Benchmarks (NPB) for Processing Elements (PEs) ranging from 32 to 256 [2-5]. 
What makes the T3D unique is its ability to globally and non-uniformly address the entire 
memory without the interruption of remote processors using an explicit shared memory model. In 
the T3D, a PE can access its local memory about 3 to 4 times faster than memory of remote PEs. 
In Section 2, the overview of Cray T3D including macro architecture and micro architecture is 
presented. Section 3 describes the memory hierarchy of the Cray T3D. In Section 4, we present 
the shared distributed memory model of the T3D. In Section 5, operating system and compilers 
are discussed. In Section 6, CRAFT programming model is discussed. Section 7 contains CRrs 
extensions to the standard PVM. Section 8 contains a discussion of the explicit shared memory 
model. Section 9 is a brief description of the NPB. Section 10 contains the results and discussion 
and Section 11 presents our conclusions. 

2: Cray T3D Overview 
CRAY T3D has a two-tier architecture consisting of macro architecture and micro architecture 

[6,7]: 

2.1 Micro architecture The micro architecture will vary as technologies advance to achieve 
Tjiops/s of sustained performance. Micro architecture refers to the microprocessor chip used in the 
Cray T3D. CRI is committed to use most appropriate (performance, features, technology and 

.... 

Micro architecture ... 
I 

'- --
Figure 1: Two-tier architecture of Cray T3D. 

availability) microprocessor in each generation. The DECchip 21064 (also called Alpha chip) 
used in the Cray T3D consists of four independent functional units. The block diagram of the 
Alpha microprocessor is shown in Figure 2. The Alpha chip consists of four main components 
IBOX, EBOX, FBOX and ABOX. A brief description of each box is given below [6-8]. 
(a) Central control unit (IBOX): The IBOX performs instruction fetch, resource checks, and 
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dual instruction issue to the EBOX, ABOX and FBOX or branch unit. It also handles pipeline 
stalls, aborts and restarts. 
(b) Integer execution unit (EBOX): The EBOX contains a 64-bit fully pipelined integer execu­
tion data path including adders, logic box, barrel shifter, byte extract and mask, and independent 
integer multiplier. In addition, it also contains a 32 entry 64-bit integer register file (IRF). 
(c) Floating point unit (FBOX): The FBOX contains a fully pipelined floating point unit and 
independent divider, supporting both IEEE and VAX floating point data types. 
(d) Load/store or address unit (ABOX): The ABOX contains five major sections: address trans­
lation data path, load silo, write buffer, data cache (DCACHE) interface and external bus interface 
unit. 

2.1.1 Pipeline organization: 

The Alpha chip uses a seven stage pipeline for integer operation and memory reference instruc­
tions, and a six stage pipeline for a floating point operation instructions. The IBOX maintains state 
for all pipeline stages to track outstanding register writes. 

2.1.2 Cache organization: 

Address bus 

Data bus 

(128 bits) 

External cache 

control 

Figure 2: Block diagram of DECchip 21064 Alpha Microprocessor. 

The Alpha chip contains two on-chip caches; data cache (DCACHE) and instruction cache 
(ICACHE). The chip also supports secondary cache, but it is not used in the version utilized in the 
T3D. The data cache contains 8 KB and is a write through, direct mapped, read-allocate physical 
cache with 32-byte blocks. The data cache is "direct mapped", unlike the Intel iPSC/860 or Para­
gon where it is "set associative". A direct cache has only one image of a given cache line. It is 
"read allocate" which means that entries into the cache only happen as result of a cacheable load 
from local memory. During a cache hit data is loaded into register from DCACHE and during a 
cache miss one cache line is loaded from DRAM. 

The instruction cache is 8 KB and is a physical direct-mapped cache with 32-byte blocks. The 
Alpha chip supports secondary cache built from off-the-shelf static RAMs although it is not used 
in the T3D. The chip directly controls the RAMs using its programmable secondary cache inter­
face, allowing each implementation to make its own secondary cache speed and configuration 
trade-offs.The secondary cache interface supports cache sizes from 0 to 8 MB and a range of oper­
ating speeds which are sub-multiples of the chip clock. The virtual address is a 64-bit unsigned 
integer that specifies a byte location within the virtual address space. The Alpha chip checks all 
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64-bits of a virtual address and implements a 43-bit subset of the address space and so supports a 
physical address space of 16 GB. 

2.1.3 Features and Specifications of Alpha Chip: 

The main features and specifications of the Alpha chip are given in Table 1. The content of a 
register is available immediately. A word in a data cache is available in three clocks and every 
subsequent word in its cache line needs another one clock. The chip takes 20 clocks to access data 
from its local memory. To achieve high performance on a single PE, one should always use small 
strides and short loops. The Alpha chip uses IEEE format for its floating point representation. If 
the application is distributed between the T3D and the Cray YMP/C90, one has to convert the data 
to the correct representation and this should always be done using very fast routines available on 
Cray YMP/C90 [6-8]. 

Table 1: Specifications for The DECchip 21064 Alpha microprocessor 

Characteristics Specification 

Technology CMOS, 0.75 micron 

Transistors count 1.68 million 

Physical dimensions 1.4 by 1.7 cm 

Number of signal pins 291 

Cycle time 150 MHz (6.67 nano second) 

On-chip D-cache 8 KB, physical, direct mapped, write-through, 32 byte line, 32-byte fill 

On-chip I-cache 8 KB, physical, direct mapped, 32 byte line, 32-byte fill, 64 ASNs 

On-chip DTB 32-entry; fully associative, 8-KB, 4-MB page sizes 

On-chip ITB fully associative, 8 KB page plus 4-entry, fully-associated, 4-MB page 

Latency of data cache to memory 3 clock periods (20.01 ns) 

Bandwidth of data cache to memory 64 bit per clock period 

Floating-point unit On-chip FPU supports both IEEE and VAX floating point 

Bus Separate data and address bus 128-bitl64-bit data bus 

Serial ROM interface Allows the chip to directly access serial ROM 

Virtual address size 64 bit checked; 43 bits implemented 

Physical address size 34-bits implemented 

Page size 8KB 

Issue rate 2 instructions per cycle to A-box, E-box, or F-box 

Integer pipeline 7-stage pipeline 

Floating pipeline 10-stage pipeline 

Number of floating point registers 32 

Size of floating point register 64 bit 

Number of integer register 32 

Size of integer register 64-bit 
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2.1.4 Single PE Optimization 

Currently, optimizing a code for a single PE on the Cray T3D is much more difficult than for 
the C90 single CPU because of the following: optimizations are state dependent, data locality is 
always the issue, bandwidth is a limitation factor, not as many functional units are pipelined, 
compilers and various tools are not as mature as those available on C90. The following are the 
problems associated with the Alpha chip used in Cray T3D: (a) all memory operations stall upon 
cache miss, (b) the slow external bus makes the DRAM bandwidth suboptimal, (c) there are no 
integer to floating point or SQRT instructions, (d) divide and integer multiply are non-pipelined. 
A division operation produces one result every 64 clock periods and integer multiply produces 
one result every 20 clock periods. 

Every DRAM request results in a cache line load of four 64-bit words - one for the actual 
request and the other three words which are mapped to the same cache line. Aligning data on a 
cache line boundary (word 0 of any cache line) enhances the performance. The cache alignment 
can be done by using a compiler directive CDIR$ ALIGN_CACHE. The SAXPY operation Y (I) 
= Y(I) + alpha*X(I) would perform better assuming X and Yare cache aligned and are on 
different cache lines. Performance can also be enhanced by scalar replacement, by holding the 
value of a temporary scalar in a register to reduce the number of memory accesses. Cache 
utilization can also be enhanced by loop interchange so that stride in the inner loop is one. Large 
stride in the inner loop causes cache misses. The DRAM memory of the Alpha chip is interleaved 
and one should ensure page boundary alignment. Page hit occurs when either current and previous 
references are to the same even or same odd page, or current and previous reference have different 
chip select (cs) bit. Page miss occurs when current and previous references are to different even or 
different odd pages. Page hits take 8 clock periods whereas a page miss takes 2 clock periods. For 
details on single PE optimization of T3D see reference [1]. 

2.2 Macro architecture 
The macro architecture will remain the same in all the three phases of MPP project. The macro 
architecture will be stable from one generation to the next in order to preserve the applications 
development investment of the users. In addition to two PEs and a Block Transfer Engine, each 
computational node has support circuitry which includes Data Translation Buffers (DTB), 
Message Queue Control (MQC), Data Prefetch Queue (DPQ), Atomic Swap Control (ASC), 
Barrier Synchronization Registers (BSR), and PE Control. For details see references [6,9]. 

2.2.1 Block Transfer Engine: 

Each computational node has two identical PEs which function independently of each other. 
Each node has support circuitry including but not limited to network interface, network router and 
block transfer engine (BTE). The network interface formats the inform~tion and the network 
router deformats it before sending it to either PE 0 or PE 1. BTE is asynchronous and is shared by 
the two PEs. It can move data independently without involving either the local PE or the remote 
PE. It also provides gather-scatter functionality in addition to data pre-fetch with a constant stride. 
It can transfer data up to 64 K words and can be used to select PE number and memory offset bits 
using the virtual global memory apdress facility. The use of BTE requires making system calls. It 
also involves performing local work first, and then double buffering the remote data transfers and 
working on those buffers. However, the start up time for BTE is very high. 

2.2.2 Interconnect Network Topology 

Each computational node is connected to other nodes via a three dimensional torus intercon­
nect network as shown in Figure 4. This network operates at 150 MHz, identical to the clock of 
the Alpha chip used in Cray T3D. The network is 16 bits wide and can send simultaneously bi-
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directional traffic in all three directions (X, Y and Z). The T3D network transmits system control 
information and user data. The control packets vary in size from 6 to 16 bytes. The data packets 
range in size from 16 bytes to 52 bytes. The amount of data in these packets is 8 or 32 bytes with 
the remainder being header and checksum information. The headers and checksums contribute to 
a load factor which affects attainable data transfer rates. 

3: Memory Hierarchy 
The memory hierarchy very strongly impacts the performance of an algorithm both at global 

and local levels. Normally, one would expect this kind of optimization to be handled by the 
compiler; however, the T3D user still needs to worry about organizing his data accesses so that the 
compiler can recognize opportunities for memory related improvements. 

Computational Node 

Figure 3: Computational node of Cray T3D. 

The T3D memory hierarchy has the following four layers as shown in Figure 5. 
(a) Data Cache: Data cache is a small, high speed random access memory that temporally stores 
frequently or recently accessed local data without user's intervention. The data cache is 8 KB that 
can access data from the memory at the rate of 1200 MB per second. 
(b) Local Memory: Local memory consists of DRAM with read bandwidth of 320 MB per 
second per PE. The memory chips are organized in banks to read or write multiple words at a time 
rather than at a single words. Memory is interleaved in blocks of four 64 bit words to permit cache 
line memory actions. In other .words, addresses of four banks are interleaved at a word level. 
(c) Remote Memory: The Cray T3D is designed with memory physically distributed among all 
PEs but globally shared and addressable. The remote memory is 4(16) GB for a machine with 
16(64) MB per PE. Using SHMEM_PUT function, it can be accessed at the rate of 125 MB per 
second. The cost of remote access is of the order of 4 to 5 times that of a local memory access not 
including overhead of PVM calls, etc. 
(d) Secondary Memory: It consists of hard disks up to a TB and is connected to the T3D through 
a high speed channel (HISP). This can be used for out-of-core problems when the DRAM of T3D 
is not enough. The typical sustained speed of the DD-60 disks is about 20 MB per second. 

The following principles and guidelines should be followed to exploit the memory hierarchy of 
the T3D: (a) use data that is readily available in the order register, data cache, local memory, 
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Figure 4: Interconnect topology for Cray TJD. 

remote memory, and secondary memory, (b) load the data from local or remote memory much 
before it is needed and reuse that data, (c) hide latency with computation whenever possible [9]. 

4: Shared Distributed Memory 
The Cray T3D is designed with memory physically distributed among all PEs, with each PE 

having a favored (a) low latency, high bandwidth path to a local memory; and (b) longer latency, 
lower bandwidth path over an interconnect network to remote memory associated with other PEs. 
Each PE uses memory addressing that references any word in shared memory. This address, the 
virtual address, is initially generated by the compiler. The virtual address is converted into a 
logical node number, PE number and address offset by the PE and other components in the 
computational node [6, 9, 10]. 

5: Cray T3D Operating System 
UNICOS MAX 1.0 is a distributed operating system. UNICOS runs on the host Cray (YMP or 

C90) platform, whereas MAX is a microkemel residing on each PE of Cray T3D. MAX takes 
about 4 MB on each PE (MAX is based upon the Open Software Foundation (OSF) MACH 3.0 
microkemel). Functionality which is not available in the microkerenel is performed by UNICOS 
on the host system via message-passing using low speed channel (6 MB/sec) for control and high 
speed channel (200 MB/sec) for data. The operating system used is UNICOS MAX 1.0 and the 
compiler used is CF77_M 6.0. Latency for requesting data from a host YMP/C90 is 10 ms 

471 



involving seven system calls. 

Table 2: Characteristics and specifications for Cray T3D system (see also [13]). 

Characteristic Specification Comments 

Local bandwidth 640 MB per second mem <----> PE 
320 MB per second 

Cache memory latency 20 x 10-9 second read-ahead 

Local memory latency 90 x 10-9 second no read ahead 

Local memory latency 150 x 10-9 second per node 

Peak bandwidth 300 MB per second 

Switch bandwidth 2100 MB per second per node 

Bi-section bandwidth 76.8 GB per second 1024 PEs 

PE <-----> PE latency (1 message) 0.5-1.5 micro sec. CRIMP 
(COMMS1) (1 message) 4.0-5.0 micro sec. PVM 
(COMMS2) (2 message) 1.3 micro second CRIMP 

Data transfer rate of LOSP 6 MB per second In each direction 

Data transfer rate of HISP 200 MB per second In each direction 

DRAM memory 16 MB and 64 MB 4 - 16 MB chips 

DRAM memory 19.2 - 38.4 GFLOPS per second 4 - 16 MB chips 

Smallest Fastest 

8KB 1200 MB/s 

16/64MB 320 MB/s 

4/16 GB 
Remote 

125 MB/s 

Largest 
20GB Secondary (DD-60) 20MB/s 

Slowest 

Figure 5: Cray T3D memory hierarchy. 
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6: Cray Research Adaptive Fortran (CRAFT) model 

CRAFf derives its features from Fortran 77, Fortran 90, High Performance Fortran (HPF) , 
Fortran D and PVM. The two programming models High Performance Fortran (HPF) and CRAFT 
are compatible with each other in the sense that HPF targets portability whereas CRAFT aims for 
high performance. CRI does not support HPF or Message Passing Interface (MPI) on the T3D but 
has adopted standard PVM and has optimized it and added several extensions to it for T3D. 

Message Passing 

PVM 

(MIMD) 
. Standard 
. CRI extensions 
- fastsendlrecv 
- PVM channels 

Explicit 

EXPLICIT 

Explicit shared 
memory model 

.SHMEM_PUT 

.SHMEM_GET 

IMPLICIT 

. Data parallel 
(SIMD) 

Work sharing 
(SPMD) 

(MIMD) 

Explicit or Implicit 

Figure 6: CRAFf programming model available on Cray T3D. 

At this time, two programming models, data parallel and worksharing, are not available. So we 
are left with only two choices of programming models, namely message-passing and explicit 
shared memory model. Parallel Virtual Machine (PVM) is a public domain software and was 
developed at Oak Ridge National Laboratory and University of Tennessee. PVM was designed for 
loosely coupled network of workstations where network is much slower compared to the speed of 
the processors. CRI has taken this public domain PVM and extended it in several ways. One of the 
important feature of PVM is a process of buffering the messages both at the sending and receiving 
node. This feature is a boon for a slow network but is a curse in a fast network like T3D. It is a 
boon in slow network as no handshake is needed with the receiving node before the message is 
sent by the sender, and no acknowledgment is needed from the receiving node. The penalty of 
buffering is relatively small compared to the communication cost of the network. However, in the 
Cray T3D where the communication network is very fast, the penalty of buffering both at the 
sending node and receiving node is enormous. To overcome the cost of buffering the messages, 
CRI has provided a optimization feature called "PVMDataInPlace". This feature should be used 
with a great caution. The memory should not be reused until after the data has been unpacked by 
the receiving PE. Importantly, the memory address should be accessible by the other PE which is 
true for COMMON or static DATA but may not be true for data allocated dynamically. Table 3 
gives the latency and communication bandwidth for various types of communication available on 
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T3D. 

Table 3: Measured latencies and bandwidths. 

Type of Communication Latency in microseconds Bandwidth in MB per second 

PVM send and recv ·60 - 80 30a 

40b 

PVM fastsend and fastrecv 15 - 20 lOe 

PVM channels (send & recv) 5 100 

SHMEM_GErt 1.5 30 

SHMEM_PUrt 1.5 120 

a PvmDataRaw packing 
b PvrnDatalnPlace packing 
c For 256 bytes - for small messages latency 
d One need not match SHMEM_GET with SHME_PUT 

7: CRI's PVM Extensions 
Performance of standard PVM, CRrs PVM and shared memory GET and PUT is shown in 

Table 3. The PvrnDataRaw packing includes an extra memory-to-memory operation as part of 
the PACK call [7,8]. The advantage of using standard PVM is that the code is portable; the 
disadvantage is that the performance is poor due to buffering of data both at sending PE and 
receiving PE. CRI has provided extensions to standard PVM to exploit the hardware features of 
T3D. The Cray MPP version of PVM provides a pair of functions that provide shorter latencies 
for short messages, called fastsend and fastrecv. Latencies for short messages for these fasts end 
and fastrecv functions are about 15 - 20 microseconds compared to about 60 - 80 microseconds 
for regular PVM send and recv. The fastsend and fastrecv functions are limited to 256 bytes of 
data (by default). This bandwidth is not very high, but still much higher than the bandwidth of 
standard PVM send and recv. Messages that contain more than 256 bytes must transfer the data in 
a second transfer. For details see reference [12]. 

7.1.1 PVM Channels on Cray T3D: 

CRI provides new functions in PVM called PVM channels. The PVM channels are most useful 
for applications where communication is both regular and its pattern is repetitive. Two PEs 
establish a channel with a single data buffer and matching destination data buffer. Each transfer 
request specifies a channel, and transfer occurs at very high speed. PVM channel send/recv 
functions transfer data at about 100 MB per second with latencies of about 5 microseconds. For 
details see reference [12]. 

8: Explicit Shared Memory Model 
Given the latency and communication bandwidth of standard PVM and CRrs extensions to 

PVM, it is clear that performance of the applications using standard PVM cannot exploit the 
hardware capability of the T3D. In view of this all the NPB were written in the explicit shared 
memory model using SHMEM_GET and SHMEM_PUT functions. The function SHMEM_PUT 
has latency of about 1.5 microseconds and communication bandwidth of 125 MB per second. 
Message-passing deals only with private addresses (privatellocal memory). In the explicit shared 
memory model, the user is responsible for explicitly managing the data transfers and 
communication and does so by explicitly specifying two addresses: a local address, and a remote 
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address which is really a tuple (PE number, local address). The two functions (SHMEM_GET and 
SHMEM_PUT) are used to read (GET)/write (PUT) fromlto any remote PE and map directly onto 
the low level CRAY T3D concepts of loads and stores. Unlike message-passing, the use of these 
functions does not involve any PE (sender or receiver). 

CALL SHMEM_GET(TARGET, SOURCE, LEN, PEl 
CALL SHMEM_PUT(TARGET, SOURCE, LEN, PEl 
TARGET - Address of array into which data is transferred. This must be a word 

address 
SOURCE - Address of array from which data is transferred. This must be a 

word address. 
LEN - Length, in words, of the array 
PE - PE number of other PE 

The function SHMEM_GET returns when the data has been loaded into the local data array 
and is thus a blocking function and uses remote loads. The function SHMEM_PUT returns when 
the data has been sent from the chip (but may not yet have arrived at the other PE) and is thus non­
blocking and uses remote stores. For details see reference [11]. 

8.1 Knowledge of Remote Address 
To use the functions SHMEM_GET and SHMEM_PUT one needs to know the addresses at 

both local and remote PEs. The easiest way to know the remote address is to use COMMON 
blocks in Fortran and global data or static data in C. On the T3D, such data is statically allocated 
at the same location on all PEs. Therefore, if one knows a local address of one of these variables 
on one PE, then one knows its local address on all PEs. 

Example: 
InC: 

static double x[50], y[50] 
shmem_put(y, x, 50, mype+ 1); 

In Fortran: 
COMMON/abcl x(50), y(50) 
CALL SHMEM_PUT(y, x, 50, mype+ 1) 

Copy 50 words of data from array x on this PE to array y on the PE numbered mype+ 1. The 
base addresses of arrays x and y are the same on the two PEs. 

8.2 Issues involved in using explicit shared memory model 

A user must be aware of the following two issues: 

8.2.1 Data Cache Alignment 

Alignment of COMMON blocks in data cache enhances the performance of the application. 
The reason for this is that first word takes about 3 clocks and every subsequent word in a cache 
line takes just one more clock. This alignment can be done by using a compiler directive CDIR$ 
ALIGN_CACHE [10]. 

8.2.2 The Cache-coherency Problem 

Because of the data cache, data can be found in memory or in the cache. As long as local PE is 
the only device changing or reading the data, there is a little danger in the PE seeing the old or 
stale copy. However, programming in explicit shared memory model, any PE can both read and 
write data to the memory of remote PEs. Remote PEs means the opportunity exists for other PEs 
to cause copies to be inconsistent or remote PEs to read the stale copies. This is generally referred 
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to as the cache-coherency-problem. In Figure 7 we have illustrated the problem associated with 
cache-coherency while programming in the explicit shared memory model. In the first column N. 
and B' refer to the cached copies of A and B in memory and therefore it does not matter weather 
PE reads the value from the memory or the data cache and we says that cache and main memory 
are in coherent state. In the middle column, let us assume that PE 1 writes-back 555 into A. Some 
other PE reads the value of A from the memory of PE 1 using SHMEM_ GET. In this case, PE 1 
would read the stale value of A and not the updated value of A (which is N.) and such a situation 
is called cache-incoherent. In the last column, let us assume that PE 21 writes the value ofB using 
SHMEM_PUT and PE 2 reads the value of B from the cache and it will read the stale value of B 
and not the updated value. In this situation, the cache of PE 2 should be invalidated [10]. 

~ [ (c::~) (c::: J 

N Iss A' 1 .. · ..• ,.i.,· .. i.,." .•. ':., .• ',' ••• :,', ••... ·.'.2 .. '.'.· ... 'i.,' ... ·, .•. O.·,','·,','.'O,'.·,' ... ·.',.,',',.· .• ,' .. , .• ,.,.i .. , .• , .•. ',' ••• '.', .• ,., ••.• ,.,· .. ,.,.,'.·,'"., ..• ,., .• "i. 

A' 

i{ 

B' B' 400 B ',400: 

Memory Memory Memory 

A I :1t::1 
From the memory of PE 21 

B 

(a) Cache and memory 
coherent: 
N =AandB' =B 

(b) ~ache and memory (c) Gache and memory 
mcoherent: mcoherent 

A' not equal to A (A stale) B' not equal to B (B' stale) 

Figure 7: Cache coherency and invalidation of data cache. 

9: NAS Parallel Benchmarks 
The NPB were developed to evaluate the performance of highly parallel supercomputers. One 

of the main features of these benchmarks is their pencil and paper specification, which means that 
all details are specified algorithmically thereby avoiding many of the difficulties associated with 
traditional approaches to evaluating highly parallel supercomputers. The NPB consist of a set of 
eight problems each focusing on some important aspect of highly parallel supercomputing for 
computational aerosciences. The eight problems include five kernels and three simulated compu­
tational fluid dynamics (CFD) applications. The implementation of the kernels is relatively simple 
and straightforward and gives some insight into the general level of performance that can be 
expected for a given highly parallel machine. The other three simulated CFD applications need 
more effort to implement on highly parallel computers and are representative of the types of actual 
data movement and computation needed for computational aerosciences. The NPB all involve sig­
nificant interprocessor communication with the exception of the Embarrassingly Parallel (EP) 
benchmark which involves almost no interprocessor communication [3-5]. 
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10: Results and Discussion 
The results and discussion are presented for two classes of NPB, namely class A and class B 

and they given separately. 
10.1 Class A NPB Results 

In Figures 8-15 are shown the class A NPB. All the results are normalized to one processor of 
Cray YMP and is denoted by Cray YMP/l. Note that IBM SP-l results are for only 64 nodes. 
Figure 8 shows the results for EP. This benchmark gives an estimate of the upper achievable limits 
for floating point performance as it does not have any significant interprocessor communication 
except at the end to collect the results. This kernel uses two intrinsic function SQRT and LOG. 
Figure 9 are the results for the MG kernel, which solves Poisson equation with periodic boundary 
conditions and requires highly unstructured long distance communication and thus is a good test 
for communications bandwidth. 

;;: ;;: 
::!: ::!: 
>- >-
g g 
.Q 

~ iii a: a: 

YMP C90 T3D IBM PAR KSR MP2 eMS YMP C90 T3D PAR KSR MP2 eMS 
8 16 128 64 128 128 16 K 512 8 16 128 128 32 16 K 512 

Figure 8: Results for EP class A benchmark. Figure 9: Results for MG class A benchmark. 

In Figure 10 are shown the results for CG kernel. This kernel approximates the smallest 
eigenvalue of a large sparse, symmetric, positive definite matrix. This kernel tests irregular long­
range communication and basic computations are done by sparse matrix-vector multiplication. 
Figure 11 gives the results for FT kernel and we find T3D performs the best. 

Figure 12 shows results for IS kernel and uses a sorting operation that is useful in "Particle 
method" and it tests the integer computation speed and communication bandwidth. Figure 13 
shows the results for LU, pseudo CFD application used in NASA code INS3D-LU. Here 
perfonnance of T3D is the best among all MPPs. . 

Figure 14 shows the results for SP benchmark, which is the basic kernel in the NASA code 
ARC3D. It uses an implicit factorization scheme. This benchmark solves multiple independent 
systems of non-diagonally dominant, scalar pentadiagonal equations. Figure 15 shows the results 
for block tridiagonal (BT) benchmark that solves multiple independent systems of non-diagonally 
dominant, block tridiagonal equations with a block size of 5x5. 
10.2 Class B Results 

Figure 16 shows the results for EP. For C90 and T3D results are obtained by algebraic and 
table-lookup methods that will be disallowed in the future. The performance of T3D is better than 
C90 .. Figure 17 shows the results for MG kernel. Here the performance of T3D is very close to 
C90 and performance of the Paragon is about two processors of C90. Figure 18 shows the results 
of CG kernel. Performance of the Paragon is about half processor of the C90. Figure 19 shows FT 
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YMP C90 T3D PAR KSR MP2 ncube CMS YMP C90 T3D IBM PAR KSR MP2 CMS 
8 16 128 128 64 16K 1024 128 8 16 128 64 128 64 16 K 128 

Figure 10: Results for CG class A benchmark. Figure 11: Results for FT class A benchmark. 

YMP C90 T3D IBM PAR KSR MP-2 CM-S 
8 16 128 64 128 64 16 K 128 

YMP C90 T3D IBM PAR KSR MP-2 CM-S 
8 16 128 64 128 128 4 K 128 

Figure 12: Results for IS class A benchmark. Figure 13: Results for LV class A benchmark. 

kernel and all the machines use either I-D, 2-D or 3-D assembly- coded routines. Figure 20 shows 
the results of IS on C90, T3D, Paragon and CM-SE. Figure 21 shows the results for LU. Here we 
notice that performance of Paragon is less than even one CPU of C90 and performance of CM-SE 
is slightly better than 1 CPU of C90. In Figure 22 are the results for SP and we notice that the 
performance of the Paragon is less than 2 CPU of C90 and for the CM-SE it is about 2 processors 
of C90. In Figure 23 are shown the results for BT benchmark. 
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YMP C90 T3D IBM PAR KSR MP-2 CM-S 
8 16 128 64 128 128 4 K 128 

Figure 14: Results for SP class A benchmark. 

C-90 
16 

T3D 
256 

Paragon CM-5 
256 128 

Figure 16: EP for class B NPB. 

11: Conclusions 

YMP C90 T3D IBM PAR KSR MP-2 CM-S 
8 16 128 64 128 128 4 K 128 

Figure 15: Results for BT class A benchmark. 

C-90 
16 

T3D 
256 

Paragon CM-5 
256 128 

Figure 17: MG for class B NPB. 

1. Out of four only two programming models (message-passing using PVM and explicit shared 
memory model) are available today on the Cray T3D. The other two programming models 
namely, data parallel and worksharing models are not yet available. 

2. Performance of PVM is not very good due to the need of buffering of the messages both at 
sending PE and receiving PE, which involves making an expensive copy of the data from user 
space to the system space. Although the speed of the Cray T3D network is fast, copying is a 
relatively slow process. The overall performance of PVM is dictated by the time needed to buffer 
the messages at both ends involving PEe 

3. The explicit shared memory model has the advantage that it offers better performance than 
message passing. The disadvantage is that the code is non-portable, however, the performance is 
about 4 to 5 times better than using PVM. 
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Figure 18: CG for class B NPB. 

C-90 
16 

T3D 
256 

Paragon CM-5 
256 128 

Figure 19: FT for class B NPB. 

4. The explicit shared memory model should be used with great deal of care because of the 
following: (a) the cache-coherency problem, (b) cache boundary alignment problem, (c) barrier 
synchronization problem. Leaving out a necessary barrier synchronization introduces a race 
condition. 

C-90 
16 

T3D 
256 

Paragon CM-5 
256 128 

Figure 20: IS for class B NPB. 

C-90 
16 

T3D 
256 

Paragon CM-5 
256 128 

Figure 21: LV for class B NPB. 

5. In order to obtain good performance, a user has to optimize the application for a single PE 
which requires a detailed knowledge of the memory hierarchy. 

6. The function of Block Transfer Engine seems to be redundant as start up time is very large and 
the same functionality is provided by explicit shared memory model. 

7. For both class A and class B NPB, Cray T3D outperforms both Paragon and CM-SE. 
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Figure 22: SP for class B NPB. Figure 23: BT for class B NPB. 
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The architecture and performance of the CRAY T3D system is presented. Performance of the 
single PE, network and full system is examined using several benchmark tests. The effect of 
architectural features on programming constraints and methods is discussed. 

I. Introduction 

The CRAY T3D, introduced in September, 1993, 
is the beginning of a series of three MPP systems 
which have a common macro architecture. The 
basis of the common macro architecture is a 3D 
torus. The micro architecture is implemented in 
the EV2064 (Alpha) microprocessor form DEC. 

We will present features and performance of the 
torus network and of the microprocessor. We will 
emphasize features which are of interest to pro­
grammers and users of the T3D. This discussion 
will highlight features which directly affect per­
formance and we will also point out features 
which have little effect on performance. 

II. Macro Architecture 

The 3D torus is essentially a three dimensional 
grid with periodic boundary conditions. That is, 

Research for various reasons, including the fol­
lowing: 
• Scaling properties. 
• Low latency. 
• High bisection bandwidth. 

• Low contention. 

2.1 Network topology 

The wiring in a single dimension is interleaved 
as is illustrated below in the Figure 1. Because of 
the interleaving, an edge node is not further from 
a neighbor on the opposite edge than is an 
interior node from its neighbors. 

o 7 1 6 2 5 3 4 

nodes on opposite edges of the cube are connect- FIGURE 1. Node interleaving in 1 dimension. Logically 
ed.The 3D torus topology was chosen by Cray adjacent nodes are separated. 



Due to the periodic nature of the 3D grid, all po­
sitions are logically equivalent and each node has 
essentially an equivalent position in the cube. Be­
cause of the connections along edges, message 
traffic along an axis in the 3D cube can travel in 
either direction. This features alleviates most net­
work contention. In general, programmers do not 
have to be aware of the physical position of a log­
ical PEe 

The T3D interconnection network uses a "dimen­
sion order routing" for propagating messages. 
When messages are traversing the network, there 
is a bias for first traveling in an X direction, fol­
lowed by a Y direction and lastly a Z direction. 
The effect of this bias is very small. The graph in 
Figure 2 shows the magnitude of this bias. In this 
graph, we have plotted the measured message 
passing latency relative to a logical node 0 for 
each PE in a CRA Y T3D with 256 nodes. 
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o 64 128 192 256 

Target PE 

FIGURE 2. Measured inter-node latency as a 
function of node number. 

In the graph, we see the slight effect of 
dimension order routing. The plot has a major 
period of 16, which is the size of the x dimension 
of the system on which the test program was run. 

2.2 Hardware implementation 

The inter-PE communication network is 
implemented with technology developed for 
traditional Cray Research supercomputers. The 
T3D system's interconnect uses e90 style 10K 
gate arrays which are mounted on Y-MP style 
modules. The modules in the T3D have two 
boards, whereas the Y-MP and C90 modules 
have four boards. The T3D system has a clock 
rate of 150 MHz. This technology leads to the 
low latencies for communication between nodes. 

2.3 Partitions 

The details of the network configuration are 
generally transparent to the user. The node 
configuration of each of the T3D various 
marketed systems are within a factor of two of 
being perfect cubes. That is, no dimension of a 
T3D system has more than twice as many nodes 
as does any other dimension. In actual use, 
hardware partitions can have any shape within 
the system. "Unusual" hardware partitions can 
have some effect on communication patterns. 

Software partitions can also have some effect of 
communication patterns, but generally less. 
Software partitions allow communications to 
pass through other partitions, so boundaries are 
so not "hard". 

2.4 Network performance 

Each Processing Element (PE) at a node has its 
own memory, but the pair of PEs share a single 
network switch. Each node in the T3D has two 

483 



484 

Processing Elements (PEs). These PEs, which 
are DEC Alpha microprocessors, will be 
described later. 

2.4.1 Synchronization 

The T3D network has hardware synchronization 
primitives. The most obvious effect of this 
hardware is fast synchronization or barriers.The 
hardware synchronization time lightly related to 
the system size. For a 64 node (128 PE) system, 
the sychronization time is less than 1 
microsecond. The lower curve in the figure 
below shows the synchronization time versus the 
number of PEs for a primitive user programmed 
barrier. The upper curve is from measurements 
using the BARRIERO function in libc. 

2.0 

1 .5 

1.0 
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o . 0 +--------+----'--+----..I~--+--.-__f 

o 

FIGURE 3. 

32 64 

PEs 

96 128 

Srnchronization time as a function of number 
o PEs. The lower curve is for 
synchronization without deadlock detection. 
The upper curve is for synchronization with 
deadlock detection. 

2.4.2 Single channel performance 

The interconnect channels are 16 bits (two 
bytes) wide and are bidirectional. That is, a 
message can be sent and received at full speed 
on a single network channel. The bandwidth of a 
channel is 2 bytes times 150 MHz, or 300 
Mbyte/s. A packet of data on the network is 8 
bytes long. Of this eight bytes, four bytes are 

data, two bytes are header information and two 
bytes are trailers. The load factor is 50%, so the 
bandwidth available to the user is 150 Mbyte/s 
in a single directions. 
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FIGURE 4. Internode communication rate as a 
function of message size. 

For node to node message passing, the minimum 
measured latency is 1.3 microseconds and the 
measured asymptotic bandwidth is 125 Mbyte/s. 
The message size at which the bandwidth is one 
half of maximum, or Nl/2' is approximately 200, 
or 25 words. A typical plot of bandwidth versus 
message size is shown is Figure 2. These figures 
are for small messages which can be contained 
in the data cache. That is, for messages smaller 
than 16 Kbytes. For large messages, t~e 
asymptotic bandwidth is the same, but the 
latency is approximately 1.7 microseconds. 

The shape of the curve in Figure 3 is reminiscent 
of vector speed cures. In fact, the 
parameterization of this curve is from Prof. 
Roger Hockney, one of the developers of the 



parameterization using Roo and N 1/2 to 
characterize vector processing. 

TABLE 1. Message Passing Rate using PUTs. "Small if 
for cache contained messages. "Large" is for 
messages larger than cache (16 
KB)).Message Passing Rate using GETs. 

Roo Nl/2 Tstart Size 

125 MB/s 164 Bytes 1.3 JlSec. Small 
127 380 3.0 Large 

TABLE 2. Message Passing Rate using GETs. "Small if 
for cache contained messages. "Large" is for 
messages larger than cache (16 KB). 

35MB/s 
37 

Nl/2 

180 Bytes 5.2 Jlsec 
144 3.9 

2.4.3 Multiple channels 

Small 
Large 

For global communication, we have attained an 
average node-to-node bandwidth of over 120 
Mbyte/s. This bandwidth is close to the rated 
bandwidth of the network interconnect. Note 
that because there are two PEs per node, the 
average rate per PE is over 60 Mbyte/s. 

Examples of demanding global communication 
algorithms are transpose and a global collection. 
Bandwidth results for these two algorithms are 
shown in Table 3. These tests demonstrate both a 
high sustained bandwidth and the lack of 
contention in the network. 

TABLE 3. Global bandwidth examples. 

Algorithm Bandwidth per PE 

Transpose 60 MB/s 
Global collection 63 MB/s 

III. Micro Architecture 

3.1 DEC Alpha 

The T3D uses the EV2064 microprocessor from 
DEC. This microprocessor is more commonly 
know as the" Alpha" microprocessor. The Alpha 
microprocessor is used in DEC's line ofAXP 
workstations which run at clock speeds of from 
140 MHz to 200 MHz. The microprocessor 
version which is used in the T3D runs at 150 
MHz, the same speed as that of the network 
interconnect. 

The Alpha microprocessor used in the T3D is not 
binary compatible with the AXP computers 
manufactured by DEC. The version of the Alpha 
microprocessor used in the T3D has several 
different instructions from what are used in the 
AXP products. The different instructions allow, 
among other features, the implementation of 
shared memory. The shared memory features 
will allow more efficient parallel processing and 
easier program development. The compromise 
in the selection of the modifications to the Alpha 
instructions is that binaries generated for AXP 
workstations will not directly run on the T3D. 

Another significant difference between the two 
versions of the Alpha microprocessor is the 
absence of a secondary memory in the T3D's 
PEs. Among the reasons for not implementing a 
secondary cache are that there would be 
additional coherence considerations for parallel 
processing. 

We have not been able to run tests which 
accurately evaluate the single PE performance 
impact of not having a secondary cache. Many 
quoted benchmarks for the AXP products benefit 
from the secondary cache, but we do not know if 
"typical" MPP applications would likewise 
benefit from this cache. 

Measured, or sustained, speeds for individual 
PEs range up to 105 Mftop/s for matrix multiply 
kernels. More typical Fortran code runs from 10 
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Mflop/s to 40 or 50 Mflop/s. The Alpha 
microprocessor can issue one floating point add 
or one multiply every clock period, so the 
"burst" or "theoretical peak" speed is 150 
Mflop/s. 

Table 2 shows single PE speeds for the N AS 
Parallel benchmarks. The listed speeds are 
extracted from data for 32 PEs. The median 
speed is 16.6 Mflop/s. Note that the speed for EP 
(Embarrassing Parallel) is artificially high 
because the implemented algorithm uses fewer 
operations than the official operation count. The 
floating point speed for IS (Integer search) is low 
because the program performs few floating point 
operations .. 

TABLE 4. Single PE performance for the 
NAS Parallel Benchmarks. 
Results extracted from 32 PE 
runs 

Program Speed 

EP 83.0 Mflop/s 
MG 20 
CO 4.2 
Ff 26.9 
IS 3.6 
LV 10.5 
SP 16.4 
BT 21.2 

Each PE in the T3D has an 8 Kbyte (1 Kword) 
data cache and either 16 Mbytes (2 M words) or 
64 Mbytes (8 Mwords) of local memory. The 
Alpha microprocessor has a separate 8 Kbyte 
instruction cache. The size of the local memory 
is great concern to the programmer. The 
microkernel running on each PE requires 
approximately 3 or 4 Mbyte of memory. On the 
16 Mbyte models, this leaves 1.3 Mwords for 
user space. 64 Mbyte models have over 7.5 
M words of user space. 

3.2 Cache organization 

The size and organization of the data cache is of 
significance to the programmer. The contents of 

and the coherence of the data cache can be 
manipulated by the programmer. For some 
shared memory message passing, the coherence 
of the data cache must be explicitly controlled 
by the programmer. 

Programmers striving for the highest possible 
performance should be aware of the 1 Kword 
size of the data cache. Blocked algorithms 
should be manipulated to work on blocks of this 
size. The data cache size is also of significance 
for algorithms which use look-up tables. 
Because look-up tables often involve gather 
operations, tables which fit in cache are 
significantly faster than those which must gather 
data from local memory. 

The Alpha microprocessor data cache is direct 
mapped. This means that each memory location 
is mapped onto one unique cache location. The 
ramification of this feature to the programmer is 
that concurrent references to data which have 
memory addresses differing by multiples of 
1024 words should be avoided. These kinds of 
concurrent references can usually be avoided by 
padding arrays. 

An simple example of array padding is shown 
below in Figure 4. In this example, if the 
padding were not present, the reference to A(i) 
and B (i) would be to the same data cache 
locations. The padding size was chosen so that 
one variable reference could get several cache 
lines ahead of the other variable. 

REAL*8 A(1024*10, B(1024*10) 
COMMON /program! A, pad(32), B 

DO i=l,n 
A(i) = .... B(i). 
END DO 

FIGURE 5. Example of padding of arrays to 
avoid cache conflicts. 

The bandwidth for various operations is shown 
in Table 5. The two results given for the an array 
copy: one for using the hardware read-ahead 
feature and one without this feature. We see that 



the read-ahead feature enhances the bandwidth 
by over 25%. The result for the library SAXP Y 
operation shows that the peak attainable memory 
bandwidth is 350 Mbyte/s. 

TABLE 5. Node Bandwidth. Rates are in MB/s 

Operation 

Copy 
Copy 

SAXPY 

Rate 

193 MB/s 
258 

348 

IV. Conclusion 

Comment 

Fortran wlo read-ahead 
Fortran wI read-ahead 
Libsci 

The salient feature of the T3D macro 
architecture is the low latency high bandwidth 
torus. Because of the torus' connectivity, the 
programmer generally does not have to be 
concerned with the relative location of PEs or 
the location of a partition within a system. 

A programmer working with the T3D should be 
aware of several micro architecture features. In 
particular, the organization of the cache leads to 
certain conflicts which can be remedied by 
adjusting relative addresses. 

Also of significance to the programmer is the 
memory bandwidth of the PEs. This bandwidth 
will eventually limit the performance of well 
written programs. 
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CONFESSIONS OF A CONSULTANT 
(A compendium of miscellaneous tools/scriptslhints/tips/techniques) 

Tom Parker 

National Center for Atmospheric Research 
Boulder, Colorado 

Abstract 

Consultants require more tools than the average user, so that they can access a wide 
variety of information to assist users. This talk discusses various tools that the NCAR 
consultants have informally developed/acquired/borrowed. These miscellaneous tools 
help us locate system resources, resolve user problems, examine files, debug Fortran, and 
provide pointers to other sources of information, both on and off the Cray. We also have 
written several "reference cards "for popular, local software, to improve ease-of-use. 

Introduction 

This presentation consists of a compendium of 
varied and miscellaneous tools, tips and tech­
niques. These were written or acquired over the 
years by the author, a user consultant. They have 
proved useful in assisting users or in managing 
Unix files and directories. 

Due to the nature of the subject matter, this docu­
ment consists mainly of lists and pointers, rather 
than a narrative. 50 tools are summarized in 
Appendix 1. Several tips about vi, cft77, and 
reference cards are in Appendix 2. About 70 
miscellaneous tips and techniques are listed in 
Appendix 3. Many good sources of infonnation 
are described in Appendix 4. 

Thus, this paper/talk presents a "grab bag" of 
miscellaneous tools and tips. The author hopes 
that the reader will find something useful for their 
needs. 

All of the non-proprietary items mentioned here, 
are also available via anononymous ftp from 
ftp.ucar.edu in directory /cug/Sc. 
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Appendix 1 - Summary of Tools 

Command Categoa Lang Man Avail+ . Function 

allsys misc csh Run a command on several systems. 
beav files c y archie Binary editor and viewer. 
bed files c y archie Binary editor. 
beep mISC csh Beep your terminal. 
calc misc perl· Calculator. 
ccc fortran csh Remove comment/empty fortran lines. 
cflint fortran c y CRI* Analyze fortran source. 
cmdcount commands csh Count system command usage. 
cosconvert files cf77 y Convert COS-blocked dataset. 
cosfile files cf77 y Analyze a COS-blocked dataset. 
cos split files cf77 y Split multifile COS-blocked dataset. 
dir directory alias Find directory and cd to h. 
dirsize directory csh Calculate size of directory (bytes). 
each files csh Run a command against a list of files. 
exist files csh Beep when a file exists. 
ff files csh Run findfile and finddir. 
fi files csh Find a file and vi it. 
files files csh Display files or directories. 
filetime files c Display three timestamps of a file. 
findcmd commands csh Find all about a command. 
finddir directory csh Find a directory. 
findfile files csh Find a file. 
findlib libraries csh Find a library. 
findman commands csh y Find a man page. 
findme misc csh Find info about me. 

. findstring files csh Find a string in files. 
findsub libraries csh y Find a subroutine in a library. 
flint fortran c y IPT* Analyze fortran source. 
gzip files c y archie* GNU File compressor. 
large directory csh List files by size. 
Ie files csh y Convert file names to lower case. 
lib x libraries csh List names of system libraries. 
line max files csh Find largest line. 
loc files csh Search for strings. 
lrecl files c y Show min/max record lengths. 
make v files csh Truncate trailing blanks. 
most files c y archie Hex! Ascii viewer. 
olddate files csh Change date of a file. 
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Command Category Lang Man Avail+ Function 

pcprint files csh y Print a' file on PC attached printer. 
realpath misc csh Display full pathname of a file. 
mhome m csh Run m on extra-curricular newsgroups. 
rot13 files csh Simplest of encryption techniques. 
ruler misc csh Display a ruler (1-80). 
run fortran csh Compile, link, run. 
textfile files cfl7 y Display info about a text file. 
trail files csh Display lines with trailing blanks. 
tree directory c Visual display of tree structure. 
xdump.perl files perl Perl script to dump a file in hex. 
xv files c y archie* Great image viewer that can hex dump. 

----------------------------------------

+ All items are available from anonymous ftp site "ftp.ucar.edu" in 
directory "/cug/5c", except those marked with * in the "Avail" column. 

Appendix 2 - Tips and Techniques: vi, reference cards, cft77 

There is a lot of good information about the 'vi' editor, in 

ftp.uu.net:/pub/text-processing/vil 

You can customize your' vi' session via settings in the vi initialization file, 
normally called ".exrc". Below are some .exrc settings I have found useful. 
For example, to lowercase the line I'm on in vi, I can type ";1". 

" Some settings I like. 
set ic number show mode 
" 
" ;f and ;g = Paragraph formatters. 
:map ;f ! }fmt -~1 
:map ;g ! }fmt -61 
" 
" ;u = Uppercase a line. 
:map ;u :sl.*f\U&I 
" 
" ;1 = Lowercase a line. 
" 
:map;l :s/.*~&1 
" 
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" ;z = Insert my signature file 
:map ;z :r -I.sig-elm 
" 
" ;> = Insert '>'s til EOF. 
:map ;> :.,$s/"I> I 
" 
" ;a = switch between 2 files 
:map;a :e# 
" 
" ;r = Insert long ruler (80 columns) 
:map ;r 00 .... + .... 1. ... + .... 2 .... + .... 3 .... + .... 4 -- .6 .... + .... 7 .... + .... 8 
" 
" ;s = Insert short ruler (72 columns) 
:map ;s 00 .... + .... 1 .... + .... 2 .... + .... 3 .... + .... 4 -- .6 .... + .... 7 .. 
" 
" Allow arrow keys to work in VI "text insert" mode 
:map! OAka 
:map! OBja 
:map! OC la 
:map! ODha 

Reference cards are a handy source of information. Some good UNICOS cards 
include: 

- "Shells SQ-2116" 
- "User Commands SQ-2056" 
- "CF77 SQ-3070" 

You can also write your own reference cards, for popular local software. For 
example, at NCAR we have cards for several popular systems. (Free copies 
available upon request to the author). 

cft77 Debugging Tips 

Here are a few tips I've found useful in debugging Fortran problems. 

o First and foremost: flint (from vendor IPT) or cflint (from CRI) 

o Check subscripts and arguments: cft77 -Rabc 

o Un initialization problems: cft77 -ei 



o SAVE problems: cft77 -ev 

o Optimization problems: cft77 -0 off 

o Clobbering code problems: segldr-n 

o Memory problems: 

PRINT *,'AVAIL. memory (in words) = ',lliPSTAT(12) 

o ' assign -V' 

o 'cdbx' 

o 'explain' 
- explain sys-2 
- explain lib-l051 

o Four common run-time errors: 

1) Operand Range Error 

An ORE occurs when a program attempts to load or store in an area of memory 
that is not part of the user's area. This usually occurs when an array is 
referenced with an out-of-bounds subscript. 

2) Program Range Error 

A PRE occurs when a program attempts to jump into an area of memory that is 
not part of the user's area. This may occur, for example, when a subroutine 
in the program mistakenly overwrites the Bff save area. When this happens, 
the address of the routine from which the subroutine was called is lost. 
When the subroutine attempts to return to the calling routine, it jumps 
elsewhere instead. 

3) Error Exit 

An error exit occurs when a program attempts to execute an instruction parcel 
of all zeroes. This error usually occurs when the program's code area has 
been mistakenly overwritten with words of data (for example, when the program 
stores in an array with an out-of-bounds subscript). 

4) Floating-point Exception 

An FPE occurs when a program attempts to perform a floating-point division of 
O. It may also occur with floating-point operations in which one of the 
operands is not a valid floating-point value. An invalid floating-point 
value may be created when a real array has been equivalenced to an integer 
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array, and integer values are stored in the array and then later referenced 
as real. 

Appendix 3 - Tips and Techniques: Miscellaneous 

This appendix list about 70 miscellaneous tips and techniques. 

# Neat way to check permissions: 
find $HOME -perm -002 -print # Shows files that have OTHER write permission 

# Grab last 30 characters in a string: echo $string I rev I cut -cl-30 I rev 

# Hex stuff: echo "ibase=16;obase=16 ......... rest of function"lbc 
BTW, you can use variables in the echo above. 

# Remove non-printable characters from a file (except NewLine and Tab). 
lusrlbinltr -dc '\011\012 --' < $1 

# Insert spaces between every character in a string: 
echo "string" I sed -e "sl\(.\)l\l/g" 

# Demo of basename and dimame 
echo 'basename lalb/c' ---> c 
echo 'basename 1234545' ---> 123 
echo 'basename myprog.c .c' ---> myprog 
echo 'dimame alb/c/d.e' ---> albIc 

# Use 'dd' for: ASCII<-->EBCDIC, Upper<-->Lower, Swap VAX bytes 

# Uppercase a file: tr '[a-z]' '[A-Z]' < input> output 

# Count number of blanks in a file: tr -cd ' , < input I wc -c 

# Change mUltiple blank lines to a single blank line -- several methods: 
cat-s fn 
sed' $!N ;l'\n$ID;P;D' fn 
sed'I.I,r$l!d' fn 

# To list just' dot' files: Is -d . * 
To list just directory files: echo *1 or: Ibinlls -ld *1 

or: Ibinlls -ld *1 .*1 

# To list size of directories: du -s *1 or: my 'dirsize' 



# To rename all .old files to .new, type this in csh: 
foreachx(*.old) 
mv $x $x:r.new 
end 

# Find all lines that end in blank(s): grep" "$ myfile 
To remove trailmg blanks while in vi: :%sI *$/1 (or use my 'makev' command) 

# Find a string in a directory: 
find. -type f -exec grep ~ string' {} Idev/null ';' 

Or, use my 'findstrlng' command. 

# Neat commands: colrm, col, colcrt, fmt, fold, hc, join, nl, paste, pr 
xmessage 

# Handy datacomm commands: traceroute, host, whois, nslookup 

# See.if site is on Internet: whois 

# Some ways to double space a file: sed G file; pr -dt file 

# Print first 50 lines of a file: head -50 file; sed '50q' file 

# Print lines 30 to ~5: sed -n '30,35p;35q' file 

# To reverse the order of lines in a file: tail -r <file> 
Or: perl -e 'print reverse <>' 
Or, in vi: :gI"/mO 

# To find a G in columns 1-5: 
grep '''.\{O,4\}G' -/cds/master 

Or more generally, to find string xxx in columns m-n: 
grep '''.\{m-l~n-1\}xxx' file-to-search 

# Change null bytes to blanks: perl -pi -e tr'I\(JJ()/1' <file> 

# To extract the first 5 letters from a variable using awk: 
. echo $11 awk '{print substr($1,1,5)}' . 

similarly for the last three: 
echo $11 awk '{print substr($1 ,length($I)-2,3) }' 

# awk 'length >= n' file It Print lines >= n characters. 

# To print first token of each line: awk' {print $1 }' file 
('cut' works too: cut -d' , -fl < file) 
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# Print first two fields in opposite order: awk' { print $2, $1 }' file 

# Print line number and number of tokens: 
awk ' {print "Line number="NR, "Tokens="NF}' file 

# Add up sizes of .zip files: 
find. -name '*.zip' -Is I awk' {s += $2} END {print s}' 

Is -al * .zip I 
awk' {i = i + $4;j++} END {printj "files use" i "bytes"}' 

# Print every 10th line of a file: awk '(NR %10 == 0) {print}' file 

# To pass a shell variable into awk, you need to put it on the command line: 

awk <awk-program> <variable-assignments> <filename>. 

E.g. to prepend every line of letclhosts with the value of the variable A; 
assume for this run that A's value should be "Sam" 

awk ' {printf("%s: %s", A, $O)}, A=Sam letclhosts 

If you wish to assign multiple variables, you can do them one at a time 
before the filename. Note that if the input should come from stdin, you 
must replace the file name with "-". 

# Performance commands: vmstat; pstat -s; top 

# To capture a telnet session: telnet wherever I tee my. session 
(Doesn't seem to work though, for 'ftp'). 

# Change all occurences of a string in a file: 
sed 's/old.string/new.stringlg' filename> file.out 

# To bypass an alias, eg "alias rm 'rm -''', use: \rm xxx 
Also, in a script with "#!lhinlcsh -f', the -f will bypass all aliases, etc. 

# To test status of a command, in csh: 
if { cat a } echo "Command worked" 
if! { cat nothere } echo "Command failed" 

# To get a random number: ksh 'echo $RANDOM' 
... or: set testl = 'perl-e 'srand; print int(rand(200)+1)" 

or: set test! = 'perl-e 'print 'int(rand(100)Y' 

# To see if filel is newer than file2: 
if('find filel -newer file2 -print' == "") echo "file2 newer" 

-or-



set x = 'Is -t file1 file2'; echo "Newest is: $x[1]" 

# Create an empty file (replacing it if it already exists): 
echo >! a 

# Test if a value is numeric (positive integer): 
if ('~cho $x I egrep '''[0-9]+$'' != 1111) echo "It's a number." 

# You can have arguments in an alias. For example: 
alias tom 'echo \!:2 \!:1' 
tom a b # Will echo: b a 

# If use 'rsh' in a csh script, may need '-n' option to avoid 
"unfortunate interactions" -- like the csh script stopping prematurely. 
For example: rsh shavano.ucar.edu -n Is 

# Indirection in csh: 
set one~= l;·set two = one; eval echo \$$two --> 1 

# Subscripts in csh: 
set a5 = five; eval echo \$a$i --> five # E.g. 1 
eval set temp = \$enum$i # E.g. 2 

# Prompt for yes/no in csh: 
echo -n "yeS/no ?" 
set ans=$< 

# Tokenize a string that has'/, as separator, in csh: 
set x = 'echo /a/b/c/d I tr 'I' ' " 
echo $#X $x[l] $x[2] # ... 

# Example of simple loop with counter, in csh: 
@i=l 
while ($i <= 10) 

echo $i 
@i++ 

end 

# Test if file is not there, in csh: 
if (-e myfile = 0) msread ... 

or equivalently, 
if !(-e myfile) msread ... 

# Redirect stdout & stderr, together, in csh: a.out >& both 
Redirect stdout & stderr, separately: (a.out> stdout) >& stderr 

# Parse parts of a file name, in csh: 
set a = /aIb/c.d 
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a:h = /alb 
a:t = c.d 
a:r = /alb/c 
a:e= d 

# Quoting variables, in csh -- :q and :x 
If variable is a wordlist, use.:q to quote it & preserve wordlist. 
If variable is NOT a word list, use :x to quote it & create wordlist. 

# LIMITATIONS in csh (from man page) 
Words can be no longer than 1024 characters. The system 
limits argument lists to 1,048,576 characters. !:Iowever, the 
maximum number of arguments to a command for which filename. 
expansion applies is 1706. Command substitutions may expand. 
to no more characters than are allowed in the argument list. 

# Global substitution, in csh: 
> echo hi hi hi 

hi hi hi 

> ! :gslhilhello 
hello hello hello 

# Emoticons are things like: :-), ;-) For more, check: 

(1) mercury.unt.edu Ipub/miscIEMOTICON.TXT, 
(2) rascal.ics.utexas.edu Imisc/misclEMOTICON .PS, 
(3) ugle.unit.no Ipub/misc/jargon/expandedlemoticon, or 
(4) wiretap.spies.com !Library lHumorlN erdl.cap/emoticon. txt 

# If VT100 screen fonts are hosed, try: tput rmso; tput reset 

# To see a file in FfP: get file.of.interest "Imore" 
or get file.of.interest -

To view a big Is: Is. "Imore" # Need the ".". 
or Is -It "Imore" 
or dir. "Imore" # Need the ".". 

To capture a big directory: Is -It xxx # Puts it in file xxx back home. 

# To 'tar' entire directory (including. files): "tar -cvfmy.tar." 
To 'tar' entire directory (excluding. files): "tar -cvf my.tar *" 

# To make global changes: perl-pLbak -e 's/oldlnew/g' * 

# Change all null bytes to blanks: perl-pi.bak -e 'trl\OOOII' tezz 

# Erase words with less than n letters (the words are one per line): 



perl-ne 'print if (lengthO >= n)' <infile >outfile 

# List last mod time of file >6 months old: 
perl-e 'require "ctime.pl"; print &ctime«stat{"filename"»[9])' 

# Print current time in seconds from epoch: perl-e 'print time,"\n'" 

# Print 3 times associated with a file, in seconds since epoch: 
perl-e 'printf "%d %d %d\n", {stat{shift»[8 . .l0]' .cshrc 

# To remove trailing blanks while in vi: :%sl *$/1 

# To spell check a file in vi: : !spell % 
To test a few words: spell; words words; words words; EOT 

# To expand tabs, in vi: :% !expand 

# Delete columns 10-20, n vi: :1,$!cut -c 1-9,21-
on some systems: :1,$!colrm 1020 ! Not shavano! 

# From the book: Learning the vi Editory (Nutshell book) 
- To replace current line: cc or S 
- To replace from cursor to EOL: c 
- To show all lines containing string: :glstringlp 
- To show all lines NOT containing .string: :g!/stringlp 
- To show TABs and EOLs: :set list 
- To move to top of screen: H 
- To move to bottom of screen: L 
- To move to 1 st char of next line: 
- To display file info: 
- To format a paragraph: 
- To specify all lines: 
- Global change: 
- Selective change: 
- Do :q! and then vi same file again: 
- Delete all blank lines: 
- Delete all blank OR white space lines: 
- Reverse order of lines: 
- Read in results of command (e.g. date): 
- Sort lines 10-20: 

Appendix 4 - Information Sources 

<return> 
"g 
!}fmt 
:1,$ or:% 
:%s/oldlnew/g 
:%s/oldlnew/gc 
:e! 
:gI"$/d 
:gI"[ TAB]*$/d 
:g/.*/moO 
:r !date 
:10,20 !sort 

o Tools mentioned in this talk are available via anonymous ftp to: 
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ftp.ucar.edu:/cugl5c/ 

o rn (Reads Use net newsgroups) 
- comp.unix.questions 'comp.unix.shell 

comp.sources.misc comp.sources.unix 

o Internet: archie, gopher, www 
- Federal Income Tax forms 
- Perl Archive 

o "UNIX Power Tools" 

"UNIX Power Tools", by Peek, O'Reilly, & Loukides. 
O'Reilly & AssociatesIBantam Books 
March, 1993 

o Unix Books 

anonymous ftp to rtfm.mit.edu:/pub/usenetlmisc.books.technical and get file 
"[misc.books.technicall_A_Concise_Guide_to_UNIX_Books" . 

oFAQs 

To get FAQs, anonymous ftp to rtfm.mit.edu:/pub/usenetl. 
There are directories for many usenet groups; look in the desired directory 
foranFAQ. 

E.g. in the directory "/pub/usenetlcomp.unix.questions" you will see several 
files that start with "Unix_-_Frequently_Asked_Qu~stions" 

Also, the directory Ipub/usenetlnews.answersl contains many FAQs. 

o IPT - vendor for Fortran-lint (flint) 

Information Processing Techniques 
1096 East Meadow Circle 
Palo Alto, CA 94303 
(415)494-7500 

o www - World Wide Web 

- Frequently accessed via 'xmosaic', 'lynx', or 'gopher'. 
- Federal Income Tax Forms: http://www.scubed.com:800lltaxlfedl 
- Perl archive: http://www.cis.ufl.edu:80/perll 

o Author: Tom Parker, tparker@ncar.ucar.edu, (303) 497-1227 
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Xnewu: A Client-Server Based Application for Managing Cray User Accounts 

Khalid Warraich and Victor Hazlewood 

Texas A&M University 
Supercomputer Center 

College Station, TX 77843-3363 

victor@tamymp.tamu.edu 

ABSTRACT 

Many tools are available on the UNICOS system for account administration and system management. 
However, none provide a graphical interface to account creation and/or management. A client-server based 
application was developed at Texas A&M to add new login ids and new accounts. The graphical interface 
provides point and click functionality to adding new UNICOS accounts. The information is validated and then 
sent to the server which resides on UNICOS. This server provides some additional data validation and then 
makes the appropriate calls to log the transaction, calls udbgen and other utilities to set up the account. 

1. Background 
The Texas A&M University Supercomputer Center 

(TAMUSC) was established in August 1989 to provide 
supercomputer resources to Texas A&M University facu1ty, 
students, and researchers. TAMUSC decided from the onset 
of the center to use the Cray System Accounting (CSA) 
package that is provided by UNICOS. A local database 
containing local accounting and user information was 
included as a supplement to CSA and is updated at the 
creation of each user login and user account (users may 
have multiple accounts per login name). This information is 
not stored in the User Data Base (UDB), therefore, it is not 
managed by the UNICOS utility nu. nu provides some 
flexibility but does not supply an X Window (X) graphical 
user interface nor the ability to add local fields and 
commands to the configuration file /etc/nu.cf60. Over the 
last year three analysts at Texas A&M have created an X 
based client-server application called Xnewu which 
manages the creation of new 10gins and accounts for the 
Cray system at TAMUSC. 

2. Xnewu objectives 
The primary objectives for the TAMUSC Xnewu utility 
include the following: 

1) provide client-server capability to manage accounts 
on the VAX and the Cray systems, 

2) provide an easy to use X Window user interface on 
TAMUSC's SUN computer system, 

3) update local accounting and user information 
databases on the Cray, 

4) log each account creation transaction for disaster 
recovery. 

When a user receives his first TAMUSC account, a login 
name and account are created on a local VAX system and 
on the Cray. The TAMUSC requires that the login name be 
the same on both systems for accounting and billing 
purposes. This requirement forces a coordination between 
the two systems. Once all the appropriate information is 
given for a new account in Xnewu (see Figure 1) a request 
is made for a new username to an authoritative database. 
When the username is determined, a request to create a new 
login is sent to the VAX and Cray. 

To create subsequent accounts for a user, his existing 
username is determined, the appropriate information 
entered in Xnewu, and then an account creation request is 
issued. This account creation request is sent to the Cray 
only. 

3. Xnewu Overview 
We chose our SUN system as the point of user interaction 
with the Xnewu system for account creation on the VAX 
and the Cray systems over the network. The SUN system 
provides the graphical capability, as well as the networking 
ability needed to manage the accounts. The Xnewu program 
on the SUN is written using the Open Look Intrinsics 
Toolkit and acts as the client to the Cray servers. The 
interaction with VAX is done through an expect script 
running on the SUN. 

The creation of a TAMUSC account starts with the approval 
of a researchers grant paperwork. Once approved the user 
information is enter into the Xnewu client on the SUN 
computer system. If this is the first account for a user a new 
login name is determined by requesting a new login name 
from the IBM authoritative database via the VAX through 
the expect script (see Figure 2). After the name is returned a 
request to create a new login name is sent to the VAX (using 
the expect script) and the Cray Xnewu servers (using a TCP 
connection, see Figure 2). 

When the Cray server receives an account or login creation 
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request the server logs the transaction in a file for disaster 
recovery. Then it updates local accounting and information 
files with information regarding the user's identity, his 
department, college, grant type received, and the grant 
time. Next the server runs the udbgen program to update 
the necessary fields in the UDB. Finally, the server runs a 
script to create the users home directory (if necessary), the 
.forward file, an entry in the USCP slot file, and copies the 
"dot" files to the users home directory. Miscellaneous other 
tasks could simply be added to this script if necessary. 

5. Implementation 
(The focus of tIlis section will be on the SUN and Cray 
portions of the Xnewu client-server application.) 

The three main routines representing functions of Xnewu 
client on the SUN (implemented as callback routines and 
activated by appropriate buttons on Xnewu) are 
check _callback, echo _callback, and create_callback. 

The check_callback routine checks all input data and 
checks its validity and consistency. If any required data is 
missing, out of range, or inconsistent with other data, the 
check_callback routine will warn the user and describe the 
problem in the status line at the bottom of the Xnewu form. 

The echo _callback procedure first calls check _callback and 
then displays the current input data on standard output. 
This allows the user to inspect the data before it is 
transmitted to the VAX and/or the Cray. 

The action of create_callback routine dependents on the 
"Action" item selected in the Xnewu form. The two 
supported actions are "Create Login" and "Create 
Accounting Id." 

If Create Login is selected at the time the Perform Action 
button is pressed (initiating the create_callback routine) 
then a login id is obtained from the IBM via the VAX, the 
VAX account created, and a request structure is built (see 
Table 1 below) and forwarded to the Xnewu server on the 
Cray for processing. 

Table 1: Request Structure 

Loginid Users login id 

Account Users accounting id 

Password Users password 

Name Users First, Middle, and Last Name 

SSN Users social security number 

Dept Users department name 

College Users college name 

Email Users default Email address 
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Table 1: Request Structure 

Plname Users Supervisor (Principal Investigator) 

Placid PI's controlling accounting id 

OrigSBU Users Cray resource allocation 

HomeDir Users Home Directory 

GrantType Type of grant user is being allocated 

If Create Accoullting ID is selected at the time the Perform 
Action button is pressed a request structure is built and sent 
to the Cray for creation of a new account for an existing 
user. 

Once the Xnewu server on the Cray receives either the 
Create Login or the Create Accounting ID request several 
pieces of the information are checked for accuracy and 
consistency (e.g., duplicate login ids, account creation for 
non-existent login. etc.). This second check on the Cray is 
more extensive than the one on the SUN since more 
information is available on the Cray than on the SUN. An 
entry is then made to a log file for disaster recovery. Next, a 
udbgen command is created and executed with the request 
structure information to created either the new login or the 
new account. The local TAMUSC information database is 
updated. Then the script to create user's home directory 
(for new login requests) and miscellaneous other tasks is 
executed. Finally, the server goes to sleep waiting for the 
next request. 

6. Conclusion 
The Xnewu client-server application provides an easy to 
use, easily modifiable interface to creating new logins and 
accounts for the Cray system at TAMU. This application 
could be easily modified to provide other sites with similar 
account administration needs a flexible account creation 
interface. The Xnewu application provides logging 
capabilities, update of local databases, update of the 
UNICOS UDB, and execution of a local script which can 
perform any number of miscellaneous tasks. 

The Xnewu client-server application requires a SUN 
system with TCP/IP network access to the Cray system. 



QEXEC: A TOOL FOR SUBMITTING A COMMAND TO NQS 

Glenn Randers-Pehrson 

U. S. Army Research Laboratory 
Aberdeen proving Ground, MD 21005-5066 

INTRODUCTION: 

"qexec" is a shell script that can simplify 
the procedure for running a command in batch 
mode through the UNICOS Network Queueing 
System (NQS) (UNICOS is a trademark of Cray 
Research, Inc). 

Using the existing NQS "qsub" procedure, you 
are normally required to write a shell script 
containing the command to be executed. For 
example, suppose you wish to run the command 

cft77 -em x.f 

in batch mode using 2000kW memory and 100 
second limits. You would put "cft77 -em x.f" 
in a file called "cft77.sh" and then type: 

qsub -eo -1m 2000kW -~ 2000kW \ 
-It 100 -IT 100 cft77.sh 

Using "qexec" you would not have to bother with 
creating "cft77.sh"; you would simply type 

qexec -eo -m 2000 -t 100 cft77 -em x.f 

"qexec" passes its options to "qsub". In 
addition, it understands "-t sec" as shorthand 
for "-It sec -IT sec" and "-m 1000" as shorthand 
for "-1m 1000kW -1M 1000kW". 

THE .qexecrc FILE: 

You may put default options for "qexec" in a 
./.qexecrc or $HOME/.qexecrc file. Options on 
on the "qexec" directive take precedence over 
those mentioned in these files and options in 
./.qexecrc take precedence over those in 
$HOME/.qexecrc. For example, suppose ./.qexecrc 
does not exist and $HOME/.qexecrc contains: 

-eo -m 2000 -t 600 

Then you would obtain the same effect as above 
by typing the following: 

qexec -t 100 cft77 -em x.f 

This will take "-eo" and the memory limit from 
$HOME/.qexecrc, and the time limit from the 
"qexec" command. 

If for some reason you wish to submit a job with 
"qexec" entirely ignoring your .qexecrc and 
$HOME/.qexecrc files, then put a "-" at the 
beginning of the option list, e.g. 

qexec - -m 2000 -t 100 cft77 -em x.f 

CHANGING TO THE' PRESENT WORKING DIRECTORY: 

Like "qsub", "qexec" will run the job in your home 
directory if you have not included an appropriate 
"cd" command in your .profile or .login file. 
The following will cause your job to run in the 
directory from which "qexec" or "qsub" was issued: 

"sh" users should include in .profile: 

case ${ENVIRONMENT:=LOGIN} in 
BATCH) cd $QSUB_WORKDIR;; 

esac 

"csh" users should include in .login: 

if ($ENVIRONMENT == BATCH) then 
cd $QSUB_WORKDIR 

endif 

THE qexec.log FILE: 

"qexec" reports its activity in a ./qexec.log 
file, giving the time that the job was submitted 
to NQS, the qsub options, a copy of the command, 
and the time that the job actually began and 
finished execution. This information is also 
included in the standard output of the job, along 
with timing results obtained with /bin/time. 

NQS JOB NAME AND PROCESS NAMES: 

"qexec" makes a local copy of /bin/time, named 
$QSUB_REQID. This can help you identify your job 
in the "ps" or "top" displays; the process leader 
will have the same name as the NQS request ID. 
The first word of the command (e.g. "cft77") 
becomes the NQS job name. 
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THE qexec SCRIPT: 

The "qexec" shell script follows. You may 
obtain a machine-readable copy by sending 
e-mail to<glennrp@arl.ar.my.mil>. 

#!/bin/sh 
# qexec [-] [-m kw] [-t sec] 
# [qsub_args] [--] and [cmd_args] 

# creates a shell script containing a 
# command and its arguments and submits 
# the script for execution via qsub 

# if no leading "-", uses any arguments 
# in .qexecrc or $HOME/.qexecrc that are 
# not specified on the command line . 

# makes an entry in ./qexee.log 

# written by Glenn Randers-Pehrson 
# U. S. Army Research Laboratory 
# Aberdeen Proving Ground, MD 
# <glennrp@arl.ar.my.mil> 

case $1 in 
-) qexec_rc=""; ; 
*) qexec_rc='cat -s .qexecrc $HOME/.qexecrc';; 

esae 

argname=""; silent=no; qsub_args="" 
have_lm=no; have_1M=no; have_r=no 
have_lt=no; have_1T=no 

for arg do 
case $1 in 
-a) # wait until after specified time 

# change embedded blanks to commas 
when='echo $2lsed -e s/",* *"/,/g' 
qsub_args="$qsub_args -a $when" 
shift; shift;; 

-1m) # memory limit 
qsub_args="$qsub_args $1 $2" 
have_lm=yes; shift; shift;; 

-1M) # memory limit 
qsub_args="$qsub_args $1 $2" 
have_1M=yes; shift; shift;; 

-It) # time limit 
qsub_args="$qsub_args $1 $2" 
have_lt=yes; shift; shift;; 

-IT) # time limit 
qsub_args="$qsub_args $1 $2" 
have_1T=yes; shift; shift;; 

-m) # memory limit 
case $2 in 
*[0-9]) unitS=Kw;; 
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*) units=" " ;; 
esac 
qsub_args="$qsub_args -1m $2$units" 
qsub_args="$qsub_args -lM $2$units" 
have_1m=yes; have_1M=yes 
shift; shift;; 

-r) argname="-r $2" 
shift; shift; ; 

-t) # time limit 
qsub_args="$qsub_args -It $2 -IT $2" 
have_lt=yes; have_1T=yes 
shift; shift; ; 

-[eopqsCL]I-l?l-l??I-mu) # opts with args 
qsub_args="$qsub_args $1 $2" 
shift; shift; ; 

-eol-[kmnr]?11U??I-x) # opts w/o args 
qsub_args="$qsub_args $1" 
shift; ; 

-z) silent=yes; shift;; 
-) shift; ; 
--) shift; break;; # optionally ends args 
*) break;; # found beginning of command 
esac 

done 

# append arguments from $HOME/qexee.rc 
# if they haven't already been specified 

task=find_next_arg 
for rc in $qexec_rc 
do 

case $rc in 
-m) task=parsing_m;; 
-r) 

case $have_r in 
yes) task=skip;; 
no) task=parsing_r;; 

esac; ; 
-t) task=parsing_t;; 
-1m) task=parsing_lm;; 
-lM) task=parsing_1M;; 
-It) task=parsing_lt;; 
-IT) task=parsing_1T;; 
-[aeopqsCL] l-l?l-l??I-mu) 

task=copy 
for new_arg in $qsub_args 
do 

case $new_arg in 
$rc) task=skip;; 

esac 
done 
case $task in 

copy) 
qsub_args="$qsub_args $rc";; 

esac; ; 
-eol-[kmnr]?11U??I-x) 

task=eopy 
for new_arg in $qsub_args 



do 
case $new_arg in 

$rc) task=skip;; 
esac 

done 
case $task ;in 

copy) qSUb_args=" $qsub_args $rc";; 
esac; ; 

-z) silent=yes;; 
--) break;; 
*) case $task in 

parsing_1m) 
case $rc in 

*[0-9]) unitS=Kw;; 
*) units="" ; ; 

esac 
case Shave_1m in 

no) have_lm=yes 
qsub_args="$qsub_args -1m $rc$units";; 

esac 
task=find_next_arg;; 

parsing lM) 

cas; $rc in 
*[0-9]) unitS=Kw;; 
*) units="";; 

esac 
case Shave_1M in 

no) have_1M=yes 
qsub_args="$qsub_args -1M $rc$units";; 

esac 
task=find_next_arg;; 

parsing_m) 
case $rc in 

*[0-9]) unitS=Kw;; 
*) units=""; ; 

esac 
case $have_lm in 

no) have_lm=yes 
qsub_args="$qsub_args -1m $rc$units";; 

esac 
case $have_1M in 

no) have_1M=yes 
qsub_args="$qsub_args -1M $rc$units";; 

esac 
task=find_next_arg;; 

parsing_r) 
argname="-r $rc"; have_r=yes 
task=find_next_arg;; 

parsing_lt) 
case $have_lt in 

no) have_lt=yes 
qsub_args="$qsub_args -It $rc";; 

esac 
task=find_next_arg;; 

parsing_1T) 
case $have_1T in 

no) have IT=yes 
qSub_args="$qsub_args -IT $rc";; 

esac 
task=find_next_arg;; 

parsing t) 
cas; $have_lt in 

no) have_lt=yes 
qsub_args="$qsub_args -It $rc";; 

esac 
case $have_1T in 

no) have IT=yes 
qSub_args=" $qsub_args -IT $rc";; 

esac 
task=find_next_arg;; 

copy) 
qsub_args="$qsub_args $rc";; 

skip) 
task=find_next_arg;; 

find_next_arg) ;; 
esac ;; 

esac 
done 

case $have_r in 
no) argname="-r $1";; 

esac 

# create a file for submission. At this 
# pOint, "$*11 contains the command line 
# that remains after parsing the "qsub" 
# arguments. 

# cp /bin/time \$QSUB_REQID causes the time 
# process to have the name of the qsub request, 
# allowing you to relate process id's to request 
# id. 

echo » qexec.log 
echo 'date'» qexec.log 
echo "qsub $qsub_args $argname" » qexec.log 
echo $*» qexec.log 

qsub $qsub_args $argname » qexec.log «~I 
echo command: $* 
echo "submitted thru qexec on " 'date' 
echo "with qsub $qsub_args $argname " 
echo "beginning execution on" \ 'date\' 
cp /bin/time \$QSUB_REQID 
echo "\$QSUB_REQID beginning execution\ 

on" \'date\'»qexec.log 
\$QSUB_REQID $* 
echo "\$QSUB_REQID finishing execution\ 

on" \'date\'»qexec.log 
echo "end command execution on" \ 'date\ , 
rm \$QSUB_REQID 

case $silent in 
no) tail -1 qexec.log;; 

esac 
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