









































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































REWIND REWIND

NAME
rewind - reposition a stream

SYNOPSIS
#include <stdio.h>

rewind (stream)
FILE *stream;

DESCRIPTION
'rewind' repositions the file pointer associated with the
specified stream to the beginning of the stream.
'i?wind(stream)' is identical to 'fseek(stream,(long) 0,
0)'.

FILES
/usr/include/stdio.h - macro definitions

DIAGNOSTICS
Returns =1 if the rewind was unsuccessful.

SEE ALSO
fseek (stdio)
ftell (stdio)
l1seek (stdio)
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NAME
scanf - formatted input

SYNOPSIS
#include <stdio.h>

scanf (flist);
char *flist;

fscanf(stream,flist)
FILE *stream;
char *flist;

sscanf(s,flist)
char *s, *flist;

DESCRIPTION

'scanf' reads from standard input interprets the input
according to the format statements and stores it
accordingly. ‘'fscanf' reads from the specified input
stream, and 'sscanf' reads from the specified string. There
are two types of items in the format string: formatting
statements and locations in which to store the input. The
call would look something like: scanf("...",argl,arg2...).
The location between the quotes would contain the format
statements.

The format string may contain spaces, tabs and new lines
which will be ignored, percent signs '$', and conversion
characters. The conversion characters must be preceded by a
percent sign. An optional maximum field width may be
inserted between the two, or an asterisk '*' specifying
that this item will be ignored. No other characters are
allowed.

The conversion characters and their expected storage types
are as follows:

c! The next character will be stored in a character
pointer. It will accept blanks, tabs or carriage
returns as legitimate input. If you wish to get the
first character which 1is not a blank, tab or
carriage return specify a width field of '1l'.

's! The next input will be a character string. It should
be stored in a character pointer which has been
allocated sufficient space for the expected string.

rar The next input will be a decimal numeric. It should
be stored in an integer pointer.

'o! The next input will be interpreted as an octal
numeric. It should be stored in an integer pointer.

'x! The next input will be interpreted as a hexidecimal
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numeric. It should be stored in an integer pointer.

'h' The next input will be a short integer. It should be
stored in a pointer to a short integer.
£ The next input will be a floating point number. It
should be stored in a pointer to float. It will be
of the form: an optional minus sign, followed by
digits, followed by a decimal point, followed by
more digits and an optional exponent field.
'e! Same as 'f'.
Format descriptors 'd4', 'o', 'x', and 'u' may
optionally be preceeded by a 'l' character to
specify that the argument to be printed is a long
rather than an integer.
FILES
/usr/include/stdio.h - macro definitions.
SEE ALSO
fprintf (stdio)
BUGS

The 'e' and 'f' options are not yet implemented.
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NAME

SYNOP

F SETBUF

setbuf - assign a stream buffer

SIS
#include <stdio.h>

setbuf (stream,buf)
FILE *stream;
char *buf;

DESCRIPTION

FILES

DIAGN

'setbuf' allows the user to allocate the buffer for an
opened stream previous to the first read or write action on
it takes place. If buf is a NULL pointer the input and
output on the designated stream will be unbuffered. If buf
is a long -1 (i.e. (char *)-1), the designated stream will
be buffered using a system allocated buffer. Otherwise the
buffer must be allocated BUFSIZE bytes by the user, where
BUFSIZE is a predeclared constant in the ‘'stdio' 1library
package.
char buf [BUFSIZE]; _

Buffers are generally allocated the first time reading or
writing is attempted on a stream. The 'stdin' stream is
buffered and the 'stdout' and ‘stderr' streams are
generally unbuffered.

/usr/include/stdio.h - macro definitions

OSTICS
If the stream is not open a -1 will be returned.

SEE ALSO

fopen (stdio)
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NAME

STDIO

stdio - standard input/output package

SYNOPSIS

#include <stdio.h>

DESCRIPTION

The REGULUS standard i/o package allows for accessing files
and performing input and output functions in a simple and
straightforward way. There are two macro defined functions
which most of the other routines use. These are 'getc
(stdio)' and ‘'putc (stdio)'. 'getchar (stdio)', 'putchar
(stdio)', 'feof (stdio)', 'ferror (stdio)’', 'clearerr
(stdio)' and 'fileno (stdio)' are also implemented as
macros. Sequential buffered transactions are the most
efficient, but files may be randomly accessed using the
'fseek (stdio)', ‘'rewind (stdio)' and ‘'ftell (stdio)’
functions.

The file ‘'stdio.h' defines the macros and declares the

~variables necessary for use by the 1library functions.

Beware of incrementing pointers inside of the macro's
argument list, the results are not guaranteed ' to be what
you expect.

Any program which makes use of these routines must include
this file. A line of the form "#include <stdio.h>" is used
in C.

These functions work on a standardly defined buffer stream
called a FILE. There are normally three open streams
associated with a task. These are the standard input
('stdin'), standard output ('stdout') and standard error
('stderr').

SEE ALSO

clearerr(stdio), fclose(stdio), fdopen(stdio), feof (stdio),
ferror(stdio), fflush(stdio), £fgetc(stdio), fgets(stdio),
fileno(stdio), fopen(stdio), fprintf(stdio), £fputc(stdio),
fputs(stdio), fread(stdio), freopen(stdio), fscanf(stdio),
fseek (stdio), ftell(stdio), fwrite(stdio), getc(stdio),
getchar(stdio), gets(stdio), getw(stdio), pclose(stdio),
popen(stdio), putc(stdio), putchar(stdio), puts(stdio),
putw(stdio), rewind(stdio), setbuf(stdio), ungetc(stdio)

DIAGNOSTICS

A -1 1is generally returned upon end of file or an attempt
to read from or write to a file which is not opened for
such accesses.
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NAME
ungetc - put character back into a stream

SYNOPSIS
#include <stdio.h>

ungetc (¢, stream)
char c;
FILE *stream;

DESCRIPTION
'ungetc' returns a character to a stream. If the stream is
buffered and a character has been read from it, at most one
character may be pushed back. Pushing back the end of file
character is not allowed. If the ‘'ungetc' is successful,
the character returned to the buffer will be returned.

FILES
/usr/include/stdio.h - macro definitions

DIAGNOSTICS
Returns EOF (-1) if unsuccessful.

SEE ALSO

getc (stdio)
fgetc (stdio)
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FILES

This section describes the format of various system files and
the general file structure of the system itself.

The C-language structure of each of these formats is usually
found in the directory -

/usr/include

with an example of a specified file name being
/usr/include/ar.h

which describes the format of archives.

Files are described in this section in the following sequence:

NAME Name of the file structure.
DESCRIPTION Briefly describes the file structure.

SEE ALSO Gives pointers to related information.

REGULUS Reference Manual FILES



A.0UT A.0UT

NAME
a.out - 68000 loader output

DESCRIPTION
'a.out' is the output file of the loader 'ld (cmnd)'. The
loader makes 'a.out' executable if there were no errors and
no unresolved external references. The *.0 relocatable
object files which are produced by the assembler ‘'as
(cmnd) ' have this same format. .

This file has four sections: a header, the program and data
text, a symbol table, and relocation bits (in that order).
The last two may be empty if the program was 1loaded with
the '-s' option of 'ld (cmnd)'.

There are two formats of the header. The first header
format starts with the identifying number 601A hex and
contains 14 words in the following format:

struct hdr {

int magic; //a.out magic number = 601A hex
long tsize; //% bytes in program text segment
long dsize; //% bytes in program data segment
long bsize; //#% bytes in program bss segment
long ssize; //% bytes in symbol table

long stksize; //initial stack size

long entry; //entry point

int rlbflg; //relocation bits suppressed flag

};

The second header format is used when noncontiguous text,
data, and bss segments are specified to the loader using
the -T, -D, and -B flags. This header begins with the
identifying number 601B hex and contains 18 words in the
following format:

struct hdr {

int magic; //a.out magic number = 601B hex

long tsize; //%# bytes in program text segment
long dsize; //#% bytes in program data segment
long bsize; //#% bytes in program bss segment
long ssize; //% bytes in symbol table

long stksize; //initial stack size

long entry; //entry point--address of text segmen
int rlbflg; //relocation bits suppressed flag
long dstart; //address of data segment

long bstart; //address of bss segment

};

The sizes of each segment are in bytes but are even. The
size of the header is not included in any of the other
sizes.

When a file produced by the loader is loaded into memory
for execution, three logical segments are set up: the text
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segment, the data segment (with uninitialized data, which
starts off as all 0, following initialized), and a stack.
The text segment begins at the address contained in "entry"
in the core image; the header is not loaded. If the magic
number (word 0) is 601A hex, it indicates that the text
segment 1is not to be write-protected and shared, so the
data segment is immediately contiguous with the text
segment. If the magic number is 601C hex, it indicates that
the text segment is to be write protected and shared and
that the beginning of the data segment is at the first 2K
byte boundary beyond the text segment. If the magic number
is 601D hex, it indicates that the text segment and the
data segment are both 1loaded with virtual addresses
beginning at 0 (I and D split). If the magic number is 601E
hex, it indicates that the text segment is to be write
protected and shared and that the beginning of the data

segment is at the first 4K byte boundary beyond the text
segment.

The symbol table consists of 7-word entries. The first four
words contain the ASCII name of the symbol, null-padded.
The next word is a flag indicating the type of symbol. The
following values are possible:

0100000 defined

0040000 equated

0020000 global - entry or external
0010000 equated register '
0004000 external reference

0002000 DATA based relocatable
0001000 TEXT based relocatable
0000400 BSS based relocatable

These values are bit flags which may be or'ed together to
indicate completely a symbol type such as 0122000 for a
defined global data segment relocatable symbol.

The 1last two words (long) of a symbol table entry contain
the value of the symbol.

If the symbol's type is undefined external, and the value
field is non-zero, the symbol is interpreted by the loader
1d as the name of a common region whose size 1is indicated
by the value of the symbol.

The value of a word in the text or data portions which is
not a reference to an undefined external symbol is exactly
that value which will appear in memory when the file is
executed. If a word in the text or data portion involves a
reference to an undefined external symbol, as indicated by
the relocation bits for that word, then the value of the
word as stored in the file is an offset from the associated
external symbol. When the file is processed by the loader
and the external symbol becomes defined, the value of the
symbol will be added into the word in the file.
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If relocation information is present, it amounts to one
word per word of program text or initialized data. There is
no relocation information if the "suppress relocation" flag
in the header is on.

Bits 2-0 of a relocation word indicate the segment referred

to by the text or data word associated with the relocation
word:

00 indicates the reference is absolute

01 indicates the reference is data segment relocatable
02 indicates the reference is text segment relocatable
03 indicates the reference is bss segment relocatable

04 indicates the reference is to an undefined external s
05 indicates the reference is to the upper word of a lonc
07 indicates the absolute first word of an instruction

The remainder of the relocation word (bits 15-3) contains a
symbol number in the case of external references, and is
unused otherwise. The first symbol is numbered 0, the
second 1, etc.

SEE ALSO

as (cmnd), 1d (cmnd), strip (cmnd)
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NAME
ar - archive format

DESCRIPTION
The first word in an archive file is a magic number which
defines the type of archive file. Magic number (0177545)
archives are maintained on REGULUS. Each constituent file
in an archive file is preceeded by a file header. The
structure of the file header is:

struct arhdr {
char a_fnamell4l; // file name

long a_modti; // last modified time
char a_userid; // user id (uid)

char a_gid; // group id (gid)

int a_fimode; // mode word

long a_fsize; // file size

SEE ALSO
ar (cmnd), 14 (cmnd)
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NAME
c.out - 68000 loader output

DESCRIPTION
'c.out' is the output £file of the 1loader 'ld
- (cmnd)'. The 1loader makes 'c.out' executable if
there were no errors and no unresolved external
references. The *.0 relocatable object files which
are produced by the assembler 'as (cmnd)' have
this same format.

This file has four sections: a header, the program

and data text, a symbol table, and relocation bits
(in that order). The last two may be empty if the

?rogr?m was loaded with the '-s' option of 'ld
cmnd) '.

There are two formats of the header. The first
header format starts with the identifying number
601A hex and contains 14 words in the following
format:

struct hdr {
int magic; //c.out magic number = 601A

hex

long tsize; //# bytes in program text
segment

long dsize; //# bytes in program data
segment '

long bsize; //# bytes in program bss
segment

long ssize; //# bytes in symbol table

long stksize; //initial stack size

long entry; //entry point

int rlbflg; //relocation bits suppressed
f%ag

The second header format is used when
noncontiguous text, data, and bss segments are
specified to the loader using the -T, -D, and =B
flags. This header begins with the identifying
number 601B hex and contains 18 words in the
following format:

struct hdr {

int magic; //c.out magic number = 601B hex
long tsize; //#% bytes in program text segment
long dsize; - //% bytes in program data segment
long bsize; //#% bytes in program bss segment
long ssize; //%# bytes in symbol table

long stksize; //initial stack size

long entry; //entry point--address of text segm
int rlbflg; //relocation bits suppressed flag
long dstart; //address of data segment
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, long bstart; //address of bss segment

The sizes of each segment are in bytes but are
even. The size of the header is not included in
any of the other sizes.

When a file produced by the loader is loaded into
memory for execution, three logical segments are
set up: the text segment, the data segment (with
uninitialized data, which starts off as all O,
following initialized), and a stack. The text
segment begins at the address contained in "entry"
in the core image; the header is not 1loaded. If
the magic number (word 0) is 601A hex, it
indicates that the text segment is not to be
write-protected and shared, so the data segment is
immediately contiguous with the text segment.

The symbol table consists of 7-word entries. The
first four words contain the ASCII name of the
symbol, null-padded. The next word is a flag
indicating the type of symbol. The following
values are possible:

0100000 defined

0040000 equated

0020000 global - entry or external
0010000 equated register

0004000 external reference

0002000 DATA based relocatable
0001000 TEXT based relocatable
0000400 BSS based relocatable

These values are bit flags which may be or'ed
together to indicate completely a symbol type such

as 0122000 for a defined global data segment
relocatable symbol. :

The 1last two words (long) of a symbol table entry
contain the value of the symbol.

If the symbol's type is undefined external, and
the value field is non-zero, the symbol is
interpreted by the loader 1d as the name of a
common region whose size is indicated by the value
of the symbol.

The value of a word in the text or data portions
which is not a reference to an undefined external
symbol 1is exactly that value which will appear in
memory when the file is executed. If a word in the
text or data portion involves a reference to an
undefined external symbol, as indicated by the
relocation bits for that word, then the value of
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the word as stored in the file is an offset from
the associated external symbol. When the file is
processed by the 1loader and the external symbol
becomes defined, the value of the symbol will be
added into the word in the file.

If relocation information is present, it amounts
to one word per word of program text or
initialized data. There is = no relocation
information if the "suppress relocation™ flag in
the header is on.

Bits 2-0 of a relocation word indicate the segment
referred to by the text or data word associated
with the relocation word:

00 indicates the reference is absolute

01 indicates the reference is data segment relocatable
02 indicates the reference is text segment relocatable
03 indicates the reference is bss segment relocatable
04 indicates the reference is to an undefined external
05 indicates the reference is to the upper word of a lo
07 indicates the absolute first word of an instruction

The remainder of the relocation word (bits 15-3)
contains a symbol number in the case of external
references, and is unused otherwise. The first
symbol is numbered 0, the second 1, etc.

SEE ALSO
as (cmnd), 1d (cmnd), strip (cmnd)
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NAME
/etc/dtab - filesystem dump record file

FUNCTION
'/etc/dtab' is the record file used by 'dump
(maint)' to record the name and last dump date for
each filesystem. The filesystem names are stored
as null terminated strings. The date is stored as
the long word returned by 'time (sys)'.
There is no fixed size for the filesystem names.

SEE ALSO

dump (maint)
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dump - format of filesystem dumpfiles

FUNCTION

The general structure of a filesystem dump made by 'dump
(maint)' is a header block, index node 1list and data
blocks. Data blocks are the actual data of the file,
preceded by the file index record.

Each reel of a multi-reel dump begins with a header block.
This is used to determine if the user is out of sequence.

The following structure defines the header block:

struct dheader {

long h_nindexes; // number of index nodes in dump
long h_nfiles; // number of files in dump

long h_nblocks; // number of blocks in dump

long h_incdate; // incremental dump date

long h_ddate; // £full dump date

long h_tblocks; // total number of blocks in dump
long h_tsize; // # of blocks on a tape reel

int h_nreels; // # of reels used in this dump
int h_reel; // reel number of this reel

long h_start; // starting block number on this reel
long h_last; // last block number on this reel
char h_labell32]; // reel label

}:

The index node list has one node for each file (real or
special), and the index record numbers are sequential. If
the file was not dumped, the dump size is 0. The structure
of the index record blocks are as follows:

struct dnode {

long d_index; // index record number for file
long d_size; // file size in blocks + 1 for index
// 0=>file not dumped.
}:
SEE ALSO

dump (maint)

restor (maint)
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NAME
filesys - REGULUS file system format

DESCRIPTION

REGULUS File Systems

Each file system storage volume consists of some
number of 512 byte blocks,  each of which can be
randomly accessed. The total file system size is
limited to 2**31 blocks, and any individual file is
limited in size to 2**31 bytes.

Reserved Blocks

Only the first three blocks of the file system are
reserved for system information. Block 0 is unused and

is available to contain a bootstrap program or any
other desired information.

Block 1 is known as the 'file system superblock' and
contains the following information:

struct fshead {

char 1labell32]; //pack label

long nblocks; //% blocks in file system

long unused; //not defined

long freelst; //block # of head of free list
struct direct rootdir; //root directory entry

long fsdatim; //place to remember date and time

};

Block 2 contains the index pointers for the root
directory of the file system. The remainder of the
blocks in the file system are either free blocks, file
index records, or file data blocks.

Directories

A directory is treated exactly like a simple data file
with the exception that only the system can modify a
directory. A directory contains any number of file
entries of the format:

struct direct {

char fnamell2]; //file name null padded on right
long findblock:; //block # of first index record
}; '

Thus, each file entry in a directory is 16 bytes long
allowing 32 such entries in each directory data block.
A directory entry is valid if the index record number
(findblock) is non-zero. The file name is not
necessarily null even in unallocated entries.
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Index Records

An index record is the REGULUS file definition
structure. Each index record is 256 words long. The
first 8 words contain fixed information which may be
used to identify and verify index records and the file
data blocks. The index record format is:

#define NIBPB 122
struct indblk {

int i_magic; //magic # to id index records
long i_size; //file size

int i_ownerid; //file owner id

char i_groupid; //group id of file

char i_nlinks; //file reference count

long i_moddate; //file mod date and time

long i_accdate; //file access date and time
int i_flags; //file type and access mode

long i_blkptrINIBPBl; //block # of data blocks, first
//blk ptr contains major/minor
//device # for special files
) long i_nxtiblk; //next indirect blk or 0
’

File Size

Each data block in REGULUS is 512 bytes in length. One
index record will therefore allow for a file of
122*%512 = 62464 bytes. If a file is larger than 62464
bytes, the 1last word of the first index record is a
pointer to the second index record, etc. Thus, the
file system allows for files of arbitrary maximum
length. Since a file may not <cross a file system
boundary and the length of a file system is limited to
32 bits, files are actually 1limited to something
slightly less than 2**32 bytes.

Free List

The free list is a linked 1list of indirect blocks.
Each free list indirect block contains up to 127 block
numbers (longs) of free blocks. The last long word in
the free list indirect block contains the block number
of the next indirect block in the free 1list chain.
This number will be zero at the end of the free list
chain. Any block number in the free list that has a
value of zero should be ignored since it is impossible
for block zero to be free.

SEE ALSO
mount (maint)

umount (maint)
mountfiles (files)

mtab (files)
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NAME -
/etc/fstab - file system table

FUNCTION
The '/etc/fstab' file is an ascii file composed of the
names of the standardly mounted filesystems. Each
filesystem name should be terminated by a carriage return.
This file is used by 'df (cmnd)'.

SEE ALSO
df (cmnd)
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NAME
/etc/group - list of user groups file

DESCRIPTION :
/etc/group consists of one line of information per group.
There are four colon separated fields:

1) group name

2) the encrypted group passwd

3) group id (gid), in decimal

4) a comma-separated list of users that may belong to this grot

/etc/group is an ascii file. It should have general read
permission since commands that use groups needs this
information.

SEE ALSO
chgrp (cmnd)
newgrp (cmnd)
passwd (files)
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NAME
/etc/mountfiles - mounted filesystem description file

DESCRIPTION
This file describes the default mounting instructions for
mountable file systems under REGULUS. The format is as
follows:

special file<TAB>root directory<TAB>flags<TAB>comments

The field separator may be either a tab character ("I) or a
space. Multiple separators are allowed so that the file may
be formatted for easier reading.

The first two items are the special £file name, and the
directory it is normally mounted on.

The flags are used to instruct mount about how and when to
mount that file. The flags are one or more of the

following:
a always mount this file (used in 'mount all' command)
r read only. Mount file system read only. This is

separate from a hardware read-only switch setting.
This flag should be used if there is hardware settings
also, otherwise the system will attempt to write the
device.

- a null argument. Seperates the comment field from the
other fields if no other flag is given.

SEE ALSO
mount (maint)
unmount (maint)
mtab (files)
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NAME
/etc/mtab - currently mounted filesystem table
DESCRIPTION ‘ ‘
This file attempts to describe the current mounted file
configuration. It is maintained by 'mount' and 'unmount’
but may not be correct. This file should be interrogated by
programs wishing to know about mounted file systems. Each
entry is 64 bytes long. The structure is:
struct mtab {
char m_pathl[32]; // path name of root directory
char m_speciall30]; // device name
char m_unused;
char m_rwflag; // 'r' if device is read-only,
// 0 otherwise
};
SEE ALSO

mount (maint)
unmount (maint)
mountfile (files)
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NAME
/etc/passwd - password files

DESCRIPTION

/etc/passwd consists of one line of information per user.
There are six colon separated fields:

1) login name, all lower case

2) encrypted passwd . :

3) user id (uid), in decimal

4) group id (gid), in decimal

5) initial working (home) directory

6) program to use as shell (/bin/sh is default)

/etc/passwd is an ascii file. It should have general read
permission since the passwords are encrypted and everyone
needs the information mapping uid to login name.

SEE ALSO
getpw (subs)
cryptpw (subs)
passwd (cmnd)
login (cmnd)
group (files)
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NAME
tar - tape archiver

FUNCTION

A 'tar' file is composed of file

TAR

headers, file

data blocks and zero or more blocks of nulls. Each
file 1is preceded by a header block which looks

like the following:

struct header {
char fnamel[l00];
char model8];
char useridl[8];
char grpidl[8];

char bytesizell2];

char modtimel12];
char checksuml[81;
char linkflag;

char linkfnamell100];

char volsizel8];

char volumel[8];

char recordl[8];

char userinfol64];
}

The header block is padded to

512 bytes. Each

header 1is followed by 512 byte blocks of data
unless it is linked to another archived file. The
end of the tape is padded to the block factor with

512 byte blocks of nulls.

SEE ALSO
tar (cmnd), ar(cmnd)
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NAME

TTYS

ttys - /etc/ttys format

FUNCTION

The file '/etc/ttys' is used to inform the system
about terminals ( tty's ). It is an ascii file of
lines of three characters each. The characters are
positional and have the following meanings:

CHAR VALUES MEANINGS

1
0
1
?

2

3
0
1
2
3
4

The first character determines the
state of 1logins for the specified
terminal (see character 2).

Terminal is disabled. Logins are not
allowed, and no 'init' will Dbe
started for this terminal.

Terminal is enabled. A copy of 'init'
will be created to wait on this
terminal to become ready. A terminal
is assumed to be ready when an open
on the device succeeds.

Terminal is draining. A new copy of
'init' will not be started when the
current process running on this
terminal is ended. This has the
effect of ‘'draining' the users off
the system, since new 1logins are
prohibited when o0ld users log out.
Any character other than '0' or '1°
is allowed.

The second character is the last
character of the name of the
character-special terminal device
refered to by this line of the file.
Only alphabetic or single numeric
characters are allowed.

The last character defines the type of
terminal and 1line this device is
connected to. The types are as
follows:

CIT-80 or VT-52 type terminal at 9600
baud.

CIT-100 or VT-101 type terminal at
9600 baud.

300 baud dial-in line.

1200 baud dial-in line.

1200-300 baud cycling line. The line
will be tried first at 1200 baud. If
a break 1is detected, the 1line is
reset to 300 baud and tried. This
loop continues until a 1line is
successfully read.
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This 1is

TTYS
5 300-1200 baud cycling line.
the same as '4' above, except that
300 baud is tried first.
SEE ALSO
init (maint)
tty (dev)
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NAME
/etc/utmp - currently mounted filesystem table
DESCRIPTION
This file attempts to describe who the current users of a
REGULUS system are. The file /etc/utmp is maintained by
init and getty. There is at most, only one entry for each
terminal.
This defines the structure of the utmp file for regulus:
#define UTMP_LEN 16 /* number of bytes in a utmp entry */
struct utmp {
char u_namel81]; /* user name */
char u_notl;
char u_tty; /* last char of tty name */
long u_timein; /* login time */
int u_not2; :
};
Each entry is 16 bytes long.
FILES
The above structere can be found in /usr/include/utmp.h
SEE ALSO

who (cmnd)
mountfile (files)
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INTRO _ INTRO

MAINTENANCE

This section describes programs that are used by system
administrators and others who deal with maintenance of the file
system and of the REGULUS system itself.

NOTE

If you are a new user of the REGULUS system, please be
extremely careful in using the maintenance programs.
Make sure you understand exactly the results of each
command, because it is very easy to destroy important
information by using the commands carelessly. For this
reason, access to most of the maintenance commands is
restricted to the super-user.
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PROGRAM
badblk - add badblocks to badblock file

USAGE
badblk [-d speciall [-m mount-point] badblockl ...

FUNCTION

'badblk' enables the user to add additional badblocks to
the badblock file thereby avoiding their use by the system.
A number of precautions must be exercised before using the
'badblk' program. The system must be up in single-user mode
without /etc/update running. The badblocks which are to be
given to ‘'badblk' must be on the free 1list of the
corresponding filesystem.

Once the above conditions are met, 'badblk' may be executed
regardless of whether or not any badblocks have previously
been specified to the system. In this manner if additional

badblocks are discovered they may be added to the badblock
file.

If the badblocks are not on the root filesystem, the '-d'
option must be used with the special device corresponding
to the appropriate filesystem specified. 'badblk' requires
a mount-point upon which to mount the specified filesystem.
If no mount-point is given with the '-m' option '/mnt' is
used as a default.

After ‘'badblk' has been executed 'fsck -s' must be run on
the filesystem containing the badblocks.

'badblk' functions by appending the badblock numbers to the
index block '/.BADBLOCK' on the appropriate filesystem. If
'/ .BADBLOCK' does not exist 'badblk' will create it.

It may be appropriate to remove the entire track containing
the badblock from the system. In this case use 'bblist' to
obtain the badblock numbers for the'éntire track.

SEE ALSO ,
mkfs (maint), bblist (maint)

BUGS

There is currently no way to avoid using badblocks in the
swap area.
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PROGRAM
bblist - badblock list

USAGE
bblist

FUNCTION

'bblist' will prompt the user for the type of drive and
then ask for the cylinder and head combinations which can
be obtained from the 'media defect list' provided with the
drive. 'bblist' will list badblock numbers for the entire
track specified by the cylinder and head combinations
given.

'bblist' will output to standard out, but also may be used
in conjunction with the '-f' option on mkfs by re-directing
its output to the file '/.BBLIST'. (see mkfs (maint)).

SEE ALSO
badblk (maint), mkfs (maint)

BUGS
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PROGRAM
clri - clear an index record on a device

USAGE
clri <device> <indexl> ...

FUNCTION

For each index listed in its argument 1list, ‘'clri' will
£ill that index record with zeroes. This should only be

done on file systems that are not mounted. The system
should be rebooted if done on the root file system.

FILES

DIAGNOSTICS

The command will have exit status of zero if all went well,
-1 otherwise.

SEE ALSO
icheck (maint)
dcheck (maint)
fsck (maint)

BUGS
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PROGRAM
dcheck - directory consistency check

USAGE
dcheck [-i numbers] [filesysteml

FUNCTION

'dcheck' looks in each directory and checks the link count
of each file, including directories, against the number of
times that file is referenced, and reports any
discrepancies. If the counts differ, 'dcheck' lists the
index number, the link count, and the number of references
to the file. ‘'dcheck' also reports if files have been
allocated, and there is a zero 1link count with no
references.

If there are index numbers following the -i option,
'dcheck' will list the given number, the index number of
the directory it appears in, and the name of the entry.

If a filesystem is not given, the default filesystem will
be used instead.

DIAGNOSTICS

If the link count is less than the number of references, a
potential problem exists when the link count goes to zero.
The remaining references will point to a block with garbage
in it. In that case the extra references should go away.

If the link count is greater than the number of references,
no damage will occur, but some blocks that have been
allocated may never be reclaimed.

FILES
/dev/rootfs; default filesystem

SEE ALSO
icheck (maint), clri(maint), ncheck(maint), filesys(files)

BUGS

Extraneous diagnostics may be given if 'dcheck' is run on
an active filesystem.
Needs an 8K stack.
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PROGRAM
disktest - direct access device diagnostic

USAGE
disktest special-file

FUNCTION

Disktest allows any direct access device (and some
sequential devices) to be tested while UNIX 1is still
available to other users. Care should be taken to make the
device which 1is to be tested unavailable to other system
users. The single required argument is the name of the
device which is to be tested (ie. /dev/rkl).

Disktest recognizes the following single character commands
some of which may be followed by numeric arguments which
are assumed to be octal if they begin with a 2zero and
decimal otherwise.
Command Argument Default Meaning

1 1 0 Low block number to test

h 1 1024 High block number to test

n 0 1 Number of blocks per transfer

p l or 2 0 Pattern flag

0 default patterns
1 block number is
pattern
2 next argument is
pattern

o1l 1 Output flag

0 output on errors only
1 extended output
7 d 0 - Display test parameters
t 1 1 Test repetition factor
g 0 - Execute write, read, compare test
¢ 0 - Execute a read, compare test
r 0 - Execute a read test
w 0 - Execute a write test
q 0 - Quit - return to the shell

s 1 0 Sequential access
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0 sequential test
1 random test

An interrupt (rubout) signal to disktest causes it to print
the current test number, block number, and pattern number.
A quit signal causes disktest to abort the current test and
await a new command. Bits transferred per error are
reported on rubout and at the end of each test.
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PROGRAM
dump - file system backup

USAGE
dump [-uiOfslL] [dumpfilel [sizel [labell]l [filesystem]

FUNCTION
'dump' is used to create backup copies of a filesystem. It
is possible to dump either the entire filesystem or to dump
onéy those files that have changed since the last dump was
made.

The actions of 'dump' are controlled by the following
arguments:

u If 'dump' is successful (no errors occurred), write
the date of the dump and the name of the filesystem
on the dump record file. This date is used to
determine the starting date when doing incremental
dumps.

i Make an incremental dump of the filesystem. All
files that have changed since the dump date stored
in the dump record file are dumped.

0 (zero) Dump all files from the filesystem.

£ Use the next argument as the device or file to
write the dump onto.

s The size (in blocks) of the media that the dump is
being placed on 1is taken from the next argument.
This is used to determine the number of reels that
will be needed for the dump. If the size is
negative, the first write error will end the reel
and this size then becomes the size of future
reels. The user is prompted to change reels as
.needed. Without this flag, write errors will
terminate the dump.

1 The next argument is taken to be an identifying
label that is recorded in the dump header block of
each reel. A '#' character is required in the label
to mark where the reel number is to be placed.

L The user is to be prompted for a label. The label
must still contain the '#' character.

The default action of 'dump' is:
dump -ilf "REGULUS dump reel ##" /dev/£flp0 /dev/rootfs
Various information about the dump is printed before the

actual writing of the dump. The user is asked for
acknowledgment before 'dump' actually begins to write to
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the dump device. If the user does not respond with a 'y',
the dump will terminate.

Bad blocks on the filesystem

A 'badblock' file may be specified by setting the ownerid
of the file to (-1). '"dump' will dump the index records for
this file but will not attempt to read the data blocks,
which presumably are blocks which may not be read from the
device.

Care must be taken if a dump of a filesystem with a
'badblock' file is restored to a different device than it
was originally dumped from, as the 'badblock' file index
record is re-created exactly as it was before. If the
blocks are not bad on the new filesystem, duplicate entries
will occur. These may be fixed by removing the incorrect
'badblock' file and running 'fsck (maint)'.

FILES
/dev/rootfs default filesystem
/dev/£flp0 default dumpfile device
/etc/dtab dump record file

DIAGNOSTICS

Errors messages are meant to be self-explanatory and
usually are cause for terminating the dump. The filesystem
should be quiescent and without 'icheck (maint)' or ‘'dcheck
(maint)' errors.
If the filesystem is in active use, phase errors may occur.
A phase error occurs when a file that has been marked for
dumping is changed before it is actually dumped. This is
not usually a fatal error.

SEE ALSO
restor (maint)
icheck (maint)
dcheck (maint)
dump (files)

BUGS

Phase errors (files being removed between the time that
they are marked for dumping and actually dumped) can cause
failures.
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PROGRAM
fixidx - print and change index records
USAGE
fixidx [devicel num ...
FUNCTION

FILES

DIAGN

'fixidx' is used to display index record information in a
readable format and then allow the user to step through
each of the data items and change them as needed. If the
first argument does not begin with a numeral, it is assumed
to be the name of a block special file which contains a
REGULUS filesystem. If no device is specified,
'/dev/rootfs' 1is assumed. All remaining arguments are
treated as index record numbers and the following
information is displayed:

flags (octal)

size - (long decimal)
ownerid (decimal)
groupid (decimal)
number of links (decimal)

data block numbers (decimal)

After the 1index record data is displayed, the user is
stepped through each item and prompted for a change. A
carriage return means no change. A decimal number is taken
to be the new value for that field. At the end of the
fields, the new index record information is displayed and
the user is prompted for a write. If he responds with a
'y'y the new index record is written. Any other response
causes 'fixidx' to forget the changes and continue.

/dev/rootfs default filesystem device

OSTICS
Self-explanatory

SEE ALSO

BUGS

fsdb (maint)
prtidx (maint)

Should be executable only as the superuser. )
Using this on a mounted filesystem can be touchy if not 1in
a single-user mode.
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PROGRAM

fsck - file system consistency check

USAGE

fsck [-rsynv] [-b <block numbers>] [filesystem ...l

FUNCTION

"fsck" checks the consistency of a Regulus file system. The
consistency checks performed are: every block is allocated
or on the free list, no block is allocated more than once,
every block number is valid within the file system, every
index block has a valid index magic number, an appropriate
file type and the correct number of links. Basically this
coalesces the functions of icheck and dcheck.

If any problem with the file system is found, the user will
be queried for whether to fix the problem or not. Typically
the fix 1is to delete the offending index block from the
fiée ?ystem (i.e. remove all directory references to the
index) .

The typical output of 'fsck' is:

The number of missing blocks (not in free list or a file).

The number of special files.

The total number of files on the file system.
The total number of large files.

The total number of directories.

The total number of named pipes.

The number of index records.

Total number of blocks used.

Total number free blocks.

The following options are available:

v Verbose mode, display additional information about the
file system including the number of sparse files, the
block number of the highest used block, etc.

s Rebuild the free list by putting all unallocated blocks
on the free list, and rewriting the super block of the
file system with the new free 1list. The file system
should not be mounted at this time. If that is not
possible, as in the case of the root file system, the
file system should not have any activity on it, and
REGULUS should be booted without doing a "sync" so that
the in core copy of the super block that is maintained
by REGULUS 1is not written out to the file system. The
messages listed above will not be printed if the -s
option is given.

b Print out a diagnostic whenever the block numbers
specified appear in a file.

y A YES answer, 'y', is assumed for every user query.
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n A NO answer, 'n', is assumed for every user query.

r An attempt to recover any lost files and directories
will be made. First, all unallocated blocks are checked
for being a directory index record. If any is found,
the ".." chain is followed until either an allocated
directory is encountered or an error occurs. If an
allocated directory is found, the highest 1level
unallocated directory is 1linked into the allocated
directory with the unallocated directory's index record
number for its name. If an error occurs, the highest
level directory will be linked into the "/lost+found”
directory with its index record number as its name.
Then, the unallocated blocks are scanned for any lost
files. Any found lost files will be 1linked into the
"/lost+found" directory with its index record number as
its name, Lost special files, named pipes and
"unlinked" files (ones with no valid block pointers in
the first 61K bytes) are not recovered. Finally the
free list is automatically rebuilt. Although an attempt
is made to adjust all "." and ".." entries and 1link
counts, multiple passes may be required to get a
totally fixed file system. Files and directories with
duplicate blocks are recovered as is, so care should be
taken when dealing with them. The directory
"/lost+found" is automatically created and linked into
"/® if it does not exist, and it is automatically
extended as needed. If any blocks are needed in this
process or in extending found parent directories, they
are allocated from the top of the file system.
Obviously, if these blocks were allocated to a
recovered file, they will be duplicates and should be
treated with extreme caution. Every block on the
unallocated list is read once in both passes, so this
is a very time consuming option.

If no file system argument is given fsck will use the
default file system "/dev/rootfs". *

FILES . ;
/dev/rootfs is the default file system.

DIAGNOSTICS
Each block that is found to be a duplicate of a previously
allocated block is reported, and a sum of all duplicate
blocks is also reported. The -b option of 'fsck' can then
be used to determine the index blocks that use the blocks
listed. Then 'ncheck' can be used to find the actual path
names of those index blocks.

A "pbad"™ block is one that is out of range of the file
system.

All other diagnostic messages are meant to be self
explanatory.
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SEE ALSO
dcheck (maint), ncheck(maint), file system(files)

NOTES
Needs an 8K stack.
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PROGRAM
fscp - file system copy
USAGE
fscp from to
FUNCTION
"fscp' is used to copy a file system from one device to
another. :
SEE ALSO

setfssize(cmnd)
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PROGRAM
fsdb - file system debugger

USAGE
fsdb filesystem

FUNCTION
'fsdb' is the REGULUS interactive file system debugger. It
allows you to look at the blocks of the 'filesystem' with
two different display modes, and several different display
formats.

The two display modes are:

file treats the blocks like a file which it steps
through starting at the first block number
of the index record of the file.

block assumes that you are simply stepping through
the blocks of the file system itself, and
not a file.

When in 'file' display mode, you are prompted by a question
mark to determine if you wish to continue to display the
next block of the file. A 'y' or carriage return tells
'fsdb' to display the next block. A 'q' tells 'fsdb' to
stop looking at this file. You are still in the file
display mode however.

In both block display mode and £file display mode, the
current display format will remain the same as the 1last
format unless explicitly changed.

There are several different display formats available:

dir display block formatted like a directory.

index display block formatted 1like an index
record.

free display block as if ' it were an indirect
block of the free list

text display block as if it contained text

super display as if it were a file system super
block

dump display block formatted as a dump header.

hex display the block in hex words

ascii display the block as ascii bytes

decimal display the block as decimal words

octal display the block as octal words

The prompt from 'fsdb' is the block number of the current
block followed by a '>'. 'fsdb' commands consist of an
optional block number, followed by an optional command. The
commands are any one of the two display modes 'file' and
'block', the display formats, or the following:

inc increment the 1link count of a directory
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dec
clear
type
flist
FILES
DIAGNOSTICS
SEE ALSO

FSDB

block

decrement the 1link count of a directory
block

in dir mode it prompts for block number,
then clears the entry in the block whose
block number you entered.

tries to determine what kind of block it is.
display the indirect block numbers of the
free list :

filesys(files), directory(files)

BUGS
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PROGRAM
getty - set typewriter mode during login

USAGE
/etc/getty type

FUNCTION
'getty' is used by the initialization program to set up the
typewriter mode for a terminal after it is opened. The type
argument is a character that informs ‘'getty' of the
characteristics of the terminal as specified in the file
'/etc/ttys'.

The letters and characteristics are as follows:

a CIT-80 or equivalent terminal working at 9600 baud.
a CIT-101 or equivalent terminal working at 9600 baud.
a 300 baud dialin line.

a 1200 baud dialin line.

a 1200-300 baud dialin line (try 1200 baud first).

a 300-1200 baud dialin line (try 300 baud first).

WD HO

If anything other than these, the default will be a 9600
baud CIT-80.

After the 1line is set up, 'getty' will print the contents
of the file '/etc/sitename' if this file exists. This is
used to provide users logging on an idea of what machine
they are using if multiple machines are present. After the
'sitename' information, 'getty' prompts for a user name. A
null (break) or end-of-file on cycling lines will cause the
next speed to be tried. If the user name ends in a newline,
'getty' will pass that name to 'login' to complete the
login process.

FILES
/etc/sitename site information (512 bytes maximum)

DIAGNOSTICS
'getty' does not report errors, but simply does what it is
told blindly.

SEE ALSO
init (maint)
ttys (files)
login (cmnd)

BUGS
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PROGRAM
icheck - file system consistency check

USAGE
icheck [-s] [-b <block numbers>] [filesystem]

FUNCTION .
"Icheck™ will check the storage consistency of a filesystem
by building a bit map of all the blocks in the file system
that appear in files. Icheck then looks at the free list,
and compares this with the bit map. Any inconsistencies are
reported. Normal output from icheck is as follows:

The number of missing blocks (not in free list or a file).

The number of special files.

The total number of files on the filesystem.

The total number of large files.

The total number of directories.

The number of index records.

Total number of blocks used.

Total number free blocks.
If the -s option is specified, "Icheck" will rebuild the
free 1list by putting all those blocks not already in files
on the free list, and rewriting the super block of the file
system with the new free list. The file system should not
be mounted at this time. If that is not possible, as in the
case of the root file system, the file system should not
have any activity on it, and REGULUS should be booted
without doing a "sync" so that the in core copy of the
super block that is maintained by REGULUS 1is not written
out to the filesystem. The messages listed above will not
be printed if the -s option is given.

If the -b option is specified on the command line, "Icheck"
will print out a diagnostic whenever the block numbers
specified appear in a file.

If no filesystem argument is given icheck will use a
default filesystem.

FILES
/dev/rootfs is the default filesystem.

DIAGNOSTICS
Each block that is found to be a duplicate of a previously
allocated block is reported, and a sum of all duplicate
blocks is also reported. The -b option of 'icheck' can then
be used to determine the names of all files that use the
blocks listed.

A "pbad" block is one that is out of range of the
filesystem.

All other diagnostic messages are meant to be self
explanatory.
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SEE ALSO
dcheck (maint), ncheck (maint), filesystem(files)

BUGS
Needs an 8K stack.
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PROGRAM

init - process initialization program
USAGE

/etc/init
FUNCTION

'init' is the first program to be invoked by REGULUS after
startup. It is always process id 1. The job of 'init' is to
start a process for each terminal that is to be used.

The 'init' sequence is in 3 phases. The first phase
involves the startup file '/etc/rc'. If this file is found,
'init' will execute a shell with this file as input. This
file normally contains command lines to perform
housekeeping tasks such as mounting filesystems and
starting daemons. The deamon '/etc/update' should be
started as a background task at this point.

Should any of the commands in the rc file exit with a
non-zero status, the shell will immediately terminate and
'init' will print a message on the console and attempt to
return to a single use mode by executing the program
'/etc/initl'. Failures in the rc file are wusually due to
file system problems and are considered serious. Once

'init' falls back to single user mode, the system must be
re-booted.

After the rc file is complete, 'init' now opens the file
'/etc/ttys' for a description of the terminal lines to use.

For each terminal that is marked ON in the '/etc/ttys' file
(refer to 'ttys (files)' document), 'init' forks and
attempts to open the terminal. This open will normally be
delayed until the terminal 1is turned on or carrier is
established (for a dialup 1line). When the open succeeds
'init' overlays itself with the program '/etc/getty' to
read the users name and continue with the login process.

When the shell or other program that was running on the
terminal exits, either by the user 1logging out or other
error (such as a hangup) the original 'init' (process 1) is
notified. This process will remove any entry for that
terminal from the list of current users in '/etc/utmp' and
then repeat the whole sequence again.

'init' catches the HANGUP signal (see 'signal (sys)') and
interprets it to mean that the terminal description £file

'/etc/ttys' should be re-examined. The command sequence for
this is:

kill -1 1

If an entry has been changed from ON or DRAIN to OFF, the
process running for that terminal is killed. If an entry
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FILES

DIAGN

INIT

has been changed from ON to DRAIN or the type of terminal
for an ON tty has changed, 'init' sends the process a
particular user signal. This 1is caught by 'login' and
'getty' and causes them to exit. If an entry has been
changed from OFF to ON, a new process is started for that
terminal. Entries that are unchanged are ignored.

It is therefore possible to bring up new terminals (or take
down terminals) without re-booting the system simply by
changing the entry in '/etc/ttys' and sending the hangup
signal to 'init'.

To change the speed of a given line, you must first turn
the 1line OFF, notify 'init' (via the HANGUP signal), then
change the speed character and turn the line to ON, again
notifying 'init'.

/etc/rc init startup file
/etc/ttys RBGULUS terminal configuration file
/etc/utmp list of current users

/etc/getty program to invoke when terminal awakens
/etc/initl program to use if rcfile fails
/initrg REGULUS startup file (linked to init or initl)

OSTICS
Self-explanatory.

SEE ALSO

BUGS

REGUL

initl (maint) - single user initialization program
ttys (files)
getty (maint)
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PROGRAM

initl - single user initialization program
USAGE

/etc/initl
FUNCTION

'initl' is used to invoke REGULUS in a single user mode.

This mode is most useful for fixing the filesystem, which

must be done without the update daemon '/etc/update
(maint) '.

Single user mode is arranged by linking (see 'ln (cmnd)' )
the program '/etc/initl' to '"/initrg' (the REGULUS startup
program) . When REGULUS is next booted, 'initl' will
immediately execute a shell as the super-user. No startup
file processing is done, and in particular, the disk update
deamon '/etc/update' is NOT started.

Single user mode may also be reached if the startup file of
'init' reports an error status.

'initl' searches a fixed list of names for a shell to run.
The current list is as follows:

/bin/sh

/bin/nsh

/usr/bin/sh

/usr/bin/nsh

/sh

When a shell starts, 'initl' will wait for it to terminate.
When this happens, 'initl' will search a list of multi-user
programs for a program to run. If none of these programs
can be executed, an error message is printed and the 1list
of shells is searched again.

The current list of multi-user programs is:

/etc/init < no message > NOWAIT
/bin/login "REGULUS single user" WAIT
/bin/sh "REGULUS single root" NOWAIT

/bin/login "REGULUS Maintence Mode"™ WAIT

'initl' will print the message provided with the name of
each of these programs before it attempts to execute it. If
the 'wait' flag is 'NOWAIT', 'initl' will overlay itself
with the task that it executes. If this task ever exits, NO
user programs will be running and the system must be booted.

If the flag is 'WAIT', 'initl' will wait for the task to
exit, then start it up again. This provides a minimal single
user execution sequence.

In the "Maintenence" mode, the program 'login' will allow
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only the users 'root' and 'maint' to log in to the system.
This mode is for file system repair.

FILES
/initrg the REGULUS startup program
/etc/init multi-user initialization program
/dev/console

DIAGNOSTICS

Self-explanatory

SEE ALSO
init (maint)

NOTES
The link to '/initrg' must be done manually by the user. If
it is not re-linked to the multi-user initialization
program, REGULUS will boot up single user the next time
also.

If the device "/dev/console" does not exist, 'initl' may be
unable to either start or notify the user of the problem. A
failure of REGULUS to provide a program prompt when it has
successfully loaded from the disk may often be traced to a
missing console device.
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PROGRAM
lpd - line printer daemon

USAGE
1pd

FUNCTION
The line printer daemon is responsible for the actual
printing of files that have been spooled by 'lpr (cmnd)'.

FILES
/usr/spool/lpr/df aXXXXX
contains name of spooled file to print and is created by lpr.
The XXXXX is a unique number formed from the pid of the lpr
process then created it.

/usr/spool/lpr/lock
prevents more than one daemon from running at the same time.

DIAGNOSTICS

The diagnostics produced by 'lpd' are intended to be self

explanatory.
SEE ALSO

lpr (cmnd)
BUGS

If the system crashes, 'lpd' 1lock files are often left
behind, thus preventing new daemons from starting up again.
It is advisable to remove these 1locks by placing
appropriate commands in the system start-up file '"/etc/rc’'.
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MKFS
PROGRAM
mkfs - make a REGULUS file system
USAGE
mkfs special size [badblocks || -fl
FUNCTION

FILES

DIAGN

'mkfs' creates a REGULUS file system on the file 'special’,
and gives it 'size' number of blocks. 'mkfs' <creates the
super block, and builds the free list. 'mkfs' creates the
first index block of the root directory, the root directory
itself, and creates entries for ‘.' and ‘..' in it.

If any badblock numbers are given to 'mkfs', these blocks
are left out of the free list when it is written on the
filesystem. If the number of badblocks exceeds that which
is allowed as an input argument, the '-f' option may be
used. With '-f' mkfs will read the ascii file '/.BBLIST' to
obtain the badblock values. The file '/.BBLIST' is a 1list
of badblocks separated by spaces or tabs. (See also bblist
(maint)).

filesys(files), directory(files).

OSTICS

SEE ALSO

BUGS

filesystem (files), badblk (maint), bblist (maint)
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PROGRAM

mknod - make a special file node

USAGE

mknod name I[pl[[blc] major minorll

FUNCTION

FILES

'mknod' creates a special file node or named pipe. Special
file nodes are used to reference devices. Named pipes are
the same as pipelines obtained from the 'pipe (sys)' system
call, except they have a valid index record and file system
name associated with them, and do not go away on the last
close of the pipeline.

If the type specified is 'b', 'mknod' will create a block
type special file. If the type specified is 'c¢', 'mknod'
will create a character type special file. If the type
specified is 'p', a named pipe file will be created.

Block and character special files may only be created by
the super-user. Named pipes may be created by anyone.

DIAGNOSTICS

SEE ALSO

BUGS

REGUL

filesystem (files)
pipe (sys)
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PROGRAM

mount - mount a filesystem on a directory
USAGE

mount [-r] [alll || { [special filel [filel 1}
FUNCTION

The 'mount' command is used to notify REGULUS that a
mountable file system is present on some directory. 'mount'
takes 0 to 3 arguments:
none with no arguments, 'mount' will simply format and
print the contents of the mounted file table,
/etc/mtab.

-r mount filesystems as read-only. This flag must be
specified if a drive is to be physically write
protected to prevent REGULUS from attempting to
write on the device.

If there is a single argument, it must be one of
the following:

all the file '/etc/mountfiles' is examined and all
entries in that file with the 'a' (all) flag
specified are then mounted. 'mount' will print a
message for each filesystem mounted.

file the file '/etc/mountfiles' is searched for a line
with either a matching special £file name or
directory name. If a match of either is found,
that filesystem will be mounted per the flags
found in /etc/mountfiles or specified via -r.

If there are 2 arguments (other than -r), they are assumed
to be a directory name and a special file name. They may
appear in either order. 'mount' will attempt to mount the
given special file on that directory. If the special file
name is not a full path name (i.e., does not start with the
char '/') 'mount' will prepend the string '/dev/' to the
name before any other actions. If the device 1is not in
/dev, full path names are required to prevent this.

FILES
/etc/mountfiles mounted filesystem description file
/etc/mtab currently mounted filesystem table
DIAGNOSTICS

Various system errors may occur. 'mount' will print an
explanation for any failures to mount the filesystem.

SEE ALSO
umount (maint)
mountfiles (files)
mtab (files)
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BUGS
Must be set-uid-root.
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PROGRAM

mvdir - move a directory

USAGE

/etc/mvdir olddirname newdirname

FUNCTION

'mvdir' is used to change the name of directories. 'mvdir'
is called with the current directory name followed by the
new name you wish the directory to be named. It is legal to
move directories anywhere within a filesystem.

The name of the new directory may not exist before
executing 'mvdir'. It is not allowed for either directory
names to be subsets of the other (for example, /usr/tests
may not be moved to /usr/tests/cmnd).

Only the super-user may use mvdir.

To move a directory within its current parent directory,
all users may use 'mv(cmnd)'.

SEE ALSO

BUGS

mv (cmnd)
mkdir (cmnd)
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PROGRAM
ncheck - print file name and index number

USAGE
ncheck [-al] [-1i num ... ] [devicel

FUNCTION :

'ncheck' prints the names and corresponding index record
number for files on a filesystem. If no device is
specified, '/dev/rootfs' is used.

The '-i' flag introduces a list of index record numbers. If
this flag is not used, all file names and their index
record numbers are printed. This flag must be followed by
at least one number. The names of only the files

corresponding to these index record numbers are then
printed.

The '-a' flag causes index record numbers to be printed for
'.! and '..' entries. These are normally suppressed.

FILES
/dev/rootfs default file system

DIAGNOSTICS

SEE ALSO
icheck (maint)
dcheck (maint)
dump (cmnd)
restor (cmnd)

BUGS
Needs an 8K stack.
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PROGRAM
prtidx - print index records

USAGE
prtidx [devicel num ...

FUNCTION

'prtidx' is used to display index record information in a
readable format. If the first argument does not begin with
a numeral, it is assumed to be the name of a block special
file which contains a REGULUS filesystem. If no device is
specified, '/dev/rootfs' is assumed. All remaining

arguments are treated as index record numbers and the
following information is displayed:

flags (octal)
size (long decimal)
ownerid (decimal)
groupid (decimal)
number of links (decimal)
data block numbers (decimal)
FILES
/dev/rootfs default filesystem device
DIAGNOSTICS

Self-explanatory

SEE ALSO
fsdb (maint)
fixidx (maint)

BUGS
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PROGRAM

USAGE

rclock - use the real-time clock

rclock [-s] [-rl

FUNCTION

'rclock' is used to either set the system time from the
real-time <clock, or to set the real-time clock from the
current REGULUS system time, By default, with no arguments,
'rclock' will read the real-time clock and set the system
time from it. The two possible flags for 'rclock' are:

-s Set the system time from the real-time clock. This is
the default.

-r Set the real-time clock from the REGULUS system time.

SEE ALSO

date(cmnd)
time(sys)
readrclock (subs)
setrclock (subs)

DIAGNOSTICS

BUGS

You need to be super-user to set the REGULUS system time.
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PROGRAM
restor - restore a filesystem from a dump

USAGE
restor [-uwfrx] [dumpfilel [filesystem] [index # ...]

FUNCTION
'restor' is used to rebuild a filesystem from a previously
made filesystem dump (see 'dump (maint)'). It is also used
in conjunction with 'dump' to change the size of a
filesystem.

The following arguments are understood:

f The dump is read from the device or file which is
the next argument.

r Use the next argument as the name of the filesystem
to restore the dump onto. This filesystem must be a
formatted REGULUS filesystem. See 'mkfs (maint)'’
for more on making a filesystem.

X Interpret the following arguments as index record
numbers and extract the files with these index
record numbers. The files will be named with their
respective index record numbers.

w Wait for an acknowledgement from the user before
reading from the dump device. If possible, 'restor'
will shut down any motors to facilitate the
changing of media in the dump device.

u Update the dump table simulating a full dump. This
is used when the full dumps are being done in a
different manner than with 'dump (maint)', such as
stand-alone tape or disk cartridge.

The default action of 'restor' is:
restor -fr /dev/flp0 /dev/rootfs

When restoring a filesystem, you should first restore a
complete filesystem dump. Then apply each following
incremental dump until the filesystem is restored to the
appropriate date. It is important that the incremental
restores are done in sequence to insure that the filesystem
is back to the original state.

To change the size of a filesystem, first make a complete
dump of the filesystem. Then do a 'mkfs (maint)' on the
filesystem with the new filesystem size. And finally
'restor' the filesystem from the dump just made.

Bad blocks on the filesystem
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If the device that is being restored to has known bad
blocks, these blocks should be identified before the
restore is attempted. Write errors caused by bad blocks
will cause 'restor' to fail. See 'mkfs (maint)' and 'badblk
(maint)' for descriptions on removing bad blocks from the

filesystem.

If the device that is being restored to is the same device
where the dump was originally made, any 'badblock' files
will be re-created with the same bad block numbers

contained in them.

FILES

/dev/rootfs default filesystem name
/dev/£flp0 default dumpfile name

DIAGNOSTICS

Information from the dumpfile header is printed before the
dump begins. Other error messages are meant to be
self-explanatory and usually result in termination of the
dump. The only exception is when changing reels in a
multi-reel dump. The reel number is compared to the
expected reel number until the right reel is found.

SEE ALSO

dump (maint)
mkfs (maint)
dump (files)

NOTES

BUGS

The -x flag is not yet implemented.

Most errors require that you start from the beginning
again.
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PROGRAM
setfssize - set filesystem size in superblock

USAGE
setfssize <device> <size>

FUNCTION
The file system size in the super block of the file system
on the <device> 1is changed to <size>. Only the superuser
can execute this command. This should be done carefully and
should be followed by an "fsck =s <device>" command to
rebuild the free list.
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PROGRAM

shutdown - shut down user processing

USAGE

shutdown [-rsk] [-m"message"] [-t<seconds>] [-<count>]

FUNCTION

'shutdown' gracefully shuts down processing. shutdown
repeatedly sends a message to every logged on user every so
many seconds until either every user is logged off or the
specified count is expired. If the -k option is specified,
then a Terminate signal is sent to every task. If the -r
option is specified, an automatic reboot is attempted. If
the -s option 1is specified, the system will exit to the
debugger. The default number of seconds is 30, the default
number of tries 1is 3, and the default message is "System
shutting down, please log off".

SEE ALSO

BUGS

wall (cmnd), stop (cmnd)
boot (sys)
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PROGRAM
stop - stop REGULUS and exit to hardware debugger

USAGE
stop

FUNCTION
'stop' unconditionally stops Regqulus and exits to the
debugger. It waits for all scheduled block I/0 to complete
before exiting. 'stop' does not do an automatic sync, and
is considerably less graceful than 'shutdown'. -

SEE ALSO
wall (cmnd), shutdown (cmnd)
boot (sys)

BUGS
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SYNC SYNC
PROGRAM
sync - update system "dirty" buffers

USAGE
sync

FUNCTION

This call causes all information currently residing in
memory that should be stored on disk to be written out.

SEE ALSO
update(CMND) , init (CMND)

BUGS
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PROGRAM

umount - unmount a mounted filesystem

USAGE

unmount [alll

unmount [-]1filename

FUNCTION

FILES

DIAGN

The 'unmount' command is used to notify REGULUS that a

mounted file system is no longer to be used. 'unmount' has
1 argument:

all ‘'unmount' will examine the mounted file table
'/etc/mtab' and unmount each entry. This may or
may not be a complete 1list of the mounted
filesystems since it is possible for the table to
become corrupted. In any case, 'unmount' will
print a 1line for each filesystem that is
unmounted.

filename ‘'unmount' will examine the mounted file
system table '/etc/mtab' for an entry with a
corresponding name. If one is found, the file
system is unmounted.

If the filename is not a full path name (ie.,
does not start with '/') 'unmount' will prepend
the string '/dev/' before any actions. If this is
not desired, full path names or the '-' flag must
be used.

To handle exceptional cases, if the filename is preceeded
by a dash '-', the file is assumed to be a special file and
it is unmounted even if no entry is found in the mount
table.

/etc/mtab currently mounted filesystem table

OSTICS
Various system errors may occur. 'unmount' will print an
explanation for any failures to unmount the filesystem.

SEE ALSO
mount (maint)

NOTES

REGUL

mtab (files)

Must be set-uid-root.
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PROGRAM

update - disk I/0 integrity task
USAGE

/etc/update
FUNCTION

'update' syncs the disk every 30 seconds. This insures that
in the event of a crash, the disk is at most 30 seconds out
of date.

'update' is normally run out of the '/etc/rc' startup file
at the time that REGULUS is brought up in a multi-user
mode.

FILES

DIAGNOSTICS

SEE ALSO
init (maint)
initl (maint)
sync (maint)
/etc/rc (files)

BUGS
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PROGRAM
wall - write to all users

USAGE

/etc/wall

FUNCT

FILES

ION

'wall' first reads from its standard input until it
receives an end-of-file. Then, it sends this information to
every user that is logged in preceded by "Broadcast message
from ...". '

The user of this program should be the super-user in order
to override any protections users may have against
receiving messages.

/etc/utmp - list of currently logged in users
/dev/tty* - terminal special files

SEE ALSO

DIAGN

mesg (cmnd) , write(cmnd), shutdown(cmnd)

OSTICS

_ "Can't open /dev/tty?" when trying to open a user's tty

file fails.

BUGS .
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INTRO INTRO

MISCELLANEOQOUS

This section contains a summary of the commands available in the
REGULUS line editor program, the format of floating point
numbers with other miscellaneous information.
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CONFIG CONFIG
NAME
config - configuring REGULUS run-time parameters
FUNCTION
REGULUS contains a configuration table which is used each
time the system is started. This configuration specifies
such things as how many disk buffers are to be allocated,

how many task slots are allocated in the task table, etc.

The entries in the configuration table may be

changed and

such a change will affect both the REGULUS system size and

performance. In general,
configuration table
make it run faster or support more

following is
table and their meanings:

long fswapblock;

int
int
int
int
int
int
int
int
int
int
int
int
int
int
int
int
int
int
int
int
int
int

nindex;
nfiles;
nsignals;
ntasks;
nbufs;
ncbufs;
nfree;
mapsize;
maxgsize;
max2bufs;
nlocks;
ndelays;
maxcputime;
maxsystime
nlebufs;
nsegs;
vaddmax;
maxcomm;
commuid;
coretime;
swaptime;
ncomms;

long minsbrk;

int

maketbsize;

long stkincr;

Remember that in REGULUS C integers are 16 bits in

increasing the values 1in the
will make REGULUS use more memory and
users and tasks. The

a list of the variables in the configuration

//first block in swap area

//max number of unique open files

//max total number of open files

//max number of pending signals

//max number of active tasks

//number of disk cache buffers

//number of character queue buffers
//number of active file systems

//max main memory size in K bytes
//maximum character output queue size
//numb of tasks allowed 2 disk buffers
//max number of active file locks

//max number of device delays

//user clock ticks per lowering priority
//system clock ticks per lowering priority
//number of line edit buffer headers
//number of shared or sticky segments
//max user virtual address in K

//max size of user common area in K
//common match on UID flag

//seconds to hold task in memory
//seconds to hold task on swap

//number of shared data common segments
//minimum break size in bytes

//max size of maketask args in bytes
//increment to add to stack on overflow

length

and longs are 32 bits in length.

The

values

for

these parameters can be determined and

modified using ddt. The command sequence:

ddt

/regulus

nbufs/d

£

will display the current value of
command sequence:

REGULUS Reference Manual

nbufs in decimal. The

MISC



CONFIG CONFIG

ddt /regulus
35!nbufs
i £

will change the wvalue of nbufs to 35 decimal. The
parameters which affect the size and performance of the
system most dramatically are: nbufs (disk cache buffers --

542 bytes each), ntasks (number of active tasks -- 50 bytes
each) , nindex (number of open files -- 26 bytes each),
nfiles (number of successful file opens -- 48 bytes each),
and ncbufs (number of character queue buffers -- 16 bytes
each) .

SEE ALSO
ddt (cmnd)
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NAME
as - assembler for the Motorola 68000

FUNCTION

The REGULUS assembler ‘'as' 1is designed to be used in
conjunction with the other REGULUS standard language
processing tools: cc and lo. The 1language implemented is
primarily as is described in any of the standard 68000
assembler manuals, with a few enhancements to make it
accept some of the more standard assembler mnemonics. It
will attempt to optimize instructions to take advantage of
certain 68000 instructions (for example the add quick
instruction).

The following instructions are recoginized to aid the
assembly language programmer by making the assembly
language more regular: clr.x An (where x is 1,b, or w) is
allowed and will actually generate a suba.x An,An
instruction; add, sub, cmp with an A register
source/destination are allowed and generate adda, suba,
cmpa; add, and, cmp, eor, or, sub are allowed with
immediate first operands and actually generate addi, andi,
cmpi, eori, ori, subi instructions if the second operand is
not register direct; any shift instruction with no shift
count specified assumes a shift count of one (ie. "asl rl"
is equivalent to "asl #1,rl"); the mnemonics 'inc' and
'dec' are also recognized and are functionally equivilent
to "addq 1" or "subg 1". Several mnemonics have been added
to the standard set of condition code instructions: 'bt'
maps to 'bra', ‘'bhs' maps to 'bhis', 'bnz' maps to ‘'bne',
'bze' maps to 'beq', 'dbhs' maps to 'dbhi', 'dblo' maps to
'‘dbcs', 'dbnz' maps to 'dbne', 'dbze' maps to 'dbeq', 'shs'
maps to 'scc', 'slo' maps to 'scc', 'snz' maps to 'sne',
and 'sze' maps to 'seq'.

Several optimizations take place. All branch instructions
generate short relative branches where possible, including
forward references. 'jsr' instructions are changed to 'bsr'
instructions if the resulting ‘'bsr' is shorter than the
'jsr'. 'move', 'add', ‘'sub' mnemonics will actually
generate 'moveq', 'addg', and ‘'suba' instructions where
possible. If a 'move' instruction rather than a 'moveq'
instruction is desired (affecting only lower byte or word
of D register), the size attribute must be explicitly coded
ie. move.b or move.w. The assembler will change any move or
move.l to moveq if possible.

All labels must terminate with a ':', unless they start in
column 1. Registers may be referenced as r0 - rl5, RO -
R15, DO - D7, d0 - 47, A0 - A7, or a0-a7. Registers R8 -
R15 are the same as A0 - A7. Numbers are interpreted as
decimal. Hexidecimal may be specified by preceding the
number by a dollar sign ($) and numbers which begin with a
preceeding zero (0) are assumed to be octal.
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REGULUS assembler directives can be specified in upper

and/or lower case characters and may be preceded by an
optional dot (.). The following directives have geen
implemented:

text
data
bss

These three directives instruct the assembler to
change the assembler base segment to the text,
data, or bss segment respectively. Each assembly
starts in the text segment. It is illegal to
assemble instructions or data into the bss
segment. Symbols may be defined and storage may
be reserved using the .ds directive in the bss
segment.

section #
This directive is used to define a base segment
like the .bss, .data and .text directives
discussed above, The sections can be numbered 0
to 15 inclusive. Section 14 maps to data, section
15 is bss and all the others are text sections.

globl namel,name...l

xdef namel,name...]

xref namel,name...l
These directives make the name(s) external. If
they are defined in the current assembly, this
statement makes these names available to other
routines during a load by lo68. If these names
are not defined in the current assembly, they
become undefined external references and 1068
will 1link them to external values of the same
name in other routines. Specifying the -u flag
will force the assembler to make all undefined
names external.

comm name,expression

This directive defines a named block common area.
When several routines are 1linked together with
lo68, all block common areas with the same name
are loaded at the same address. The size of this
block common storage area is the largest value of
the expression part of all 'comm' directives with
the same name. No error message is produced if
the areas are of different sizes.

even
If the location counter is odd, it is incremegted
by one so that the next instruction or data field
will begin on an even memory boundary.

The relocation counter may be manipulated with a
statement like:
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*=expr

Care should be exercised when wusing this
facility. The expression may only move the
relocation counter forward. The unused space is
filled with zeroes in the text or data segments
and 1is simply not assigned in the bss segment.
This facility requires the assembler to not allow
comment lines which begin with "*=", Comments
beginning with "* =" are allowed.

org expression
This directive is used to change the program
counter to the specified address. The expression
must not contain any external references and must
be computable at the time of assembly.

dsl[.x] operand
This 1is the directive used to define storage.
Storage can be defined in bytes, words or 1long
words depending upon the extension specified
('b', 'w', '1' where word is the default). The
memory is not initialized, just reserved. Word or
long defined storage will be aligned on a word
boundary.

comline expression
This directive is identical to the 'ds.b’

instruction. The specified argument must be a
constant expression.

equ expression

set expression
Currently 'set' and 'equ' are implemented exactly
the same. These directives are used to assign a
value to the specified label. This non-optional
label may not be redefined elsewhere in the
program. It can then be used anywhere that a
constant is required and will be evaluated to the
specified value.

end
The 'end' directive specifies the end of the
assembler text. It is not required for
appropriate assembly. If it is not at the end of
the text an error will be reported.

offset expression

This directive creates a dummy storage section
using the 'ds' directive. No code generating
instructions may occur. It 1is terminated by a
'section', 'data', 'bss', 'text' or 'end'. The
offset table begins at the address specified in
the expression. The 'set', 'equ', 'reg', ‘'xref',
'xdef', 'globl', ‘'offset', and any conditional
directive may appear inside.
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dcbl.x] size,value

Just like the dc.b command. Defines a constant

block of the specified size of bytes, words or
longs.

reg reglist
This directive builds a register mask which can
be used by the movem instruction. One or more
registers can be listed in increasing order of
the form : 'R?[-R?[/R?[-R?...]l...]11'. Where R?
can be replaced by A0-A7, D0-D7 and RO-R15. The
register list might look like :
A2-A4/A7/D1/D3-D5. The registers may also be
designated separated by commas (eg. Al,A2,D5,D7).

Conditional assembly directives can have any level of
nesting. The following conditional assembler directives
have been implemented:

ifeq expression

ifne expression

ifle expression

iflt expression

ifge expression

ifgt expression
The expression is tested against zero (with ifeq:
equal, ifne: not -equal, ifle: 1less or equal,
iflt: less than, ifge: greater or -equal, ifgt:
greater) and if it 1is evaluated true then the
code enclosed is assembled, otherwise the code is
ignored until the matching endc is found.

ifc 'stringl','string2'

ifnc 'stringl','string2'
The two strings are compared. The ‘'c' condition
is true if they are exactly the same, the 'nc'
condition is true if they do not match.

endc

Signifies the end of the code to be conditionally
assembled.

ASCII string constants may be enclosed in single quotes
(ie. "ABCD') or in double quotes (ie. "acl4").

Several directives are recognized, but ignored: 'mask2',
'idnt', 'ttl', 'opt', and 'page’.

SEE ALSO

as(cmnd)
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NAME
environment - user enviromment
DESCRIPTION

The user enviromment is an array of strings passed by

'maketask (sys)'. These strings have the format

"name=value” where name is the environment variable name

and value is the current value. The initial  user

environment is set up by 'login (cmnd)' which sets

"PATH=/bin:/usr/bin" and HOME to the login directory. The

'sh (cmnd)' program can then alter its enviromment and the

environment of its children with its 'setenv' command. The

current environment can be displayed with the 'env (cmnd)'’

program, and the env program can also execute tasks with a

specified environment other than the current one. A user

program may access its environment by either an additional
argument block pointer in 'main' or by the 'getenv (subs)'
user subroutine.

Some commonly used enviromment variables are:

PATH The sequences of directory prefixes for searching for
executable programs separated by colons (not
prefixed). This is wused by 'sh (cmnd)’, "time
(cmnd) ', 'env (cmnd) ', etc. The default is:
"PATH=/bin:/usr/bin"™ set by 'login (cmnd)’'.

HOME The user's home directory, set by 'login (cmnd)’

TERM The terminal type.

SEE ALSO

env (cmnd)

sh (cmnd)

maketask (sys)
getenv (subs)
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NAME
ledit - REGULUS line editor summary

LINE EDIT SUMMARY

Control Definition

Character

a Backspace new line one charactér.

b Replace 014 line with new line; do not terminate edit.

c Copy one character from o0ld line to new line.

d EOF. 1Insert EOF character and terminate edit.

e Toggle insert mode. Begin insert echos "<"; end ">".

£ Copy the remaining characters from the old line to the new 1line

echoing each and then terminate the edit.
BELL.

Backspace new line one character.

i Tab. A tab stop is defined every four characters. Same as
TAB key on many terminals.
j Line feed. Terminate the edit.
k Backspace new line (only) through all characters until a letter or

digit is encountered, then through all letters or digits until a
special character is encountered. Backspaces new line one "symbol
Echo "\"™ for each unit backspaced.

1 Copy remaining characters of 0ld line to new line with
echoing; do not terminate the edit.

m Carriage return. Terminate the edit.

n Backspace o0ld line and new line one character.

o) Copy characters from o0ld line to new line up the first

occurrence of the next character typed. "CTRLob" copies
the line to the next "b" in the old line.

p Delete (skip) characters from the old line to the next
occurrence of the the next character typed. "CTRLpf" deletes all
characters on the o0ld line up to the next "f".

Echos "%" for each character deleted.

q XON. Enable terminal output.

r Display the remainder of the 0ld line and all of the new line.
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XOFF. Disable terminal output.

Delete (skip) one character from the old line.
Echos "%" for the deleted character.

Delete the new line and reset old line to the beginning.
Echos "\" followed by a carriage return.

Escape character. Turns off any épecial meaning which may be
associated with the following character. Thus, to transmit a "
enter "CTRLVCTRLa"; the echoed character will be "gA".

Backspace new line (only) through all blanks to the first nonbl
character; then, backspace through all nonblanks to the first
Backspace a "word".

Echos " \" for each unit backspaced.

Delete (skip) characters from the 0ld line through the
first occurrence of the next character typed. "CTRLxs" deletes
through the next "s".

Terminate the edit, releasing the new line without
updating the old line.

Copy characters from the old line to the new line through the
next occurrence of the next character typed.
"CTRLz)" copies through the next ")".

NOTES:

The o0ld line normally contains the last line which the user

typed. If the "e" command is used in the text editor (see ed(I)),
the 0ld line is the last line edited.

The control character is entered by pressing the CTRL key and then
simultaneously depressing the desired function key, e.g., CTRLa.

To disable the line editor, see stty(I), -ledit option.
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NAME
users - adding new users to a REGULUS system
FUNCTION
When adding a new user, you must
1) make an entry in /etc/passwd.
2) make that user a home directory using 'mkdir (cmnd)’'.
3) change the owner of the home directory to the new user
using 'chown (cmnd)’'.
To make an entry in /etc/passwd, edit the file /etc/passwd
and copy the format of the user lines already there. Each
line 1in this file identifies user information and consists
of six fields separated by colons ":",
Field Use
1 user's login name.
2 user's password.
This should be 1left blank at first since the
password is stored in this field in an encrypted
form. When logging in as a user who has a null
password, login will ask for a password -- the
proper response is just carriage return.
3 user id number which must be unique.
4 group id number which need not be unique.
5 name of the user's home directory.
6 name of the shell for this user.
If this field is blank, 'login (cmnd)' will use
'/bin/sh'.
REGULUS is delivered with a null password for the superuser
"root". This should probably be changed quickly as none of
the protection mechanisms are enforced for the superuser.
To have an additional terminal enabled in multi-user, you
must edit the /etc/ttys file, see 'ttys (files)'
To add an addtional group, you must edit the /etc/group
file, see 'group (files)'.
SEE ALSO

ed (cmnd)
mkdir (cmnd)
chown (cmnd)
passwd (files)
ttys (files)
group (files)
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NAME
pindex - making a permuted index
DESCRIPTION
A permuted index, such as the one at the beginning of the
REGULUS manual, can be made using the REGULUS commands
kwic, sort, and unrot. This document will describe how we
would create a permuted index for the subroutine (subs)
section of this manual.
All REGULUS subroutine documentation can be found in
/doc/man/subs. First we need to take the NAME line out of
each file, using grep(cmnd):
grep " - " * > names
Which will create the file "names" which will look
something like this:
alloc:alloc - C storage allocator
amatch:amatch - reqular expression pattern matcher
Next, we must remove the filename, at the beginning of each
line with the ed command
1,8s/2%://
Then the edit command
1,8s/ = /(subs)&/
should be given to insert "(subs)" after the command name.
The file should then look like this:
alloc(subs) - C storage allocator
amatch(subs) - regular expression pattern matcher
After this is done, the following command should be typed:
kwic < names | sort -d | unrot > INDEX
The result of this command will create a file 'INDEX' which
should contain the permuted index.
SEE ALSO

kwic (cmnd)
sort (cmnd)
unrot (cmnd)
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NAME
/dev/asN - Atasi Winchester Disk interface

FUNCTION
The name /dev/as20 refers to the Atasi 33Mb or 46 Mb
winchester disk drives supported on the Alcyon APS system.

The Atasi disk drives have five or seven fixed platters.
Each platter has 256 bytes/sector, 32 sectors/track and 645
tracks. This means each platter is 5.16Mb or 10,320 512
byte blocks.

One may partition the atasi, or any disk sub-system. There
is a table in the bootable REGULUS program "/regulus"
called "dskparam" which contains disk partion information.
This table may be modified wusing ddt, the same as for
modifying configuration parameters. The dskparam table is
16 entries long, each entry consists of a 1long (32-bit)
entry for the starting block offset, and a long (32-bit)
entry for the number of blocks in this partition. The lower
four bits of the minor device number is used as an index
into the partition table. The next most significant two
bits are the OMTI controller logical unit number, and the
next most significant two bits are an index into the drive
type: 0 is atasi, 1 is syquest, 2 is dma. Thus minor device
17 is 1logical wunit 1, typically the removable disk,
partition 1.

The standard entries for the dskparam table are:

0 0 72240 /dev/as20 - atasi disk drives
1 0 9792 /dev/syNN - syquist disk drives
2 0 10560 /dev/dmalrf]l - dma disk drives
3 0 0 not used
4 0 0 not used
5 0 0 not used
6 0 0 not used
7 0 0 not used
8 0 0 not used
9 0 0 not used
10 0 0 not used
11 0 0 not used
12 0 0 not used
13 0 0 not used
14 0 0 not used
15 0 0 not used

Although the standard dskparam table reflects partitioning
the disks for their actual physical 1layout, there is no
restriction on this., For example, an atasi disk may be
configured to look line one 46Mb disk drive, or two 23 Mb
partitions. There 1is even no restriction about partitions
overlapping, although this is not recommeded. However, the
standard configuration will probably be adequate for all
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but the most unusual needs.

Block I/O is accomplished by using the above special files.
All I/0 to the floppy is turned into requests for logical
sectors. All requests to the block device are turned into
512 byte reads or writes no matter how many characters the
"read” or "write" system call requests. The starting sector
address for any I/0 1is always on a REGULUS blocksize
boundary. The blocksize is 512 bytes.

Raw I/0 is accomplished by using the name /dev/ras20. This
I/0 is only allowed in 512 byte blocks on 512 byte block
boundaries. This bypasses the REGULUS buffering mechanism
and DMA's the data directly to or from the user's memory.
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NAME .
/dev/dmalrf]l - DMA Winchester Disk interface

FUNCTION
The names /dev/dmar and /dev/dmaf refer to the DMA disk
drives supported on the Alcyon APS system. on the Alcyon
APS system.,

The DMA disk drive has one fixed platter and one removable
platter. Each platter has 256 bytes/sector, 33
sectors/track and 640 tracks. This means each platter is
5.28Mb or 10,560 512 byte blocks.

One may partition the DMA, or any disk sub-system. There is
a table in the bootable RBGULUS program "/regulus" called
"dskparam™ which contains disk partion information. This
table may be modified using ddt, the same as for modifying
configuration parameters. The dskparam table is 16 entries
long, each entry consists of a long (32-bit) entry for the
starting block offset, and a long (32-bit) entry for the
number of blocks in this partition. The lower four bits of
the minor device number is wused as an index into the
partition table. The next two most significant bits are the
OMTI controller 1logical unit number, and the next most
significant bits are the disk type: 0 is atasi, 1 |is
syquist and 2 is dma.

The standard entries for the dskparam table are:

0 0 72240 /dev/as20 - atasi disk drives
1 0 9792 /dev/syNN - syquist disk drives
2 0 10560 /dev/dmalrf]l] - dma disk drives
3 0 0 not used
4 0 0 not used
5 0 0 not used
6 0 0 not used
7 0 0 not used
8 0 0 not used
9 0 0 not used
10 0 0 not used
11 0 0 not used
12 0 0 not used
13 0 0 not used
14 0 0 not used
15 0 0 not used

Although the standard dskparam table reflects partitioning
the disks for their actual physical layout, there is no
restriction on this. For example, an DMA disk may be
configured to look line one 5Mb disk drive, or two 2.5 Mb
partitions. There 1is even no restriction about partitions
overlapping, although this is not recommeded. However, the
standard configuration will probably be adequate for all
but the most unusual needs.
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Block I/0 is accomplished by using the above special files.
All I/0 to the floppy is turned into requests for logical
sectors. All requests to the block device are turned into
512 byte reads or writes no matter how many characters the
"read" or "write" system call requests. The starting sector
address for any I/0O is always on a REGULUS blocksize
boundary. The blocksize is 512 bytes.

Raw I/0 is accomplished by using the names /dev/rdmar and
/dev/rdmaf. This I/0O is only allowed in 512 byte blocks on
512 byte block boundaries. This bypasses the REGULUS
buffering mechanism and DMA's the data directly to or from
the user's memory.
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NAME
/dev/ttyl[0-3] - Signetics SC2681 DUART Serial interface

FUNCTION
The names /dev/tty0, ..., /dev/tty3 refer to the Signetics
SC2681 DUART serial ports on the Alcyon A68KPM Processor
Board. /dev/console is another name for /dev/ttyo0.

Baud rates are software programmable, however, only the
following are supported:

50
110
135
200
300
600

1200
2400
4800
9600

In addition, character size (5, 6, 7 and 8 bits), parity
and one or two stop bits are fully programmable. This is
also the default setting upon system boot.

SEE ALSO
tty (dev)
stty (cmnd)
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NAME
/dev/1lp - line printer interface

FUNCTION
The name /dev/1lp refers to the line printer interface on
the Motorola Debug Module board. This 1is a Centronics
compatable interface.

The user program 'stty (cmnd)' may change the settings of
the 1line printer interface. Line delays are ignored, and
hardware setting programming is ignored. It is typically
better to access the 1line printer though the spooler
program 'lpr (cmnd)' rather than to access the device
explicitly.

SEE ALSO

stty (cmnd)
lpr (cmnd)
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NAME
/dev/mem - access to physical memory

FUNCTION
The name /dev/mem is an interface to all of the systems
physical memory. The /dev/mem name can be opened, read,
written and seeked just like any disk file. This is how the
user command 'ps (cmnd)' can access other processes memory.
No checks are made of valid addresses, hence /dev/mem can
access I/0 memory, with potentially disastrous results.

It is not recommeded that anyone but the superuser have
write access to /dev/mem.

/dev/mem most typically is accessed as 16 bit words,
although reads or writes of one byte will be guaranteed to
to a MC68000 byte move.
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NAME
/dev/null - null device

FUNCTION
The name /dev/null is an interface to the "null" device.
The /dev/null name can be opened, read, written and seeked
just like Any read from /dev/null results in an end of
file, 0 bytes read, condition. Any write to /dev/null will
return the number of bytes requested to write.

/dev/null is most typically used as a "byte bucket" for
programs whose output is not needed.
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NAME
/dev/tty - general terminal interface

FUNCTION
The file /dev/tty refers to the controlling
terminal of a process group. It may be used by
programs to insure that their output may directed
to the terminal no matter how output has been
redirected and also by programs that need a
specific file name.

All terminals use the same general interface. This
interface 1is controlled by the 'stty (cmnd)' user
program and the 'ioctl (sys)' system call. The
form of the ioctl call which affect a terminals
controlling parameters is:

#include <sys/ioctl.h>
#include <termio.h>

ioctl(fd,cmd,arg)

int £4; file descriptor for tty

int cmd; command, one of the following
struct termio *arg; pointer to user termio buffer

The commands available to ioctl using this form

are:

TCGETA Get the terminal parameters

TCSETA Set the terminal parameters

TCSETAW Set the terminal parameters after

waiting for output to drain

TCSETAF Wait for output to drain, flush the
input queue then set the parameters.

The structure of the terminal controlling buffer,
which is defined in <termio.h> is:

#define NCC 8
struct termio {

int c_iflag; /* input modes */

int c_oflag; /* output modes */

int c_cflag; /* hardware control modes */
int c_lflag; /* line discipline settings */
char c_line; /* line discipline */

char c_ccINCCIl; /* control characters */

};

The following modes are those for the standard
Unix line discipline. Some System III features are
not implemented in REGULUS, they are indicated by:
(NA) Those features that are not supported in
hardware are typically ignored, rather than
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causing an error.

The c_iflag

modes, which are:

IGNBRK
BRKINT
IGNPAR
PARMRK
INPCK
ISTRIP
INLCR
IGNCR
ICRNL
IUCLC
IXON .
IXANY
IXOFF

0000001
0000002
0000004
0000010
0000020
0000040
0000100
0000200
0000400
0001000
0002000
0004000

0010000

entry defines

TTY

the terminal input

Ignore break condition (NA)

Signal interrupt on break (NA)
Ignore characters with parity errors
Mark characters with DEL, NUL, x
Input parity check

Strip bit 8 of character

Map NL to CR on input

Ignore CR

Map CR to NL on input

Map upper case to lower case on input
Enable start/stop output control

Any character restarts output

Enable start/stop input control

The c_oflag entry defines the terminal output
modes, which are:

OPOST
OLCUC
ONLCR
OCRNL
ONOCR
ONLRET
OFILL
OFDEL
NLDLY

0000001
0000002
0000004

0000010’
0600020
0000040

0000100
0000200
0000400
0000000
0000400
0003000
0000000
0001000
0002000
0003000
0014000
0000000
0004000
0010000
0014000
0020000
0000000
0020000
0040000
0000000
0040000
0100000
0000000
0100000

Postprocess output

Map lower case to upper case on output
Map NL to CR/NL on output

Map CR to NL on output

“No CR at column 0

NL performs CR function
Use £ill characters for delay (NA)
Fill is DEL, otherwise NUL (NA)
New line delay

No NL delay

Delay approximately .10 sec.
Carriage return delay
No CR delay

Delay approximately .10
Delay approximately .20
Delay approximately .30
Tab delay

No tab delay ,
Delay approximately .10
Delay approximately .20
Expand tabs to spaces
Backspace delay

No backspace delay
Delay approximately .10
Vertical tab delay

No vertical tab delay
Delay approximately .10
Form feed delay

No form feed delay
Delay approximately .10

secC.
secC.
sec.

sec.
sec.

secC.

sec.

secC.
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The c_cflag defines the hardware settings for the

terminal:

CBAUD
BO

B50
B75
Bl11l0
B134
B150
B200
B300
B600
B1200
B1800
B2400
B4800
B9600
EXTA
EXTB
CSIZE
Css
Csé
Ccs7
Cs8
CSTOPB
CREAD
PARENB
PARODD
HUPCL
CLOCAL
EXOPEN

0000017
0000000
0000001
0000002
0000003
0000004
0000005
0000006
0000007
0000010
0000011
0000012
0000013
0000014
0000015
0000016
0000017
0000060
0000000
0000020
0000040
0000060
0000100
0000200
0000400
0001000
0002000
0004000
0010000

Baud rate setting

Hang up

50 baud

75 baud

110 baud

134.5 baud

150 baud

200 baud

300 baud

600 baud

1200 baud

1800 baud

2400 baud

4800 baud

9600 baud

External A (typically 19200 baud)
External B (typically 38400 baud)
Character size

5 bits

6 bits

7 bits

8 bits

Two or one stop bits
Enable reciever

Parity enable

O0dd or even parity

Hang up on last close
Local or dial-up line
Exclusive open of device

The c_lflag defines the settings for the Regqulus
line editor: : ,

ISIG
ICANON
XCASE
ECHO
ECHOE
ECHOK
ECHONL
NOFLSH
LEDITO
TABS
NOLEDIT

The

c_line

0000001
0000002
0000004
0000010
0000020
0000040
0000100
0000200
0000400
0077000
0100000

Enable signals -

Line editor enable/dlsable

Allow escaped upper case input (NA)
Enable echo -

Echo erase as BS-SP-BS A

Echo kill as erase characters

Echo NL (NA)

No flush after INTR or QUIT

Place output chars in line edit old line
Programmable tab settings (1-63)

Line editor off, but do erase and kill process

selects the 1line discipline.

Ultimately, line discipline 0 will be the standard
Unix line discipline, line discipline 1 will be

the REGULUS 1line

editor discipline. Currently,

this entry is ignored and only the REGULUS 1line
editor line discipline is available.
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A Unix-like 1line discipline may be simulated by
setting the NOLEDIT bit: This disables most of the
REGULUS line editor functions, but continues to do
character-erase and line kill processing.

-The c_cc tabléf:defines the special control
characters. The positions in the c_cc table are:

= VINTR-

0 Interrupt character

VQUIT 1 Quit character

VERASE 2 Erase character

VKILL 3 Kill character

VEOF 4 End of file character

VEOL 5 ‘End of line character

VMIN 4 Raw mode number of chars to transfer (NA)
VTIME 5 Raw mode timeout (NA)

Note that most control characters are used by the
REGULUS line editor, so that changing any of these
to some character that is translated by the 1line
editor will cause that function to be lost from
the line editor.

Another form of the ioctl system call is:

#include <sys/ioctl.h>
$include <termio.h>

ioctl(fd,cmd,arg)

int £4d; file descriptor for tty

int cmd; command, one of the following

int arg; (optional) argument to cmd

The commands available to ioctl wusing this form

are:

TCSBRK Wait for output to drain, the send a
break character (NA).

TCXONC Xon/xoff control. Suspend output if
arg 1is 0, otherwise restart output if
suspended.

TCFLSH Flush input/output queues. Flush input
queue if arg is 2zero, flush output
queue if arg is one, flush both input
and output if arg is two.

TCQSIZE Inquire current queue size. Returns
number of characters currently in the
input or output queue. If the arg is
zero, the input queue size is
returned, if the arg is one the output
queue size is returned.

TCQAVAIL Inquire current number of characters
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SEE ALSO
ioctl (sys)

TTY

available in queue. Returns the number
of ..characters ! that can be placed in
the input . or output queue without
losing characters on-input or going to
sleep on output. If the arg is zero,
the number of -characters available in
the input gqueue is returned, if the
arg is one the number of characters
availabe in” the output queue is
returned.
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