






























































































































































































































































































































































































































































Today’s most commonly used higher level languages (e.g., COBOL,
FORTRAN, PL/1, etc.) are so demanding of programmer precision in
coding that, since the early '50s, a relatively insignificant increase in
programmer productivity has been achieved through their usage.

Together with inflationary factors, current requirements for learning
the operating systems control codes needed to test and run an applica-
tion seem to play a large part in nullifying the beneficial effects of
compiler-level code generating powers. Observers of the DP scene who
argue that the (dubious) 3% rise in programmer productivity noted over
the last 25 years is related less to the encoding task (estimated to
account for 20% of what programmers do) than it is to lack of discipline
in systems analysis, documentation, testing, etc. are probably right. But
no one would argue that our computer lingos do not affect our approach
to conceiving and creating specifications for applications, not to speak of
testing and documenting them.

Indeed, it appears to me that the use of the various, current coding
languages is, in its own way, responsible (although not perceptibly to
any but, perhaps, the skilled linguist) for the siphoning of great sums
of money from development budgets in all significant areas of the sys-
tems analyst/programmer’s endeavor.

The Price of Under-Emphasis on Software

Breakthroughs in chip technology, improvements in materials, new inte-
gration of previously independent components, elimination of elaborate
connect contraptions, etc., have reduced the physical size of systems
manyfold. Clearly, the theory of hardware systems design is on a gallop-
ing straightaway in our race to optimize hardware environments. At the
same time, however, software technology, while achieving ever greater
sophistication in support of efficient hardware operation, has shown little
progress in its capacity to facilitate applications specification and prepara-
tion. This is, of course, surprising to some industry watchers, since
programmers generally use the same old languages to communicate their
applications requirements to machines today as they used over a decade
ago and so might be assumed, through prolonged intimacy with those
languages, to have achieved ever higher levels of ingenuity in their use.
Programmers should, it would seem, be getting better.

While it is true that operating system/language processor facilities
have, over the last 25 years, evolved to provide increasing power to
the user, with this has emerged a concomitant requirement to either in-
crease the technical sophistication of resident software staff or hire
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qualified outsiders. Both of these tasks are becoming increasingly difficult
to do except at high cost.

The mere fact that we have come to this unfortunate pass serves
to support my thesis that a blatant disregard for the special importance
of software in the solution of man/machine interface difficulties has existed
for a long time, and that excessive concern with hardware efficiency
probably spawned it. So, today, we find ourselves in a situation where
further advances in hardware operational efficiencies bring decreasing
monetary returns, while causing systems analysis/programming costs to
soar. If it is true that the origin of this state of affairs may be traced to
the days when hardware costs were so high that programmer costs
seemed inconsequential, it is equally true that planned software environ-
ments haven’t as yet reflected the reality of this reversal.

Well, bad habits are hard to break; but in view of what's afoot in
our industry even as | write, | can believe that better days are in the
offing.

As software specialists scramble to recast their plans in order to
capitalize upon the many hardware benefits cast ashore by the waves
of technological change occurring in our industry, certain previously hot
software ideas cool (and vice versa). Stimulants for this activity (and there
are many) include the perennial user/manufacturer concern over increas-
ing shortages of skilled personnel such as are needed to work on sys-
tems of increasing complexity. In the early to mid-'50s, software pioneers
quite naturally turned to language development as a means to provide
users with increased productivity. Later in the same decade, however,
the preoccupations of both manufacturers and users with operating
systems development impacted continued language development. It is
tragic that software designers were not then disposed to view operating
system functionalities as implementable through continued evolution of
higher level languages. Had it been otherwise, many of today’s systems
utilization problems could have been avoided. The use of ‘“natural
language”-like facilities might even have been commonplace today.

Splitting off the functional particularity of writing what was wanted
from the machine from that of determining how the machine was to
satisfy demands put to it in such fashion — a seemingly natural separa-
tion — sowed the seeds of today’s costly confusion over where it is
reasonable for our intelligence to end and the machine’s to begin. While
we may excuse this misdirection as understandable in view of the radical
change in personnel/hardware cost ratios between the 1950s and the
1970s, we really ought to have forseen the problem much sooner.

I am not saying that | believe most manufacturers to have been
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unaware of or unable to respond to the need to make our systems do
more (and hence our people less); but | am saddened by the thought
that they could not act accordingly. Thus today, many may be faced with
seeing their past software investments decline in value more quickly than
anticipated. And users, with just as great an investment in past tech-
nology, now a competitive weapon in the corporate arsenal, may be
caught too.

Whether the reader accepts this picture or not, the struggle to
keep user facilities technologically current is siphoning off the skills
which might otherwise be put to good use in transforming our still manual
(but begging-to-be-automated) applications more quickly, and with greater
economy. With the cost of skilled personnel support becoming greater
than that of operating hardware — hardware driven by software which
has been expressly designed to optimize the hardware’s operation at the
cost of personnel efficiency — the stage is indeed set for a period in
which incremental returns on hardware investments cause increasing
losses through personnel costs.

It is certain to me that by the mid-1980s, the idiosyncrasies of
operating systems will no longer be deemed worthy of our (that is, the
users’) attention. In my view, that happy state of “benign neglect”’ is
long overdue. But what worries me is that our current language pro-
cessor facilities, as typified by COBOL, are so inadequate that, pending
the arrival and acceptance of the ‘“‘newspeak” computer lingos of the
’80s, we shall have dug ourselves dangerously (not to say irretrievably)
deep into the mire of COBOL-originated, COBOL-generated code.

Natural Language and the Limits of COBOL

The hoped-for potential of COBOL as a means for shifting a significant
part of the burden of overall program specification from “technically’-
oriented systems analysts/programmers to key corporate personnel whose
competency lies more in the “business end of business” hasn’t been
realized by a long shot, despite widespread COBOL usage.

Now it seems to me inarguable that the grammars, symbol sets,
syntactical protocols and so on of the synthetic languages we use to
convey our intentions to a computer necessarily affect the faithfulness
with which these intentions are represented by the programs we make.
The impact on thought of closed systems of expression is the subject of
long-standing debate; but the fact remains that we have no alternative
to the use of such systems if we are not to fall completely silent.

Indeed, it could be said that all natural languages are themselves
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closed, if only in terms of the numbers of things they allow us to des-
cribe: their finite alphabets ensure this. Even so, natural languages, how-
ever closed they may be when viewed in this way, are practically
open and limitless, and it is that effective quality toward which we aspire
in our synthetic languages. In our industry, we have acknowledged that
it is properly our job to create the most natural-appearing synthetic
analogies to the means we employ to express our particularized wishes.
We have approached this challenge with some small measure of con-
fidence, knowing that machines that need to understand “payroll” don’t
normally have to know what “love” means, too.

But COBOL’s kinship to natural languages is almost solely cosmetic,
limited to the sharing of a familiar vocabulary. Whatever benefits we may
now claim COBOL to have provided through its alleged business-oriented
nature, the participation of persons with lesser data processing capa-
bility than previously required hasn’t occurred either.

That it has facilitated our usage of computer systems is, in my
opinion, almost a moot argument, since COBOL promotes many
phenomena which can only be characterized as undesirable. In addition
to undoing certain educational achievements like proper spelling habits,
it represents a ticket of admission to the systems analyst/programmer
profession for many whose promise in applications development goes no
deeper than the mere ability to create COBOL code. This is of as much
value to increasing implementation productivity as the ability to read a
foreign language aloud without knowing the meanings of the words might
be.

Additionally, much damage was done by the misrepresentation of
COBOL as a lingo so close to that commonly used by the world’'s
businessmen that the need for program documentation would be satisfied
by COBOL listings alone. This inflated claim quickly subsided upon our
discovery that documentation development and maintenance, when
essentially reduced to obtaining a clean final listing and keeping it clean,
results in a know-how and know-why fade of the program’s methods
and purpose.

In some ways, COBOL’s value is also misleadingly inflated by its
status as an ANSI and FIP standard. Not that NBS or anyone else (ex-
cept in highly specific individual cases) insists on mandatory COBOL
usage in all applications, be they (so-called) commercial or otherwise. In
fact, usage of the compiler is waning or will start to very soon — too
late, alas, for many users to recover from the damage it may have done.

In December 1977, Dr. A. S. Philippakis, in an article entitled “A
Popularity Contest for Languages,” claimed that COBOL is ‘“‘the most
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widely and extensively used language for administrative data process-
ing. . .” Shockingly, he goes on to cite the Assembler-level language
group as next in popularity. These and other general (but valuable) con-
clusions, supported by the mathematical bases underlying the methods
employed to reach them, and further sustained by both direct and in-
ferred qualifying commentary, constitute a sad historical footnote to the
skill of our language designers.

With their intellectual snobbery and near-disdain towards the busi-
ness community’s needs, they seem unaware of the urgency of finding,
between perfect structure and complete disorganization, reasonable
compromises capable of yielding crucial, if interim, returns to users
poised between COBOL and Assembler. Whilst we are treated to
obscure, tiresome, theoretical lectures, thousands of writing pencils in
the hands of thousands of COBOLoholics or Assembler stalwarts (who
know job insurance when they see it), toil relentlessly on. We need far
better tools than these Stone Age lingos, with their built-in sugges-
tions that too much or too little is better than enough.

The Resurrection of RPG

As COBOL wanes, RPG usage is on the increase after many years of
relative neglect. This is not a surprising development, especially in view
of the potpourri of minicomputer products that emerged in the mid-1970s.

Small processors are incapable of handling a real, honest-to-good-
ness full-blown COBOL. Often their main mini-memories are either too
small to remember enough at one time, or function so slowly, that recall
for file passing is an out-to-lunch drag. | realize that this statement is
likely to elicit cries of “foul” from our worthy mini-manufacturers, and
protestations that they do, indeed, have ‘“full ANSI COBOL"” facilities in
their literature. | am prepared to meet this probable response with Dr.
Grace Hopper's COBOL test package criteria as my sword and shield.

Anyway, | think it would be a mistake to attribute to our very
capable minicomputer industry the foresight needed to pull partly non-
procedural RPG out of a hat, at the same time that language specialists
were tiring of the proceduralized fruits of their most recent efforts. But
the number of minicomputer companies rushing to provide some form of
COBOL with their systems, as they churn out small versions of larger
systems by the score, suggests that language is far down on their list
of priorities.

Nonetheless, the provision of RPG with almost every mini, however
accidental it may be to the rediscovery of RPG as a kind of ‘‘non-pro-
ceduralized” relief for people who want to program without attending to
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too much science, has aided our quest for an improved user language
interface. It will, however, be neither in the rigid artifice of COBOL, nor
in the purely nonprocedural domain of RPG’s possibilities that the answer
to our language problem lies, but rather in some quasi-natural (that is,
natural to someone) mix.

For the moment, we will limit our further attentions to RPG in order
to make our point that procedural languages like COBOL, FORTRAN,
etc. have missed the mark as desirable, long-term lingos. RPG experi-
enced a quick rise in popularity in the IBM 1401/HIS 200-dominated
marketplaces of the early '60s and a subsequent plunge to obscurity in
the race to larger, faster machines that characterized the middie of that
same decade. As larger machines appeared, we presumably were ex-
pected to be more orderly in specifying our needs by using more pro-
cedurally oriented development tools. Thus, we were “had” by our feel-
ings of self-importance, since these grew proportionately with our ex-
posure to the higher (and even more costly) forms this technology
assumed. If ever there were a time to demand that computer systems
shape up to be more responsive to man, this was it. We, naively, could
not accept the implications of this sequence of events: could machines
really think?

So, while most think of RPG'’s reappearance as having occurred by
fluke, in that it was resurrected as a development processor because of
the ease with which it could be installed on small machines unable to
support a truly usable COBOL facility, the truth is profounder than that.
RPG has proved to have more in common with our business-oriented
ways of describing things than previously thought. The language feature
underlying this commonality is the selfsame one cited as a reason for
having discarded RPG in the first place: that is, its capacity to allow
users to create programs in a nonprocedural way. By focusing the
users’ attentions on familiar-looking end result forms, pictures, etc., RPG
has been found to satisfy the desire of those users to increase their
participation in development more fully. But earlier on, RPG was criticized
because persons writing RPG programs gave the appearance of prepar-
ing their programs in disorganized ways.

Thus, we note that those who invent modern computer systems
hardware technology, with the intention (among others) of relieving us of
highly demanding, people-consuming work, have achieved far better re-
sults in addressing the “highly demanding” area than in that related to
“people consuming.”

Incidentally, this led to furtherance of the 1960s myth that the
computer system industry, bottom line, created more jobs than it lost. In
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fact, an improperly conceived theory of how people could best trans-
form heretofore manual white collar processes into automatic ones heavily
contributed to this appearance.

Anyway, this orientation in systems development was furthered by
our recognition of the fact that coding is but a small part of the appli-
cations creation process. The creation of functional specifications, sys-
tems analysis, testing and other non-language-related activities constitute
over 80% of the task. But mere percentage computations are misleading
here — it is only through our usage of today’s language processors
that we can cross the abyss between man and machine.

Now we can see why there is reinvigorated concern with language
in computer technology. For it constitutes a more important communi-
cations channel than, say, the physical I/O devices between hardware
components do: it links man to machines.

Language and the Man/Machine Interface

Speaking of software concepts as subjects of popularity cycles: one
which is cycling upward again provides hope, through new insights, for
a solution to many of today’s software problems. It embraces the theory
that we may reduce (essentially) all man/machine interface problems to
those relating to the languages we make and use to tell machines what
to do. And once this is proven, gone will be the necessity of caring
about operating systems, hardware, and non-natural means of ‘“‘specify-
ing” and ‘““‘encoding” applications (except for the software implementor,
of course). Further to our language thesis, | believe that this can lead
to an escape from today’s professional challenge that we act like mould-
able robots capable of learning to “fly anything.” The falsity of this
challenge must be recognized, and the mindset from which it arises
discarded.

In order to do this, we must conceive systems which can respond
to as natural a form of our language as possible. Indeed, | view the
ideal future system to be language-driven (not that it couldn’'t be viewed
that way before), to the extent that the task of specifying how will take
a back seat to that of specifying what.

Insofar as the user is concerned, systems newspeak lingos will
involve essentially open repertoires which anticipate the kinds of things
he particularly wants. Furthermore, these lingos, however closed they
may be, will appear to the user to be unbounded and open to enrich-
ment. At another level, they will include powerful commands which mix
both textual and geometrical data to trigger the applications creation
processes.
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Whatever forms our future languages ultimately assume, it is clear
that our need to be concerned with a special operating systems lingo
will effectively disappear. Except for those concerned with providing
pure software and other technology-related services (e.g., network and
database administrative personnel), the overwhelming majority of appli-
cations implementors will properly find their challenge where it ought to
be: at the applications specification level.

To achieve the language desiderata outlined above, the study of
language development techniques which enable us to tell machines what
to do, and to receive reasonable cooperation from them in carrying out
our wishes, is mandatory. Through this approach, great refinements of
the man/machine interface will occur and even greater breakthroughs in
programmer productivity will be achieved.

Man has employed algorithmic notations since Euclid’s time. Many
of these notations resemble programming languages in that they are in-
tended to allow algorithms to be specified so unambiguously that they
can be studied as mathematical objects. Other notations have far less
need for formality.

When the purpose of an algorithmic language is to instruct a person
(as opposed to a machine), and when it is likely that every specification
of a function to be performed will be accompanied by its written des-
cription (in natural language) plus a picture of the end product, there is
little need for mathematical precision: the person’s interpretive powers
are assumed. For example, if in executing knitting instructions (see
Figure 10-1), an error is noted (either in the algorithm itself or in the
language used to express it), an experienced craftsperson can make a
simple adjustment and still achieve the desired result.

The luxuries of natural language — anaphora, redundancy, ellipsis,
hyperbole, contextual interpretations of words — that can be indulged
when writing knitting instructions are not available in current programming
languages: but they may well be in the future. In “What the Nature of
Natural Language Tells Us About How To Make Natural-Language-Like
Programming Languages More Natural,”* the author, J. R. Hobbs of City
College, CUNY, concludes that it is “reasonable to aim for programming
languages that have the flexibility and richness of natural language and
for programs that have the texture and coherence of a natural language
paragraph.”

*A paper appearing in “The Proceedings of the Symposium on Artificial and Programming
Languages” as published in SIGPLAN Notices, Vol. 12, No. 8, August, 1977.
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Within a short span of time, we have witnessed the development
of sophisticated, high-level procedural languages, and, over the next
decade, COBOL, FORTRAN and PL/1 (those old soldiers) can be ex-
pected to fade slowly from the data processing scene. A variety of
powerful, problem-oriented, basically nonprocedural languages can be ex-
pected to take their place, (although the use of nonprocedural lan-
guages in pure systems software development is likely to be limited).
Unless political forces keep it alive artificially, COBOL will be the first to
go, even though it is the language most widely used today as an appli-
cations development tool. | suspect that programs originally expressed in
it will be run long after their original source code has disappeared, with
hundreds of millions of investment dollars poured into current applications.

FORTRAN and FORTRAN:-like processors will also fade: in doing so
however, they will spawn evolutionary sets of less ambiguous, more
powerful, processors.

Whilst we await the computer newspeak of the 1980s, various
other processors will be attempted. Some will follow in COBOL'’s foot-
steps; others will live periodic lives, to die or to give rise to others that
die in their turn; others will blossom. The stimuli for birth, death and
resurrection of higher level languages will be influenced by many factors,
including hardware improvements, availability of R&D resources, and our
own educational envelopes.

Whatever speed this evolution achieves, it is clear that we are
headed toward more nonprocedural means of expressing our applica-
tions needs. Once this transition has been made, language designers will
turn to more advanced techniques of artificial intelligence in order to
achieve a truly natural method of expressing computer programs. Of
course, such expression is but part of the problem of creating applica-
tions in economically and technically viable ways.

Having stated this, we may go on to explore these means, with the
reader comforted that | do not consider them the only bottleneck in our
software world; just one, major one.

The Progression From Procedural To Nonprocedural Languages

A programming language is a vehicle for specifying abstract mechanisms
capable of processing data on an automatic computer. That programs
must eventually be run on actual machines, quite naturally, has had more
influence on computer language design than any other factor, including
the need for precision.
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The earliest programs were written directly in machine code. Sym-
bolic assemblers were introduced when it was found — to nearly every-
one’s surprise — that machine code is hardly an effective means for
specifying algorithms. Macro facilities were developed in order to reduce
the volume of coding (without taking away the ability to use the most
primitive commands in the hardware repertoire). The Autocoders that
followed were one step above macro assemblers, offering algebraic no-
tations approaching that of FORTRAN. With the introduction of FORTRAN,
ALGOL and COBOL, the illusion of independence of algorithm specifica-
tion from computer hardware was achieved. One could write a computer
program without knowing much about the machine on which it would run.

But most programming languages in common use (RPG excepted)
stil conform to the conventional Von Neumann machine organization.
They are intended to support primarily procedural programming; they
provide for only a few data types (for FORTRAN: integers, real and
complex numbers and dimensioned arrays); and they tend to encourage
the use of constructs (such as the ‘“go to”) which diminish the clarity
and manageability of the source code. Procedural languages give the
user a sense of control over performance that would be absent in a
language like RPG. Programmers are thus disposed to search for the
most efficient — not the most logical — solutions, and they are en-
couraged in this pursuit by managers who worry only about machine
performance. The supportive documentation that is issued for systems
software usage is not very helpful either. A recent PL/1 text, for ex-
ample, cautions the reader to avoid procedure calls whenever possible
because they incur so much processor overhead. Who knows what sort
of programming results from advice like this?

In Chapter 2 it was noted that basic software costs are steadily
outpacing those for hardware — as much as 80% of the total hardware/
software budget over the next ten years may be spent on software. Our
current programming languages account for much of this imbalance. The
waste that they cause is traceable not only to the awkward means they
provide for the expression of our requirements today, but also to the
means by which yesterday’s code must now be maintained and operated.

It is only recently that the data processing industry as a whole
seems to have recognized that the old standbys, FORTRAN and COBOL,
have faults which go far beyond mere intellectual objection. There are
damning limits in each which ensure our long-term dissatisfaction with
the paths they provide us in our search to create natural man/machine
interfaces.

The crusade for structured programming and the proliferation of pre-
processors designed to improve programmer productivity attest to the
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growing unrest with regard to these languages. Structured programming
is a small but positive evolutionary step, and it can be expected to
boost productivity to some degree. But it is an unfortunate reality that
the structured programming discipline, however valuable it is, serves
more to separate the professional from the amateur than to upgrade the
amateur. However suffused in intellectualism it may be, it gives us a view
to where things are going as we evolve our means of expressing appli-
cations. It is through the final incorporation of structuring facilities (e.qg.,
system software algorithms) into the CPU that the amateur will be raised
to professional status. As we noted earlier, nonprocedural processors
place far fewer demands on the user, allowing him to express applica-
tions requirements more in terms reflecting the end to be achieved
rather than the means for their achievement.

As for current “programming aids” packages intended to upgrade
user abilities, most are really too trivial to merit serious consideration.
The suppliers of COBOL preprocessors, in particular, have confused
economy of expression with language improvement. The problems of
today’s programming languages are fundamental, and abbreviated nota-
tions are not likely to contribute much toward their solution. While help-
ful within certain limits, vocabulary changes alone do little to solve the
basic issue of how to organize the applications procedural environments.

In an attempt to provide facilities approaching those we desire in
nonprocedural processors, FORTRAN and COBOL are being hastily
patched up. PL/1 has never really gained acceptance (perhaps because
the low quality of early PL/1 compilers made lasting enemies for it, but
clearly because of its excessively intellectual orientation). ALGOL, still
popular in Europe, seems only to interest the academic mind in the U.S.,
and Assembly programming is clearly on the way out. APL, while en-
joying a recent resurgence in usage, is more naturally suited to proto-
type or one-shot applications, where performance is not an issue at all—
its interpretive code consumes too much time. The appearance of
special microcoded “APL-Assist” engines help out, but not enough.

The only commercial programming language that is gaining in favor
is the reemerging RPG. RPG is limited to a certain broad class of busi-
ness applications; when applicable, it can be extremely effective.

M. Pauken, writing in the Infotech State of the Art Report, “Com-
mercial Language Systems” is glowing in its praise. “Programming time
can be reduced by approximately 60% from that required with a pro-
cedural language like COBOL. . . .Experienced RPG |l programmers
usually only take a few minutes to determine what changes to a program
are necessary to meet a user requirement and then only a few more
minutes to make the change. Our experience with RPG Il has alsc
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shown that an experienced programmer can write a basic RPG Il pro-
gram with no errors; the program will compile and execute the first
time without error. Productivity is without a doubt the greatest strength
of RPG II.”

RPG Il is said to be a problem-oriented language. The term “problem-
oriented” is roughly synonymous with any of the following:

very high level problem statement
nonprocedural problem definition
less procedural problem description
goal oriented systems analysis
pattern directed specification
declarative result specification
functional task description
relational

Jean Sammet and Burt Leavenworth of IBM who compiled the
above list say that each of these terms is intended to “convey an intui-
tive notion of languages which is in some sense ‘higher’ than FORTRAN,
COBOL, PL/1, etc.”* The important distinction for our purposes is that
RPG departs from the Von Neumann digital computer organization which
dictates that programs must be made up of a series of steps.

In order to write an RPG program, it is necessary to fill out five
forms: the control and file description, extension and line counter, input,
calculation and output specifications. Except for the calculation specifica-
tions, there is no requirement that an order of execution be given.

There is a definite relationship between the degree to which a
language is procedural and the productivity of the programmers that
employ it. Essentially nonprocedural RPG is widely considered to be an
“easy” language, while assembly languages which are totally procedural
are generally agreed to be ‘“difficult.” FORTRAN, COBOL and PL/1 are
in between, being less procedural than assembly languages but more
procedural than RPG. Computer scientists are now persuaded that
progress in the field of language design can be traced by the movement
from sequenced modes of expression to declarative modes of expres-
sion. They thus confirm the envelope of indecision within which today’s
languages were born.

It is true that programming languages have become less and less
procedural. The FORTRAN expression

X = A+B*C+D

*From an article appearing in SIGPLAN Notices, Vol. 9, No. 4, April, 1974.

145




taken alone is not procedural. Yet this single unit of code requires many
lines of procedure when it is expressed at assembly level. In Manchester
Autocode (Brooker, 1956), one line of code was not sufficient to code
the expression, but it was still possible to state the logic more compactly
than at the assembly level:

X1 =B*C
X2 = A+X1
X =X2+D

We see a definite progression from procedural coding to nonpro-
cedural coding in the above examples and it is not difficult to show how
PL/1, a more modern language than either FORTRAN or COBOL, repre-
sents a continuation of this progression. The PL/1 programmer is able,
for example, to avoid coding what would have to be a loop in FORTRAN
by employing operators that apply to entire arrays or data structures.
There are similar facilities in APL, another relatively new language.

Databases and Data Representation

The debate between proponents of the CODASYL Database Task Group
(DBTG) database management proposal and the advocates of relational
database systems over what constitutes the most reasonable model for
representing data of the sort found in business files has been in progress
for several years. Fundamental to this debate is the question of whether
or not the Data Manipulation Language (DML) should become less pro-
cedural. The DML associated with the DBTG model of data representa-
tion is essentially procedural, while relational database access is achieved
by specifying what is wanted instead of how to find it.

In “An Analysis of the April 1971 Data Base Task Group Report,
1971 SIGFIDET Workshop Proceedings,” Robert Engles of IBM argues
the case against procedural data manipulation convincingly when he sug-
gests that it should be possible to write the single statement

STORE DEPT-REC.
instead of the procedure

IF DEPT-REC< 3000 MOVE “AREA-A” TO DEPT-REC-AREA-ID
ELSE MOVE “AREA-B” TO DEPT-REC-AREA-ID.

STORE DEPT-REC.

MOVE SUPERIOR-DEPT-NO DEPT-NO IN DEPT-REC.

FIND DEPT-REC SUPPRESS UP-SET CURRENCY UPDATES.

MOVE DEPT-REC-AREA-ID TO REL-REC-AREA-ID.

STORE REL-REC.

He points out that as ‘“department records are uniquely identified
by department number and each department record contains the number
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of its superior department, the relationships among departments are
completely and precisely given by the values of SUPERIOR-DEPT-NO.
If the structural significance of this data-item were known to the data-
base management system (through the Data Definition Language, or
DDL), then it could perform the above procedure.”

Engles’ suggestion makes sense because it would reduce the
volume of writing for the coder (though not for the database administra-
tor), make the program more readable and therefore less of a mainte-
nance headache, and permit the database to be restructured without
impacting program logic. One of the greatest advantages of the database
management concept is that in defining the database via a nonprocedural
language (DDL), the database administrator specifies one time what
would otherwise have to be coded for every program written that ad-
dresses the database. The more powerful data description languages
become, the more it will be possible to avoid the repetition of “hard”
procedural programming tasks.

The appearance of database management systems based on the
CODASYL DBTG Report typifies the trend from procedural to nonpro-
cedural languages. Here we see, for the first time, a clear distinction
between the specification of data (which is envisioned as the responsibility
of a centralized group or single individual) and the manipulation of data
(which remains the responsibility of the programmer). When the program-
mer issues, for example, a “FIND” command (see the previous example),
he activates a procedure that is determined by the content of the data
declaration prepared earlier by the database administrator. The DDL em-
ployed by the administrator is nonprocedural; each statement in DDL re-
lieves programmers of the burden of creating the procedural code found
in other contexts.

The DBTG Report, despite its defects (so eloquently exposed by
IBM), represents a significant advance in software organization. This ad-
vance is yet another example of the steady progression from procedural
to nonprocedural modes of expression in computer programming lan-
guages. The fact that the report has most often been criticized because
of its procedural DML indicates that the forces that have brought about
the trend toward nonprocedural languages are not lessening.

Financial pressure and the relaxation of processing cost (attributable
to the certain availability of high-speed processors and essentially infinite
memories) are likely to combine to accelerate the trend. Software
developers will be encouraged to come up with solutions to the problem
of low productivity in the applications development and maintenance
process. They will respond by designing very high level languages
tailored to the needs of particular classes (e.g., industrial, functional,
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etc.) of users. Dependence on unwieldy general purpose languages will
diminish, there will no longer be a pressing need for super-fast compilers
that generate highly optimized code, and breadboarding (experimenting
with special purpose translators and compilers built quickly from standard
components) will become commonplace.

What sort of languages will emerge from this activity? There will
be three major types. The first type, to be employed by systems level
programmers, can be expected to follow natural evolutionary lines for
current procedural processors. The second type will be patterned on
the Data Definition Language of the DBTG Report, languages for cen-
tralized administration of the database, languages for control of the com-
munications network, for auditing, etc. The third type, geared to the
needs of commercial data processing people, will resemble application
generators driven by questionnaires and incorporating automatic prompt-
ing along with powerful diagnostics. “Natural English” declarative lan-
guages having English, natural language keywords are already being
developed in universities.

Gaining the capability to trigger the creation of applications func-
tions through the processing of keywords surrounded by redundant,
ambiguous or otherwise extraneous words is our goal. And the computer
system of the 1990s may indeed be used to mediate between our
varying images of the same application, to promote a kind of consensus
as to what it “truly”’ is. This discriminatory power brings nearer the day
that artificial intelligence may leave the realm of the pure scientist to be
at the immediate disposal of the businessman.

New Innovations

At MIT, questionnaire-based programming is receiving serious attention
from the Automatic Programming Group headed by W. Martin. According
to Leavenworth and Sammet in “An Overview of Nonprocedural Lan-
guages,” “a significant part of their approach is the use of a question-
naire which is carefully designed for a particular specialized application
area. The user will answer the questions, and also communicate more
information about the details of his problem in ‘natural English’.”

At the University of Michigan, formal language theory plays a more
important role. The ISDOS project, headed by D. Teichroew and A.
Merten, has produced a Problem Statement Language (PSL) in which the
user states his requirements in top-down style, progressively refining his
declaration until a suitable level of detail is reached.

Many other efforts are underway that are equally revolutionary in
scope. It has taken years for scholars to take an interest in the problems
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associated with commercial data processing, but now they are likely to
increase their efforts. For one thing, there will be more and more re-
search funding available for this kind of work. Current statistics which
show the alarming lag of software development technology in compari-
son with hardware will cause this, if nothing else does.

For another, software technology has advanced to the point where
truly interesting cross-disciplinary efforts are feasible. All of that research
in formal language theory during the 1960s and early 1970s is paying
off now; the construction of language processors is no longer the for-
midable task that it once was and implementors are looking for ways to
apply their new techniques.

It has always been easier to create programming languages for
mathematicians, engineers and computer scientists than it has been to
create commercial data processing languages. The following list (by no
means exhaustive) is indicative of how responsive language designers
have been to the needs of their fellow scientists:*

1. Arrays and their various combinations and transformations.
Example: APL.

2. Lists, and their recursive evaluation.
Example: LISP.

3. Sets, maps, and their various combinations.
Example: SETL.

4. Strings, patterns, and the matching operations which relate them.
Example: SNOBOL.

5. Electric circuits and their interconnections.
Example: LINL, and other similar electrical engineering
languages.

6. General classes of objects interacting through discrete events.
Examples: SIMSCRIPT, SIMULA, GPSS, and various other dis-
crete simulation languages.

7. Algebraic formulae, and their various manipulations.
Examples: FORMULA ALGOL, MATHLAB, and other languages
for algebraic manipulations.

*“Semantic Definition Methods and the Evolution of Programming Languages,” Jacob
T. Schwarts, Formal Semantics of Programming Languages, Randall Rustin, Editor.
Prentice Hall, 1972.
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8. Elastic structures formed out of thin members, and their
interconnections.
Examples: STRESS, COGO, and various other mechanical
engineering languages.

9. Generative grammars, syntactic types and their subgrammars
and strings.
Examples: Various language-describing metalanguages.

10. Plane or three dimensional figures, and their geometric combi-
nations and relations.
Examples: Various languages for figure production and analysis.

Many areas of mathematics and engineering happen to be well
suited to treatment on a digital computer because they have been
formalized and reformalized and refined over many years. The activities
of government agencies and corporations — even in narrowly defined
areas such as accounts receivable and payroll processing — have never
been rigorously specified (attempts to create generalized payroll and
accounts receivable packages have been among the most frustrating and
amateurish endeavors of the software industry*).

In addressing the problems of industry, software specialists have
tried to impose incomplete and often incorrect models of an enterprise
because their knowledge of it is frequently so superficial. The inter-
disciplinary teams that are producing the most interesting research in
programming languages today are approaching their work from a much
more knowledgeable and realistic point of view than did their predeces-
sors. The gap between the designers of software and the enterprises
that their products will eventually describe has narrowed perceptibly in
this decade.

Manufacturers, spurred by the success of RPG and RPG-based
applications generators, are intensely researching the possibilities of
essentially declarative special purpose languages. Since it is possible to
create useful application generators quickly and inexpensively using
macro processing techniques, many software houses are planning to
concentrate their own software development efforts in this potentially
lucrative area. ‘

*Many problems in this area relate to our inability to understand and capture con-
tinuously changing phenomena in concrete forms. Our acceptance of things as
essentially continuous principles which achieve ‘‘completion” as temporal phenomena
comes too late. | think that a shift in our preoccupation with “managing change” to
one of learning to manage “prototype scaffolds” within which change would. be
accepted as a natural phenomenon would solve many problems in this area.
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By the end of this decade a substantial number of new application-
oriented, nonprocedural languages will become available. During the
1980s there will be a proliferation of such languages characterized by
progressive growth in sophistication. It is likely that early offerings of
this type will not, in the strictest sense, be languages at all, but merely
specialized notations for invoking a set of standard services. Some of
these are in their earliest (or purely experimental) forms today; others
found in and about information retrieval are quite advanced. With basic
software providing the procedural glue to sets of nonprocedural declara-
tions, a major bottleneck in program development will be overcome. With
structured and managed databases, powerful mixed relational/hierarchical/
network techniques, massive memories (likely by 1985), and hardware
(including communications) operating at sub-nanosecond speeds, pro-
gramming power will be available to users with any level of sophistication
(in computer technology, that is).

Implementation Languages and the Case for PASCAL

Although implementors’ languages have been in use for some time
(Burroughs pioneered the use of higher level languages for software
development in the commercial arena), programmers have resisted using
them and have insisted that they be sufficiently low-level to permit the
most basic facilities of hardware to be invoked. The propensity (if not
need) of systems analyst/programmers to think more in terms of how
systems programs can best be optimized has not helped matters at all.
Language designers have been in a defensive position because they
are constantly challenged to prove that their systems will generate code
competitive with what might be created through use of Assembly lan-
guage. It is not surprising, therefore, to see the oddities of particular
machines faithfully reflected in a higher level implementation language.

There are signs that the traditional barriers to progress in this area
are eroding. Because there is almost universal agreement in the software
community that something like structured programming (the term has
never really been defined) is necessary, implementation languages are
now being taken more seriously. The work of men like Edsger Dijkstra,
C.A.R. Hoare, Per Brinch Hansen and Niklaus Wirth, and the entry into
the field of a new generation of university graduates free from the old
prejudices have helped bring this about.

As an example of one of the latest implementors’ languages, many
computerniks are currently touting PASCAL. The fact that its name is
(a) not an acronym and (b) French, is a refreshing sign of maturation in
the software-producing community on the one hand, and of newly emerg-
ing class consciousness on the other. But while no one claims PASCAL
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to be the ultimate developer’s tool, it seems to be emerging as one of
the best available.

PASCAL, a successor to ALGOL 60, is familiar to most recent
graduates in computer science. It was planned as a vehicle for teaching
programming (and good programming habits) and it caught on like wild-
fire in the universities. In 1972, when Dr. Niklaus Wirth, the developer
of PASCAL, was at Stanford, he delivered a number of talks on the lan-
guage throughout the United States. Before Dr. Wirth returned to Swit-
zerland, the University of Colorado agreed to act as a distribution point
for PASCAL in this country.

The early growth of the language can be illustrated by the number
of CDC sites installing PASCAL over a three-year period (the first
PASCAL compiler was written for the CDC 6000 series).

e 1972 14
e 1973 22
* 1974 46

The PASCAL compiler has been rewritten so that it can be trans-
ported with ease to new hardware. There are versions for the CDC
3300 and 3600, the SIGMA 6 and 7, the PDP 10, PDP 11/20 and
11/45, the IBM 360, 370, and 30XX, the B4700 and B6700, the .
Telefunken TR440, the Philips P1400, the ICL 1900, the CIl Iris 80,
the DEC System 10, the Univac 1108, the Data General 840, and the
Honeywell HB00O0 series.

PASCAL is not supported as a standard product by most computer
manufacturers. However, its consideration as such is gaining momentum,
with some manufacturers providing informal support to user-originated
versions. CDC has implemented a cross-compiler which permits pro-
grams to be written for their front-end processor and compiled on the
6600, but this version is for internal CDC use. The language has been
entirely supported by Dr. Wirth and five or six associates, who operate
an informal agency that maintains the compiler and issues occasional
newsletters. At the moment, PASCAL is an “underground” implementors’
phenomenon, a kind of Volkssprache.

Why has PASCAL achieved such underground success? There was
no comparable rush to use PL/1 when the well-publicized MULTICS
project decided to use that language. A number of reasons were given
by G. Richmond writing in the February, 1976 issue of SIGPLAN
Notices: “PASCAL is a good language for teaching programming and the
development of software. . .[it] is a much more readable and versatile
language than ALGOL or FORTRAN. It provides the control and data
structures that are desirable for structured programming. . .lts portability
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to other computers gives it the potential to be as widely used a lan-
guage as FORTRAN.”

The concept of data type is central to the success of PASCAL.
The language offers four primitive data types: integer, boolean, character,
and real, plus facilities for constructing new types. For example, it is
possible to specify a “‘shape” data type or a “‘color’ data type if shapes
and colors can be conveniently used to solve a given problem.

Once a data type has been established, one can construct pro-
cedures that operate on objects of that type. Programs can thus be
written in terms of meaningful abstractions rather than in terms of ab-
stractions that are imposed by a language designer.

PASCAL is more interesting than other influential, new development
languages such as ALGOL 68, because it is apparent that it was de-
signed for software engineering purposes. This is revealed clearly in
Wirth’s book, Algorithms + Data Structures = Programs, in which a
series of problems are posed and solved in PASCAL by the technique
known as ‘‘stepwise refinement.” The book is recommended reading to
those who doubt that anything other than an “official”’ language system
should be used to attack large programming tasks.

Concurrent PASCAL, an extension of PASCAL, was developed by
Per Brinch Hansen of Cal Tech and later used to code the SOLO operat-
ing system. Hansen is certainly pleased with it. “I wrote the operating
system and its utility programs in three months. In machine language
this would have required 20-30 man-years and nobody would have been
able to understand the system fully. . . . From a manufacturer's point
of view it is now realistic and attractive to replace a huge and ineffective
‘general purpose’ operating system with a range of small, efficient sys-
tems for special purposes.”

In February, 1976 a survey of the people on the PASCAL mailing
list was conducted. The results showed that the language is used nearly
as heavily for software development as it is for educational purposes.
Perhaps the most interesting result of the survey was an unexpected
one: several respondents, “mainly those associated with the computer
industry,” asked that their replies be kept confidential (“PASCAL News-
letter,” February, 1976 SIGPLAN Notices). PASCAL apparently has
secret admirers outside of the academic world.

Administrative Languages

Figure 10-2 shows the conceptual architecture for a database manage-
ment system (“1971 SIGFIDET Workshop” publication). The schema
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is a description of the totality of the database in some Data Definition
Language (DDL); the sub-schema description must be in some sense
compatible with the subset of the schema to which it relates.

One of the major strengths of the database concept is that it
places the control over the centralized database in the hands of a single
individual or group, called the database administrator (DBA). The ad-
ministrative language (DDL) employed by the DBA is expected to receive
considerable attention in the near future.

First of all, the concept of an administrative language can be
applied profitably in many areas. For example, a programming standards
administrator could employ a special language to define programming
practices within his organization; he would prepare a programming
standards declaration and submit it for compilation; the compiler would
then produce a standards document to be issued to all programming
personnel, plus a computer program that would be used to scan source
code to determine whether or not the standard was being followed. If
the program were to detect a standard violation, it would produce a re-
port or annotate the programmer’s listing.

Secondly, new developments in database technology will have to
be reflected in the Data Definition Language. Figure 10-2 depicts a
system in which the database is physically, as well as conceptually,
centralized. In order for distributed database technology to become a
manageable reality, there must be some way for the database ad-
ministrator to define how the data is spread across a network of pro-
cessors connected by communication lines. The creation of software for
a system of physically distinct cooperating database managers would be
incomplete without adequate language processor support.

Finally, while the centralization of database administration solves
many problems for an enterprise, it creates others. A fundamental prin-
cipal in business organizations has always been separation of duties.
Placing all of the responsibility for what amounts to the most valuable
corporate asset in the hands of a single individual or group invites fraud,
among other things.

Data Definition Languages may have to adapt to reestablish the
traditional, internal system controls without sacrificing the advantages of
centralization; they may also have to adapt to satisfy the requirements
of external auditors who do not like the idea of accessing data through
the system rather than directly by means of their own software packages.
In the current formulation of database management systems the auditor
will simply be a user of the system. Like any other user, he will be
dependent in a very real way on the database administrator for access
to the files. He can never be certain that he is seeing all of the data.
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The solution to these problems is not apparent at the present time.
It is clear, however, that whatever the solution is, the design of Data
Definition Languages will have to adapt to accommodate it. It is also
likely that entirely new administrative languages will be created to support
external audits of the database.

Artificial Intelligence

In Spring 1977, David Levy, an international chess master, defeated
Chess 4.5, a computer program running on the CDC Cyber 176, in a
surprisingly hard-fought game which took over three-and-one-half hours.
Analysts claim that as late as the seventeenth move, Chess 4.5 had the
advantage, and that the outcome had remained in question until the
computer blundered on the twenty-sixth move, (see Figure 10-3).

After that game was over, a second game was played in which the
participants had only five seconds to make a move. This time, Chess
4.5 won in 38 moves.

The program was “tuned up” for its match with Levy by winning
the Paul Masson Class B Championship in convincing fashion from
its human opponents who, in order to qualify, had to be ranked Class A
or Expert (a Class A player has a rating of 1800 to 1999; David
Levy is rated 2325, and the current World Champion is rated 2690).

The application of heuristic theory to the development of chess
program algorithms has resulted in a rather startling display of one kind
of machine intelligence, suggesting the power which may ultimately be at
our disposal when machines with such thinking capabilities are common-
place.

It is mind-boggling to consider the extent to which areas of activity
once reserved solely to human beings are regularly being penetrated
by advances in computer systems technology. The ability to “see,”
“speak,” move about and so on, while far more restricted than that
found in people, is nevertheless becoming increasingly “ordinary” in
modern systems.

AT&T Long Lines’ headquarters, Citibank’s headquarters and many
others now employ sniffing robots which, following a pre-sprayed course,
routinely deliver the mail, beeping in annoyance at human beings who
stray across their path at inopportune moments, and rewarding others
with a cheery call to pick up their correspondence at assigned stations.

Of course, the activities of these mail robots are more hardware-
than software-driven. While they exhibit a basic form of artificial intelli-
gence, little more than the same genius in engineering already proven
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in, say, elevator development was needed to bring them into being.
What has been missing (among other things) from the products of our
quest to deploy more comprehensive forms of artificial intelligence is
the synthesizing capacities of our own brain. By this | mean the ability
to assess and act upon a complex admixture of internal and external
stimuli — perhaps even to decide that a given employee should not, at
a given moment, receive a particular piece of mail!

The creation of software techniques which contribute to our ability
to endow computers with intelligence has been underway from the
moment computer technology itself began. However, it is only in the
last ten years that really significant advances have been made.

The availability of more powerful devices incorporating mass
memories, broadband, high-speed communications and an ever-increas-
ing variety of I1/O devices has created new opportunities in the explora-
tion and expansion of artificial intelligence, and led to the resolution
of heretofore insoluble problems.

And, while the chess-playing computer that learns not to repeat
its own (or its opponents’) mistakes seems to be of about as much
practical use as chess itself in the conduct of our lives, it is what the
process of computer chess-playing suggests that holds the greatest
promise.

Chess 4.5 is a rather spectacular example of a computer program
that mimics the higher mental processes of human beings. Whether
we use the term “mimic,” “simulate” or even “replicate” in describing
what the computer system does seems irrelevant to me. | find no cause
for either alarm or depression in the idea that machines may surpass
men in doing anything, including thinking.

" Indeed, | believe that such negative reactions to the potential of
machines reveal too exalted a sense of respect, even of awe, for
machines, and not nearly enough for the resiliency and richness of
human beings!

With the emergence of artificial intelligence, we are confronted,
more or less suddenly, with a reality that challenges many of our ideas
concerning the very meaning of intelligence and the nature of man.
But the scientist dces not suggest that our relationships with machines
need mimic, simulate or replicate those we enjoy with other human
beings.

In fact, both the hardware architecture and basic software character-
istics of today’s systems truly require that we adjust to working in
“non-natural” ways to create our applications. With more intelligence
packed into our systems, such adjustments will, increasingly, be the
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systems’ problem, not ours.

You might say that CPU intelligence brings human freedom in its
wake.

Furthermore, no scientist works to replace men with machines.
Rather, he works to shift the burden of human toil onto the shoulders
(if you will excuse an unfortunate anthropomorphism) of machines that
do not tire. If we could learn to relinquish our fear of the machine,
based as it is upon lack of confidence in man, we would recognize
that such a shift can enhance the quality of our lives through the ex-
tension and rededication of our powers to other, more creative domains.
In any event, | believe that the work of scientists involved in the
development and refinement of artificial intelligence merely confirms the
dual vision of man as both spiritual vessel and hapless prole: between
these poles, we should have far less difficulty than some of us seem to
have in acknowledging our need for machine-assisted or -lubricated
improvement.

Pattern recognition, learning, problem-solving, theorem-proving and
game-playing programs are being written with increasing frequency —
and success — now that new, artificially intelligent languages and suf-
ficiently powerful computers are becoming available.

Computer programs in the field of artificial intelligence normally
consist of two parts; the pre-programmed part and the self-organizing
part. In order to enhance the extremely poor performance of these
programs, the tendency has been to overdevelop the pre-programmed
part. This is an extremely labor-intensive approach that must be aban-
doned eventually. The increase in raw processor power that will char-
acterize the next generation of computers should prove a stimulus to this.

While | do not think it likely that the office of corporate ontolgist
or epistemologist will ever be created, | do believe that the study of
the relationships between mind and object, the study of thought, ideas,
imagery, perception and sensation, will influence the world of EDP
greatly.

The potential influence on the character of programming languages
is already apparent, in fact. Consider the efforts of John Ulrich of the
University of New Mexico and Robert Moll of the University of Massa-
chusetts, who are investigating program synthesis by analogy; the work
of Zohar Manna of Stanford and Richard Waldinger of Stanford Research
Institute, who have devised a deductive technique for automatically
constructing recursive programs; the knowledge-based code generator
(XGEN) written by Christopher W. Fraser of Yale University, and the PSI
program model building tool under development at Stanford University.
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The compiler of the future is more likely to resemble a ‘‘semantic
learner” than a structured, unforgiving automaton, and I, for one, am
delighted.

We noted at the start of this chapter that, contrary to the point of
view generally expounded throughout this book (i.e., that change in
computer technology is increasing in amplitude and frequency), we have
not witnessed a burgeoning of innovation and growth in the software
arena to compare with that typifying the hardware component of the EDP
technology spectrum.

Recently announced products do incorporate startling advances in
microcoded firmware, but mostly in the hardware control areas. Still,
the current capability to design systems which apply chip technology
(purely hardware) solutions to operating requirements previously ad-
dressed only by software, or to use such technology in conjunction
with high-speed processors running microcode (firmware) represents a
meaningful advance in software and applications development tasks.

The cleverly designed system that employs pure-software/firm-
ware/pure-hardware mixes to enable us to enjoy a greater degree of
creative freedom in our implementation and operation of software and
applications is no longer unusual. Additionally, transformation of pure
software into ingeniously engineered circuitry relieves both manufacturers
and users of costly maintenance activities. But the positive impact of
this technology is more directly related to hardware operation and pure
software development than it is to the end-user's problems. In fact,
the actual coding of microprograms is done through the use of tech-
niques which date back to the 1950s. And while less work may be
required of the operating systems development teams, the availability of
mixed software/firmware/hardware facilities does little to change the
nature of what they do.

Furthermore, as stated at the start of this chapter, it is certain
that the operating systems we know today will disappear; that is, while
their functions will remain, the means by which such functions are per-
formed will be redefined and relocated. The extent to which present
users need to concern themselves with the technology employed in
today’s wide variety of operating systems is perhaps the most sig-
nificant measurement of the mammoth changes in computer technology
that are still required. And while no one can doubt that with the avail-
ability of modern operating systems a great leap forward in our ability to
create the conditions for symbiosis in applications systems was taken, it
now seems clear that this leap was bought at too high a price.

Many people forget how difficult it was to produce a set of pro-
grams related by complex invocation sequences, data management and
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other necessary adjuncts, let alone produce some sort of resource
allocation/job accounting capability before today‘s OS, VS, MCP, GCOS,
etc. environments saw the light of day. But along with the advent of
these environments came new problems; learning an additional language
(e.g., JCL) and, alas, the need for continuing education to remain up-
to-date in the individual quirks of the system’s control over its hardware/
software/applications mixes.

In most systems, these idiosyncrasies give a convincing imitation
of infinitude. When they can be compassed, they turn out to be of
such significance to the user that he is obliged to keep up his guard
by spending seemingly endless sums to insure that his facility maintains
itself in a reasonably current mode.

In order to understand their systems, computer people must spend
an inordinate amount of time attending conferences where they beseech
manufacturers to explain the rationale for their operating systems archi-
tectures, learn about enchanting operating system foibles through the
exchange of horror stories with their colleagues, and generally com-
miserate with one another over other systems exotica that they ignore
only at their peril. This, it need hardly be pointed out, is time which
might better be put to other uses.

With our shortage of skilled technical personnel increasing as com-
puter technology proliferates, lack of operating systems know-how is
inhibiting our ability to exploit our computer systems potential fully.

Clearly, the one way to put an end to this problem is to pack
more intelligence into the CPU. Earlier, | noted that the availability of
massive memories and truly high-speed processors will help make this
possible by providing facilities that eliminate our need to be concerned
with hardware efficiency (if nothing else). But the software we now write,
maintain and use in connection with operating systems is only a crude
model of what we can soon expect in this aspect of the man/machine
interface area. There is no reason for the user to learn two different,
non-natural protocols to express his application. For imbedded in the
natural language facilities used to tell machines what to do will be the
implicit license, granted without too many restrictions to the CPU, as
to how to do it.

Our preoccupation in this chapter with the ways in which we must
speak to a machine should now, we hope, take on additional meaning.

Future operating systems must be very much smarter in carrying
out their jobs, thereby once and for all putting to rest our need to
compromise our natural inclinations in order to accommodate the non-
natural man/machine interface these operating systems currently impose.
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The creation of artificial intelligence, our recognition that the most
effective systems we can make must accommodate our many imper-
fections, and our acceptance of the virtue of achieving economy in
the use of systems will go a long way toward shaping our software/
applications development activity in the future.
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Knitting Instructions ‘‘Program’’

Using No. 11 needles cast on 130 sts.
Work in K.1, P.1, rib for 3 Y2 in.

Next row Rib 9, (inc. in next st., rib 6) 16 times, inc. in next st.., rib to
end (147 sts.)

Change to No. 9 needles.

1st row P.5, * (K.4, P.3) twice, K.1, P.2, K.1, P.3 rep from * to last
16 sts., K.4, P.5.

2nd and every alt. row K.5, * (P.4, K.3) twice, P.1, K.2, P.1, K.3, rep
from * to last 16 sts., P.4, K.3, P.4, K.5.

3rd row P.5, * (K.4, P.3) twice, C.3, P.3, rep from * to last 16 sts.,
K.4, P.3, K.4, P.5.

5th row as 1st row.

7th row P.5, * C.7, P.3, C.3, P.3, rep from * to last 16 sts., C.7, P.5.
9th row as 1st row.

11th row as 3rd row.

12th row as 2nd row.

These 12 rows form the patt.

Continue in patt. until work measures . . .

SOURCE: A Comparative Study of Programming Languages
by Brian Higman. American Elsevier, 1967.

Figure 10-1
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An Architecture for a Database System
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SOURCE: “1971 SIGFIDET Workshop™ publication, redrawn by
Advanced Computer Techniques Corporation’s
Technology-Analysis Group (TAG). Figure 10-2
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Chess 4.5 (White) v. David Levy (Black)

CHESS 4.5/WHITE POSITION AFTER 26. P-QR4??
SOURCE: lllustration from “Science and the Citizen,” Copyright© June 1977, by Scientific American, Inc., All rights reserved.

Figure 10-3
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ERRATA

The disposition of the black and white chessmen in Figure 10-3,
page 163, should be as shown in the diagram below.

Chess 4.5 (White) v. David Levy (Black)

CHESS 4.5/WHITE POSITION AFTER 26. P-QR47??
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We may well approach our crystal ball with the statistics reflecting past
advances in computer technology in mind. They have been impressive,
not to say incredible:

Hand-held calculator costs have declined a hundredfold in 10
years.

The cost per bit of random access memory (RAM) has declined
by an average of 30% to 40% per year since 1970.

Annual usage of logic gates (functions) or bits of memory has
increased 2,000 times in 17 years (i.e., in 1960 approximately
500 million transistors were produced, while by 1977 an esti-
mated one trillion equivalent functions or bits were manufactured
and shipped).

The number of components per integrated circuit (IC) has nearly
doubled annually since 1960—from one component per circuit
in 1960 to 256 bits or components per IC in 1967 to 16,384
components per IC in 1977.

Disk drive capacity has jumped from five megabytes in the early
'60s to over 500 megabytes today. Price per megabyte has
also decreased nearly a hundredfold during this same period.

This very limited but highly representative sample of dynamic im-
provements could lead some observers to conclude that there is little
room for further advances, and that the really significant developments
must be behind us. This chapter will, | hope, demonstrate that such con-
clusions are false and, in terms of electronic logic and storage, “future
shock” shall not truly be upon us until the mid-1980s (assuming that
political, economic and psychological forces do not work to delay it
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beyond its “natural term”).

Nonetheless, today’s technological environment, when viewed as a
“happening” quite divorced from politics, psychology and economics, is
indeed one of increasing transience. The seemingly continuous stream
of product announcements, some coming from heretofore little-known
sources, suggests an accelerating orchestral staccato.

New innovations, hoped for yesterday and ordered today to be
delivered tomorrow, have a high probability of being called obsolete be-
fore installation. By obsolete, | do not mean useless. Rather, better al-
ternatives will be made available. With increasing frequency, users and
vendors are being subjected to the “had you waited a big longer” phe-
nomenon in reaching and evaluating their decisions.

But the din of product announcements also suggests that the com-
puter systems manufacturing organizations are “onto something big” in
their quests for market position. Quite naturally, they must exploit their
innovation continua to the fullest.

Users must reassess their ways of perceiving data processing
product and services procurement policies, or they stand a good chance
of seeing their DP budgets being inadvertently siphoned off for the good
of technological progress with little to show for it. For the conspira-
torially inclined, this may look like a concerted plan of the computer in-
dustry; nothing could be further from fact. If for no other reason, the
industry isn’t that organized.

Not unlike the dilemma facing the broker with a seat on the ex-
change who must assess when a stock will bottom or top out, the EDP
manager is faced with buy and sell decisions of similar complexity. An
increased interest in today’s technological trends can go a long way
towards resolving his difficulties.

But, in a sea of controversy over the ultimate ends towards which
these trends are driving, remaining cool and conservative is mandatory.
For the extrapolated end points of today’s trends are absurd. These all
seem to suggest that infinite capacity at zero cost will occur in the latter
'80s. We know that’s not going to happen.

While the user population may be experiencing instability in EDP
planning, such instability caused by the increasing amplitude, frequency
and impact of today’s waves of change, the systems manufacturers are
far more sure of what's happening and where it's all going. Their diffi-
culties lie in accepting and reacting to change when it is adversely affect-
ing their individual businesses, and in accepting and capitalizing upon
such change when it is not.
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The research departments of those who can afford research are
steadily racing towards fulfilment of their goals in improving systems
intelligence, reliability, accessibility and serviceability—all of this in delicate
balance with economic viability. Some of the major areas commanding
their attention follow.

Processor Performance/Price Trends Vis-a-Vis the IBM 30X X

General purpose (GP) processor performance can be measured in terms
of “raw” MIPS ratings—add time or number of multiplications executed
per second. Obviously such comparisons do not take I/O capability or
software efficiency, not to speak of user environment scenarios, into
account, and therefore should not alone comprise the yardstick used in
the evaluation of “systems.”

However, it is true that in evaluating computers which share similar
architectures (as in the case of the IBM 370 series, for example), these
comparisons have greater validity insofar as the establishment of relation-
ships or processor performance ratios is concerned.

The graph in Figure 11-1 shows that “large-scale” general purpose
processor performance has increased from about 20,000 instructions per
second to nearly 5 MIPS (or a 250-fold improvement) from 1958 to
1978. During this 20-year period, note also that the rate of performance/
price improvement has itself accelerated.

For example, 1953 to 1958 experienced a fourfold decrease
in price per 100,000 executions/second; during the next six years
(1958-64), this same performance level was available at 20% of 1958
prices; and over the next eight years (1964 to 1972), another tenfold
decrease in price (or increase in price/performance, to put it another
way) occurred.

From 1972 to the present (1977), however, there was only a two-
to threefold improvement in price/performance (by IBM’s 3033, 3032,
3031, etc.). Does this represent a possible levelling off of processor
price/performance improvement for the future? This “mere” two- to three-
fold improvement in CPU price/performance (chez IBM, Amdahl, etc.)
during the past five years seems to represent a temporary condition
and tends to verify that the 3033 (and 3032 and 3031) are simply
“interim”—if not end-game—products. (See our discussion on the 3033
in Chapter 8, “Short Life Span.”)

In fact, the new IBM 3032 and 3031 both fit on the 3033 price/
performance curve and were predictable. Other multiprocessor versions
of the 30XX are also expected by the second quarter of 1978.
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While circuit (ECL) packaging and heat challenges may slow down
the rate of MIPS improvements for single processor configurations (until
the System/80 is introduced in 1979-80), multiprocessors (two to four
CPUs) should compensate; i.e., each additional CPU should be priced
lower than the initial processor complex.

Semiconductor Memory and Logic

“Conservative” IBM put the stamp of approval on semiconductor memory
with the introduction of System/370 MOSFET storage technology in
August, 1972.

Various types of memories which use bipolar and MOS technologies
are currently available. Random access memories (RAM), read-only
memories (ROM), programmable ROMs (PROMs) and electrically-alterable
ROMs (EAROMSs) are all part of the current product offerings from the
independent semiconductor industry.

The RAM is used for main memory and is presently available in
both bipolar and MOS forms. MOS currently enjoys substantial advan-
tages over bipolar because of its higher packing density, its improved
access speeds, lower manufacturing complexity and lower cost, and
should become the dominant technology by the end of this decade.

Intel has been enormously successful in its pioneering efforts in
the development of a 1K, p-channel, MOS, dynamic RAM (dynamic
RAMs need periodic refreshment of the signal levels). Access time is
currently 300 ns, cycle time is 500 ns and power dissipated is 100
microwatts per bit. The 1103 was initially introduced in 1970 at a price
of $60. By 1973, the price was averaging $4, or .4 cent per bit.

Current efforts in the semiconductor industry are being directed
toward the achievement of production quantities of 4K and 16K,
n-channel, MOS, dynamic RAMs. (IBM has already indicated that 32K
MOS RAMs are available in the laboratory.) The n-channel product is
highly desirable because of higher speed characteristics compared to
p-channel. In addition, chip size will increase and rapid price reductions
may be anticipated once the manufacturing process has stabilized.

MOSFET devices have found wide use in the integrated circuit
industry because they are naturally suited to planar surfaces. Thus they
are ideal for production of large arrays by standard processing of silicon
wafers. Field effect transistors (FETs) occupy only a fraction of the chip
area required for bipolar.

In addition, the manufacturing process to produce an MOS inte-
grated circuit requires fewer steps than for bipolar, so that significant
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cost reductions may be achieved. The price-per-function advantage for
MOS over bipolar frequently is as high as 10 to 1. (Note that IBM
recently switched from bipolar to MOS chips for the 370/138 and
148.)

The graph in Figure 11-2 shows cost per component for bipolar
and MOS technologies. After 1970, MOS dominated the pricing struc-
ture. In that year, the cost per component was one cent with 1,000
components per IC. Memory (RAM) prices declined by about 30% to
40% annually between 1971-77 and the extrapolated values indicate a
cost per component by 1980 approaching .001 cent, with a half million
to a million components or bits per IC.

The chart in Figure 11-3 shows the silicon family tree and the
various devices and circuit types.

Over the years, the ability to manufacture core has improved to
the point where prices are about .2 cent per bit. Typical core speeds
are concentrated in the 500 nanosecond to one microsecond access
time range. Now, however, high-speed semiconductor memory has be-
come economically available in both bipolar and MOS forms, and mid-
1975 was probably the turning point. Intel was selling its 4K Model
2107A-8 (a 420 ns MOS device) for less than $12 in lots of 100 and
it was anticipating .1 cent per bit to be a realistic goal in 1977.

The speed requirements of mainframe memory can be met by bi-
polar and silicon-on-sapphire (SOS) devices. While core, plated wire and
MOS memories have in the past satisfied some of the speed require-
ments for large-scale usage, only bipolar and SOS devices appear to
qualify at speeds of less than 40 nanoseconds.

The SOS manufacturing technique requires that very thin layers of
silicon be deposited on a flat substrate of synthetic sapphire. Parasitic
capacitance is reduced by a factor of 20 compared to standard MOS
transistors. When MOS circuits are manufactured with this process, they
combine the high speed attainable by bipolar transistors with the packing
density of MOS. At present, SOS structures are more expensive to
fabricate than MOS.

Forecasts call for NMOS, bubbles and charge-coupled devices
(CCD) products to equal or exceed the price-per-bit of core after 1976.
By 1977-78, bubbles and CCDs could be at prices below .1 cent per
bit. PMOS, which is already available at prices approaching those of
core, has speed disadvantages but can perform many main memory
tasks. Slower speed MOS memory chips are combined with high-speed
bipolar caches (buffers) in System/370 Models 158 and 168, Amdahl
470V/6 and V/7, the Univac 1100/80 line, Burroughs 7800, Honeywell
Level 66, etc.
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Logic

While general purpose mainframes have declined in price over time,
typical minicomputer prices (with 32K bytes) have declined more rapidly,
i.e., 18%-20% annually between 1971-77 (e.g., HP-2100A in 1967
versus the HP-21MX in 1977). These significant improvements are
directly related to IC developments. Today, only about 10% of a typical
minicomputer’s value is composed of integrated circuits.

Logic families are closely related to IC development. In the late
'60s, resistor-transistor logic (RTL) seemed to be the best way to go.
By 1962, diode-transistor logic (DTL) had appeared. Transistor-transistor
logic (TTL) was announced in the early 1960s, while initial versions of
emitter-coupled logic (ECL) were introduced by Motorola in 1962. (IBM
used versions of ECL in the 7030 Stretch Machine in the mid-'50s.)

The basic requirements for any logic family are:
¢ Flexibility.

® Speed.

¢ Availability of complex functions.

¢ High noise immunity.

* Wide operating temperature range.

* Low power dissipation.

e Lack of internally generated noise.

* Low cost.

TTL (in various forms) and ECL are the primary surviving bipolar
logic families used by most computer designers today. IBM has utilized
a current switched logic (ECL) for its System/370 computers. While
such logic has the advantage of higher speeds, it is also generally true
that as speed increases so does power dissipation. Removal of circuit-
generated heat is essential for reliable operation.

Figure 11-4 compares logic families in terms of speed and power
dissipation. Schottky TTL is a high-speed version of the standard TTL.
From the table it can be seen that the progression from RTL to
ECL leads to increased speeds and higher dissipated power. Circuit
designers currently have several choices available for optimization of
speed and dissipated power.

Integrated-injection logic (lIL) is a new design which will increase
bipolar circuit density. These devices could move out of the laboratory
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next year. At IBM, in Boeblingen, Germany, the terminology used for
the same basic approach is merged-transistor logic (MTL)*.

The lIL approach utilizes gates which do not require current source
resistors. The space required for an entire gate is 1 to 2 square mils,
or the space needed for one transistor in the TTL family. It is capable
of propagation delays approaching 5 nanoseconds with power dissipation
as low as one nanowatt per gate.

The above advancements in ICs (ROMs, RAMs, PROMs, EAROMs,
etc.) will permit “plug-in firmware” to be practical by the end of the
decade. Burroughs already uses this concept in the Burroughs Scientific
Processor (BSP), and TI's calculators (Models 58/59) use it today.

Main Memory (RAM)

The IBM 370/158 and 168 main memory requires nine times less
area per cell than the older 360/85 and recent charge-coupled devices
(from TI) of the one-cell variety have substantially increased relative bit
density even further. However, the technology is quickly approaching a
point where it will not pay to stretch it any further, using current photo-
lithography methods; i.e., the potential advantages from increased density
versus the technical problems of cooling, achieving the incredibly small
line widths and so forth will yield less of a payoff in the future.

In terms of photolithography, currently 6 microns is typical and this
can be reduced to 2 microns using shorter wavelengths or electronic
beam exposure techniques. IBM’s near-term objectives appear to be to
achieve 500 to 600 circuits on a one-quarter inch by one inch wafer.

The IC Leaders and Recent Trends

Total worldwide consumption of all types of ICs (not just memory
devices) has climbed to nearly $4 billion in 1977. Figure 11-5 shows
the memory circuit market share breakdown.

Top-tier companies include: Tl, Motorola, Fairchild and IBM (internal
supplier only). Second-tier firms are: Mostek, National Semiconductor,
Intel, Advanced Micro Devices, RCA, ITT and Zilog, among others.
Recent high-speed, static and dynamic RAM competitive products
(components) are shown in Figure 11-6.

*Merged-transistor logic has the density of MOS with the speed of bipolar; this chip
may be ready for production in the 1978-79 period.
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IC Storage in Japan

On June 7th, 1976, Fujitsu announced that it had succeeded in develop-
ing a 64K-bit RAM chip. The characteristics include 64,000 bits on
silicon substrate, performance in the 100- to 200-nanosecond access
time range and substitution for electron beam and x-ray exposure tech-
niques by current semiconductor fabrication processes.

Although this product has been developed in the lab, we should
not expect 64K chips to be available in volume quantities before 1979.

This Japanese development was reported by Japan’'s Ministry of
International Trade and Industry (or MITI). The MITI project is comprised
of five mainframe computer makers which were recently restructured into
two groups: the Fujitsu/Hitachi/Mitsubishi and the NEAC/Toshiba groups.
The MITI project has a budget of approximately $400 million, and will
concentrate on very large scale integration (VLSI) logic and memories
and other circuits. The MITI total budget over the 1977-80 period
should approach $100 million for this VLSI activity alone, while an addi-
tional $190 million will be spent on a “fifth generation” computer and
about $117 million will be allocated to pattern information processing
R&D.

Optic Communication Links

The significant advantages of fiber-optics in computers include wide
bandwidth in the microwave range, no electronic interference, elec-
tronic isolation and loss of only 2 DB per kilometer in glass fibers now
in use (which represents far better integrity than that characterizing
microwave techniques).

Some of the work to be done in fiber-optics includes the develop-
ment of a reliable laser source, fast detectors and new coupling
techniques.

The current industry leaders of the above “new’ technologies are:

® Electron-beam Lithography: Bell Labs, IBM, Texas Instruments
and the Japanese companies.

e Bubble Memories: Bell Labs, IBM, Rockwell, Texas Instruments
and the Japanese companies.

e Fiber-Optics: Bell Labs, Corning Glass, ITT, IBM and the
Japanese companies (Fujitsu, Hitachi, NEC, etc.).
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Subsystem Technology Forecast

Diskettes will have increased capacity through a combination of greater
density and the ability to record on both sides. These improvements
will increase effective capacity more than fourfold to over one million
characters.

Current and future terminals (IBM ‘“Orbit/Trinity”’) and other small
systems will use the floppy disk. In addition, stacks of floppies (hun-
dreds) may be used as a low-cost, high-capacity alternative for archival
storage.

Medium Capacity Disks

“Gulliver” is IBM’s code name for the new fixed disk which is currently
integrated within the 3790, 3600 and other terminals. We can expect
this important device, with a current capacity range of from five million
to over 27 million characters, to play a major role together with remov-
able diskettes in future small business systems, minicomputers and other
intelligent terminal products. The recording density, speed and other
attributes of the announced “Gulliver” file are unknown at this time. A 50-
to 100-megacharacter “Gulliver” file is anticipated before 1980, however.

Large Capacity Fixed Disks

The original IBM code name for this nonremovable device was “Apollo.”
It is to utilize newly improved multilevel recording techniques, increasing
capacity to 11,000 bits-per-inch and about 800 tracks-per-inch. Such a
device would accommodate in excess of one billion characters per drive.
IC multi-element heads would be used (Burroughs has already announced
its own, new IC-head device), and average positioning time would
probably be in the 10-15 ms range. This disk, together with the IBM
3350 and improved versions of the 3344 (more read/write heads),
should be available on both System/370 and System/80. Announcement
of the “Apollo” is anticipated for early 1978, with volume deliveries to
follow in 1979.

Disk improvements in terms of capacity/$ were significant in 1965

(threefold improvement) and have been accelerating again during the
past five years (1971-76) (see Figure 11-7).
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Bubble Memories

Texas Instruments’ Silent 700 terminal uses 92K bit bubble chips and
Hitachi has a POS terminal which also uses bubbles for storage.
IBM has built a device incorporating one micron diameter bubbles with
access times ranging from 1 milisecond to as low as 100 micro-
seconds depending on the configurations and loop lengths. Bubble size
appears to be material-dependent. The packing density is dependent on
the line size that can be laid down on the bubble material, and is also
dependent on the exigencies of photolithographical technique.

In contrast to charge-coupled devices (CCD), the bubble process
is more complicated and, according to IBM, bubbles are being empha-
sized more for storage technology, whereas CCDs are being directed
towards analog device uses such as scanner applications. The economic
crossover point for some additional applications for bubbles will occur in
1978 (0.1 cent per bit, 1 megabit density) and 1980 (0.03 cent per
bit, 3 megabit density). During that period, fixed-head disks and some
diskettes will be replaced by bubble devices.

Non-Impact Printers

A magnetic ink-jet printer has recently been introduced by IBM for the
office equipment or word processing business of OPD. This device has
a print speed of up to 92 characters per second, but is relatively
expensive. More ink-jet printers of higher speed are expected to be in-
troduced over the next five years. Devices with speeds exceeding 200
characters per second which incorporate multi-element ink-jet heads
can be anticipated. Advantages of ink-jet devices are better resolution,
enhanced print quality, lack of noise and potentially higher reliability.
High-speed line printer price/performance trends are shown in Figure
11-8.

Mass Storage Devices

Additional versions of the IBM 3850 are anticipated; a larger model with
twice the current density (or 940 bilion characters), and a smaller
version for the new 370/138 and 148 systems are expected to be
introduced by 1978.

Within the IBM System/80 timeframe, a 4X capacity model should
be available and other advanced structural improvements can be fore-
casted; e.g., using bubbles or CCDs as another level in the storage
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hierarchy; faster staging disks (more read/write heads); and, most im-
portant, a cache-type buffer (similar to the 158 or 168) which could
significantly enhance data availability and overall system performance by
improving 1/0 command queuing and data access time across many
staging devices. Mass storage devices will soon obsolete magnetic tape
drives which are at the trailing edge of their price/capacity (Figure 11-9).

The chart in Figure 11-10 attempts to put all the various storage
technologies together so that one can appreciate the distinct spectra
of capacity and cost and the relative improvements over time (past,
present and future).

1. MOSFETs will dominate and cover most on-line, high-speed main
storage needs during the next ten years.

2. Bubbles should replace most fixed-head disks, drums and
diskettes by 1980.

3. Moving-head disks will continue to improve in capacity and cost
and no replacement device is anticipated for at least ten years.

4. Mass storage devices (e.g., the IBM 3850) of various designs
are quickly closing the “gap” between on-line disk/tape and
off-line disk.

5. Archival files are anticipated by 1983-85 as a cost-effective
replacement for off-line magnetic tapes and disks in terms of
easier access, greater speed and equivalent price per bit.

Gas Panel Displays

Some plasma displays have already been introduced by both Burroughs
and IBM, in particular the IBM 3600 financial terminal. Additional dis-
plays of this type are expected over the next five years. IBM plans
to build a 14” x 14” panel with multilevel addressing techniques to re-
duce the cost of drivers.

Advantages of plasma displays are high resolution, flicker-free
operation, greater reliability, inherent storage (i.e., no requirement to re-
fresh the display screen) and multicolor capability. The flat design per-
mits them to be used in many unique arrangements for terminals or
consoles.

Josephson Technology and the Larger View

A thorough review of recent IBM technical publications and System
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Journals, and a tour of the T. J. Watson Research Center suggests
that the successor to System/80 can emerge by 1985-87 (if IBM de-
cides to announce it in that period) and that the successor mainframes
(CPU and memory) will be far more revolutionary with respect to System/
80 than System/80 will have been relative to System/370.

The technological breakthrough underlying this phenomenon is called
“Josephson Tunnel Junctions”* (named after Dr. Brian Josephson, who
discovered the Josephson effect in 1962).

Josephson devices (logic and memory) are superconductors which
operate at the temperature of liquid helium (4.2° Kelvin), with switching
speeds in the picosecond range (100 to 200 times faster than today’s
fastest semiconductors). They are of three-layer, laminated construction
with outer layers of superconducting materials separated by an insulating
layer, and they generate only one-thousandth as much heat as do current
techniques.

The entire Josephson computer, including memory (but excluding
I/0 devices), may be encased in liquid helium with an outer chamber of
liquid nitrogen. Recent technological fallout from the NASA program has
solved most of the cryogenic problems. IBM has been actively working
on Josephson devices for over six years.

The key questions are not technical (although some problems re-
main to be solved), but rather:

o Whether IBM corporate management will decide to impact
System/80 in the 1985-87 timeframe.

* Whether it makes good business sense to offer this kind of
horsepower (i.e., whether the marketplace can absorb it or
whether a 100- to 200-fold performance increase will saturate
the marketplace).

e Whether future peripherals can keep up with superconductor
technology (or how “balanced” systems can be created).

e What the competitive environment will be like during that period.

Josephson capability is not limited to large-scale, high-priced pro-
cessors — the technology can cover a very wide spectrum of systems—
it is, in fact, a very small (physically speaking), large-scale computer.

*See IBM patent #3,849,276 November 1974.
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A Josephson multiplier was described recently in the IEEE Journal
of Solid-State Circuits and in the May, 1976 issue of IBM’'s News/
Research. The multiplier, the most complex Josephson circuit yet pre-
sented in the literature, contains 45 gates (a gate performs a single
logical operation such as “and” or “or”). Projections indicate that two
four-bit numbers could be multiplied in 12 nanoseconds.

The product of power dissipation and delay per logical operation, a
standard figure of merit in switching circuits, is about 7000 times better
in the Josephson multiplier than in present semiconductor circuitry.
Furthermore, detailed test results reported in the IEEE Journal
indicate that “the various design considerations—signal levels, timing,
impedances—are sufficiently well understood to provide high performance
and reasonable tolerances. The tests also confirmed the substantial
progress that has been made in fabrication techniques for sizable arrays
of Josephson devices and supporting circuitry.”

According to Dr. Eugene Fubini, a private consultant on science
and technology (former IBM Vice President and Group Executive
responsible for Research and Advanced Systems Development from 1965
to 1969), “in seven to eight years (1983-84) we should expect 10,000
times greater performance [from Josephson technology] . . . a megabit
storage chip will cost approximately $30 by 1985.”

Advanced Computer Techniques, Inc. believes that 10,000 times
greater performance is not probable at that time; however, a 100- to
500-fold improvement is practical by 1985, and this is sufficient to
change our ‘“style” of programming.

These incredible speeds and capacities will dramatically change the
way we program future computers. There will no longer be much con-
cern about efficient code or wasteful use of main memory.

In fact, programmers/analysts can try all possible solutions to a
problem since it will take a few nanoseconds per try. Trial and error,
interactive programming and analysis would increase greatly with this
kind of capability, and drastically change the way we create software.
Dr. Fubini also states that while “in the past we were problem rich and
solution poor,” Josephson technology will reverse the situation, making
us “‘solution rich and problem poor” in the near future.

The initial markets for Josephson devices and computers will likely
arise in connection with federal governmental projects, military applica-
tions and weather forecasting, and eventually spill over into the com-
mercial section by 1985-87. A key question is how can we utilize
(program) this technology effectively when one second of computer time
make take a thousand man-years to program.
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I believe that any advanced system planned for shipment in the
1979-80 timeframe must reflect an awareness on the part of the vendors
of the impact of Josephson technology in 1985-87. Will the hardware
and software architecture of the 1980s be adaptable to Josephson
technology? Will the major manufacturers invest sufficiently in this revolu-
tionary technology to remain competitive in the 1980s? What new pro-
gramming techniques will be necessary to tap this incredible resource?

Computers are today just beginning to affect our lifestyle, and we
have probably reached the point where we cannot return to the manual
information handling process in many application areas, e.g., in airlines
reservations, process control, command and control, etc.

While it may yet be possible to argue that if you destroyed all
the computers in existence today it wouldn’t seriously affect your life,
it seems equally obvious that by the early 1980s we would be drowning
in paperwork. Progress would necessarily retreat without the powerful
computer systems and networks upon which a service-oriented society
is—we would say inescapably—dependent.

Nor is this an alarming picture; computer technology can directly
help to solve the energy crisis and pending natural resource crisis.
Some examples: paper will become the exception medium for human
communication, being replaced by on-line storage and retrieval devices;
microprocessors will improve transportation efficiency, reducing fuel con-
sumption; there will be less need to travel when low-cost computers
and networks permit effective human interaction from a terminal in the
office or home.

And products—appliances, automobiles and other machines—can
be designed to last longer (through microprocessor failure prediction/
detection and self-repair/adjustment), thus reducing, or at least holding
the line on, the amount of energy and natural resources required to
manufacture a product. The current “planned obsolescence” game will
itself become obsolete in the face of resource shortages and the re-
sulting demand for products with built-in “survival” factors of two to five
times current product life expectancy.

Of course, the fact that we can do something doesn’t mean we
have the will to do it. However, the expected shortages of some of the
world’s prime resources will generate an almost irresistible demand for
more intelligent, purposive use of such of those precious resources as
remain.

Thus, on one level, the demand for computer power, storage and
easier access to vital data will ensure a new generation of dramatic
growth in the computer industry (however altered in shape and character

178



the industry will be by the mid-1980s). But most important of all, this
growth will be one of the fundamental factors in ensuring the survival
of the community of man, in a way that makes the prospect of
survival less grim than it otherwise might be. The computer industry
can and must be in the forefront of a movement away from artificial
services and towards necessary, truly life-enhancing ones. It will be
good—and gratifying—to participate in an “industry trend” with such
potential.
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Processor Price/Performance Trends*
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Cost Evolution of MOS Circuits
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Figure 11-2
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SUBSTRATE
MATERIAL

BASIC
DEVICE
TYPE

PRIMARY
DEVICE
STRUCTURES

CIRCUIT
FORMS

Silicon Technology

SILICON

BIPOLAR n
couE:tl:ron 3D ISOPLANAR MOSFET cco
- TIL
- T2L - EFL - T2L - p-MOS - SURFACE
- TRL - ECL L ECL - n-MOS - BURIED
L T21S - DI - C-M0S
- ECL - 121 - BSD
- DTL
- RTL
L 12

SOURCE: Electronics Magazine

Figure 11-3
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Bipolar Logic Family Comparisons

SPEED
PROPAGATION POWER
DELAY DISSIPATION
PER GATE PER GATE

FAMILY ns mw
RTL 12 12
DTL 30 10
TTL (STANDARD) 10 10
TTL (SCHOTTKY) 3 20

*TTL (LOW POWER SCHOTTKY) 5 2
ECL 1-2 55-100

NOTE: ns — nanosecond
mW— milliwatt

*LOW POWER SCHOTTKY IS THE LATEST HIGH GROWTH COMPONENT.
SOURCE: ACT/Technology-Analysis Group (TAG)

Figure 11-4

Worldwide Memory Market Trends
1977 1980 (Projected)

BIPOLAR
18%

BIPOLAR
15%

MOS
(ALL TYPES)

MOS
(ALL TYPES)
52%

50%

$1 Billion $1.5 Billion
SOURCE: ACT/Technology-Analysis Group (TAG)

Figure 11-5
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Static RAMS

MANUFACTURERS MODEL  TYPE/DENSITY SPEED  POWER

FAIRCHILD 93415  BIPOLAR/1K 35ns 1 WATT
INTEL 2115A  MOS/1K 45-70ns  3/4 WATT
INTEL 2115AL  MOS/1K 45-70ns  1/2 WATT
INTEL 2147  MOS/4K 55ns  1/2 WATT
Dynamic RAMS

MANUFACTURERS MODEL TYPE/DENSITY
T TMS4071 MO0S/16K
MOSTEK 4116 MO0S/16K
MOSTEK 4117 MOS/16K

NEC (Japan) 4117 (equiv.) MO0S/16K
EAROMS

MANUFACTURERS MODEL TYPE/DENSITY
INTEL 2708 MOS/8K

INTEL 2758 MOS/8K

INTEL 2716 MOS/16K

Tl 2716 MOS/16K

*NOTE: MERGED-TRANSISTOR LOGIC HAS THE DENSITY OF MOS WITH THE SPEED
OF BIPOLAR AND THIS CHIP MAY BE READY FOR PRODUCTION IN THE
1978-79 PERIOD.

SOURCE: ACT/Technology-Analysis Group (TAG)

Figure 11-6
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Disk Price/Capacity Trends

DISK PRICE PER MILLION CHARACTERS
OF STORAGE

DISK CAPACITY IN MILLIONS OF CHARACTERS
PER SPINDLE

62 64 66 68 70 12 74 76
YEAR

SOURCE: ACT/Technology-Analysis Group (TAG)

Figure 11-7

L1inne Printer Price/Performance Trends
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SOURCE: ACT/Technology-Analysis Group (TAG)

Figure 11-8
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Magnetic Tape Price/Capacity Trends
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SOURCE: ACT/Technology-Analysis Group (TAG)

Figure 11-9
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