




















































































































































































































































































































































































































































































































































































































































































































































































































IMAGE PROCESSING WITH THE IMSA100

Data is written to the IMSA100 devices as before
except this time data is scanning over 8 rows at a
time, starting at D11 and finishing at D58. Scanning
over the fifth column of 8 pixels from D51 to D58
will yield 4 valid pixels, starting at the black square.
D33 out= C0.D55 + C1.D54 + C2.D53 + ....

+ C23.D12 + C24.D11

D34 out= C0.D56 + C1.D55 + C2.D54 + ...
+ C23.D13 + C24.D12

= C0.D57 + C1.D56 + C2.D55 + ....
+ C23.D14 + C24.D13

D36 out = C0.D58 + C1.D57 + C2.D56 + ...
+ C23.D15 + C24.D14

Immediately after D33out is read from Dout, D56
is written to Din. The partially accumulated result
for pixel D43out is then stored in the empty slot
(The empty slot is the position in the IMSA100
which would accumulate C5 with the data at Din.
As this coefficient is set to zero no accumulation
takes place, and this stage acts as delay and
storage of data only) The next pixels D56 and D57
are written, and the partially accumulated result for
D44out and D45out are then stored in the IMSA100
pipeline. At this time there will be 3 partially accu-
mulated results D43out, D44out and D45out, which
will be required for processing the next column.

At the end of the column scan, after the pixel D58
is written, D61 followed by the remainder of that
column of 8 pixels, are written. This yields a further
4 pixels as given below.

D35 out

D43out= C0.D65 + C1.D64 + C2.D63 + ....
+ C23.D22 + C24.D21

D44out= CO0.D66 + C1.D65 + C2.D64 + ....
+ C23.D23 + C24.D22

D450ut= C0.D67 + C1.D66 + C2.D65 + ....
+ C23.D24 + C24.D23

D46out = C0.D68 + C1.D67 + C2.D66 + ....

+ C23.D25 + C24.D24

The scanning technique which scans across 8 rows
at a time, while 4 rows of pixels are written, is 2.5
times more efficient than the previous technique,
where only 5 rows are written, for a single output
row. It is simple to calculate the efficiency for any
number of zeros inserted into the coefficients of the
IMSA100.

lIl.4.c. CONVOLUTION EFFICIENCY

For any system, there will be a fundamental pixel
processing rate. As shown in section I11.5 the pro-
cessing rate, writing pixels across a high perfor-
mance memory interface is unlikely to be better
than 4 Mpixels per second. Realistically 2Mpixels
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per second is a more probable performance. How-
ever, as shown above, there will be an efficiency
factor, dependent upon the the convolution tech-
nique used, which will reduce the performance
further. The best that can be done uses an image
scanning pattern as shown in Figure 10.

To calculate the efficiency, the number of stages
and the number of zeros must be known. These
calculations assume that the maximum number of
zeros will be used, for whatever number of A100s
are selected.

stages:= number.of.A100sx32 (1)

zeros = __stages 5 DIV(filter.size—1) @)
(filter. suze)

Efficiency: = __zerostl @)

zerosHilter.size

As a simple example, it is known to take 500ns to
process a single pixel, and the efficiency is calcu-
lated at 50%. The expected processing rate will be
1Mpixels per sec.

There is an obvious trade off between the number
of A100 devices used and efficiency. A small num-
ber of zeros increases efficiency greatly. However,
as efficiency approaches 100% the added cost of
more IMSA100 devices, to give more stages, will
not give a proportionate increase in performance.
No figures are given here, asitis simple to calculate
the numbers, for any given application.

111.5. Moderate speed image convolution

A moderate image convolution rate can be ob-
tained by using a very simple design incorporating
an 8 or 16 bit processor, which controls one or
several IMSA100 devices. A typical system is
shown in Figure 11. The system chosen uses an
extremely high performance 16 bit processor, the
IMST212. The limiting speed of this system is either
the rate at which data can be transferred across the
IMSA100/IMST212 memory interface, or the rate
at which data can be transferred to and from an
external system. The external system may consist
of camera, frame grabbing hardware and some
form of image displaying capability. For the purpose
of argument it will be assumed that the
IMSA100/IMST212 memory interface is the limiting
factor.

The performance of this system may be easily
estimated, for whatever processor is used. This
estimation assumes that the image resides in
memory before processing starts, and that the data
input port is not used. The resultant image will also
reside in memory after processing.

MSON




IMAGE PROCESSING WITH THE IMSA100

Figure 11

General purpose microprocessor
(e.g. transputer)

@ Memory interface bus

Data in .
|‘> L l—> Data out
IMSA100 IMSA100 IMSA100 |—»
—» >
A Cascade A Cascade A
data data
GO
Clock A100-11.EPS

The processing of a single pixel involves 5 steps
which are in order

read from memory =100ns
write to IMS A100 =100ns
IMS A100 processing, =200ns
read result from IMSA100  =100ns
write result to memory =100ns

This shows that the time to process a single pixel

will be 600ns so that for a complete picture of size

[512 x 512] a processing rate of 6 frames per

second may be possible. While this may be achiev-

able in theory there are several problems which
lead to a reduction in this performance.

« The data must be transferred both to and from the
system,, before and after processing. In practice
this may take longer than the processing itself.

» The data must be read and then written by the
processor, usually into an internal register, which
will consume at least 2 extra cycles (100ns mini-
mum)

« The data accessed by the processor will be in the

form of a 2 dimensional array of pixels. The
processor has to calculate the array subscripts for
every pixel in the image, which will consume at
least 4 processor cycles (200ns). The order with
which pixels are loaded is not simply row by row
and is described elsewhere. (section 3.4)

 The nature of the convolution algorithm means
that the image may need to be split up into small
blocks, which must be overlapped, to give a con-
tinuous convolution of the entire screen. This will
resultin an inefficiency of between 10% and 50%

* depending on the size of the blocks and the
degree of overlap.

‘Y—I SGS-THOMSON

* The algorithm implemented on the IMSA100 has
a fundamental efficiency as described in section
3.4. Equations are given for the calculation of this
efficiency. The algorithm should be arranged so
that the efficiency is better than 50%.

The effect of all these factors that a simple micro-

processor based systemiis likely to have a process-

ing rate of between 1 and 4 frames per second.

Even this will require an high performance proces-

sor with optimised software. -

111.6. Very high speed image convlution

Faster speeds require a slightly altered algorithm
and dedicated hardware. The following describes
a hardware implementation capable of processing
speeds up to 20 frames per second. The hardware
setup is shown in Figure 12. This figure illustrates
the hardware required to perform a [3 x 3] convol-
ution on a [512 x 512] image. Larger convolutions
on larger images are possible with the addition of
extra hardware. For example, a [31 x 31] image
convolution could be done using 31 IMSA100’s and
30 sets of shift registers. Each shift register has a
512 + 32 stage delay.

In the example shown, 2 rows of data are stored in
long shift registers, while the third row enters the
data input port of the first IMSA100 in the cascade.
The first IMSA100 in the cascade has its cascade
inputs grounded, while all other IMSA100 devices
have their cascade inputs connected to the data
outputs of the previous IMSA100 in the cascade.

The arrangement ensures that 2 pixels one above
the other in an image are fed simultaneously into
the cascade input and data input of each IMSA100.

13/15
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IMAGE PROCESSING WITH THE IMSA100

Figure 12
CIN DOUT CIN DOUT CIN DOUT
Kl; DIN IMSA100 DIN IMSA100 DIN IMSA100
512+32 512+32
stage delay stage delay
CIN| | 32Stage | IMSA100
mpy-acc array
DOUT
DIN 32 stage
delay
A100-12.EPS

The IMSA100 devices will process one line of pixels
at a time, and the entire image will eventually pass
through every IMSA100. Because the system is
fully pipelined this results in no performance degre-
dation.

Each stage of the cascade requires an IMSA100
and a long shift register. The IMSA100 is like a
32 stage delay element, where the cascade input
delayed by 32 stages is added to the data input
after it has been through a 32 stage multiplier-ac-
cumulator array. The 32 stage delay of the
IMSA100 means that the shift register delay must
be a single line delay (512 pixels in this case) plus
32 stages.

The data throughput rate depends on the coeffi-
cient size selected for the IMSA100’s, and is unaf-
fected by the number of stages. If 8 bit pixels with
8 bit coefficients are selected, a data rate of 5kHz
is achieved. For a [512 x 512] image this gives a
convolution time of one frame in 50mS. This is a
frame rate of 20Hz with faster speeds achieved by
selecting regions of interest or multiplexing frames
between several boards.

As a further example application, it is required to
pass a [31 x 31] pixel kernel template over a
[1024 x 1024] image at 50 frames per second.
Processing will require 310 IMSA100 devices, seg-
mented over several boards. One configuration
would use 30 [1024 + 32] delay stages, and would
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require 31 IMSA100’s to process the image in 200
ms. Therefore 10 such boards would be required,
and a means of multiplexing the individual images
at a bandwidth of 50 Mpixels per second. This is
mainly a problem of data distribution. The process-
ing problem has been solved by the capability of
the IMSA100.

IV. CONCLUSIONS

This application note has shown how the IMSA100
may be used to perform fast processing of digital
images. Some typical image processing functions
have been described, including edge detection and
filtering of a picture.

The versatility of the IMSA100 has been shown by

the following observations.

» The IMSA100 is capable of processing images at
real time speeds, 20 frames per second, and a
hardware implementation of this has been de-
scribed. This processing rate is possible because
of the high speed sampling rate of 10 million
pixels per second of the IMSA100.

« It is simple to build a lower performance system
consisting of several IMSA100s and a micropro-
cessor, with a capability of processing at between
2 and 4 frames per second. The simplicity of the
microprocessor interface which turns the device
into a memory mapped peripheral helps to
achieve this.

MICROELECTRONICS

276



IMAGE PROCESSING WITH THE IMSA100

* Identical hardware implementations can be used
for different sizes and types of 2-Dimensional
filters. It is therefore not difficult to modify the
signal processing algorithm after the hardware
design is complete. This is eased by the general
capabilities of the IMSA100 for many signal pro-
cessimg applications, involving the implementa-
tion of specific algorithms on the general purpose
architecture.

Even after hardware design is complete it is
possible to increase or reduce performance as
necessary, simply by increasing or reducing the
number of IMSA100 devices in the system. This
is only possible because the device is designed
specifically so that several may be used in paral-
lel.
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1. INTRODUCTION

The IMS A110 is a single-chip programmable and
cascadable device suitable for many high speed
~ image and signal processing applications. It con-
sists of a configurable array of multiply-accumula-
tors (420 MOPs), three programmable length 1120
tage shift registers, a versatile post-processing unit
and a microprocessor interface for configuration
and control purposes. The comprehensive on-chip
facilities makes a single device capable of dealing
with many image processing operations. A simpli-
fied block diagram is shown in Figure 1.

For some applications however, the power and
versatility of a single IMS A110 is not sufficient, in
these cases a cascade of devices often provides a

AN547/0792

solution. The purpose of this document is to de-
scribe some of the most useful ways to cascade
IMS A110s to achieve even higher performance
and as such does not cover the use of the backend
processor or device applications.

2. OPERATION OF A SINGLE IMS A110
The A110 may be set up as either a one or two

dimensional multiplier accumulator array (MAC).

2.1 One dimensional operation of an IMS A110
For one dimensional operation the first delay PSRc
is set to some arbitrary value (normally zero) while
PSRb and PSRa are set to zero. N.B. at any given
point in time the first MAC stage in bank c is

113
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CASCADING IMSA110s

processing the oldest data while the last MAC
stage of bank a is processing the newest data.

2.2 Two dimensional operation of an IMS A110
For two dimensional operation the first delay
(PSRc) is again set to some arbitrary value; how-
ever, the setting of PSRa and PSRb is dependant
on the line length in pixels of the image being
processed. It turns out that in order to achieve a
rectangular convolution window the number of de-
lays to be programmed into PSRa and PSRb is
equal to the line length in pixels plus the length of
the MAC pipelines (seven stages). For example if
the screen width of the image to be processed is
512 pixels then the delay to be programmed into
shift registers PSRa and PSRb is 519.

N.B. normally when processing an image with an
arbitrary setting of PSRc the delay (latency)
through the IMS A110 causes the output image to
be incorrectly aligned or skewed. This results in an

Figure 1 : Block Diagram of the IMSA110s

apparent rotation of the output image in the hori-
zontal plane. To correct this problem PSRc may be
adjusted to introduce a suitable number of delays
to shift the image into the correct position.

Typically image data is fed into an IMS A110 line by
line starting at the top left and ending at the bottom
right. Given this definition it may be seen that the
first MAC stage in each row is processing the data
nearest the left hand side of the screen (the oldest
data) and that the last MAC stage in each row is
processing the data nearest the right hand side of
the screen (the newest data). In a similar fashion
the first row is always processing the newest data
(the data nearest the bottom of the screen) and the
last row is always processing the oldest data (the
data nearest the top of the screen). It is important
to bear in mind these relationships when pro-
gramming IMS A110s, otherwise the operation
being performed on animage may not be what was
expected.

Bank c

ok )

@ 10|

PSRc:0-1120 >—l30

Bank b

>

&l [

PSRc:0-1120 >—iSD

PSROUT
0]

CASIN

A110-01.EPS
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CASCADING IMSA110s

3. FUNDAMENTALS OF CASCADING IMSA110s

Consider a single IMSA110 configured to perform
some task on a stream of data values. The filter
kernel formed by the coefficients may be thought
of as a block passing over the data. To produce
bigger filters it is necessary to join a number of
separate blocks together. This may be achieved by
connecting together a number of IMSA110s, as
shown in Figure 2, and configuring them suitably.
In order to create a contiguous filter kernel (i.e. a
filter without overlap or gaps) it is essential that the
route between PSRin and PSRout for each device
is programmed correctly and that the internal delay
lines are programmed to the correct lengths.

To assist in the calculation of the delays to be
programmed into the programmable shift registers
it is convenient to define a reference data path
through the MAC of any given IMSA110. In this
document, unless specified, the reference path is
taken to be from the input to the multiplier marked
with an asterisk (*) in Figure 1 to the cascade adder

1 The delay between PSRin and PSRout when
the data is routed directly from PSRin to
PSRout without passing through the
programmable shift registers. This delay is
known as Dp.

2 Thedelay along the reference path. This delay
is known as DR.

3 The delay through the backend between
cascade in and cascade out. This delay is
known as Ds.

4 The locations of the other inherent delays
within IMSA110s.

5 The meaning of line length, kernel width and
kernel height. See Figure 3 for a definition of
these terms.

Figure 1 shows a functional block diagram of an

IMSA110 with all the inherent delays included:

From this diagram it is possible to calculate the

value of the three delay constants as shown in

table 1.

marked with a hash (#). Table 1
In addition before embarking on any calculation it Do=1+1 Da=(1+1)+(741)+(7+13) | Da=6
is necessary to know the following: Do=2 Da=30
Figure 2 : Standard Connection for Cascading IMSA110s
Device n-1 Device n
PSRIN - PSROUT PSRIN PSROUT
CASIN IMSA110 | casout CASIN _| IMSA110 | casour
— > > A110-02.EPS
Figure 3 : Depiction of Line Length, Kernel Width and Kernel Height
Filter kernel +
< we
R
L =line length
W = kernel width
H = kernel height A110-03.EPS
(N7 SGS-THOMSON 33
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4. CASCADING IMSA110s TO PRODUCE
LONG ONE DIMENSIONAL FILTERS

A single IMSA110 is cépable of producing a one
dimensional filter with up to 21 taps (shorter filters
may be made by setting unrequired coefficients to
zero). To create longer filters it is necessary to
cascade a number of IMSA110s together. Each
additional device added to the cascade gives an
additional 21 taps allowing filters of almost un-
limited size to be built from simple building blocks.
To develop the delays required to be setup inaone
dimensional cascade the system shown in Figure 4
will be considered. This system only contains two
devices but will be examined in a general way so
that rules may be developed for cascades of arbi-
trary length. It has already been mentioned how to
set up the delays to achieve one dimensional con-
volution in a single device. Fortunately, in cascades
of IMSA110s the data relationships within each
device are the same as those which would exist
inside a single non cascaded device processing the
same data. Hence, in the one dimensional cascade
under consideration the delays programmed into
PSRa and PSRb of each device are zero.
In order to cascade IMSA110s into long one dimen-
sional filters the data is normally routed directly
from the input to the output of each device without
" passing through the programmable shift registers,
as shown in Figure 4. It may be seen that each
piece of data takes two routes through the cascade.
One route generates partial results via the MAC of
device n-1 and the other via the MAC of device n.
These partial results are eventually combined at
the cascade adder in the backend of device n. To
produce the correct result it is important that these

two separate data streams are aligned correcily.

Assuming that the delay in the PSRc of device n-1
is xn-1 and that the delay in PSRc of device n is xn,
it is desired to calculate the relationship between
these delays for correct combination of the partial
results. Consider an item of data when it reaches
device n-1. The delay before the component due
to this data, flowing via the reference path in device
n-1, reaches the cascade adder of device n is:
Dn-1 = 14Xn-1+1+3+Dgr+Dg
Dn-1 = 414Xn-1

Similarly the delay before the component due to
this data, flowing via the reference path in device
n, reaches the cascade adder of device n is:
Dn = Dp+1+xn+1+3+DR
n=37+Xn

Now, for a contiguous convolution kernel, it is
desired for the results flowing via the MAC of device
n-1 to arrive at the cascade adder of device n, 21
clock cycles behind those which have come from
the other route. Hence:

Dn-1-Dn =21

414%Xn-1-37—xn=21

Xn-1=Xn+17
This means that the PSRc of device n-1 must be
programmed with the value which is in PSRc of
device n plus a fixed constant of 17. This rule may
be extended to take into account any number of
devices providing that the maximum length of the
delay lines is not exceeded. The PSRc of the last
device in the cascade may be programmed to an
arbitrary value (normally zero) providing the maxi-
mum length of the first PSRc delay in the cascade
is not exceeded.

Figure 4 : Direct Data Path Connection for Cascading IMSA110s

Device n- 1 Device n
PSRIN
S “'_TD_} 1D PSROUT PSRIN _ | 1D 1D PSROUT
Xn-1 Xn
CASIN CASOUT CASIN _ | CASOUT
A110-04.EPS
413
‘ SGS-THOMSON
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For example consider the problem of filtering a data
stream with a 50 tap filter. This could be achieved
by cascading three IMSA110s. Typical delays
which would have to be programmed into the de-
vices are given in table 2.

Table 2
Device 1 Device 1 Device 2
PSRa 0 0 0
PSRb 0 0 0
PSRc 34 17 0

5. CASCADING IMSA110s TO PRODUCE
WIDER TWO DIMENSIONAL FILTERS

A single IMSA110 is capable of filtering an image
with a two dimensional kernel which has a maxi-
mum width of seven cells (narrower filters may be
made by setting unrequired coefficients to zero). To
create wider filters it is necessary to cascade a
number of IMSA110s together. Each additional de-
vice added to the cascade increases the maximum
width by an additional 7 cells, allowing filters of
almost unlimited width to be created.

The connections required to cascade IMSA110s
into horizontal cascades may be seen in Figure 4.
It may be noted that the connections for this type
of cascade are identical to those presented in
section 4 for one dimensional cascading. The dif-
ference in function is achieved by changing the
delays present in the programmable shift registers.
It was mentioned in section 2 that for two dimen-
sional filtering using a single device the length of
PSRa and PSRb have to be programmed to the
line length plus seven. Hence to ensure correct
alignment of the rows of the filter in a horizontal
cascade it is necessary that PSRa and PSRb of
each of the devices must also be set to this value.
In order to cascade horizontally the pixel data is
normally routed directly from the input to the output
of each device without passing through the pro-
grammable shift registers. As before it may be seen
that each item of data (pixel) takes two routes
through the cascade. By assuming that the delay
in the PSRc of device n-1 is xn-1 and that the delay
in PSRc of device n is xn, then the route delay
equations derived are the same as those calcu-
lated in section 4.

Dn-1 = 414Xn1
Dn =37+xn

Now, for a contiguous convolution kernel, it is
desired for results flowing via the MAC of device
n-1 to arrive, at the cascade adder of device n, 7
clock cycles behind those which have come from
the other route. This may be achieved by ensuring

that the data passing via MAC n-1 takes 7 cycles
longer than data passing via the MAC n route.
Hence:

Dn1-Dn=7-

414+%Xn1-37-Xn =7

Xn-1 = Xn+3
This means that the PSRc of device n-1 must be
programmed with the value which is in PSRc of
device n plus a fixed constant of 3. This rule may
be extended to cascade any number of devices
providing that the maximum length of the delay
lines is not exceeded. The value programmed into
the PSRc of the last device in the cascade is
arbitrary (normally adjusted to deskew the output
image) but must not be set so high that the PSRc
of the first device in the cascade exceeds its maxi-
mum.
For example consnder the problem of filtering a
1024 pixel wide image with a 15x3 filter kernel. This
could be achieved by cascading three IMS A110s
into a horizontal cascade. Typical delays which
would have to be programmed into the devices are
given in table 3.

Table 3
Device 1 Device 2 Device 3
PSRa 1031 1031 1031
PSRb 1031 1031 1031
PSRc 6 3 0

6. CASCADING IMSA110s TO PRODUCE
HIGHER TWO DIMENSIONAL FILTERS

The maximum height of a two dimensional filter
kernel produced by a single IMSA110 is three cells.
This is restricting in some applications but, may be
easily overcome by cascading a number of
IMSA110s into a single vertical strip. The theoreti-
cal maximum height of filter which can be created
is equal to three times the number of devices
cascaded. Hence the vertical filter size is limited
only by the number of devices used.

To develop the delays required to be setup in a
vertical cascade the system shown in Figure 5 will
be considered. This system only contains two de-
vices but will be examined in a general way so that
rules may be developed for cascades of arbitrary
length. It was mentioned in section 2 that for two
dimensional filtering using a single device the
length of PSRa and PSRb have to be programmed
to the line length plus seven (L+7). Obviously to
ensure correct alignment of the rows of the filter in
a vertical cascade it is necessary that PSRa and
PSRb of each of the devices must also be set to
this value.

; 5/13
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To cascade vertically the pixel data is normally
routed from the input to the output of each device
via the programmable shift registers (see Figure 5).
Again it may be seen that each pixel takes two
routes through the cascade. One route generates
partial results via the MAC of device n-1 and the
other via the MAC of device n.

These partial results are eventually combined at
the cascade adder in the backend of device n. In
order to produce the correct result it is important
that these two data streams are aligned correctly.

Assuming that the delay in the PSRc of device n-1
is xn-1 and that the delay in PSRc of device n is xn,
it is desired to calculate the the relationship be-
tween these delays for correct combination of the
partial results. Consider a pixel when it reaches
device n-1. The delay before the component due
to this pixel, flowing via the reference path in device
n-1, reaches the cascade adder of device n is:

Dn-1 = 14Xn-1+1+3+Dp+Dg
Dn-1 = 414X

Similarly the delay before the component due to

cascade adder of device n, three line lengths after
those which have come from the other route. This
may be achieved by ensuring that the data passing
via MAC n takes 3L (where L is the line length in
pixels) cycles longerthan data passing viathe MAC
n-1 route. Hence: i
Dn—Dn-1=3L
54+2L +Xnp-1+Xn—41-Xn-1=3L
Xn=L—1

This means that the PSRc of device n must be
programmed with a value which is equal to the line
length minus a fixed constant of 13. This rule may
be extended to cascades containing any number
of devices providing that the maximum length of the
delay lines is not exceeded. N.B. the setting of the-
PSRc of the first device in the cascade is arbitrary
and may be adjusted to deskew the output image.

For example consider the problem of filtering a 512
pixel wide image with a 7x7 filter kernel. This could
be achieved by cascading 3 IMS A110s into a
vertical cascade. Typical delays which would have
to be programmed into the devices are given in
table 4.

this pixel, flowing via the reference path in device Table 4
n, reaches the cascade adder of device n is:
Dn = 14+(Xn-1+1)+H(L+7+1)+(L+7+1)+1+1+(Xn+1)+3+Dr Device 1 Device 2 Device 3
Dn = 54+2L4+Xn-1+%n PSRa 519 519 519
But for a contiguous convolution kernel it is desired PSRb 519 519 519
for results flowing via MAC n to arrive, at the PSRe 0 499 499
Figure 5 : Indirect Data Path Connection for Cascading IMSA110s
Device n-1 Device n
PSRIN [(p]LPSROUT PSRIN .| (5 @ PSROUT
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7. Cascading IMSA110s to produce wider and
higher two dimensional filters

To produce filters which are both wider and higher
than allowed by a single IMSA110 it is possible to
cascade a number of the wider filters discussed in
section 5 into a vertical strip.

The connections required to cascade IMSA110s
into two dimensional cascades may be seen in
Figure 5. The system shown has arbitrary width but
only two rows of devices allowing a maximum filter
height of six cells. However the system will be
examined in a general way so that rules may be
developed for cascades of arbitrary height. It may
be noted that across each row, except for the last
device, direct connection is used between PSRin
and PSRout. The last device uses the indirect route
via the programmable shift registers to connect to
the first device of the next row. Since each row of

this cascade consists of a horizontal cascade the
rules developed for the delays in such a cascade
(see section 6) apply to each row of this larger
configuration. However, the relationship between
the delays in the vertical direction requires careful
consideration.

Assuming that the array of IMS A110s contains M
devices in the horizontal direction and that the
delay in PSRc of each device is as shown in
Figure 6, it is desired to calculate the relationship
between these delays for correct combination of
the partial results generated by each row within the
cascade. Consider a pixel when it reaches device
n-1,1. The delay before the first component due to
this pixel, flowing via the reference path in device
n-1,1, reaches the cascade adder of device n,1 is:

Dn-1,1 = 14Xn-1,1+1+3+Dr+DsM
Dn-1,1 = 35+6M+Xn-1,1

Figure 6 : Connections for Cascading IMSA110s into Wider and Higher 2-D Filters

Devicen-1,1 Devicen-1, m
PSRIN PSROUT . PSRIN -~ 1|PSROUT
—> 1D Em— | 1D
X-1, m ‘
I:‘ L+7 i
D L+7 i
CASIN CAsouT . CASIN CASOUT
Device n, 1 Device n,m
PSRIN 1D PSROUT .. PSRIN ) m 1D PSROUT
Xn, M !
|:\ L+7
D L+7 }
CASIN | CASOUT . CASIN _ | CASOUT
A110-06.EPS
(37 SGS-THOMSON 13
. MICROELECTRONICS

285



CASCADING IMSA110s

Similarly the delay before the component due to
this pixel, flowing via the reference path in device
n,1, reaches the cascade adder of device n,1 is:
Dpi=2M-1)+1+ X1 , M+ 1)+ (L+7+1)
+(L+7+1)+1+1+ X1 +1)+3+Dr
Dn,1 = 52+2M+2L+Xn-1,M+Xn, 1
But for a contiguous convolution kernel it is desired
for results flowing via MAC n,1 to arrive, at the
cascade adder of device n,1 a period of 3L clock
cycles after those which have come from the other
route. Hence:
' Dn,1-Dn—1.1 =3L
52+2M+2L+Xn-1,M+Xn,1—35-6M—Xn-1,1 = 3L
17-L-4M+Xn-1,M+Xn,1 = Xn-1,1

Now it is also known from section 5 that any given
device in a row except the final device has PSRc
programmed to 3 more than the device which
follows. This leads to the following relationship
between the delays programmed into the first and
the last devices of the top row:

Xn-1,1 = Xn-1,M+3(M-1)
By substituting this result into the previous result
gives: Xn,1=7M+L-20
This_means that the PSRc of device n,1 must be
programmed with the value which is equal to 7
times the number of devices cascaded horizontally
plus the line length minus a fixed constant of 20.
This rule may be extended to cascades containing
any number of devices providing that the maximum
length of the delay lines is not exceeded. N.B. the
setting of PSRc of the right most device in the first
row is arbitrary, but is normally adjusted to deskew
the output image.
For example consider the problem of filtering a 512
pixel wide image with a 9x9 filter kernel. This could
be achieved by cascading six IMS A110s into a
cascade containing three rows of two devices.
Typical delays which would have to be pro-
grammed into the devices are given in table 5.

Table 5
Device 1,1 Device 1,2 Device 2,1 Device 2,2 Device 3,1 Device 3,2
PSRa 519 519 519 519 519 519
PSRb 519 519 519 519 519 519
PSRc 3 0 506 503 506 503

8. Cascading IMSA110s to perform multi pass
filtering operations

In addition to being able to cascade IMSA110s for
increased filter size it is also possible to cascade
devices to perform multi pass filtering operations.
For example consider the problem of edge detec-
tion in a noisy image. This task is often performed
in two stages the first is low pass filtering to reduce
the amount of noise and the second is the edge
detection operation. This complete task may be
performed by cascading two IMSA110s as shown
in Figure 7. Note that only an eight bit window of
CASout from the first device is connected to PSRin
of the second device. .
To configure such a cascade to perform the double
filtering operation each device is considered sep-
arately and the delays are setup as described in
section 2. For the example under consideration the
coefficients of the first device are configured to
perform the low pass filter operation while the
coefficients of the second device are configured as
an edge detector.

This technique of multi pass filtering can obviously
be extended to include more devices or it may be
combined with the cascading techniques dis-
cussed in earlier sections to allow multi pass filter-

g3 Gy7 S5S-THOMSON

ing with larger filter sizes.

It is possible to use a single device for multi pass
filtering. This technique works by feeding back
alternate cascade outputs to PSRin, and making
use of bank swapping. Figure 8 shows the basic
setup. The disadvantages of this method are:

1 The maximum data throughput is halved.

2 The maximum filter size is reduced.

3 External logic is required.

To setup such a system requires careful programm-
ing to achieve the desired result. For example
consider the problem of passing the local av-

“eraging filter kernel shown below over an image

twice.

1 1 1
1 1 1
1 1 1

It may be shown using similar techniques to those
presented earlier that the delays to be pro-
grammed into the programmable shift registers a
and b are: 2L+7

This value is equal to twice the line length plus the
length of the MAC pipelines. N.B. logical reasoning
would have lead to the same result by considering
that the data rate within the device is equal to twice
the rate of the applied image data.
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Figure 7 : Cascading IMSA110s for Multi-pass Filtering
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To create the correct filter kernels it is very import-
ant that the coefficient registers are programmed
correctly. Each filter is programmed into one of the
two coefficient banks, and every odd coefficient
must be set to zero otherwise the two interleaved
data streams will corrupt each other. The table
below shows how the coefficients should be pro-
grammed for the example under consideration.

a 1 0 1 0 1 0 0
CRO| b 1 0 1 0 1 0 0
c 1 0 1 0 1 0 0

CR1

o
-
o
e
o
-
o
o

9. CASCADING IMS A110s FOR INCREASED
DATA PRECISION

In some high precision applications the 8 bit word
length of a single IMSA110 is not sufficient. This
section presents three techniques to overcome this
problem. The first two combine IMSA110s with
simple external hardware, the last one requires no
external hardware but does place certain restric-
tions on the coefficients and the data.

9.1 Increasing data precision with an external
22 bit adder

The first technique makes use of an external 22 bit
adder in the configuration shown in Figure 9.

At the input each 16 bit input value is split into two

L7 SGS:THOMSON o3
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8 bit words one containing the least significant 8
bits and the other containing the most significant 8
bits. Each of these 8 bit data streams is fed into an
IMSA110. If the data is unsigned then both of the
devices must be set to unsigned data operation.
However, if the data is signed then in order to
correctly process the data and preserve the sign
information it is necessary for the least significant
byte to be processed as unsigned data and the
most significant byte to be processed as signed
data (see Figure 9). This may be easily achieved
by setting or clearing bit 2 of the SCR register in
each IMSA110 as appropriate. The 22 bit partial
results from each device are combined by making
use of a 22 bit adder. This adder forms the sum of
the top 14 bits (sign extended to 22 bits if signed
data is being used) of the least significant partial
result and the full 22 bits of the most significant
partial result to give the upper 22 bits of the final
result. This is combined with the lower 8 bits of the
least significant partial result to give the complete
30 bit result. See Figure 10 for a graphical repre-
sentation of this.

Note that for signed data, the least significant par-
tial result must be signed extended to 30 bits as
shown in Figure 9. The sign extension is easily
achieved by connecting the most significant bit of
the least significant partial result to the most signi-
ficant 8 bits of the adder input.

This technique may be extended to give data pre- -

cisions above 16 bits, however, such precisions are
rarely used in practice. Sometimes it may be
desired to combine a bigger filter size, as discussed
in earlier sections, with increased precision. Such
a system is simple to create and just involves
replacing each IMSA110 in Figure 9 with the appro-
priate cascade of devices. Similarly multi pass
filtering, as discussed in section 8, may be com-
bined with increased precision. This is achieved by

Figure 10 : Calculation of the Final Output

selecting a 16 bit window from the output of the
system shown in Figure 9 and feeding this into the
input of another high precision stage.

9.2 Increasing data precision with an external
delay line

As an alternative to using an external adder it is
possible to make use of the cascade adder built
into each IMSA110 and an external delay line (of
length Dg) as shown in Figure 11:

The rules discussed earlier in this section about
signed data apply equally to this configuration. This
means that if signed data was being processed
then the left and right hand devices in the diagram
would have to be configured for unsigned and
signed operation respectively. Also CASin of device
n would have to be sign extended to 22 bits as
described in section 9.1. The one other consider-
ation when increasing the data precision in this way
is the number delays required in the programmable
shift registers of each device.

Figure 9 : Cascade of IMSA110s for Increased
Data Precision (signed data)
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Figure 11 : Alternative Cascade of IMSA110s for Increased Data Precision (unsigned data)
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Obviously the setings of PSRa and PSRb are not
affected by the presence of another device and are
setup as described in section 2. The setting of
PSRc for each device however is important, and
incorrect setting will result in erroneous calculation
of the most significant 22 bits of the result.
Assuming that the delay in the PSRc of device n-1
is xn-1 and that the delay in PSRc of device n is xn,
it is desired to calculate the relationship between
these delays for correct combination of the partial
results. Consider an item of data when it reaches
device n-1. The delay before the component due
to this data, flowing via the reference path in device
n-1, reaches the cascade adder of device n is:

Dp-1= 1+(Xn_1+1 )+3+DR+DB =Dn-1 =414Xn

Similarly the delay before the component due to
this data, flowing via the reference path in device
n, reaches the cascade adder of device n is:

Dp = 14(Xn+1)+3+Dg = D = 35+Xn

Now for the data to be correctly aligned at the
cascade adder of device n the delay along each
path must be the same. Hence:

Dn-1-Dn=0

414Xn-1-35-Xn =0

Xn = Xn-1+6
This means that the PSRc of device n must be
programmed with the value which is in PSRc of
device n-1 plus a fixed constant of 6.
Obviously this technique of increasing data preci-
sion may be extended beyond-16 bits, or may be
combined with other cascading techniques to give

‘7_[ SGS-THdMSON

larger filter sizes etc

9.3 Increasing data precision with no external
hardware

If the data and coefficients are such that only 22
bits or less are required to represent the result then
it is possible to increase the data precision with no
external hardware. The connections required are
similar to those shown in Figure 11. However, the
6 stage delay must be removed and the full 22 bits
of CASout from the first device must be connected
to CASin of the second device. To correctly sum the
two contributions of the result, itis necessary to left
shift the MAC output of the second device 8 places
to the left. This shift is easily performed using the
shifter in the second device, however, care mustbe
taken to ensure that overflow does not occur. If
such an overflow does occur then it will not be
detected.

10. CASCADING IMSA110s FOR INCREASED
COEFFICIENT PRECISION

Section 9 described three different techniques for
increasing data precision by cascading IMSA110s.
In this section three very similar techniques are
presented for increasing coefficient precision.

10.1 Increasing coefficient precision with an
external 22 bit adder

The first method makes use of an external 22 bit
adder as shown in Figure 12. At the input each 8

1113
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bit value is fed to PSRin of both the IMS A110s. The
device at the top of the diagram is programmed with
the least significant 8 bits of the coefficients and the
device at the bottom is programmed with the most
significant 8 bits of the coefficients. If the coeffi-
cients are unsigned then both of the devices must
be set to unsigned coefficient operation. However,
for signed coefficients, in order to correctly process
the data and preserve the sign information it is
necessary for unsigned and signed coefficient
operation to be set in the top and bottom devices
respectively (see Figure 12). This may be easily
achieved by setting or clearing bit 3 of the SCR
registerin each IMS A110 as appropriate. Also, sign
extension must be performed as described in sec-
tion 9.1. The 22 bit partial results are then combined
in exactly the same fashion as described in sec-
tion 9.

As discussed for increased data precision this tech-
nique may be extended to more than 16 bits of
accuracy if required, or may be adapted to make
use of increased filter sizes etc. For very high
precision systems increased coefficient and data
precision may be combined to give very accurate
results.

10.2 Increasing coefficient precision with an
external delay line

The second method makes use of a delay line ina
very similar configuration to that discussed in the
previous section. Adiagram showing the setup may

Figure 13 : Alternative Cascade of IMSA110s for Increased Coefficient Precision (unsigned coefficients)

be seen in Figure 13.

The rules discussed earlier in this section about
signed coefficients still apply in this configuration.
Hence if signed coefficients are required then the
left and right hand devices in the diagram have to
be configured for unsigned and signed coefficient
operation respectively and the sign must be ex-
tended appropriately. The calculation of the setting
of PSRc for each device may be calculated in the
same manner as described in the previous section.
When the calculation is performed the following
relationship is developed:

subn = Xp-1+4
Figure 12 : Cascade of IMSA110s for Increased

Coefficient Precision
(signed coefficient)
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This means that the PSRc of device n must be
programmed with the value which is in PSRc of
device n-1 plus a fixed constant of 4.

Obviously this technique may be extended for more
precision or adapted using information presented
in earlier sections to give increased filter size, multi
pass filtering etc.

10.3 Increasing coefficient precision with no
external hardware

It was discussed in section 9 how to achieve in-
creased data precision without using any external
hardware. Since exactly the same technique may
be applied to give increased coefficient precision

IS78 Ml

duplicate details are not given here.

11. SUMMARY

This document has attempted to describe some of
the many ways in which IMSA110s may be cas-
caded to yield even higher performance. Obviously
it has not been possible to discuss every possible
configuration but hopefully the examples dis-
cussed should have provided both an insight into
the extensive capabilities of these devices when
cascaded, and some simple rules to allow easy
setting up of some of the most common forms of
cascades.
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The IMSA110 consists of a high performance con-
figurable array of multiply-accumulators (420
MORPs), three programmable length 1120 stage
shift registers and a versatile backend post pro-
cessing unit. All these features are controlled from
a microprocessor interface. The comprehensive
on-chip facilities ensure that a single device is
capable of dealing with many tasks commonly
found in the fields of signal and image processing.

The backend post processing unit gives the
IMSA110 a high degree of flexiblility, especially for
image processing applications. This document de-

AN548/0792

end post processor.

Unless specified otherwise all the examples con-
sidered will be based around image processing
applications with 8 bits per pixel being used to
represent the image data.

2. DESCRIPTION OF THE BACK-END POST
PROCESSOR

Figure 1 shows the functional blocks and intercon-
nections which are present within the backend post
processor of the IMSA110.
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Figure 1 : Detailed Block Diagram of the Back-end Post Processing Unit
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THE IMSA110 BACK-END POST PROCESSOR

This diagram can be broken down into 4 main
sections, the input block, statistics monitior, data
conditioning unit and output block. A brief descrip-
tion of each of these major sections is given below,
for full details reference should be made to the data
sheet.

2.1 Input Block (shifter, cascade adder and
rectifier)

Data from the MAC array encounters the shifter
when it enters the input block. The shifter is capable
of up to 8 arithmetic shifts in either direction. When
shifting left it is possible for an overflow to occur.
Such an overflow is not detected by the device,
hence it is left to the user to ensure that uninten-
tional overflows do not occur. When shifting right
rounding is applied to improve the accuracy of the
device. The magnitude and direction of the shiftare
controlled by BCRO[5..1] as described in the data
sheet.

The output data from the shifter is fed into the
cascade adder. Here it is added to both the round-
ing bit generated by the shifter and the data applied
to either the cascade input bus or zero depending
on the setting of BCRO[0]. Should the result of the
22 bit signed addition be greater than 2%'-1 then a
positive overflow is generated. Similarly if the result
is less than -2% a negative overflow is generated.

The output from the cascade adder can be option-
ally full or half wave rectified depending on the
setting of BCRO[7..6]. The output of the rectifier
drives the X bus. Note that when full wave rectifi-
cation is bein1g used and the output of the cascade
adder is -2 then the output from the rectifier
remains as -22'.

2.2 Statistics Monitor
The statistics monitior allows the X bus to be moni-
tored for certain conditions. Four different modes

of operation are possible and these are tabulated
below:

Mode BCR1[1]" | BCR1[0]
Max Register 0 1
Min Register 0 0
Overshoot Counter 1 1
Undershoot Counter 1 0

When configured to be in max register mode and
the X bus exceeds the current threshold in the
MMR (max/min register), then the MMR is loaded
with the value on the X bus and the counter (OUC)
is incremented. If the threshold is not exceeded
then no action is taken. Thus assuming the MMR

was initially set to -2%! its value at some later time
is the maximum value which has appeared on the
X bus in that period, and the OUC has been in-
cremented by the number of times the threshold
has been updated.

If configured to be in min register mode the thre-
shold is updated and the counter incremented
whenever the X bus is less than the current thre-
shold. Note that when operating in max/min regis-
ter mode if a positive or negative overflow occurs
then the threshold is not updated since this could
leave a misleading value in the MMR.

As an overshoot counter the statistics monitor oper-
ates by incrementing the OUC every time the value
on the X bus exceeds the threshold in the MMR or
if a positive overflow occurs. The OUC is unsigned
and will not wrap around, thus behaving as a
saturating counter. Similarly when configured to be
in undershoot counter mode the OUC is in-
cremented every time the value on the X bus is less
than the current threshold.

When overflows occur this is recorded in bits 22
and 23 of the MMR. Positive overflows cause bit 22
to be set while negative overflows cause bit 23 to
be set. These bits may be cleared by writing to the
MMB copy location.

Direct access to the MMR and OUC via the micro-
processor interface is not possible. Instead the
reading and writing of these registers is performed
by making use of the MMB, CMM, OUB and COU
registers. Full details may be found in the data
sheet.

2.3 Data Conditioning Unit (data transformation
unit and data normaliser)

2.3.1. DATA TRANSFORMATION UNIT

The data transformation unit contains a prescaler,
an under/over select detector, a look up table and
a byte selector. It may be used on its own to provide
arbitrary data mappings of an 8 bit segment of the
Xbus, or in conjunction with the data normaliser to
implement sophisticated dynamic range com-
pression functions.

The prescaler allows an 8 bit field to be selected
from anywhere within the 22 bits of the X bus. This
8 bit field is used as an address to the LUT. The
way in which the address is treated is defined in
SCRI6]. If this bit is set to zero then the address is
signed and runs from -128 to 127. Alternatively if
this bit is set to one then the address is unsigned
and runs from 0 to 255. The over/under select
detector monitors the operaton of the prescaler to
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ensure that all the significant bits and the sign of
the X bus are included within the 8 bit field. If this
is not the case then an overselect or underselect
signal is generated depending on whether the X
bus is positive or negative respectively.

The LUT consists of sixty four 32 bit words. In
addition there are a further two 32 bit locations
known as the upper and lower saturation registers
(USR, LSR). The most significant 6 bits of the
address field are used to select one of the 32 bit
registers in the LUT. This 32 bit output is known as
the Y bus. The least significant 2 bits of the address
field are then used to control a byte select on the
output. Thus the LUT may be used to provide
arbitrary 8bit - 8bit data transformations.

Positive overflows on the X bus or overselects in
the prescaler cause the LUT to access the USR
overriding the address supplied by the prescaler.
Similarly negative overflows and underselects
cause the LUT to access the LSR. When such
conditions occur the byte select control is also
overridden thus causing the most significant byte
(byte 3) of the appropriate saturation register to
appear on the byte wide output of the data trans-
formation unit.

The LUT is programmed via the memory interface.
The addressing for the LUT corresponds directly to
the 8 bit field, assuming that the byte selector is
being used. To enable access to the LUT, USR and
LSR from the microprocessor interface the LUT
access control bit ACR[1] must be set to zero. This
forces the Y bus to zero and causes the normaliser
to be controlled by BCR3[7..3] regardless of the
setting of the dynamic normalisation bit. Once the
LUT has been programmed the LUT access control
bit may be reset to one thus allowing the LUT to be
used in the data transformation unit.

2.3.2 DATA NORMALISER

The data normaliser contains a shifter followed by
azero data unit. The shifter is capable of right shifts
of up to 14 bits and left shifts of up to 2 bits. Any
amount of shift outside this range invokes the zero
data unit which zeros the output of the data nor-
maliser. The amount of shift is specified by one of
two 5 bit sources. These are either BCR3[7..3] or
bits 26 to 22 of the Y bus. The source currently
selected is determined by the setting of BCR3[2].

2.4 Output Unit (output adder and output
multiplexers)

data normaliser (including the rounding bit). The
other input is either the least significant 22 bits of
the Y bus or zero depending on the setting of
BCR3[1]

2.4.2 OUTPUT MULTIPLEXERS

The output multiplexers allow the selected byte
from the LUT to be optionally selected to drive
either the most or least significant 8 bits of the
cascade output pins. This feature is controlled by
the setting of BCR2[5..6]. Any cascade output pins
not being driven by the selected byte are driven by
the appropriate bits of the output adder.

3. USING THE BACKEND OF THE IMS A110s

3.1 Local area averaging

Local averaging is the one of the simplest image
filtering operations. A typical local averaging filter
may be seen in Figure 2. Although this filter looks
very simple toimplement on IMSA110s there is one
slight problem and that is how to achieve the divide
by nine operation. The operation is necessary to
ensure that the output image data requires the
same number of bits to represent it as the input
data.

Figure 2 : Local Averaging Filter Kernel

©|=

A110-02.EPS

The IMSA110 is capable of dividing by integer
powers of two. Using this capability the % could be

replaced with 715- Although this would adequately

restrict the magnitude of the output data a signifi-
cant loss of dynamic range could occur. A better

solution is to generate an approximation to % in the

form shown below. Where x represents the coeffi-
cient and y the number of righ shift below :

x 1

2y - 9
It may be simply shown that the closest approxima-
tion which may be used with IMS A110s is:

2.4.1 OUTPUT ADDER x =57
The output adder takes one of its inputs from the y=9
4o 37 SGS-THOMSON
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By using these values the local averaging kernel to
be programmed into the IMSA110 is as shown
below:

Figure 3 : Modified Local Averaging Filter Kernel

57 57 57

57 57 57

91AN2IMSA110-03

The division by 2° can't be performed by the shifter
in the input block since it is only capable of right
shifting up to 8 places. The shifter in the normaliser
however is capable of right shifting the required
nine places.

To configure an IMSA110 so that it performs the
local averaging operation used in the above
example the following values would have to be
programmed into the coefficient and control regis-
ters:

Coeff Register o|1(2|3|4|5]|6
CROa 5757|157 0|0} 0|0
CROb 57|5657|57| 0| 0| 0|0
CROc 5757|570 0|00

Registers Data msb .. Isb
SCR Of(x|x|1[1T}|1|x]|O
ACR o|o|lO0OjO0O]|]O]|O|X]|O
BCRO x|x|0|]O|O|]O|O]|H1
BCR1 0|0|]0|0|0|0]|Xx]|X
BCR2 0[O0 |0 x |x|x]|x]x
BCR3 oj1jo0jo0|1|]0]|]O0]O

x :indicates don't care.

Exactly the same technique may be applied to
other filter kernels which require an awkward divi-
sion. For example the edge enhancement oper-
ation shown in Figure 4 requires a division by 5
operation. A modified version of the kernel which
may be easily implemented is shown below.

Figure 4 : Edge Enhancement Filter Kernel

ol

A110-04.EPS

Figure 5: Modified Edge Enhancement Filter
Kernel

A110-05.EPS

3.2 Histogram equalization

Histogram equalization is one example of the wider
field of histogram modification [1]. All such oper-
ations manipulate the grey levels within an image
to generate a new image with a modified grey level
histogram. The histogram equalization technique
attempts to manipulate the grey levels within an
image so that an even spread is obtained across
the entire range of intensities. Details of the tech-
nique are widely available in the technical press [1]
so an in depth discussion will not be provided here.
There are two distinct stages in performing a histo-
gram equalization the second of which IMSA110s
are capable of performing. The first stage is the
calculation of the transfer function which maps the
original image onto the histogram equalized image.
The main computational cost involved in this stage
is the determination of the original histogram. The
second stage requires the implementation of the
transfer function to map the grey levels in the input
image to the equalized grey levels in the output
image.

The transfer function is implemented by making
use of the arbitrary 8bit-8bit mapping ability of the
LUT present within the IMSA110. The offset of each
location in the LUT may be regarded as one of the
original grey levels and the value programmed into

&7 $GS:THOMSON Al
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that location is the transformed grey level after
equalization.
For example suppose that it was desired to use an
IMSA110 to perform a histogram equalization on 8
-bit image data applied to the cascade input port
with the MAC coefficients programmed to zero. The
table below shows the values which would have to
be programmed into the main control registers. The
output data would appear on the lower 8 bits of the
cascade output port.

Register
SCR
ACR
BCRO
BCR1
BCR2
BCR3

Data msb..Isb
X

—|loflo|x |O|O

U|lo|o|olx |o
U|o|lo|o|x |o]|x
O|lo|o|x [x|>|x
O|lo|o|x |o|x [x

Ulo|=|o|x |o|=
O|lo|o|ofx |o|=

O|o|o|o|x [Oo]|x

LUTn D

x : Indicates don't care.

A : Set to 0 to program LUT, set to 1 to allow IMSA110 LUT ac-
cess.

D : Program with the mapping n = D[7..0].

By modifying the transfer function programmed into
the LUT many other operations are possible includ-
ing thresholding and image contouring which are
described in sections 3.3 and 3.7 respectively.

3.3 Edge detection and enhancement

3.3.1 EDGE DETECTION

Edge detection is a very important image process-
ing operation since it is often the first stage in
feature recognition. For example consider the hori-
zontal edge detector shown in Figure 6. This filter
is actually the y component of the Stbel operator.
The output (H(x,y)) from the filter when convolved
with an image is a measure of the change of
intensity in the y direction at each point.

Figure 6 : 'Y Component of the Sébel Operator

1 2|

o
<
I
al=

A110-06.EPS

such a filter to detect vertical edges only the mag-
nitude of the gradient vector is of interest (i.e. its
direction is irrelevant). The results may be modified
to simply indicate the magnitude by processing the
output as shown below.
FIxyI=IHxp)

The modulus operation is an ideal example of the
use of full wave rectification. The tables below show
the configuration of the coefficient and control reg-
isters necessary to calculate [H(x,y)|-

' Coeff Register 0|1|2|83|4|5]|6
CROa 1]-2]-1|{0]|0]|]0]|O0
CROb ojojojojOojO]oO
CROc 1 2|1 0|0 |O0O]O

Registers Data msb .. Isb
SCR O|lx|x| 1|01 ]|x}O0
ACR ojo[o0|O0}jO0OjO0|Xx]|O
BCRO 1 o|o0f|0)|O0O]1 0|1
BCR1 ojofojojolo|x|x
BCR2 00 |0 |x|x|x]|x]x
BCR3 ojlojo|ofofO|O]|O

x : Indicates don't care.

Typically once an edge detection operator has
been convolved with an image it is necessary to
make some sort of decision based on the magni-
tude as to whether an edge exists at each point of
the output. The method usually used is known as
thresholding [1].

" The threshold operation involves mapping all 7

points with a grey level greater than a given thre-
shold to one value (typically 255), and all other
points to another value (typically 0). The lookup
table as described in section 3.2 provides the ability
to perform just such an arbitrary mapping. By mod-
ifying the control registers presented above it is
possible to do not only the edge detection operation
and the full wave rectification, but also to apply an
arbitrary threshold all within a single device. The
updated table of control registers is shown below:

Registers Data msb .. Isb
SCR 0|1 |x|1|[0]|]1T|{x]0
ACR - ojojofo0fO0O|O|A]|O
BCRO 1 ojo|O0O|[O0]1 0|1
BCR1 ojofo0o|jO0|O0O|O0O]|Xx]|Xx
BCR2 oj1jojojojoJO0]oO
BCR3 1 0Oj0j0]jO0O|O0O]|O]O
LUTn D|/D|D|D|D|D|D|D

The output at any given point may be positive or
negative depending on the direction of the intensity
gradient vector at that location. Often when using

8o L7 SGS:THOMSON

x : Indicates don't care.
A : Setto 0 to program LUT, set to 1 to allow IMS A110 LUT ac-

cess.
D : Set to 0 for n less than or equal to the threshold, set to 1 other-
wise.
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3.3.2 EDGE ENHANCEMENT

Edge enhancement is often applied to images to
either counteract blurring or to produce a sharper
looking image which is sometimes aesthetically
more pleasing. One filter kernel which gives an
edge enhancement may be seenin Figure 5. When
this filter is convolved with an image it is possible
to generate not only valid positive image data but
also negative values under some circumstances.
One solution would be to apply full wave rectifica-
tion to the result however it is generally more
acceptable if half wave rectification is applied.

To implement such a filter on an IMSA110 the
coefficient and control registers would have to be
set up as shown in the following tables.

Coeff Register 0|12 |3|4|5|6
CROa 0f(-13fofj0fj0|0]O
CROb -13|64 (13| 0| 0| 0| O
CROc 0([-13/]0|0|0]|0]O

Registers Data msb .. Isb
SCR O|x|[x|1[]0|1|x]|O0
ACR ojo|loO|O|O|O|O]|O
BCRO of1jofo|1|1]0]|1
BCR1 o(ofjfo|O0|O0O|O]| x| x.
BCR2 0100 | x| x| x| x| x
BCR3 ojojfoflojolofo]o

x : Indicates don't care.

3.4 Feature recognition
By using the statistics monitor it is possible to get

the IMSA110 to see if a given pattern was present .

within an image. To enable this process to take
place a number of things have to be done:

The MAC coefficients must be configured as a
pattern detector for the pattern which is being
searched for. If the pattern is large a number of
devices can be cascaded [2] to achieve the re-
quired window size.

The statistics monitor must be configured so that
it is in max register mode.

The MMR must be programmed with 22" at the
start of the search period (typically at the start of
a frame).

As one or more images are processed the MMR
register is continually updated to indicate the hig-
hest MAC output which has occured so far. When
the pattern detector encounters the pattern that it
is designed to search for the MAC output should
generate a very large output which exceeds a given
threshold. This output will be recorded in the MMR.
By examining the MMR at the end of the search

period (typically at the end of the frame) it_is
possible to see if the threshold has been exceeded.
If this is the case then it is possible to say that the
pattern probably occurred somewhere within the
data that was processed. The setting of the thre-
shold to achieve reliable operation requires system
teaching using known sets of data.

In a similar fashion it is possible to perform feature
recognition with the statistics monitor configured as
an overshoot counter. In this mode of operation the
detection of the desired pattern is indicated by an
increase in the value of the OUC (care must be
taken to ensure that it does not saturate). The
method of setting the threshold at which the over-
shoot counter is incremented is identical to the
description given in the previous paragraph. At first
sight it may appear that this method enables the
number of occurences of a given pattern to be
counted. Unfortunately this is unlikely to be the
case for the following reason.

When the pattern being searched for is en-
countered it is possible for the OUC to be in-
cremented more than once. This is caused by a
combination of uncertainty about the pattern and
the properties of pattern detectors as decribed
below:

In a typical pattern matching application the pat-
tern is rarely perfect. Degradations from the ideal
may be caused by additive noise, distortion of the
object, changing lighting conditions etc. To take
this into account the threshold is normally set to
a value which is low enough to increment the
OUC for all likely occurences of the pattern.
Due to the nature of pattern detectors a large
output is not only generated when the detector is
coincident with the pattern but quite large out-
puts can also be generated when it is just off
centre.

The combination of these two problems means that
each occurence of the pattern could increment the
OUC one or more times thus damaging any indica-
tion the change in OUC could give about the num-
ber of occurences of a pattern.

3.5 Changing conditions compensation

The front end of many automated image process-
ing systems will experience slowly changing input
conditions. These may occur due to changing light
levels, drifting component tolerances etc. The in-
clusion of the max/min register modes of the stat-
istics monitor allows the system to automatically
compensate for these changes. For example con-
sider a system which uses daylight to illuminate the
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field of view. As the day proceeds the output from
the camera will change. By spending periods of
time monitoring both the maximum and minimum
levels in the data stream it is possible to adapt the
system to take these changes into account.

3.6 Binary image procesing

Abinary image is one which contains only two grey

levels. Typically a binary image is the result of a

thresholding operation as described in section 3.3.

By making use of the MAC and the backend it is

possible to implement a wide variety of different

operations some of which are summarised below:

« Isolated pixel removal — removal of all pixels

which have no identical neighbour.

Line linking — bridging of small gaps between

pixels.

Encoding according to connectivity — coding of

pixels depending on their connectivity with re-

spect to surrounding pixels.

Binary thinning including staircase elimination —

[B1[4]1[5] [6][7]

Feature growth — opposite of the above.

« Conway’s game of life — the oldest computer
game known to man.

As an example of the techniques involved isolated

pixel removal will be examined in more detail.

Consider a pixel with its 8 surrounding neighbours

as shown in Figure 7. It is assumed that active and

inactive pixels are represented by 1 and 0 respec-

tively.

Figure 7 : A Pixel and its 8 closed neighbours

A110-07.EPS

If the central pixel is in the opposite state to all its
surrounding neighbours then the value of the cen-
tral pixel must be toggled. In order to perform the
transformation it is necessary to develop a filter
kernel which will give a unique output for each of
these two condition. One such kernel is shown in
Figure 8 below:

Figure 8 : Filter Kernel for Isolated Pixel Removal

A110-08.EPS

By programming the MAC with this kernel the
outputs generated when the binary image is ap-
plied will range from 0 to 17 inclusive. The two
particular cases of special interest are 8 and 9
which correspond to a 0 surrounded by 1s and a 1
surrounded by Os respectively.

To convert from the output of the MAC to a binary
image in the original format use may be made of
the LUT. The complete mapping for the LUT and
the setting of the main control registers for this
example are tabulated below:

Coeff Register 0|1
CROa 111
CROb 119
CROc 111

BN BT
o|lo|Oo|Ww
ojo(o|hd
olo|o|um
olo|o|o

o
]
o

Registers ta msb .. Is
SCR

ACR
BCRO
BCR1
BCR2
BCR3
LUT 0-7
LUT 8
LUT9
LUT 10-17

x : Indicates don't care.
A : Set to 0 to program LUT, set to 1 to allow IMS A110 LUT ac-
cess.

ojlo|lo(mr|O|O|X |O|O

o|lo|lo|o|o|=|o|x o=
o|lo|o|lo|o|o|o|o|o|x
o|lo|o|o|o|o|o|o|o|=
o|ojo|o|o|o|o|o|o|=
ololo|o|o|o|o|o|o|=
o|lo|lo|o|ofo|x|[o|>]|x
—lo|l=|o|o|lo|x|~|o|lo

o

3.7 Multilevel thresholding - image contouring
Often it is desired to highlight a number of areas
within a single image. Providing that each of the
areas occupies a different region of the grey scale
then this can be achieved by multi level threshold-
ing (sometimes known as image contouring). Typi-
cally such a technique is often used in medical
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work. For example consider an X-Ray taken of a

patient which may well contain three very distinct

regions:

« Clear regions: representing bone.

* Intermediate regions: representing major body
organs.

» Dark regions: representing regions where the
X-Rays met little resistance.

By using the LUT to provide arbitrary 8bit-8bit data

mappings as descibed in sections 3.2 and 3.3 it is

possible to assign each of these three regions a

separate value. As a further enhancement external

hardware could be used to colour each of the three

regions. Such colouring can greatly simplify the

comprehension of some types of image.

3.8 Dynamic range compression

Consider image data which requires 12 bits to
represent each pixel. If it is desired to display such
an image on a system which uses only 8 bits per
pixel then some form of range compression is
required. One solution is to discard the lower 4 bits
of each pixel. This would leave the 8 most signifi-
cant bits for display. If however, the image was dark
the lower 4 bits would contain a large proportion of
the image data. To throw away the lower 4 bits in
such a situation would almost certainly be unac-
ceptable. A better solution in this case would be to
use the nonlinear tranformation shown in Figure 9.
Using this transformation values between 0 and 63
are unchanged; values between 64 and 1023 are
mapped into the range 64 to 183 and values be-

The IMSA110 is capable of performing just such a
nonlinear transformation by making use of both the
data transformation unit and the data normaliser.
The mode of operation which is required is known
as dynamic normalisation, this is selected by set-
ting BCR3[2] (enable dynamic normalisation). In
this mode the prescaler selects a 6-bit field any-
where within the X bus. This is used as an address
to the LUT. Bits 22 to 26 of the output of the LUT
are used to control the normaliser block so that the
input to the normaliser is dynamically scaled. The
output of the normaliser is then added, in the output
adder, to the least significant 22 bits of the output
of the LUT.

The operation can be viewed as:
output=(inputxscale)+offset

where the scale is provided by bits 22 to 26 and the

offset is provided by bits 0 to 21 of the LUT.

To define the transformation function shown in
Figure 9 it is necessary to carefully calculate the
values to be placed in the LUT. The first stage in
this calculation is deciding which slice of the X bus
the prescaler is going to select. In this example it
will be set so that bits 4 through to 11 are selected.
This means that bits 6 to 11 are used as the address
for the lookup table. Bearing this in mind it may be
seen that in the first segment of the transfer func-
tion the LUT address is zero. Since in this segment
the scale is 1 (O right shifts) and the offset is 0 the
following four bytes of data must be programmed
into the first 32 bit location of the LUT.

tween 256 and 4095 are mapped into the range BYTES | BYTE2 | BYTE1 | BYTEO
184 to 232. LUTO 00 00 00 00
Figure 9 : Typical Dynamic Range Compression Function
A
232 |
184 T
o 64T
©
&
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Log input scale A110-09.EPS
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The second segment of the transfer function occurs
between LUT addresses 1 to 15. In this segment
the gradient is 1/8 (3 Right shifts). To ensure that
the first and second segment line up correctly it is
important to set the offset of the second segment
to the correct value.

It may be easily shown that in this case the offset
is 56. Thus the data to be programmed into the 15
LUT locations from addresses 1 to 15 is:

BYTE3 | BYTE2 | BYTE1 | BYTEO
LUT 1 00 Co 00 38
LUTn 00 Co 00 38
LUT 15 00 Co 00 38

In exactly the same manner the LUT data for the
third and final segment of the transfer function may
be shown to be:

BYTE3 | BYTE2 | BYTE1 | BYTEO
LUT 16 01 80 00 A8
LUT n 01 80 00 A8
LUT 63 01 80 00 A8

The settings of the other main control registers to
perform the example transform on data applied to
the cascade input port are:

302

x : indicates don't care.
A : Set to 0 to program the LUT, set to 1 to allow IMS A110 LUT
access.

4. SUMMARY

This document has attempted to describe by
example some of the many ways in which the
backend post processor of the IMSA110 may be
used. It has only been possible to scratch the
surface of a handful of applications but hopefully
the examples discussed should have provided an
insight into both the flexibility and capability of this
section of the device.
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1. INTRODUCTION

1.1 Thinning

Thinning is a very important preprocessing stage
of pattern recognition. It is a technique which ex-
tracts the basic shapes from images. These shapes
are known as skeletons. It attempts to remove all
redundant points while maintaining the basic struc-
ture and connectivity of the original patterns.

In [1] an algorithm is proposed and modifications
to it are described in [2]. The final form of the
algorithm has the advantage of being both fast, and
suitable for parallel operation.

1.2 The IMSA110

The IMSA110 [3] is a single-chip reconfigurable
and cascadable subsystem suitable for many high
speed image and signal processing applications.

AN549/0792

0 NNN O O o

The IMSA110 consists of a configurable array of
multiply-accumulators, three programmable
1120 stage shift registers, a versatile post-process-
ing unit and a microprocessor interface for configu-
ration and control purposes.

Figure 1 shows the main processing core of the
device. It consists of 21 multiply accumulate stages

“arranged in three banks of seven. These may be
configured as either a 21 stage pipeline or a
3x7 two-dimensional window. The output from the
MAGCs is fed into the backend processing unit. It is
this section which allows various data transforma-
tions to take place adding greatly to the flexibility of
the overall device. The maximum data rate which
may be applied to the inputs is 20MHz.

Figure 2 shows a functional block diagram of the
backend post processing unit. Complete details

~ may be found in [3].

1/8
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Figure 1 : IMSA110 Users Model
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Figure 2 : Detailed Block Diagram of the Back-end Post Processing Unit
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2. THE ALGORITHM

Consider an image Im in which every pixel Im(i,j) is
either 0 or 1. It is normal for O to represent the
background and 1 to represent the foreground
patterns. It is assumed that each pixel Im(i,j) has
eight closest neighbours as shown in Figure 3.

A Pixel P1 and Its 8 Closest
Neighbours

Figure 3 :

A110-03.EPS

The output of the algorithm for any given pixel only
depends on the value of that pixel and its eight
nearest neighbours. This allows parallel process-
ing to be applied with the possibility of all the picture
elements being processed simultaneously.

The nature of the algorithm is iterative, each itera-
tion takes the image closer to the fully thinned
result. When an iteration is performed which
doesn’t cause any change to the image then noth-
ing further can be gained by applying further itera-
tions. Each iteration is divided into two subiteration-
s which erode the pattern or patterns to be thinned
on opposite edges.

In the first subiteration the pixel P1 is deleted if all
of the following criteria are satisfied:

- 3<B(P1)<6

- A(P1) =1

- P2.P4.Pg=0

- P4.Ps.Pg=0

Where A(P1) is the number of 0 to 1 transitions
around the closed path P2..Pg and B(P1) is the
number of non zero neighbours of P1.,

The second subiteration is identical to the first
except that the last two criteria are changed to:

- P2.P4.Pg=0

- P2.P6.Pg =0

It should be noted that this algorithm is not perfect.
Some digital patterns will totally disappear. In fact
any pattern that can be reduced to a 2 by 2 square
will disappear entirely. Asolution to this problem will
be presented in section 4.

48 &7 SGS:THOMSON

3 DISCRETE IMPLEMENTATION

A number of methods of implementing thinning are
available. These typically involve the use of arrays
of processors such as the ICL DZP (See [5]). Such
methods are expensive and physically large but do
allow more complicated algorithms than the one
presented in the previous section to be im-
plemented.
A simple binary thinning unit which may be built in
hardware is shown below. Such a unit is capable
of implementing one subeteration of the algorithm
described in section 2. It works by arranging for
each of the address inputs of the PROM to corre-
spond to one of the pixels in a three pixel square
region. By programming the PROM with the appro-
priate data, which may be calculated from the
specified criteria, the output of the PROM gives a
new image in which the objects should have been
erolded. This process is repeated until no further
erosion takes place (note that alternate iterations
must use alternate sets of criteria sets of criteria to
obtain an unbiased operation).
The performance of such a unit is considerable and
it should be fairly trival to process ten million pixels
per second. In addition the unit is cascadable which
can considerably increase the performance of a
system. It does have a number of disadvantages
however :
- itis not a single chip solution, unless use is made
of semi/full custom chip design.
« it is inflexible. Replacing the PROM with SRAM
would improve matters but even so the range of
functions such a unit can perform is very limited.

An Alternative Hardware
Implementation

Figure 4 :

Line Delay

n
512x1 >

Line Delay

A110-04.EPS
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4. A110 IMPLEMENTATION

4.1. The basic implementation

Consider the 2-D filter kernel shown below. When
a binary image composed solely of O’s and 1's is
applied to this kernel the output consists of num-
bers in the range of 0 to 511. Each output uniquely
identifies the pattern of O’s and 1’s which caused
it. By feedit this output into a look up table which
has 512 entries it is then possible to generate the
output value for P1. The look up table must be
programmed with the appropriate pattern of O's
and 1's as defined by the criteria for one of the
subiterations.

Figure 5 : A Kernel For Binary Thinning

64 128 1

32 256 2

16 8 4

A110-05.EPS

Unfortunately such a kernel cannot be im-

plemented on one IMSA110. There are two reason-

s for this:

» The LUT only contains 256 entries plus the upper
and lower saturation registers.

» Only coefficients between -128 and 255 mays
be programmed into the MAC.

- The first problem may be overcome by inverting the

input image and programming the upper saturation
register to 1 so that now any pattern with P1 deleted
will give an output which is at least 256. This will
cause an overselect to occur at the prescaler. The
effect of this is for the LUT output to be taken from
the USR (Upper saturation register). Thus the out-
put of the LUT will be 1 which indicates a deleted
pixel in the inverted image convention.
The second problem coulb be overcome by using
two IMSA110s. This is achieved by superimposing
the two kernels below (See [4] for details about
cascading). It would be desirable however to im-
plement each subiteration in a single device.

Figure 6 : Twin Kernels for Binary Thinning

64 128 1 0 0 0

32 128 2 0 128 0

16 8 4 0 0 0
A110-06.EPS

By inspection of the criteria it may be seen that if
the coefficients are changed to the kernel shown
below then it is still possible to produce a valid look
up table. This occurs because although there are
two different patterns which can give a MAC output
of 127 the required LUT output for each is the
same. This method allows a single IMSA110 to fully
implement one subiteration of the thinning algo-
rithm. Section 7 shows the data to be programmed
into the IMSA110 to implement this algorithm.
Figure7:  AKernel For Single IMS A110
Binary Thinning

64 127 1

32 255 2

16 8 4

A110-07.EPS

4.2. A solution to the disappearing pattern
problem

As mentioned in section 2 any object which thins
down to a2 by 2 pixel square will disappear entirely.
This problem may be overcome by slightly modif-
ying the data in the lookup tables.

The first subiteration attacks objects from both
below and to the left. In order to stop 2 by 2 pixel
regions disappearing it is necessary to stop the
elimination of the central pixel in the image seg-
ment shown below. Note that white indicates a pixel
which is set. o do this the date at location 1FO0 in
the first subiteration must be set to 0.

. 5/8
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Figure 8 :  The central pixel in this image

A110-08.EPS

An identical procedure may be applied for the
second subiteration except that in this instance the
date at location 11F must be set to 0.

4.3. Monitoring the progress of the operation

with the statistics monitor

The completion of the thinning operation may be

detected by using the statistics monitor in the back-

end. The procedure for doing this with a single IMS

A110 is as follows: :

« Set the max register MMR to 254, and configure
the IMSA110 statistics monitor as an overshoot
counter.

» Zero the over shoot counter (OUC).

« Perform the first subiteration.

 Record the contents of the OUC register which
now indicates the number of pixels already
deleted at the start of the iteration.

» Perform the second subiteration.

+ Repeat from tep 2 for the next iteration, if the
same value is obtained in the OUC register twice
in succession then the thinning operation is com-
plete since no further pixels have been deleted.

The actual change in the overshoot count for each

iteration may be used as an indication of the

amount of progress being made.

5 PERFORMANCE ASSESSMENT
To perform a binary thinning operation on a typical

6/8 &7 $6S:THOMSON

512 pixel square image using a single IMSA110
would take just over 13 ms for each subiteration at
20 MHz (this neglects the time spent reconfiguring
the look up table for the next subiteration). Thus if
12 subiterations were required to fully thin animage
then this would take about 156 ms. This perfor-
mance level is formidable byt mey be easily in-
creased by cascading a number of devices
together (See [4]). For example if two devices were
cascaded so that the first and second devices
performed the first and second subiterations re-
spectively then each complete iteration would still
take just over 13ms. So to apply 12 subiterations
with this configuration would require only 78ms.
This principle may be extended to cascades con-
taining any number of devices (even numbers are
preferred since no lookup table reconfiguration is
required). If 12 devices were cascaded then the
complete thinning operation would take only 13ms.
In addition the screen may be sliced up with sep-
arate portions being sent to different IMSA110s or
cascades of IMSA110s for even greater perfor-
mance.

The IMSA110 offers other advantages when built
into a system since it is capable of performing all
the initial image processing commonly associated
with image recognition.

 Preprocessing filtering.

» Edge detection.

* Thresholding.

 Thinning.

+ Pattern matching.

6 CONCLUSION

It has been shown how the IMSA110 may be used
to provide a very high performance and expan-
dable thinning engine. This when coupled to the
other abilities of the IMS A10 make the device ideal
as a front end processor in many image processing
or recognition systems.
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7 IMPLEMENTATION DATA
7.1. First subiteration

SCR 090 5C

ACR 092 00

CRoOa 000 40 7F 01

CROb 010 20 FF 02

CROc 020 10 08 04

PCRa 080 Linelength +7

PCRb 082 Linelength +7

PCRc 084  Asuitable value to deskew the output image

BCRO 0A0 01

BCR1 0A1 00

BCR2 0A2 40

BCR3 0A3 80

USR 0F8 00 00 00 01

LuT 100 00 00 00 00 00 00 00 00 00
110 00 00 00 00 00 00 00 00 00
120 00 00 00 00 00 00 00 00 00
130 00 00 00 00 00 00 00 00 00
140 00 00 00 00 00 00 00 00 00
150 00 00 00 00 00 00 00 00 00
160 00 00 00 00 00 00 00 00 00
170 00 00 00 00 00 00 00 00 00
180 00 00 00 00 00 00 00 00 00
190 00 00 00 00 00 00 00 00 00
1A0 00 00 00 00 00 00 00 00 00
1B0 00 00 00 00 00 00 00 00 00
1C0 00 00 00 00 00 00 00 00 00
1D0 00 00 00 00 00 00 00 00 00
1E0 00 00 00 00 00 00 00 00 00
1FO 00 00 00 00 00 00 00 00 00

ACR 092 02

7.2. Second subiteration

SCR

ACR

CROa
CROb
CROc
PCRa
PCRb
PCRc
BCRO
BCR1
BCR2
BCR3
USR

LUT

ACR

090
092
000
010
020
080
082
084
0A0
0A1
0A2
0A3
O0F8
100
110
120
130
140
150
160
170
180
190
1A0
1BO
1C0
1D0
1E0
1FO
092

5C
00
40 7F 01
20 FF 02
10 08 04

Line length +7
Line length +7
A suitable value to deskew the output image

‘_71 -SGS-THOMSON
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00
00
00

00
00
00
00
00
00
00
00
00

00
00

00
00
00

00
00
00
00
00
00
00
00
00

00
00

00
00
00
00
00
00
00
00
00
00
00
00
00
00
00

00
00
00
00

00
00
00
00
00
00
00
00
00
00
00

00
00
00
00
00
00
00
00
00
00
00
00
00
00
00
00

00
00
00
00
00
00
00
00
00
00
00
00

00

00
00
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STi3220 MOTION ESTIMATION PROCESSOR CODEC

This application note, based around three different
examples, gives an overview of architectures pro-
viding the motion compensation function. More
than a collection of schematic diagrams (that would
not fit exactly to the user’s application), it is more
an explanation of what kind of architecture can fit
to what kind of application, what precautions must
be taken and what kind of components can be used
or not.

Allthe architectures are based around the STi3220
chip developped by SGS-THOMSON microelec-
tronics that provides the motion estimation func-
tion. The chip functionnalities will not be detailed
here (refer to the STi3220 data sheet for more
information ): the application note concentrates on
the way of providing the good informations to the
chip and not on the way of writing or reading those
informations into the chip. For that purpose the
main part of the note is dedicated to the frame
buffer choice and managing.

I - QUICK FEED-BACK ON COMPRESSION
TECHNIQUES

Compression techniques trying to reduce the
amount of information for the transmission or the
storage of a moving picture, are mainly based
around the property of pixel’s correlation for natural
images.

The first technique exploits the spatial correlation
of pixels: a pixel in the image has a very high
probability of having a value very close to its neigh-
bours average value. The most popular tool using
this property is the Discrete Cosine Transform
which transforms a block of pixels from the original
picture into a block of non correlated coefficients.
Each coefficient represents a spatial frequency of
the original block (the top left one being the average
value). Due to high spatial correlation between
pixels, for most of the natural images the highest
frequency coefficients are of little significance and
hence can be reduced or suppressed without alter-
ing the picture quality. This is the role of the quan-
tisation block after the DCT.

The second technique exploits the temporal corre-

2/32
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lation between a pixel in an image and the pixel
being at the same position in the previous image.
Except when an image and the previous one are
totally different (sequence changes), the areas
changing from an image to the following are very
rare for natural moving pictures. Thus, if a predic-
tion of the current image is made, by copying the
previous one, the difference between both will most
often be close to zero : the non-zero differences
represent the moving parts of the picture and are

the only information needed to describe the new |

image from the previous one.

In order to increase the efficiency of the prediction,
the motion estimation technique is used that as-
sociates to a sub-block of the image (also called
reference block) a motion vector giving the relative
position of the most similar block in the previous
image: this block is used as a prediction block. A
motion compensation is implemented.

lllustration of the motion compensation technique:

3322
22 3322
22 4433
4433
reference block area of the previous picture
centered around the

reference block position

If the prediction is made without motion compensa-
tion, the predicted block is:

32

43
and the difference from the current block is:

10

21
Using motion estimation will deliver a motion vector
equal to +1 in the horizontal direction (East) and -1
in the vertical direction (North). The prediction block
is.then the same than the reference one and the
difference is zero: the only information needed to
code the reference block is the motion vector.

The previously described compression techniques
lead to the typical moving picture coder scheme
shown in Figure 1. This application note only con-
centrates on the potential implementations of mo-
tion compensation.

., MICROELECTRONICS
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Figure 1': Typical Moving Picture Coder Scheme

VIDEO IN
LINE TO BLOCK

ADC SCANNING —
CONVERSION

Transmission
channel

or

storage
device

to coder from decoder

MOTION PREDICTION —
COMPENSATION D

V reconstruction

PART

— MOTION ESTIMATION -

! FRAME MEMORY

Reference block

Search window

3220-01.EPS

Il - MOTION COMPENSATION

The motion compensation function is organised
around three main functional blocks: a frame buffer
for storage of the previous image, a motion estima-
tor for research of the best motion vector and a
predictor able to deliver to the coder the predicted
block pointed to by the motion vector.

1.1 Motion estimation
One of the main devices, needing a lot of compu-
Figure 2

tation, is the motion estimator whose role is to find
in a limited area of the previous image centered
around the reference block position and called
search window, the position of the block most
similar to the reference block: this position is called
the motion vector (see Figure 2).

In most cases, the picture is defined by the three
components Y (luminance) Uand V (chrominance),
but the motion estimation is only made on the
luminance component, the same resulting motion
vector being applied to all components.

predicted block closer from reference block

Search window

predicted block with null motion vector -

Reference block

(image N-1) (image N)
motion vector = -i in vertical direction, +j in horizontal direction 3220-02.EPS
(N7 SGS-THOMSON 32
Y/, ICROELECTRONIGS
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The comparison of the reference block with each
possible block of the search window needs a lot of
computation. An expression for the distance be-
tween the reference block and a predicted block is :

D(didj) =, 2. [Ref(m,n) - Pred(m-+di,n+dj)]2

where :

Ref(m,n) = reference block pixel

Pred(m+di,n+dj) = predictor-pixel with displace-

ment di in vertical and dj in-horizontal directions.
Computing a distance between two blocks 8x8 for
instance needs 64 substractions, 64 multiplications
and 64 accumulations. For a -8 to +7 possible
displacement in both directions (horizontal and ver-
tical), that is 256 possible predicted blocks, and
implies 256 x 64 x 3 =49152 operations to do during
the 64 cycles of the reference block before being
able to extract a motion vector.

The STi3220 motion estimation chip, devel-
opped by SGS-THOMSON, allows to find a mo-
tion vector in the range -8 to +7 in both direc-
tions, for reference block sizes of 8 x 4n (from

Figure 3 : Search Window Input

8x4 to 8x32) or 16 x 4n (from 16x4 to 16x16).

The formula used for computing the distance be-
tween the reference block and a candidate block of
the search window is the Mean Absolute Error
criterion defined by:

D(di,dj) = 2, . IRef(m,n) - Pred(m-+di,n+dj)l.

This distance is also called distortion.

The motion vector is the coordinates of the
minimum distortion. :

In order to compute the distortions, the STi3220
chip must be loaded with the search window and
the reference block. For that purpose the chip has
4 input buses : one input for the reference block (X
bus), one for the search window band above the
reference block band (A bus), one for the search
window band corresponding to the reference block
one (B bus) and one input for the lower search
window band (C bus).

Loading the chip is made column by column from
top to bottom and left to right, a pixel being input
on each of the four buses at each clock cycle.

1 dummy row
15 columns n columns
7 columns l A band A
Reference i
Block L B band B 3
Position 2
2
0
C band C
1 dummy row X
l Reference Block
Initialisation Block
Sequence Sequence
3220-03.EPS

4/32

‘ﬂ SGS-THOMSON

MICROELECTRONICS

314



STi3220 MOTION ESTIMATION PROCESSOR CODEC

Loading the chip is done in two phases (see fig-
ure 2.2):

- Initialisation sequence : Input of a dummy column
of the search window used to initialise the internal
pipeline architecture of the chip, followed by the
15 left-most columns of the search window. Dur-
ing that phase, the reference block input (X) is
insignificant. If the reference block is 8-pixel high
the initialisation phase costs 8x16=128 cycles. If
the height is 16 pixels, the initialisation phase is
256 cycles long.

Block sequence : During this phase the reference
block and the end of the search window are input
simultaneously into the chip. The last column of
the reference block will exactly correspond to the
last colunn of the search window. The chip will
deliver the motion vector 38 (8x4n blocks) or 46
(16x4n blocks) cycles after the last pixel of the
reference block, on a specific 8-bit bus 10B.

If the picture is computed in a band by band

fashion, then the chip always contains the leftmost
part of the search window that will be used for the
next reference block and that is a subset of the
current reference block’s search window. That
means that after the very first initialisation phase,
a pipeline mode can be implemented: it is only
mandatory to input the right part of the search
window with the reference block; the left-most part
being already in the chip (see Figure 4).
Chapters Ill and IV show examples of pipeline
mode usage with two block sizes (8x8 and 16x16).
For motion vectors outside of the range -8 to +7,
the search window must be cut into sub-windows
supported by the chip (i.e. -8 to +7 max in both
directions around the reference block size). The
computations must be done: ‘
* by several chips in parallel each one dedicated
to a particular sub search window.

* by only one chip computing the motion vector on
the different sub windows in several passes.

Figure 4 : Pipeline Mode between Two Consecutive Blocks

Search window
for reference block N

¢ initialisation block
:  sequence sequence
: Relative position of reference block
— :
: Search window

5 for reference block N+1

;
/
already block
in the chip sequence 3220-04.EPS
7 SGS-THOMSON 5/32
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Chapter V shows an implementation of -16 to +15
research using one chip.

1.2 Prediction

- After computation of the motion vector for the Y
component, it is necessary to extract, for each of
the three components, a predicted block that will
be subtracted from the reference block for cod-
ing. There are two main ways of delivering the
predicted blocks :

- the firstone consists in accessing directly into the
reconstructed frame buffer (see Figure 5). This
implies that we have enough bandwith available
on the frame buffer ports.

- the second one, is used if the frame buffer band-

with is not sufficient and consists in storing in an

additional RAM the search window as it is sent
to the STi3220 and to access that RAM for de-
livery of the predicted block (see Figure 6). In
order to be able to deliver.the U and V predicted
blocks, their corresponding search windows
should also be sent to the additional RAM (while
the STi3220 chip is disabled: EN input = 1). This

implies that the STi3220 needs to be run at a

higher speed.

An alternative could be to split the frame buffer

into two fields : one for Y and another for U and

V. Y frame buffer is read out for search window

delivery (prediction on additional RAM) while U/V

frame buffer is accessed for prediction output

(see Figure 7).

Figure 5 : Prediction access into the frame memory

11.3 Frame buffer

The frame buffer is shared by several resources:

write of the reconstructed picture after
decoding (necessary on Y, U and V
components). As the decoder works on blocks
of the image (for DCT) the write will be made
in a block by block fashion. If the blocks are
delivered by the decoder in a column orderthey
can be directly used in the way they have been
stored for the search window delivery.

read of the search window for motion
estimation (only necessary on Y component).
Reading the search window can be made in
two ways :

- accessing 3 consecutive times to the frame buffer
during one input cycle in order to deliver a pixel
for the upper, middle and lower band of search
window (see Figure 8). If F is the frequency of the
input samples delivered by the line to block scan-
ning, than the frame memory must be read at 3xF
for search window access.

- accessing only one time to the frame buffer (one
block after each other) and using two delay lines
in order to provide the STi3220 with the three
necessary search window bands (see Figure 9).
The lower band of the search window is directly
the output of the frame buffer, the middle band is
the output of the first delay line and the upper
band is the output of the second delay line. The
delay line length is one line of block.

a)

b)

reference
block
A | search window Y only
X B [
delivery
c [ || | g _recoNStruction
Frame
STi 3220 Y,UandV
| Buffer
Prediction
motion vector address A
]
Search window read address
address
rate adaptation
FIFO
Y, U and V predicted blocks
Coder 3220-05.EPS
6/32
SGS-THOMSON
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Figure 6 : Predictor Access into Additionnal Ram
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reference ST1 3220 disabled dunng U and V search windows delivery
block
A .
|l search window Y,UandV
X |-af]——e-——| delivery
_ Frame reconstruction
STi 3220 Buffer ]
motion v '
vector
3 RAM
for storage of
Prediction Y,UandV
address A read address
read search windows
address ’
Search window
address
* Y, U and V predicted blocks
Coder 3220-06.EPS
Figure 7 : Predictor Access into Additionnal. RAM (Y) and Frame Buffer (U and V)
reference
block
search window Y only
X B |-
delivery Y
Frame &
STi 3220 Buffer
Search window
moton ' ' address
vector read L
' address
3RAM
Prediction —— for storage of Y 1
address read search windows
(¥ blocks) address
motion UandV
vector l ’ | Read address Frame <.
' Buffer reconstruction
Prediction
address
(U and V blocks)
Y predicted blocks U and V predicted blocks
FIFO FIFO
[
1
coder 3220-07.EPS
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c) If the bandwith is sufficient, the frame buffer
may be also accessed for delivery of the
predicted Y, U and V blocks. If the bandwith is
not high enough, the prediction cannot be
made directly into the frame buffer and will be
realised in an additional RAM (as explained in
paragraph 11.2).

The three previous parameters (frame reconstruc-
tion, search window and prediction) are the prin-
ciple ones that will be taken into account in this
note, but depending on the application (frame size,
Y U V format ...) they can share the frame buffer

with other resources. For instance an area of the
memory can be reserved for implementation of the
line to block conversion. Or the user may want to
visualise the content of the frame buffer: in that
case at least two frame stores are necessary, one
for reconstruction, the other for visualisation. No
doubt that other resources of the coder would
require memory space and that the frame memory
(that is not only used for frame) could provide free
areas to use. The main problem will rapidly be the
limitation on the memory access times that forces
to duplicate the number of memory chips.

Figure 8 : 3 Accesses in Frame Buffer for Search Window

STI3220 Register
A
Previous
ll)T efirfancet__ X B F Register SxF frame
ock inpu . buffer
c 1k
) L Register
F = pixel frequency 3220-08.EPS
Figure 9 : Delay Lines for Search Window Delivery
=— Second delay line output
Reference block —* ~— First delay line output
~— Frame memory output
STI3220 .
A One band of block delay line *—‘
Reference _F F Previous
block input X B F frame
E One band of block delay line buffer
Cr—
F = pixel frequency 3220-09.EPS

Il - EXAMPLE 1 : 720 X 576 X 25 HZ PICTURE,
8X8 BLOCKS, -8 TO +7 SEARCH WINDOW

Il - 1 Introduction

The first example of a motion compensation im-
plementation is based around a TV picture format

8/32
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as defined by the CCIR 601 recommendation, i.e. :
- picture size: 720 x 576 pixels. The example con-
siders a 25 pictures per second application.

- 4.2.2. format : Picture defined by the three 8-bit
components Y (luminance) U and V (chromin-
ance). In 4.2.2. format each pixel is described by
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two comporients : one sample of Y and one
sample of U or V. The U and V components are
sub-sampled (2:1) in the horizontal direction.

Note : If the picture is originally divided between
two interlaced frames, it must be used in a non
interlaced form for efficient motion estimation.

The study will concentrate on the motion compen-
sation function considering that the samples are
delivered in inputin an 8 by 8 block’s form (scanned
column by column from top to bottom and from left
to right) with an alternance of one block of Y and
one block of U or V. After the computation delay,
the motion compensation function delivers for the
coder a predicted block corresponding to the input
reference block and waits back from the decoder
for the reconstructed block.

The study is made throught two architectures

choices :

- the first one is the simplest one. It allows to point
out some of the key points of such an application
: frame memory choice, delay lines realisation,
frame memory organisation and predictor ac-
cess. The result is a frame address generator
easy to realise but a solution that implies the use
of very fast memories.

- the second one is a solution where the use of the
same amount of frame memory is more opti-
mised and the number of external components is
reduced. On the other hand, the address gener-
ator is much more complicated to realise.

The reader who doesn’t want to follow the different
steps of the study and enter into details can directly
refer to the architectures block diagrams in Fig-
ure 10 and 14 and jump to the conclusion para-
graph 1.4,

11I-2 First architecture proposal

a) Frame memory choice

Pixel rate : 720 x 576 x 25 = 10.368 Mpixel/s. Let's
name "f" that frequency. With two components per
pixel, the input byte frequency is 2f = 20.736
Mbytes/s.

As the motion estimation is only made on the Y
component the samples’ rate on the STi3220 can
be set to f = 10.368MHz. The U and V samples are
directly sent to the coder.

Due to the high samples’ rate it seems difficult to
read the 3 search window bands directly into the

frame buffer at 3f speed. The solution with two
delay lines, that allows to reduce the number of

“accesses on the frame buffer, will be kept for that

reason (refer to chapter 11.3 for principle).

Frame buffer size = 720 x 576 x 2 = 414,720 x 2 =
829,440 bytes

Necessary bandwith on the frame buffer:

- "2f" for the picture reconstruction (Y and U/V
components).

- "f* for reading the search window on Y compo-
nent.

- "2f" for extracting the predicted blocks on Y and
U or V components.

This is a total frequency of "5f" (roughtly 50MHz).

This frequency is too high for a high capacity static
RAM or for a classical dynamic RAM.

Dual port dynamic RAM (also called video RAM)
fit well to the application.

serial port: fast sequential access for reconstruc-
tion or search window delivery (regular block by
block fashion).

random port: random access for predicted blocks
read. But 2 accesses still remain to be done on the
random port i.e. a frequency of 20.736MHz : this is
too high for the existing components even if using
the fast page mode : for instance a 256K x 4 video
RAM, with access time of 100ns, has a 55ns read
cycle when using fast page mode.

It becomes necessary to split the RAM into two
fields :

one field for Y and one field for U and V (see
Figure 10).

Each field is 411,720 bytes long constituted by four
256Kx4 VRAM. In that way it becomes possible to
read in parallel the predicted blocks on Y and UV
frame buffers at "f" frequency. The rate adaptation,
delivering alternatively the Y or U/V predicted
blocks to the coder at "2f" frequency, is made
thanks to two output FIFOs (one FIFO is only 64
bytes long).

The reconstructed blocks are sent back by the
decoder to the frame buffer at "2f" frequency and
are alternatively Y or U/V blocks. They will be
written on the serial ports of each RAM: "2f" fre-
quency is a cycle time of 48.22ns and the minimum
write cycle time on the serial port of a 100ns video
RAM is 30ns.

437 SGS:THOMSON 9/32
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An optimisation consists in writing a block only
on one row of the memory and not among two

rows: in that way only one transfer is necessary

between the Serial Access Memory (SAM) and the
RAM for one block written.

As the reconstructed blocks are written alterna-
tively on Y or U/V frame buffer, each serial port is
only used one half of the time. When not used for
block reconstruction, the serial port of Y buffer can
be used for outputting a block of the search window.
This output must be done at "2f" frequency and a
rate adaptation is necessary for the STi3220 work-
ing at "f" frequency : this is done with a 64-byte
FIFO.

b) Memory organisation

Four 256K x 4 video RAMs are used for storing the
414,720 bytes of one frame buffer (Y or U/V). They
are organised as a 512x512 nibble array. In order
to optimise the use of their serial ports, each block
must be stored on only one row of the memory.

The memory space organisation becomes:
Figure 10 : First Architecture Proposal

picture
8
8 1 2|3 89 | 90
91 | 92 | 93 179180
frame memory
64
row 0 1 2|13 |4|5|6]|7]|8
row 1 9 |10 11|12 |13 |14 [ 15| 16

row 10 81 |82 |83 |84)|85|86|87]| 88
row 11 89 | 90
row 12 91 | 92 | 93 | 94

The picture format is 720x576 that means 90x72
blocks 8x8. As the 64 samples of a block are all
stored on the same row, one row of 512 bytes is
able to store 8 consecutive blocks. One line of block
is stored on 12 consecutive rows, the last one
containing only 2 blocks. With 72 lines of block in
an image, the number of rows used in each frame
buffer will be 72 x 12 = 864 rows (512 x 2 = 1024
rows available)

Y search window block Y reconstructed block
f ——
C g+ FIFO (64) serial port +
reference STi13220 o .
block f v
—P X B |- Delay line
> Frame
f R
Buffer
o8 Ec A et Delay line
- Y predicted
motion ‘ edge length = 1 line of block 4x(256%4)
vector control
UV reconstructed block
—_—— =
senial port +
2f
address controller UandV
Frame
Buffer
unv
predicted
' 4x(256x4) ||
FIFO FIFO fatay
(64) 64) . before
wite .
—-— )
o
1]
wj g
to coder - from decoder S
2f 2f &
©
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¢) Delay lines

Delay lines are necessary on two different points of

this motion compensation architecture :

- afirst set of two delay lines, already mentionned,
is necessary for providing the STi3220 with the
search window. Each delay line is one line of
block long i.e. 720x8 = 5760 bytes long. The
delay line can be made with an 8Kx8 SRAM
associated with an address counter (see Fig-
ure 11). Each byte of the SRAM pointed to by the
counter is first read out and then written with the
new value to input in the delay line (read modify
write). When the counter (in fact decrementing)
reaches 0itis re-loaded with the line length value.
Astwo accesses to the RAM must be done during
one cycle (1/10.368MHz = 96.45ns) the RAM
cycle time must be at least 40ns.

- a second delay line is necessary to delay the
reconstruction of the picture into the frame mem-
ory. As a matter of fact, the reconstruction of the
new picture must not destroy pixels of the old
picture that are still necessary, in particular for
prediction.

B1-1 B1-2 B1-3 B1-4
B2-1 B2-2 B2-3 B2-4
B3-1 B3-2 B3-3 | B34

Figure 11 : Example of Delay Line Implementation

For instance, when the reconstructed block corre-
sponding to reference block position B1-2 is de-
livered by the decoder to the frame buffer, it is not
possible to write this block in the place occupied by
B1-2 as long as B1-2 can be used. The last use of
B1-2 may happen when delivering the predicted
block corresponding to reference block B2-3 as
B1-2 is in the search window centered around
B2-3.

Therefore the delay between the time a predictor
is extracted from the frame memory and the time
when it is possible to write the reconstructed block
into the memory is one line of blocks plus two
blocks i.e. (720 + 2x8) x 8 = 5888 pixels. As each
pixel is equivalent to two bytes (Y and U/V), this
delay line length must be 11776 bytes (minus the
cycles lost outside the motion compensation part
for computation in the coder and the decoder).

The delay line can be made with the same principle
than the previous ones, but taking care of the fact
that the working frequency is "2f", i.e. a cycle time
of 48.2ns. To cope with such a rate it could be
possible to use two sets of two 16K x 4 static RAM
in flip-flop: one set is written while the other is read.
This solution is quite expensive."

Line length preset
e

—» LOAD DO0..D12
Synchronous address
down counter
—RC0  qp.qiz O

{}13

A0 .. A2
8Kx8 Static RAM W

D0..D7

74 374 74374
delayed output pixels input pixels
- Q D Q b
OE CJK OE CLK
T | T l CLK
CLK 3220-11.EPS
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To avoid those external SRAM, the new recon-
structed frame (let’s call it frame 2) can be stored
in the free address just after the last address of the
current frame used for prediction (let’s call it frame
1) as it can be seen in Figure 12. The only condition
toimplement such a structure is to have a free area
in the memory higher than the requested delay.
When the read reaches the end of frame 1, the
address generation only continues its increase for
starting the read of frame 2: the address generation
is cyclic over all the memory space.

d) Predictor access

As seen before, reading a predicted block must be
done at "f" frequency, i.e. a cycle time of 96.45 ns.
However the access time on the random port of a
100ns video RAM is only 190ns. In order to cope
with an average access time of 96ns, the page
mode access of the video RAM must be used as
much as possible : as a matter of fact, the row and
column addresses (RAS and CAS selection) must
be preset for each random access while for a page
mode the row is only selected once (RAS), all the
following accesses being done on the same row
(also called page) with only a selection of the good
column address (CAS). The fast page mode ac-
cess is only 55ns for a 100ns video RAM like the
HITACHI's 256Kx4 HM534251.

The addresses for the predicted block must be
calculated depending on the motion vector de-

livered by the motion estimation chip STi3220. This
motion vector is delivered by the STi3220 on the
36th cycle after the end of the reference block (in
pipeline mode, itis equivalent to the 36th cycle after
the beginning of the next reference block). As said
before one block of the picture is not written among
two pages of the memory. Nevertheless, except for
a null motion vector, the predicted block involves
several blocks of the frame memory i.e. several
pages. In the example below the predicted block
involves pixels from blocks # 1, 2, 4 and 5.

1 | 2 3
6

4 5

7 8 9

In order to output the predicted block in a column

by column order, it is necessary to select a new
page twice during each column (access to block #1
followed by block #4 in order to output the first
column of the predicted block in the example
above). Thus two RAS are necessary for 8 CAS: 2
random accesses and 6 fast page mode accesses.
With a 100ns VRAM, reading 8 bytes of a column
is 2x190 + 6x55 = 710ns long, i.e. for reading a
predicted block : 710ns x 8 = 5.68s.

Figure 12 : lllustration of Frame Stores in the Memory Space

12

—_—

PHEE ...

start reading frame 1
and reconstructing frame 2

1: read for search window

frame 1 read
frame 2 write

2: possible read for prediction

end of frame 1 read

3 : write new reconstructed frame 3220-12.EPS
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While reading a predicted block, itis also necessary

to manage the serial port of the dual port RAM. A-

maximum of three transfers between RAM and

SAM is necessary :

- one transfer of the reconstructed block written in
the SAM to the RAM.

- Two transfers of RAM blocks needed on the SAM
for delivery of the search window (the search
window blocks are not in the same position than
the reference frame blocks but shifted seven
columns right (refer to chapter 2), i.e. that they
cover 2 frame block’s positions. Hence an addi-
tional RAM to SAM transfer may be necessary if
the two consecutive blocks are not stored on the
same page).

The time for reading the 64 samples of a predicted

block becomes:

710x8 + 3x190 = 6.25us. This is equivalent to
6.25/64 = 97.65ns per sample, i.e. a frequency of
10.24 Msample/s that must be compared to
f=10.368MHz.

The margin is not very safe with the components
existing on the market at the time this note was
written. But there is no doubt that new faster video
RAM are or will be available at the time the reader
is looking to those lines. For that reason, this
solution must be kept in mind.

11I-3 Second architecture proposal

a) prediction

The speed limitation with the previous solution is
mainly due to the fact that the page mode of the
video RAM cannot be used efficiently when reading
the predictor.

As the predicted block most often uses information
on 4 blocks of the frame memory, it could be
possible to read out all the samples needed for
prediction in one of the 4 blocks, then all the needed
samples on another block ... The number of ran-
dom accesses is limited to 4 page changes. But the
address generation would be very difficult to man-
age (no continuity) and an additional output RAM
would be necessary in order to rearrange the
samples and deliver them to the coder in a column

Ly S55:THOMSON

by column order and not in the way they have been
extracted from the frame buffer.

Therefore it appears as a necessity to split again
the frame memory in two new parts.

An interesting cut of the frame memory consists in
storing all the even lines of block in one memory
field and all the odd lines in another field. The

predicted block always straddles one even and one
odd band of block.

3 even band

6 odd band

In the example above, block #1 is on even memory
field and block #4 on odd memory field. The first
columns of the predicted block are selected by a
multiplexer between odd and even fields. On each
field the selected page doesn’t change during all
the predicted block output, except if blocks #2 and
#5 are not on the same page than blocks #1 and
#4 respectively. For reading a predicted block, the
maximum number of page changes is limited to
two.

Each RAM field becomes an half frame buffer i.e.
207,360 bytes implemented on two 256Kx8 video
RAM. The remaining 57,784 bytes of each field is
used to begin the storage of the reconstructed
picture just after the current one as explained be-
fore in "delay lines" chapter.

b) Search window delivery

An interesting consideration of that architecture is
that the search window uses simultaneously the
odd and even fields of the memory. It is then
possible to provide the STi3220 on B and C inputs
with the ouptut of the odd and even fields and to
generate the Ainput thanks to a delay line supplied
with the B input samples (see Figure 13). This
allows to suppress one more delay line replaced by
a simple data multiplexer: during one line of blocks,
the odd field is connected to B input while the even
field is connected to C input. During the following
line of blocks, the odd field is connected to C input
and the even one to B input.

13/32
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Figure 13 : STi3220 Supply from 2 Frame Buffers and One Delay Line (example on two consecutive lines)

length = 1 line of block
f
A —F— Delay line
odd
reference STi3220
frame
block f ;
—P X B |eg— / buffer
i f f -
c = 7 even
frame
buffer
delay line output A line N-1
odd frame output B — - delay line output A line N
even frame output c even frame output B line N+1
odd frame output (o] line N+2
reference block on line N reference block on line N+1 3220-13.EPS

¢) Second architecture timings

Let's verify the reliability of the second architecture,
shown in Figure 14 :

Each memory is accessed on the serial port alter-
natively for writing a block of the new reconstructed
picture (this needs one transfer from SAM to RAM
for each block) or for reading the search window in
the previous picture (this needs one or two trans-
fers from RAM to SAM). Each transfer between
RAM and SAM may cost two random cycles : one
for waiting for a current random access on the RAM
to be finished and one for transferring the desired
row between RAM and SAM. The maximum time
lost for two blocks on the serial port is 6 random
cycles. Due to transfer cycles, read or write on the
serial port must be made at a frequency higher than
II2fII .

The random port is accessed for reading the pre-

14/32

L’_I SGS-THOMSON

dicted blocks at "f" average frequency. Due to the
seperation odd/even lines of blocks, we saw that
only two page selections are necessary on each
RAM. But it is also necessary to manage the serial
memory exchanges with the RAM : as seen before
this is a maximum of 3 transfers to do, each transfer
followed by a new selection of the page currently
read. Atotal of 8 random accesses may be lost for
5 samples read out, the remaining 59 samples
being accessed in fast page mode.

With a random access = 190ns and a fast page
mode access = 55ns, the global time for reading a
predicted block on the random port is : 8 x 190 +
59 x 55 =4.765us. The margin with the time allowed
(64/f = 6.17us) is very safe in that case.

For instance if the fast page mode cycle is fixed to
70ns and the random access to 210 ns (3 x 70) then
the total time for reading a predicted block is 8x210
+ 59x70 = 5.81ps.
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Figure 14 : Second Architecture Proposal
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With such clocks, the serial clock cycle can be fixed
to 35ns (70ns / 2). The total time for writing a
predicted block and reading a search window block
is: 128 x 35 + 6 x 210 = 5.74us compared to the
allowed time 6.17ps.

There is no more problem of speed with this solu-
tion. Only small FIFOs (64 bytes) are necessary for
rate adaptation between the variable samples rate
around the frame memory and the fixed computa-
tion rate of the coder or the decoder. Of course
synchronisation signals indicating the beginning of
the blocks will also be necessary.

The time left after the end of a data burst (a block)
on the video RAM and the beginning of the next
burst will be used for RAM refresh cycles. One
refresh can be done simultanously on each video
RAM, after each predicted block read sequence,
that means one refresh every 6.17us. This is a total
time of 3.16ms for the 512 rows of the video RAMs,
compatible with the maximum refresh cycle time of
4ms.

‘ﬂ SGS-THOMSON

d) Address controller

The address controller, that can be an ASIC or
developped around EPLD and PAL devices, must
manage several functions:

- SAM : Write of the reconstructed block on the
good row and from the good column.

SAM : Read of the good block for the search
window : for instance if the reference block posi-
tion begins at address n in the even field than the
search window access must be done from ad-
dress n + 7 columns =n + 56 in even field (B input
of STI3220) and at address n + 56 (or n + 1 line
of block + 56) in odd field (C input of STI3220).

For both read and write the address generation
only consists in a counter incrementation. Even or
odd field addresses are equal modulo one line of
block.

- RAM : read of the predicted block depending on
the motion vector delivered by the STI3220 chip
on the 36th cycle after the end of the reference
block. From the start address of the predicted

15/32
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block, the address generation consists in a
simple counter incrementation plus a selection of
the even or the odd field output data.

- generation of the control signals for the RAM
chips (including refresh cycles), for the muilti-
plexer selections...

1l - 4 Conclusion

This first example has been studied through two
architectures quite similar. In both cases eight
video RAM chips 256Kx4 are used that allow to
separate the sequential access on the serial port
from the random access on the parallel port:

- Read search window block on the serial port.
Write of the reconstructed blocks on' the serial
port. One block must be stored on one row only
to avoid time expensive page changes. The rec-
onstructed frame is stored just after the previous
one in order to avoid an external delay line.
Read of the predicted blocks on the random port.
The fast page mode must be used as much as
possible to reduce access time. The second sol-
ution is much more optimised for reaching that
goal.

For such an application the main parameter is the
high pixel rate. That was the reason for the choice
of search window delivery through delay lines in
order to limit the access time on the frame memory.
However, if the components are not fast enough, it
becomes necessary to split the frame memory into
several fields : in that way it becomes possible to
read or write simultaneously several informations
on several fields at the same time thus reducing the
apparent speed in the same ratio. The conse-
quence is that the more the number of fields, the
more the number of associated data multiplexers
and the more complicated the address generator.

For all those reasons, the first solution, with a
memory cut in two fields (Y and U/V frames) is the
simplest one (the address generator could be done
with counters and PAL devices) but also the solu-
tion needing high speed memories. The solution
has not enough time margin with the existing com-
ponents on the market (100ns VRAM), but has
been exposed here because the components will
go faster and faster or because it can be used for
slower pixel rate applications.

The second solution, with a memory cut in four
fields (two fields Y and U/V, each one seperated
into odd lines of blocks and even lines of blocks) is
a better optimisation of the memory use and fits
well with the existing components. An intrusting

16/22 437 SGS-THOMSON

feature of the frame cut allows to suppress one
delay line and to replace it by a multiplexer. On the
other hand the address generator is more compli-
cated but for a high volume application it can be
realised with an ASIC thus providing a solution with
a good components’ speed/cost tradeoff.

IV - EXAMPLE 2 : CSIF PICTURE, 16X16
BLOCKS, -8 TO +7 SEARCH WINDOW.

IV-1 Introduction

The second example of architecture study is made
around a CIF 30Hz format :

frame size = 352 x 288 pixels.

Pixel rate = 3.0413 Mpixel/s.

4.1.1. Format : )

The chrominance components U and V are sub-
sampled (2:1) in both vertical and horizontal direc-
tions. Four orthogonal pixels of the picture are
defined by four samples of luminance (Y) one
sample of chrominance U and one other sample of
chrominance V.

pixels associated samples
Pix | Pix | Pix | Pix YUV| Y |YUV] Y
0 0 9} (0] [0} o) 9} o}
Pix | Pix | Pix | Pix Y Y Y Y
o) (¢} (o} (¢} o) [¢] e} (¢}
Pix | Pix | Pix | Pix YUV| Y |YUV]| Y
o) (e} [0} (e} o) [¢] O (¢}

The motion estimation is made on 16x16 blocks of
Y, while the coding, and hence the prediction is
considered to be made on 8x8 blocks for the three
components of the image. Due to sub-sampling
ratio, each block 16x16 of Y is associated to one
block 8x8 of U component and one block 8x8 of V.
The combination of those 3 blocks is also called a
macro-block. A CIF picture is composed by 22x 18
macro blocks.

macro block compositiori :
8 8 8 8

One macro block is
8 | Y3 | V4 256 + 2x64 = 384 bytes.

The samples are considered to be sent to the
motion compensation part in the macro block
fashion i.e. one block 16x16 of Y scanned column
by column (one columnis 16 bytes) followed by two
blocks 8x8 of U and V also scanned column by
column (one column is 8 bytes).
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However the predicted blocks must be 8x8 blocks,
scanned column by column and sent to the coder
in the order:

Y1Y2Y3Y4UV.

Those blocks after decoding are input back in the
same order for the frame reconstruction.

Four pixels of the picture being associated to 4
bytes of luminance and 2 bytes of chromimance,
the total frame size is 352 x 288 x 1.5 = 152,064
bytes and the byte rate is 1.5 times higher than the
pixel rate i.e. 4.56 Mbyte/s (219ns for one byte).
This is the working frequency of coder and decoder.

Considering the slow byte rate of this example, the

architecture is chosen with two imperatives:

- use of classical Dynamic RAM for frame buffer
(e.g. a 100ns access time DRAM has a cycle time
of 190ns).

- access for search window directly in the
frame buffer to supress the external delay lines.

It seams also interesting, for simplification pur-

poses, to manipulate Y and U/V samples in the

same flow (no differenciation for search window).

As in the previous example, people in a hurry can

directly refer to the architecture in Figure 18 and to

the summary in the conclusion chapter IV.3.

IV-2 Architecture choice

a) Search window delivery

When doing motion estimation on 16x16 blocks
with displacement vector in the range -8 to +7, only
one half of the upper band of the search window is
used (8 lower pixels) and only one half of the lower
band is used (7 upper pixels) as shown in Fig-
ure 15.

It becomes possible to connect together inputs A
and C of the STi3220 as they are not used at the
same time.

Sharing the resources between A and C inputs
doesn’t make the use of two delay lines possible.
The search window delivery must directly be made
into the frame buffer with two accesses for each
reference block sample input.

In order not to double the access frequency on the
frame memory, it is possible to split the RAM into
two fields : one field for storage of even lines of
macro blocks and one field for storage of odd
lines of macro blocks. In that way only one ac-
cess is necessary on each field for providing the
two search window samples. Adata multiplexer will
allow the connection of either the even or the odd
field to either the B or A+C inputs of the STi3220.

Figure 15 : Search Window and Reference Block Position

B input

3220-15.EPS
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b) Prediction

The predictor access will be made in an additionnal
static RAM where the search window must be
stored on the flight. In order to simplify the system,
the U and V components will also be read in the
frame buffer for delivery of the search window
althought they are not used for motion estimation.
When delivering the U or V samples on the A,B and
C inputs of the STi3220 it is necessary to disable
the chip for not taking care of those information: the
EN pin must then be tired to high level. Due to their
sub-sampling ratio, the motion vector for U and V
components will be half the motion vector of Y
component.

The total area necessary for storage of the search
window is (see Figure 16):

Figure 16 : organisation of the prediction SRAM.

Al A2 A3 Ad half macro block height
B1 B2 B3 B4 | one macro block height
C1 C2 | C3 | C4 | half macro block height

Four macro blocks for the current search window:
2 macro blocks for B band (B1 and B2) and 2 half
macro blocks on either A or C band (respectively
A1, A2 and C1, C2).

Figure 17 : predictor organisation

- One additional macro block on B band (B3) and
two half macro blocks on Aand C bands (A3 and
C3): those macro blocks will be used in conjunc-
tion with A2,B2 and C2 for the next search win-
dow (let’s say the second search window). During
the time they are stored, the motion vector corre-
sponding to the first search window and refer-
ence block is output by the STi3220 on the 46th
cycle. We can consider that the motion vectorcan
be changed by the external system and that it will
be taken into account for prediction only with the
first sample of the next macro block: that leaves

. 384 - 46 = 338 cycles for the external system to

decide which vector must be used.

- One additionnal macro block on each band
(A4,B4,C4) necessary to avoid destroying the
first search window read out for prediction with
the information of the third search window that
must be stored inthe SRAM (third search window
= A3, A4, B3, B4, C3, C4).

Of course when the predictor of the first search
window has been output, locations A1, B1, C1 are
free for storage of the last blocks of the fourth
search window (fourth search window = A4, A1, B4,
B1, C4, C1).

motion vector A/C band B T"d
D D
OE Q OE_ Q
OEA ‘1 Y RAM OEA =
OEB —
. — OEB
OEY OE Vo
WY RW OEY or OEUV
@
@ 2Kx8 WYorWV —— o
b — e
UN RAM -
address OEUV and WUV = 1 during Y samples
control @
. l{e} OEY and WY =1 during U/V samples
OEUV OE
wuv RW
1K x 8 b
Q .
I———-} predicted samples 3920-16.EPS
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The total space needed in the prediction SRAM
must be 8 macro blocks i.e. 3072 bytes, that can
be divided between one 2Kx8 SRAM for Y compo-
nent and one 1Kx8 SRAM for U and V (see Fig-
ure 17). The SRAM are associated with two latches
that temporarely store the samples on each band.

The SRAM is accessed 3 times: one time for storing
a sample of one band (B for instance), one time for
storing a sample of the other band (C if first half of
a column, Aif second half) and one time for reading
one sample of the predicted block. With a sample
rate equal to 219ns, the access time on the SRAM
must be at least 73ns.

¢) Frame memory choice

The last point to consider is the frame memory that
must be shared between frame reconstruction and
search window read. As the cycle time of the mem-
ory (190ns for a 100ns DRAM) is not far from the
byte cycle time (219ns) it is not possible to do two
accesses during one cycle : the frame buffer must
again be split into two new parts. The samples will
be read or written by pair, one memory dedicated
to odd samples the other to even samples.

This leads to 4 memory spaces : two fields for
storing odd or even lines of blocks and each field
constituted by two memories for storing 2 samples
in parallel. Each memory must be 38,016 bytes
long. The nearest existing DRAM implies the use
of 8 DRAM 64K x 4 with access time not higher than
100ns to cope with the 219ns cycle time.

Macro block n :

The proposed architecture is shown in Figure 18.

The frame memories are associated to 6 latches.
As a matter of fact four samples are read.out from
the two fields of two memories during one cycle
(needing four latches for temporal storage) and two
samples are written in one field of two memories
during the following cycle (needing two latches plus
a multiplexer for selection of the good field).

d) Memory organisation and refresh

The 64Kx8 DRAM are organised as a 256 x 256
array.

One macro block is 384 bytes shared between two
DRAM : so each half macro block of 192 bytes is
stored over 2 DRAM.

The picture contains 22 x 18 = 396 macro blocks
shared between two fields of DRAM , so each
DRAM contains 198 half macro blocks of 192
bytes. '

If each half macro block is written on a column of
the DRAW (198 columns used in each RAM), each
time amacro blockis accessed (and there is always
a macro block read in each DRAM for search
window delivery), the corresponding 192 rows are
addressed and hence refreshed. The total time
needed for reading a macro block is 384 x 219ns
= 84.096us. This is also the cycle time for refresh-
ing all the useful rows of the memory : it is com-
patible with the maximum refresh cycle times of
4ms defined for the 64K x 8 DRAM.

y0 al y3 y240 u0 u8 u56 v0 v8 v56
y1 y17 | y33 y241 ul u9 u57 vi v9 v57
y2 y18 u2 v2

y3 y19 u3 v3

v4_ | y20 u4 v

y5 y21 us v5

u6 v6 .
yi14 y30 u7 uils u63 v7 v63
y15 | y31 y255
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Memory organisation for storage of macro block n in odd or even field :

DRAM1 - column n DRAM2 - column n
row 0 y0 yi
row 1 y2 y
row 2 y4 y5
row 7 yi4 yi5
row 8 yi6
row 127 Y254 y255
row 128 u0 uil
row 129 u2 u3
row 159 u62 u63
row 160 v0 vi
row 161 V2 v3
row 191 v62 v63
Rows 192 to 255 are not used. Macro block n+1 is crete Cosine Transform, Inverse DCT, filtering or
stored on column n+1. matrix transposition. In that case the filter is used
Note: The two memories in each field are always that associates with the input predicted block a
accessed with the same address. low-pass filtered output block delivered in a trans-
posed order. Even when the filter is not used in the
e) Address control loop, the IMS121 must be used to do transposition
In order to simplify read , the write address gener- ofthe'pre.dicted blocksin order that they can always
ation should take care of the fact thatthe Y samples ~ rémain with the same scanning order in the output
are sent back by the decoder in 8x8 blocks (after ~ Stage.
inverse DCT) and that they will be read in 16x16 Note: the filtering is done on 8x8 blocks and not
blocks for motion estimation: the samples should 16x16: that is one of the reasons why the prediction
be stored in a way such as the read only consists must be made on 8x8 blocks. The delay for the filter
in increasing the row addresses. Of course the U or transposition function is 128 cycles.
and V 8x8 blocks are stored in the way they are i i
coming from the decoder just after the Y block in 9 Err.or blocks =.reference - prediction
the memory. ;I'he ilrllte'red predlctedq blocfks must) Ibekstubtrac!gd
L ) . rom their corresponding reference block to provide
When a memory field is dedicated to the middle o o1or plocks, sampled over 9 bits, that will be
band of the se:c\rch window gB input), the column computed by the coder (for instance throught
address doesn't change during one macro block.  poT) Those blocks must be 8x8 blocks. The trans-
When the field is dedicated to lower and upper ¢, mation from 16x16 to 8x8 blocks is already done
bands (Aand Cinputs) the 8 lastbytes of acolumn ¢, 40 predicted blocks when reading the search
are read out before the 8 first ones (for Y) so it is window RAM, but it must be made for the reference
necessary to change the column address every 8 0y that was sent to the STi3220 in 16x16 form.
samples (for Y) or 4 samples (for U or V) but with R .
a row address always increasing from the begin-  1he delay between the time a reference block is
ning to the end of the macro block. input in the STi3220 chip and the time it is sub-
tracted from the predicted block is 2 macro blocks
f) Filter for reading the predicted blocks and 128 cycles for
In the architecture scheme shown in Figure 18 filtefingi.e. 896 cycles. Of course this is an approxi-
there is a filter on the predictor output : this filter ~ Mation as the number of cycles depends on the
can be used to increase the efficiency of the pre-  final schematic diagram.
diction by reducing artefacts due to high frequen- The proposed architecture for delaying the input
cies. It is realised with an IMS121 device from reference blocks and providing the block format
SGS-THOMSON that is able to perform either Dis-  conversion is shown in Figure 19.
: L7 SGS-THOMSON 21/s2
Y/, ICROELECTRONIGS
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Figure 19 : Block Delay + Format Change
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stop

CLK
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L——p delayed frame SYNC

When starting, the write on the FIFOs is disabled
until the first frame synchronisation appears (with
the first pixel). Read on the FIFOs is prohibited until
the delayed frame sync. (generated by the counter-
s preloaded to the delay length = 896 cycles) is not
delivered.

In write mode the first 8 samples of a column are
written on the first FIFO, the 8 following on the
second FIFO : the first FIFO will always contain the
upper 8x8 blocks of a 16x16 block and the second
FIFO the lower ones. In read mode the first FIFO
is read 128 consecutive cycles for delivery of the
two first 8x8 blocks, and than the second FIFO
during 128 cycles for the two following blocks. For
U and V blocks (already in 8x8 format) the FIFOs
are read in the way they are written.

h) delay predicted blocks

The filtered predicted blocks must not be lost after
delivery of the error blocks as they will be used for
frame reconstruction in addition with the recon-
structed blocks (after decoding). For that purpose
they must be delayed during.the time the error

22/32
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blocks are computed in the coder and sent back to
the board by the decoder. This delay can be made
using the SGS-THOMSON A113 chip: this device
is a delay line whose length can be programmed
from 8 to 1320 steps.

IV-3 Conclusion

The most interesting feature of this architecture is
the use of very popular (and hence cheap) compo-
nents like the 64Kx4 DRAM or the small 1Kx8 or
2Kx8 SRAMs.

Like in the previous example, in order that the
DRAM cycle time (190ns for a 100ns DRAM) fit with
the input byte cycle time (219 ns) a split of the frame
buffer in several fields is necessary:

- one odd lines of blocks field and one even lines
of blocks field. On each cycle, one sample is read
out from each of the two fields providing the two
samples necessary for the search window sup-
ply.

each of the two fields is divided in two parts: in
that way, during one cycle two bytes are read out
in parallel from each field (one byte in each

MICROELECTRONICS
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sub-part) and during the following cycle two bytes
are written in parallelin one of the fields, for frame
reconstruction.

The total frame memmory is composed by eight
64Kx4 DRAM.

The frame buffer is only used for search window
delivery and for frame reconstruction. The predic-
tion is made in an additional RAM where the search
window is stored on the flight as it is sent to the
STi3220 inputs. In order to simplify data control, the
U and V samples are computed in the same flow
than the Y samples. The additional RAM is a 2Kx8
SRAM for Y search window and 1Kx8 for U/V
search window.

As the prediction is seperated from the frame buff-
er, the address generator of the frame memory is
greatly simplified and could be realised with several
counters and PAL devices.

This architecture is the simplest and the cheapest
of the three examples of this application note.
Consequently, it is also the architecture that is the
fastest to implement with standard components for
prototyping a codec. For high volumes, the memory
address generator and the predictor could be inte-
grated into a ASIC device leading to a block diag-
ram with the STi3220, the DRAMs and the control
ASIC as main devices.

V - EXAMPLE 3 : CIF PICTURE, 16x16
BLOCKS, -16 TO +15 SEARCH WINDOW.

V-1 Introduction

The picture format considered in this example is
exactly the same than the previous one :

30 frames/s, 352 x 288 pixels/frame, 12bit/pixel
(4.1.1 format): frame size = 152,064 bytes.

But in this example we want to compute a motion
vector in the range -16 to +15 in both directions.

The study first explains how to compute such a
search window with only one STi3220 able to cover
a -8 to +7 range, then a proposal of architecture is
made (refer to figure 5.2) followed by an explana-
tion of the search window supply mechanism. Fi-
nally, like in the other examples the study ends with
a verification of the different accesses that must
share the frmae memory bandwith. A conclusion
chapter (5-6) is available for people who just want
a quick overview.

V-2 Search window computation

a) Search window definition

As the STi3220 chip is only able to compute motion
vectors in the range -8 to +7, four different compu-

[7— SGS-THOMSON

tations over four sub search windows are necess-
ary to coverthe range -16 to +15. The sub windows
selection is shown in Figure 20.

The four resulting motion vectors are partial ones.
In order to determine what will be the final motion
vector for the total search window, the minimum
distortions, corresponding to each partial motion
vector for the total search window, the minimum
distortions, corresponding to each partial motion
vector, must all be compared. No particular algo-
rithm will be given here to determine what must be
the final motion vector as it is a part of the coding
policy.

The motion vector can be directly associated to the
minimum of the four distortions : for instance, if the
minimum is obtained in the sub search window 2,
then the resulting motion vector (MV) is the partial
motion vector 2 (MV2) plus 8 in horizontal direction
and minus 8 in vertical direction.

b) How to compute sub-search windows

The four different calculations for each sub search
window can be implemented in two different ways :

- using four STi3220 chips in parallel each one
working on a different sub search window. After
an initialisation sequence and a block sequence
on each STi3220 (i.e. 512 cycles), the computa-
tion can be done and the partial motion vectors
obtained after 46 new cycles on each chip. This
solution is only useful in high speed systems and
is an heavy and expensive solution. In an appli-
cation like the CIF format it is cheaper to use the
second solution.

- using only one STi3220 doing all the partial com-
putations on the four sub search windows. Each
time a sub search window is computed, an initiali-
sation sequence and a block sequence are
necessary. It can be noticed on Figure 20 that the
initialisation sequence of sub search windows 2
and 4 are the same as the block sequence of sub
search windows 1 and 3 respectively. Hence the
pipeline mode can be used between sub search
windows 1 and 2 (or 3 and 4). Sending all the
necessary data to the chip will cost 6 blocks
16x16 i.e. 1536 cycles. Each time the chipisin a
block sequence, the 16x16 reference block must
be input on the X bus for comparison with the sub
search window. Of course the results of each sub
search window, obtained on the 46th cycle fol-
lowing a block sequence, must be stored in order
to be analysed at the end of the process (at least
the motion vector and the minimum distortion
must be kept).

23/32
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All the sub window scanning must be done during
the time of one input reference block. As six se-
quences are necessary the chip must work at a
speed 6 times higher than the Y reference input
rate.

Considering the pixel rate = 352x288x30 =
3.041MHz, the chip must run at 18.25MHz i.e. at
its maximum working frequency. It implies that Y
and U/V samples cannot be mixed on the same
flow as the speed would be 1.5 times higher.

V-3 Architecture study

Due to the division of the search window in four
different parts it is not possible to use the delay lines
structure in this application.

It could be possible to split the frame memory in
two parts (odd and even lines of blocks) in order to
access in parallel to the two samples needed for
the search window. This implies the use of video
RAM in order to cope with the samples rate (about
55ns) but this would lead to memory sizes of
152,064 / 2 = 76,032 bytes which is not optimum

with the existing component sizes (64K x 4 or-

256K x 4). Hence we will consider a solution with
only one frame buffer constituted by two 256K x 4
video RAM memories.

It is not possible to output from the frame buffer all
the blocks needed for the search window during the
time of only one reference block : the frequency
would be 12 x f if f is the pixel’s frequency.

A small static RAM will be added to the main frame
buffer in order to store the search window : in that
way, for each new reference block in the pipeline,
only the three new right-most blocks of the search
window are necessary (see Figure 20). As it is
necessary to provide the search window inputs of
the STi3220 with two samples on each cycle, the
SRAM is in fact separated in two parts : one SRAM
for storing the middle band’s search window blocks
and one SRAM for storing the upper and lower
bands of the search window (as they are not ac-
cessed at the same time). The transfer of the new
blocks from the frame buffer to the two SRAM wiill
be made throught two FIFOs for rate adaptation.

The last point to consider is that all the SRAM data
are read out in the same way they are written: this
property induces to use FIFOs instead of SRAM in
order to simplify the external control (no counters
for address generation).

An architecture able to support this example is
shown in Figure 21 and is going to be analysed in
the following lines.

Figure 20 : Four Sub Search Window for -16 to +15 Displacement
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V-4 Search window delivery

Note: For each block of the search window, the 8
last pixels of each column are sent to the STi3220
chip on B and C buses, followed by the 8 first
columns sent on buses A and B (refer to Figure 20).
In order to provide the search window blocks in the
good order, the output of the frame memory is
delayed by 16 cycles (refer to Figure 21): the 8 first
samples of a column are first written into the 16
cycles delay device, then the 8 last samples of the
column are read out from the memory for search
window delivery (they are also written in the delay
line). During the 8 following cycles the 8 first
samples of the next column are read out from the
memory and stored into the delay line while the 8
first samples of the current column are extracted
from the delay line for search window.... The delay
for delivering the search window is equivalent to 8

Figure 21 : Example 3 Architecture

cycles.

Let's try to analyse the different phases of the
search window delivery, with reference to Fig-
ure 22.

Note: The blocks noticed in Figure 22 have not the
same borders than the blocks of the image: as a
matter of fact their relative position is shifted one
column left. The information will be extracted from
the frame buffer blocks after blocks but it is easy,
with the rate adaptation provided by FIFOS 1A and
1B, to read out the blocks for search window with
a relative position anticipated by one column. For
simplification purpose we will refer in the explana-
tions to the search window blocks and not to the
image blocks keeping in mind that one search
window block = one column of a block image N and
fifteen columns of block image N+1.

Search window delivery

reference block delivery

Y search window blocks

Reference block input
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FIFO read/wnte control
multiplexers control
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> RAM address control
data 2 video RAM
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Figure 22 : Search Window Block Notation

A0 A1 A2 A3 A4
BO B1 B2 | B3 B4 N
-
Reference block N
co ci cz c3 c4
search window of reference block N 3220-21.EPS
The sequences on the STi3220 inputs for reference FIFO 2A FIFO 1A
block N must be: out [ A1 [ A2 [ c1 | c2] inout in
f FIFO 2B FIFO 1B
A/Cinput: Al A2 A3 Ci c2 C3
Binput: B1 B2 B3 Bl B2 B3 out|Bt[B2] . [N out IN
Xinput : N N N N There is a free area in FIFO 2B which size is one

The input sequences for the next reference block
N+1 will be :

A/Cinput: A2 A3 A4 c2 C3 C4
B input : B2 B3 B4 B2 B3 B4
Xinput : N+1 N+ N+1  N+1

As it can be seen on those two reference block
sequences some blocks of the search window are
used several times either for the same search
window or for the next one. Hence when outputting
a block from the FIFOs it may be necessary to write
it back into the same FIFO: the output of the FIFOs
2A and 2B may be connected to their own input.

Search window processing:

Note: The FIFOs name used in this description can

be referred to in figure 5.2.

- At the beginning of the process, we suppose that
FIFO 2A (upper and lower bands FIFO) already
contains A1 A2 C1 and C2 and that FIFO 2B
(middle band) contains B1 and B2. FIFOs 1Aand
1B should contain at the beginning respectively
A3 C3 and B3. This can be represented by :

26/32
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block.

- The first phase is an initialisation phase of the
STi3220 and consists in loading the first half part
of the first sub search window into the chip.
Blocks A1 and B1 are read out from FIFOs 2A
and 2B. Block A1 will not be used in another
phase so FIFO 2A is not written during that time.
On the other hand, block B1 will be used later and
hence the block read out from the FIFO 2B is
written back into the same FIFO. The reference
block input X on the STi3220 is irrelevant during
that phase. The FIFOs content at the end of this
phase is:

FIFO 2A FIFO 1A
out| A2 [c1]c2] .. |inout in
FIFO 2B FIFO 1B

out - in out in

- During the second phase A2 and B2 are output
from the FIFOs. This is a block sequence for the
STi3220 during which the reference block must
also be input. At the end of that phase the first
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sub search window is input and the first motion
vector computation is running. As blocks A2 and
B2 will be used during later phases they must be
written back in both FIFOS.

FIFOS content at the end of the phase :

FIFO 2A FIFO 1A
out[c1lca]a2] . | inout [A3]cC3] in
FIFO 2B FIFO 1B

out - in out in

the 3™ phase is also a block sequence for the
STi3220 as the pipeline mode can be used be-
tween first sub-window and second one. The refer-
ence block must again be sent to the STi3220.
During the same time blocks A3 and B3 are needed
tofinish the second search window: as those blocks
are not yet into FIFOS 2A and 2B, they are read out
from FIFOs 1A and 1B while they are also stored
into FIFOs 2A and 2B in their free locations i.e. just
after blocks A2 and B2. FIFOs 2A and 2B are not
read during that phase.

Note: on the 46th to 49th cycle of this sequence the
first motion vector and minimum distortion are de-
livered on 0B bus of the STi3220 : they must be
stored for future exploitation.

The FIFOs content at the end of the phase is:

FIFO 2A FIFO 1A
out [c1]ca| A2 [A3] inout [C3] .. | in
FIFO 2B FIFO 1B

out in out l::l in

FIFO 1Ahas free location for writing the next search
window block for the next process, i.e. A4. As this
FIFO contains two blocks for search window, writ-
ing A4 can spend half an input block time (twice the
pixel rate). In the same way B4 can be written into
FIFO 1B during the time of one input block (at pixel
rate).

- The 4" phase is again an initialisation sequence
for the STi3220 during which the first part of the
third sub search window must be loaded. During
that phase blocks C1 and B1 are read out from
FIFOs 2A and 2B. Both blocks will not be used
anymore and hence are not written back into the
FIFOs.

FIFO 2A FIFO 1A
out{c2] A2 A3] . |inout [c3] . |in
FIFO 2B FIFO 1B

out - in out III in

Note: The result of the second sub search window

‘y_l SGS-THOMSON

is available during that phase and must be stored.

- During the 5 phase, which isan STI3220’s block
sequence, blocks C2 and B2 are output from
FIFOs 2A and 2B and must be written back into
their original FIFO for future usage. Of course the
same reference block is again input into the
STI3220.

FIFO 2A FIFO 1A
out[A2 [ A3 fc2] .. |inout [c3] .. | in
FIFO 2B FIFO 1B

out m- in out II‘ in

- The 6" is the last block sequence, pipelined with
the previous one, during which the last part of the
search window is loaded : block C3 is delivered
by FIFO 1A and stored into 2A while block B3 is
delivered by FIFO 2B.

: FIFO 2A FIFO 1A
out | A2 [A3]caca]inout [A4] . ] in
FIFO 2B FIFO 1B

out _ in out |:| in

At the end of that phase, FIFOs 2A and 2B are
ready for starting the next reference block compu-
tation. The hypothesis of the FIFOs content at the
beginning of the process is verified, For FIFOs 1A
and 1B, we supposed at the beginning of the
explanation that the blocks needed where already
stored into the FIFOs. In fact blocks An and Bn are
needed on the 3rd phase of the process, blocks Cn
on the last phase. They céan be loaded while they
are not used and not necessarely since the begin-
ning of a search window process.

Note : the result of the last sub search window is
obtained after the 46th cycle of the first phase of
the next search window delivery.

Note : The reference block must also be sent 4
limes to the STi3220 chip. For that purpose the
reference block is first sent to the board at 6f
frequency and stored into a FIFO which output is
sent back to its own input in the same way than the
other FIFOs used for search window delivery.

V-5 Frame buffer accesses

The frame size is 352x288x1.5 = 152,064 bytes
organised as 396 macro blocks each of 398 bytes.
For serial port’s use optimisation, each macro block
is associated to one row of the memory. Only 396
rows over 512 and 398 columns over 512 are used
in each of the two 256K x 4 video RAM of the frame
buffer.
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The serial port of the video RAM is dedicated to
search window blocks reading and to block recon-
struction : the blocks needed for search window are
only Y component blocks (256 bytes) while the
reconstructed block is a complete macro block (384
bytes).

When reconstructing a block into the frame mem-
ory, care must be taken in order not to scratch
information still necessary for the search window
(refer to example 1 for explanations): the delay
before writing a new block into the frame memory
after it has been computed in the STi3220 must be
at least equal to 2 lines of blocks and 2 blocks = 46
macro blocks = 17664 cycles. This would be a lot
of bytes to temporarely store in an additionnal
memory. To avoid this, it is possible to write the
reconstructed blocks directly into a free area of the
frame memory (512 - 396 = 116 rows available) and
to transfer after the desired delay, the macro blocks
from the temporal additionnal area to their definitive
location in the frame memory: this is one transfer
from additionnal area in RAM to SAM and one
transfer from SAM to frame area in RAM.

As the macro blocks are computed in the decoder
in 8x8 size (in the order Y1 Y2 Y3 Y4 U and V as
explained in chapter 4.1) it is necessary when
writing the blocks into the frame memory to store
them in the good order for a future macro block
sequential output: first column of Y1 block must be
followed by first column of Y3, followed by second
column of Y1 .... That means that only 8 consecu-
tive samples coming from the decoder can be
written on consecutive addresses of the serial port.
A transfer between SAM and RAM must be done
every 8 pixels (except for U and V that are always
8x8 blocks stored after the last column of Y4).
Writing a macro into the frame memory will need
32 transfers during Y samples block input and one
final transfer after U and V blocks input.

The total number of accesses on the serial port
during one block of pixels is:

- read of 3 blocks of 256 bytes for search window.
The maximum time for loading a block into serial
memory consists in waiting for the current ran-
dom access to be finished, followed by the trans-
fer cycle from RAM to SAM. For 3 blocks this will
be a total of 6 random cycles.

write of the reconstructed macro block i.e. 384
serial cycles associated with 33 transfers and 33
"wait" cycles.

2 transfers between RAM and SAM for storage
of the macro blocks in the good final address,
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associated to one "wait" cycle.

This is a total of 3x256 + 384 serial cycles + 6 + 66
+ 3 random cycles. With a 100ns video RAM the
minimum serial clock cycle is 30ns and the random
one is 190ns leading to a global time of 48.810 us.

As the basic pixel frequency is 352 x 288 x 30Hz =
3.04128MHz =, the total time allowed per block is
256/f = 84.175us: the margin is high enough for the
serial port accesses.

On the other hand, the random port is dedicated to
the predicted macro block accesses.The predicted
block must be delivered to the coder in a 8x8 form
(Y1Y2Y3Y4U and V) (see Figure 23).

Figure 5.4 : Example of predictor position in
the searc window

Y predicted 8x8 blocks

U or V predicted block

U or V search window
3220-22.EPS

Y search window

Asit can be seenin the figure, for two 8x8 predicted
blocks (Y1 and Y2 in the example above) it is
possible to read 8 consecutive samples of a column
on 8 consecutive addresses of a macro block and
for two 8x8 predicted blocks (Y3 and Y4 in the
example above) two different macro blocks access
are necessary for delivering one column of 8
samples. In the same way forthe U and V predicted
blocks it is necessary to do two macro block
changes every 8 samples. Each macro block
change is a normal random cycle (190ns) while
each consecutive address access can be done as
a page mode cycle (55ns).

The total number of accesses for prediction is : 2 x
(8 x (1 random + 7 page)) + 2 x (8 x (2 random + 6
page)) + 2 x (8 x (2 random + 6 page)) = 80 random
+ 304 page mode.

Those accesses will be interrupted by the control
cycles for the serial port, i.e. 3 + 33 + 2 = 38 cycles
(equivalent to a random access). As those ac-
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cesses may happen during page mode sequences,
we consider that each access for the serial port
replaces a page mode cycle by a random cycle.
The global number of accesses on the random port
is:

(80 + 38) random + 38 transfers + (304 - 38) page
mode = 156 random + 266 page mode = 44.27ps.

This time is also compatible with the total time of
84.175ps allowed fora complete macro block input.

If we take a basic cycle time of 50ns for the serial
port, with a page mode cycle of 100ns and a
random cycle of 300ns, the total times on each port
become:

- serial port : 1152 serial + 75 random = 80.1us

- random port : 156 random + 266 page = 73.4ys

The time margin on the frame memory accesses
may allow to use slower (and hence cheaper) video
RAM, or free spaces in the vidoe RAM can be used
for additional functions that have not been con-
sidered here, for example the line to block conver-
sion for the reference block. The more functions will
share the frame memory space the more compli-
cated will be the address controller. However this
controller is most likely to be realised with EPLD
devices or integrated into an ASIC.

V-6 Conclusion

This architecture presents the advantage of offer-

ing interesting solutions for computing a search

window range that didn’t seem originally easy to
manage:

- Use of only one STi3220 chip running full speed
for calculation of the whole range.

- Use of a small amount of video RAM for frame
buffer (two 256Kx4 chips) shared between frame
reconstruction, prediction and serach window
delivery.

- Use of 5 additional FIFOs connected in a clever
way, for delivery of the good search window
sequences on the STi3220 inputs.

However, having said that, it must be considered

that the RAMs, FIFOs and multiplexer controller is

going to be very complex. An ASIC circuit will be
the good choice in that case.

VI - MISCELLANEOUS

VI-1 -16/+15 displacement range with one

chip at lower speed

In the third example, we saw that the STi3220 chip
was used at 6f frequency if f is the pixel rate, due
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to the fact that two intialisation sequences are
necessary for each search window scanning. The
pipeline mode cannot be used efficiently in this
case.

However it is possible to always use the pipeline
mode as shown in Figure 24.

All the blocks of a complete row are first compared -
to their associated sub-search window 1 for in-
stance (upper left sub search window): all the
corresponding partial vectors and distortions must
be stored. Then the same reference blocks are sent
again to the STi3220 chip for comparison with sub
search window 2 (upper right): the resulting distor-
tions are compared to their corresponding distor-
tions of sub search window 1 and the minimum of
both is kept in memory with its associated motion
vector. Of course the same operation is made again
with sub-search windows 3 (lower left) and 4 (lower
right). During all the computation the pipeline mode
is never broken.

Inthis case the chip’s working frequency is only four
times the pixel's rate.

After a complete line of blocks has been computed,
all the resulting motion vectors can be used for
extraction of the predicted blocks.

The disadvantage of this solution is that it is
necessary to work over a complete line of blocks
(address generation more complicated) and that,
consequently it needs the storage of all the mini-
mum distortions and motion vectors of a line of
block.

This solution could be useful for applications where
the STi3220 working frequency is not high enough
(chip running at 4f instead of 6f).

VI-2 Computing larger displacement ranges

There is no limitation on the size of the search
window that can be used : the only condition is to
split the global search window into sub-search
windows compatible with the STi3220 chip search
window (-8 to +7). Figure 25 shows an example of
-32 to + 31 search window scanning in horizontal
direction and -16 to +15 scanning in vertical direc-
tion with 16x16 blocks.

The larger the total search window, the higher the
number of sub-search windows and the faster the
chip’s working frequency. In the example of Fig-
ure 25 the chip must work at 10 times the pixel's
frequency. If the chip frequency becomes too high
it is then necessary to use several chips as ex-
plained in chapter VI.3.
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Figure 24 : -16/+15 Displacement Range with STI3220 at 4f Frequency

A1 A2 | A3 | A4 A5

B1 B2 B3 B4 B5 R1 R2 R3 R4 R5

C1 C2| C3| C4 | C5

PREVIOUS PICTURE : CURRENT PICTURE

first line computation on sub search window 1 no sub search window for R1
Al A2 A2 | A3 A3 | Ad A4 | A5
B1 B2 B2 | B3 B3 | B4 B4 B5
xx | R2 R3 R4 R5
second line computation on sub search window 2 : : no sub search window for RS

Same computation principle than the first one with

R1 R2 R3 R4 instead of R2R3R4R5

third line computation on sub search window 3 I:l no sub search window for R1

Same computation principle than the first one with

B1 B2 B3 B4 B5 . A1 A2 A3 A4 A5
instead of
C1C2C3C4C5 B1B2B3 B4 B5
fourth line computation on sub search window 4 [:] no sub search window for RS

Same computation principle than the first one with

B1B2B3B4B5 ) A1 A2 A3 A4 A5
instead of
C1C2C3C4C5 ) B1B2B3B4B5
and
R1 R2 R3 R4 instead of R2 R3 R4 §20-23.EPS
30/32 (37 SGS-THOMSON
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Figure 25 : Example of Search Window Range -32/+31 in Horizontal Direction -16/+15 In Vertical Direction

Al A2 A3 A4 A5

B1 B2 | B3 | B4 B5 search window of reference block centered on B3 position

Cc1 c2 Cc3 c4 C5

sub search window 1- A1 A2 sub search window 5 B1B2

1 initiahisation + 1 block sequence B1B2 1 inihalisation + 1 block sequence cic2
sub search window 2 a2 A3 sub search window 6 b2 B3

1 block sequence b2 B3 1 block sequence c2GC3

sub search window 3 a3 A4 sub search window 7 b3 B4

1 block sequence b3 B4 1 block sequence c3C4

sub search window 4 a4 A5 sub search window 8 b4 BS

1 block sequence b4 BS 1 block sequence c4C5

An, Bn or Cn : blocks sent to the STi 3220
an, bn, cn : blocks already in the STi 3220

Total time for scanning all the search window = 10 blocks 3220-24.EPS

Figure 26 : -15/+15 Search Window

0 0 1415 3031 45 o 14 15 29 30 A A
-8 -8
7 .
8
-8 +7
+15 .15 B
23 §. ...
24 L\ 7
30 ’ c
31
+15 -15
Sub-window 1 Sub-window 2
[}
-15 -15
A
+15 .15
B
c
Sub-window 3 Sub-window 4
Reference block posttion in the total search window
S Dummy line or column of the sub-window
D Sub-window n 3220-25.EPS
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The search window size is not necessarely defined
between -(m x block_size) to (m x block_size)- 1 as
all the examples that have been seen before. But
if it is not, then the pipeline mode cannot be used .
efficiently on aline of blocks. The main typical case
concerns the 16x16 blocks with -15 to +15 search
window range. As it can be seen on Figure 26, the
initialisation sequence of sub-search window 2 (or
4) is not equal to the blocks sequence of sub-
search window 1 (or 3) but is shifted one column
left: therefore the pipeline mode cannot be used
between search windows 1 (3) and 2 (4).

The time needed to scan the complete search
window is equivalent to 8 sequences (4 initialisa-
tions and 4 blocks) instead of the 6 sequences (2
intialisations and 4 blocks).

If the STi3220 motion estimation chip is not able to
support the pixel rate implied by such an applica-
tion, an alternative could be to compute the -16/+15
search window and to clamp the motion vectors
that may be equal to -16 to the value -15: this is not
critical as in that case the prediction is always made

Figure 27 : Use of Two STi3220

but perhaps with less efficiency.

VI-3 Using several STi3220

If the STi3220 working frequency is not high
enough for the desired search window and pixels’
frequency, it becomes necessary to use several
chips for the computations. Two solutions are then
possible:

- Each chip computes one or several sub search
windows of each reference block.

Each chip computes the complete search win-
dow but only for one reference block every N
reference blocks (where Nis the number of chips)
as illustrated in the figure 6.4 here under with two _
STi3220.

In that example, it can be noticed that the frame
buffer RAM working frequency is exactly the same
as the STi3220 chips working frequency. Of course
a small additional RAM is necessary around each
chip for temporal storage of its search window. The
motion vector is alternatively delivered by one chip
or the other.

Al A2 | A3 | A4 A5 | A6
B1 B2 | B3 | B4 | B5 | B6
C1 C2 [C3 | C4 |C5 |Cs6

PREVIOUS PICTURE

R1 R2 | R3 | R4 | R5 | R6

CURRENT PICTURE

RAMoutput | A1 | B1 |t [a2 |B2|c2|As | B3|ca|a4 B4 | caas |5 |cs|as [Bs ] co

i A1 |A2 |A3 |B1|B2 |B3|A3|A4|A5|B3 B4 |B5
search window coe
. B1|B2|B3|[C1|C2|C3|B3|B4|B5|C3|C4|C5
Chip #1 input
reference block | R2 | R2| | R2 'RZ | R4 I R4 I |R4 | R4|°®°*
i A1|A2|B1|B2|A2| A3|A4 |B2|B3|B4|A4|A5|A6 |B4 [B5
search window oo
) B1|B2|C1 [C2 |B2|B3|B4|C2 |C3|C4|B4|B5|B6|C4 |C5
Chip #2 input
reference block [rt] [ri] |me|ms| [ma[ms| [ms]ms] [R5 |eee
3220-26.EPS
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EUROPE

DENMARK

2730 HERLEV

Herlev Torv, 4

Tel. (45-42) 94.85.33
Telex: 35411

Telefax: (45-42) 948694

FINLAND

LOHJA SF-08150
Karjalankatu, 2

Tel. (358-12) 155.11
Telefax. (358-12) 155 66

FRANCE

94253 GENTILLY Cedex
7 - avenue Gallieni - BP. 93
Tel.. (33-1) 47.40.75.75
Telex: 632570 STMHQ
Telefax: (33-1) 47.40.79.10

67000 STRASBOURG
20, Place des Halles

Tel. §33) 88 75.50 66
Telefax: (33) 88.22.29.32
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8011 GRASBRUNN
Bretonischer Ring 4
Postfach 1122

Tel.: (49-89) 460060
Telefax: (49-89) 4605454
Teletex: 897107=STDISTR

1000 BERLIN 37

Clay Allee 323

Tel.: (49-30) 8017087-89
Telefax: (49-30) 8015552

6000 FRANKFURT
Gutleutstrasse 322

Tel. (49-69) 237492-3
Telefax: (49-69) 231957
Teletex: 6997689=STVBF

3000 HANNOVER 51
Rotenburger Strasse 28A
Tel. (49-511) 615960
Teletex. 5118418 CSFBEH
Telefax. (49-511) 6151243

5202 HENNEF

Reuther Strasse 1A-C

Tel. (49-2242) 6088
(49-2242) 4019/4010

Telefax (49-2242) 84181

8500 NURNBERG 20
Erlenstegenstrasse, 72
Tel.: (49-911) 59893-0
Telefax: (49-911) 5980701

7000 STUTTGART 31
Mittlerer Pfad 2-4

Tel. §49-711) 13968-0
Telefax: (49-711) 8661427

ITALY

20090 ASSAGO (MI)

V.le Milanofiori - Strada 4 - Palazzo A/4/A
Tel. (39-2) 89213.1 (10 linee)

Telex: 330131 - 330141 SGSAGR
Telefax: (39-2) 8250449

40033 CASALECCHIO DI RENO (BO)
ViaR. Fucini, 12

Tel. (39- 51)591914

Telex: 51244

Telefax: (39- 51) 591305

00161 ROMA
Via A. Torlonia, 15
Tel. (39-6) 8443341
Telex: 620653 SGSATE |
Telefax: (39-6) 8444474

NETHERLANDS

5652 AR EINDHOVEN
Meerenakkerweg 1
Tel.: (31-40) 550015
Telex: 51186

Telefax (31-40) 528835

SPAIN

08021 BARCEL. "
Calle Platon, 6 4" F|oor 5™ Door
Tel. (34-3) 4143300-4143361
Telefax: (34-3) 2021461

28027 MADRID

Calle Albacete, 5

Tel (34-1) 4051615
Telex: 46033 TCCEE
Telefax: (34-1) 4031134

SWEDEN

S-16421 KISTA
Borgarfiordsgatan, 13 - Box 1094
Tel.: (46-8) 7939220

Telex: 12078 THSWS

Telefax: (46-8) 7504950

SWITZERLAND

1218 GRAND-SACONNEX (GENEVA)
Chemin Francois-Lehmann, 18/A

Tel. (41-22) 7986462

Telex: 415493 STM CH

Telefax: (41-22) 7984869

UNITED KINGDOM and EIRE

MARLOW, BUCKS
Planar House, Parkway
Globe Park

Tel.: (44 628) 890800
Telex: 84745

Telefax: (44- 628) 890391
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BRAZIL

05413 SAO PAULO

R. Henrique Schaumann 286-CJ33
Tel. (55-11) 883-5455

Telex: (391)11-37988 “UMBR BR"
Telefax : (55-11) 282-2367

U.S.A.

NORTH & SOUTH AMERICAN
MARKETING HEADQUARTERS
1000 East Bell Road

Phoenix, AZ 85022

(1-602) 867-6100

SALES COVERAGE BY STATE

ALABAMA .
Huntsville - (205) 533-5995

ARIZONA
Phoenix - (602) 867-6217

CALIFORNIA

' Santa Ana - (714) 957-6018

San Jose - (408) 452-8585

COLORAD!
Boulder (303) 449-9000

' ILLINOIS

Schaumburg - (708) 517-1890

+ INDIANA

Kokomo - (317) 455-3500

' MASSACHUSETTS

Lincoln - (617) 259-0300

MICHIGAN
Livonia - (313) 953-1700

NEW JERSEY
Voorhees - (609) 772-6222

NEW YOR
Poughkeeps:e (914) 454-8813

NORTH CAROLINA
Raleigh - (919) 787-6555
TEXAS

Carrollton - (214) 466-8844

FOR RF AND MICROWAVE
POWER TRANSISTORS CON-
TACT

THE FOLLOWING HEGIONAL

. OFFICE INTHEU.S
“ PENNSYLVANIA

Montgomeryville - (215) 361-6400

ASIA / PACIFIC

AUSTRALIA

NSW 2220 HURTSVILLE
Suite 3, Level 7, Otis House
43 Bridge Street

Tel. §61-2) 5803811

Telefax: (61-2) 5806440

HONG KONG

WANCHAI

22nd Floor - Hopewell centre
183 Queen's Road East

Tel. (852) 8615788

Telex: 60955 ESGIES HX
Telefax' (852) 8656589

INDIA

NEW DELHI 110001
LiasonOffice

62, Upper Ground Floor
World Trade Centre
Barakhamba Lane

Tel. (91-11) 3715191
Telex: 031-66816 STMI IN
Telefax. (91-11) 3715192

MALAYSIA

PULAU PINANG 10400

4th Floor - Suite 4-03

Bangunan FOP-123D Jalan Anson
Tel (04) 379735

Telefax (04) 379816

KOREA

SEOUL 121

8th floor Shinwon Building

823—14 Yuksam-Dong :
-Nam-Gu

TeI 82-2) 553-0399

Telex SGSKOR K29998

Telefax (82-2) 552-1051

SINGAPORE

SINGAPORE 2056

28 Ang Mo Kio - Industrial Park 2
Tel (65) 4821411

Telex' RS 55201 ESGIES
Telefax. (65) 4820240

TAIWAN

TAIPEI

12th Floor

325, Section 1 Tun Hua South Road
Tel (886-2) 755-4111

Telex. 10310 ESGIE TW

Telefax (886-2) 755-4008

JAPAN

TOKYO 108

Nisseki - Takanawa Bld. 4F
2-18-10 Takanawa
Minato-Ku

Tel.
Telef

5

81-3) 3280-4121
ax: (81-3) 3280-4131
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